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Abstract
Despite the experience of several decades the numerical simulation of computational fluid dynamics is still an enormously challenging and active research field.
Most simulation tasks of scientific and industrial relevance require the modeling of multiple physical effects, complex numerical algorithms, and have to be
executed on supercomputers due to their high computational demands. Facing these complexities, the reimplementation of the entire functionality for each
simulation task, forced by inflexible, non-maintainable, and non-extendable implementations is not feasible and bound to fail. The requirements to solve the
involved research objectives can only be met in an interdisciplinary effort and by
a clean and structured software development process leading to usable, maintainable, and efficient software designs on all levels of the resulting software
framework.
The major scientific contribution of this thesis is the thorough design and implementation of the software framework WaLBerla that is suitable for the simulation
of multi-physics simulation tasks centered around the lattice Boltzmann method.
The design goal of WaLBerla is to be usable, maintainable, and extendable as well
as to enable efficient and scalable implementations on massively parallel supercomputers.
In addition, a performance analysis of lattice Boltzmann simulations has been
conducted on heterogeneous supercomputers using a MPI, a hybrid, and a
heterogeneous parallelization approach and over 1000 GPUs. With the help
of a performance model for the communication overhead the parallel performance has been accurately estimated, understood, and optimized. It is shown
that WaLBerla introduces no significant performance overhead and that efficient
hardware-aware implementations are possible in WaLBerla.
Furthermore, the applicability and flexibility of WaLBerla is demonstrated in
simulations of particle flows and nano fluids on CPU-GPU clusters. By the successful application of WaLBerla in various simulation tasks, and the analysis of
the performance and the software quality with help of quality criteria, it is shown
that the design goals of WaLBerla have been fulfilled.

Zusammenfassung
Die numerische Simulation von strömungsmechanischen Anwendungen ist trotz
jahrzehntelanger Erfahrung immer noch ein aktives Forschungsfeld mit enormen Herausforderungen. Viele der wissenschaftlich und industriell relevanten
Anwendungen erfordern die Modellierung einer Vielzahl physikalischer Effekte,
komplexe numerische Algorithmen, und sind Aufgrund ihres Rechenaufwandes
nur auf Supercomputern ausführbar. Im Angesicht dieser Komplexität ist die
zeitaufwendige Reimplementierung der gesamten Funktionalität für jede neue
Anwendung, erzwungen durch unflexible, nicht wartbare und erweiterbare Implementierungen, kein adäquater Ansatz und zum Scheitern verurteilt. Die Anforderungen zum Lösen der Problemstellungen können nur in interdisziplinären
Forschungsvorhaben mit Hilfe eines systematischen und strukturierten Softwareentwicklungsprozesses erfüllt werden.
Der zentrale wissenschaftliche Beitrag dieser Arbeit ist die nachhaltige Entwicklung des Software-Frameworks WaLBerla zur Simulation von Multi-Physik-Anwendungen mittels der Lattice Boltzmann Methode. Das Designziel von WaLBerla ist sowohl anwendbar, flexible, und erweiterbar zu sein, als auch effiziente
und skalierbare Implementierungen für massiv parallele Simulation auf Supercomputern zu ermöglichen.
Weiterhin wurde in dieser Arbeit eine Performance-Studie von Lattice-Boltzmann-Simulationen für Parallelisierungsansätze basierend auf MPI, hybrider,
und heterogener Parallelisierungen auf heterogenen CPU-GPU Clustern auf
über 1000 GPUs durchgeführt. Mit Hilfe eines Performance-Models für den
Parallelisierungs-Overhead konnte die parallele Performance akkurat vorhergesagt, untersucht, und optimiert werden. Es konnte gezeigt werden, dass WaLBerla keinen signifikanten Performance-Overhead aufweist und das effiziente
Implementierungen in WaLBerla möglich sind.
Außerdem wurde mit Hilfe von Fluidisierungs- und Nano-Fluid-Simulation auf
CPU-GPU Clustern die Anwendbarkeit und Flexibilität von WaLBerla demonstriert. Durch die Analyse der Performance und der Softwarequalität anhand
von Qualitätskriterien, und dem erfolgreichen Einsatz von WaLBerla in unterschiedlichen Simulationsszenarien konnte gezeigt werden, dass die Designziele
von WaLBerla erreicht wurden.
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1 Motivation and Outline
1.1 The Need of HPC Software Design for Complex
Flow Simulations

Figure 1.1: Flow under a common bridge involving turbulence, fluid-structure
interaction, and sedimentation processes.
Fluid flows are present everywhere in our daily life, but also in many industrial
and scientific processes. Numerical simulations of fluid flows have been carried
out since the early 1960s, but the field of computational fluid dynamics (CFD) is
still active and challenging. The reason for this can be easily demonstrated with
the help of an example, i.e. the flow under a common bridge (Fig. 1.1). In this
example several physical phenomena can be observed, e.g. turbulence, fluidstructure interaction, and sedimentation processes to name just a few. Each of
the referred phenomena happens on a different time scale, i.e. turbulence in the
order of milliseconds, fluid-structure interaction approximately in the order of

1

seconds, and the depicted sedimentation in the order of months or years. The
underlying numerical simulation approach needs to implement a mathematical
model for each phenomenon as well as bridge the time and length scales. Computationally, this results in a multi-physics and multi-scale implementation coupling various simulation approaches for massively parallel simulations, which
require advanced optimization strategies such as grid refinement, dynamic load
balancing, and data reduction for post-processing and restart mechanisms.
In the face of this complexity it is impossible to reimplement the complete functionality each time a new simulation tasks is investigated, a model has evolved,
or further physical aspects can be captured due to an increase in the available
compute resources. Only by means of a structured software engineering process
the complexity involved in the numerical simulation of complex CFD tasks can
be mastered.
Contribution of this Thesis The main contribution of this thesis is the thorough design and implementation of the software framework WaLBerla. Its primary design goals are efficient and scalable massively parallel simulations centered around fluid flows modeled by the LBM (lattice Boltzmann (LB) method)
and the suitability for various multi-physics simulation tasks offered by a maintainable software design. Moreover, WaLBerla aims at speeding up the development cycle of simulations tasks and to provide a platform for collaboration
and knowledge transfer. To demonstrate that the design goals have been met,
it is shown that despite the flexibility of WaLBerla efficient implementations
are possible. This has been achieved with the help of a systematic analysis of
the parallel performance on heterogeneous CPU-GPU clusters using over 1000
GPUs. The suitability of WaLBerla for multi-physics simulations is confirmed
by an overview on the integrated simulation tasks. A direct numerical simulation approach for particulate flows optimized for GPUs is described in detail and
applied in simulations of fluidizations and for nanofluids.
In summary, the contributions of this thesis are
• The development of software design concepts for
– flexible, maintainable, efficient, and scalable simulations centered
around the LBM, and for
– pure-MPI, hybrid, and heterogeneous simulations on CPUs and GPUs.
• The implementation of
– major parts of WaLBerla, i.e. sequence control, parallelization, data
structures, functionality management, logging, time measurement,
and

2

– heterogeneous LBM and particulate flow simulations for CPU-GPU
clusters.
• The analysis of the performance of LBM simulations with the help of
– a performance model for parallel LBM simulations,
– weak and strong scaling experiments of heterogeneous LBM and particulate flow simulations on CPUs and GPUs, and
– weak and strong scaling experiments of flows through porous media
on CPU-GPU clusters.
• The application of WaLBerla
– in particulate flow simulations including Brownian motion for submicron particles.
Structure of this Thesis The structure of this thesis is divided into five Parts.
An introduction to the applied methods, the utilized architectures and clusters,
and the implementation details of the kernels for the LB method is given in Part I.
Part II derives the design goals for WaLBerla and analyzes its software design. In
order to demonstrate that the design goals of WaLBerla have been met, the parallel performance of WaLBerla is investigated for over 1000 GPUs in Part III and
an overview on the simulation tasks integrated in WaLBerla is given in Part IV.
Finally, the thesis is concluded in Part V.

3

Part I
Methods and Architectures

5

2 Brief Introduction to the Lattice
Boltzmann Method
2.1 The Lattice Boltzmann Method
The LB method (LBM) has evolved over the last two decades and is today widely
accepted in academia and industry for solving incompressible flows. Conceptually, the macroscopic flow for the LBM is described by the evolution of PDFs (par~ which represent the probability to find
ticle distribution functions) f (~x∗ , t∗ , ξ),
particles at the time t∗ in a volume around position ~x∗ with a microscopic veloc~ Hence, the LBM is a mesoscopic approach based on the averaged
ity close to ξ.
behavior of particles in contrast to the treatment of individual particles like in microscopic models such as molecular dynamics simulations [1] or descriptions of
the flow field based on macroscopic field variables under the influence of forces
and stresses like in macroscopic approaches directly solving the Navier-Stokes
equations [2]. In detail, the LBM has been designed as a simplified gas kinetic
model based on a special velocity discrete version of the Boltzmann equation [3],
which is given by
∂f ~ ∂f F~ f
+ξ ∗ +
= Q(f, f ).
∂t∗
~x
m ξ~

(2.1)

Figure 2.1: The D3Q19 model.

7

For a simplification of the non-linear collision operator Q, the BGK approximation [4] is applied
QBGK =

1 (eq)
(f
− f ).
λ

(2.2)

This simplification preserves the major properties of the Boltzmann equation, i.e.
the second law of thermodynamic (H-theorem). In particular, the simplified collision operator describes the evolution of the PDFs towards the thermodynamic
equilibrium, i.e. a local Maxwell distribution f (eq) (ρ,~u, T ) [3] dependent on the
macroscopic density ρ, velocity ~u, and the temperature T .
The velocity space for the LBM is discretized to a finite set of discrete microscopic
~ ⇒ f (~x, t,~eα ) = fα (~x, t). In
velocities ~eα leading to a discrete set of PDFs f (~x∗ , t∗ , ξ)
this thesis, the D3Q19 model resulting in nineteen PDFs, and the microscopic
velocities

~eα =

































(0, 0, 0),
(±c, 0, 0),
(0, ±c, 0),
(0, ±c, 0),
(±c, ±c, 0),
(±c, 0, ±c),
(0, ±c, ±c),

α=C
α = E, W
α = N, S
α = T, B
α = NE, NW, SE, SW
α = T E, T W, BE, BW
α = T N, T S, BN, BS

(2.3)

are applied. The resulting stencil is depicted in Fig. 2.1. Further discretization
in time and space [3] using finite differences, the single relaxation time collision (SRT) operator, and δ~x = ~eα δt, δt = 1, δx = 1 leads to the lattice BGK model
(LBGK) [5] [6]
1
fα (~x + ~eα , t + 1) − fα (~x, t) = − (fα (~x, t) − fα(eq) ).
τ

(2.4)

The relaxation frequency τ can be determined from the macroscopic viscosity
(eq) is disν = (τ + 0.5δt)c2s , τ1 = ]0, 2 − δx
L [ [7]. The local Maxwell distribution f
cretized by a Taylor expansion for low Mach numbers, for isothermal flows, and
incompressible fluids to
fα(eq) (ρ(~x, t),~ui (~x, t)) = wα [ρ + ρ0 (

~eα~u (~eα~u)2 ~u2
+
− 2 )],
c2s
2c4s
2cs

(2.5)

where the lattice weights wα for the D3Q19 model [3] are defined to be
wα =

8









1/3,
1/18,
1/36,

|~eα | = 0,
|~eα | = 1,
√
|~eα | = 2.

(2.6)

(eq)

The local equilibrium function fα is only dependent on the macroscopic density ρ(~x, t) and the macroscopic velocity ~u(~x, t)
ρ = ρ0 + δρ =
ρ0 ~u =
p =

18
X

α=0
18
X

fα

(2.7)

~eα fα

(2.8)

α=0
c2s ρ,

(2.9)

where ρ consists of a constant part ρ0 and a perturbation δρ. cs is the speed of
sound, which is for the D3Q19 system equal to cs = √c3 , c = δx
δt = 1.
Asymptotic Analysis and Assumptions It can be shown that the NS (NavierStokes) equations can be derived from the LBM by means of an asymptotic analysis [3] [8] and that the LBGK is equivalent to a finite difference scheme solving
the NS equations with second order spatial accuracy, and first order temporal
accuracy [9]. In summary, the following assumptions apply for the LBM:
• The Boltzmann equation is only valid for dilute gases, e.g. ideal gases, as
only binary collisions are assumed.
• The BGK approximation for fluids near thermodynamic equilibrium has
been applied.
• The discretization of the velocity space is only valid for low Knudsen numbers, Kn = δl
L ≪ 1, and also results in that the H-theorem is no longer fulfilled.
• The low mach number expansion of f (eq) restricts the LBGK model to low
Mach numbers, Ma = |~u~| ≪ 1.
ξ

• The discretization of the LBM results in uniform grids of cubic cells, δ~x =
~eα δt, δt = 1, δx = 1.
• The LBM is weakly compressible with a speed of sound cs .
Unit-Less Lattice Quantities Usually, fluid dynamic simulations should be
based on unit-less quantities. For the LBM the following approach has been chosen to parametrize the physical quantities (+) into unit-less lattice quantities:
δx =

δt+
ρ+
δx+
0
=
1,
δt
=
=
1,
ρ
=
=1
0
δx+
δt+
ρ+
0
δt+
(δt+ )2
~u = ~u+ · + , ν = ν + ·
δx
δx+

(2.10)
(2.11)
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Stream
Collide

Stream

Collide

Post-Stream

EQ

Post-Collision

Figure 2.2: LBM stream and collide step.

Computational Aspects Computationally, the LBM is based on an uniform
grid of cubic cells that are updated in each time step using an information exchange with nearest neighbor cells only. A basic unoptimized implementation of
the LBM is depicted in List. 2.1. Two steps can be identified: the stream and the
collide step. To implement the stream step there exist two possibilities, which
are depicted in Fig. 2.2. The pull approach has been chosen for this thesis as it is
well suited for the WaLBerla parallelization and boundary condition handling.
Additionally, the implementation uses two grids due to the data dependencies
of the stream step, but there exist several optimization strategies only requiring one grid [10]. The LBGK method results in a simple numerical implementation, which is well suited for parallelization due to the local update scheme.
The disadvantages of the presented LBGK method are the SRT collision operator, the explicit first order discretization in time, the high memory consumption
for the 19 PDFs, and the restriction to uniform grid in the case of curved boundaries. However, there exist extensions to partly overcome some of the limitations,
e.g. [11] [12] [13] [14] [15].
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for(int z=1;z<=endZ;++z)
for(int y=1;y<=endY;++y)
for(int x=1;x<=endX;++x){
////////////////////////////////////
// Compute Macroscopic Quantities //
////////////////////////////////////
rho = 0;u_x = 0;u_y = 0;u_z = 0;
for(alpha=0;alpha<19;++alpha){
////////////
// Stream //
////////////
// Pull PDF from grid one - the source grid //
pdf[alpha] = pdf_src(x-e[X][alpha],y-e[Y][alpha],z-e[Z][alpha],alpha);
rho +=

pdf[alpha];

u_x += e[X][alpha] * pdf[alpha];
u_y += e[Y][alpha] * pdf[alpha];
u_z += e[Z][alpha] * pdf[alpha];
}
/////////////
// Collide //
/////////////
for(alpha=0;alpha<19;++alpha)
// Collide the PDF with the help of the function f_eq //
pdf_dst(x,y,z) = pdf[alpha] - 1/tau * (pdf[alpha]- f_eq(rho,ux,uy,uz));
}
// Swap grids for the next time step //
swap(pdf_src,pdf_dst)

Listing 2.1: Unoptimized implementation of the LBM.

2.1.1 Boundary Conditions
Having direct influence on the overall order of accuracy of the entire method,
boundary conditions are a crucial part for LBM simulations. Especially, through
the restriction to uniform grids the handling of boundary conditions for curved
boundaries is important for the LBM. In literature, numerous boundary conditions have been proposed, e.g. [11] [16]. The following boundary conditions have
been applied in this thesis.
No-Slip Boundary Conditions Solid walls are usually treated by the so called
bound-back boundary conditions for the LBM. In this thesis the link bounce-back
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boundary conditions [17] are used where the wall is placed halfway between the
nodes. In particular, the incoming post-collision PDFs f˜α in the fluid cell ~xf are
bounced back or inverted at the wall of boundary cell ~xb to finv (α). The scheme
is depicted in Fig. 2.3.
finv(α) (~xf , t + 1) = f˜α (~xf , t) + 2wα c−2
einv(α) ~uw
s ρ0~

(2.12)

The velocity of the fluid at the wall ~u(~xw ) is equal to the velocity of the wall ~uw ,
so that for ~uw = 0 solid walls at rest can be treated, and for ~uw 6= 0 the boundary condition can be applied for inlets or moving walls. For straight walls located halfway between obstacle and fluid cell, the bounce-back boundary condition has second order accuracy. To obtain the same order of accuracy for curved
boundary conditions interpolation schemes incorporating the actual position of
the wall have to be applied [11] [17].
Pressure Boundary Conditions In order to simulate outlet boundary conditions in this thesis pressure boundary conditions are applied [11] [16]. Pressure
boundary conditions do not influence the mass flux through the boundary, and
the pressure at the boundary pw0 is predefined.
finv(α) (~xf , t + 1) = −f˜α (~xf , t) + 2fα(eq)+ (ρw0 ,~u(~xb , t̂)) +
1
(2 − )[fα+ (~xf , t) − fα(eq)+ (ρ(~xf , t),~u(~xf , t))]
τ
(eq)+
fα
(ρ,~u) = wα [ρ + ρ0 (4.5(~eα~u)2 − 1.5~u2 )]
1
fα+ (~x, t) =
(fα (~x, t) + finv(α) (~x, t)).
2

(2.13)

(2.14)
(2.15)

The desired pressure is inserted into the symmetric equilibrium distribution
(eq)+
function fα
by ρw0 = c−2
u(~xb , t̂) is extrapolated from
s pw0 , while the velocity ~
the fluid.

2.2 The Fluctuating Lattice Boltzmann Method
The random movement of a sub-micron particles suspended in fluid is called
Brownian motion in honer to the biologist Robert Brown, who was the first to
discover the effect. For sufficient large enough particles collisions between fluid
luid
and suspended particle can be neglected due to a mass ratio of mmPFarticle
≈ 0. However, for sub-micron particles the irregular collisions add a significant amount of
momentum on the particle leading to the random movement. Hence, a standard
macroscopic description of the interaction of fluid and particle is no longer possible.
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Stream

xb

xf
ui = u w

xf

xb

ui = u w

xf = ﬂuid cell; xb = boundry cell;

Figure 2.3: The bounce back boundary condition for solid walls.
The fluctuating lattice Boltzmann (FLBM) proposed by Dünweg et al. [18] adds
random fluctuations to the LBM collision operator, so that the Brownian motion
of suspended sub-micron particles can be covered. It is based on the multi relaxation time (MRT) [13] collision operator, which is superior to the SRT collision
operator, i.e. for the SRT all moments are relaxed equally. Consequently, the
MRT collision operator introduces several relaxation parameters. In the following a brief overview highlighting the most prominent features of the FLBM is
given. A detailed analysis and derivation of the FLBM can be found in [18] [19].

2.2.1 The MRT Collision Operator
The LBM using the MRT collision operator can be formulated as
f~(t+1) − f~ = MT DM(f~ − f~(eq) ).

(2.16)

Here, the orthogonal matrix M transforms the PDFs from the velocity space into
the moment space m
~ = M(f~), where m1 corresponds to ρ, and m2−4 to ~u. See
Tab. 2.1 for the higher moment. For the relaxation towards the thermodynamic
equilibrium the diagonal matrix D = diag(sα ) is used resulting in a total of 19
relaxation parameters. However, some of them are equal as depicted in Tab 2.1.
In order to transform the moments back into velocity space the transpose of the
matrix M is used. Note, that the SRT model is a special case of the MRT model.
Using the relaxation parameters sconserved = 0 and snon−conserved = τ −1 results in
the SRT model.
The structure of M is not unique. For this thesis the matrix proposed by Dünweg
et al. [18] is adopted
√
18
X
wα
mkα =
nkα , ||~nk ||w =
nkα nkα wα .
(2.17)
||~nk ||w
α=0
13

k

~nk

1
1
2
eα1
3
eα2
4
eα3
2
5
eα − 1
6
3e2α1 − e2α
7
e2α2 − e2α3
8
eα1 − eα2
9
eα2 − eα3
10
eα1 − eα3
11
(3e2α − 5)eα1
12
(3e2α − 5)eα2
13
(3e2α − 5)eα3
14
(e2α2 − e2α3 )eα1
15
(e2α3 − e2α1 )eα2
16
(e2α1 − e2α2 )eα3
17
3e4α − 6e2α + 1
18 (2e2α − 3)(3e2α1 − e2α )
19 (2e2α − 3)(e2α2 − e2α3 )

sα

Macroscopic Quantity

0
0
0
0
sb
ss
ss
ss
ss
ss
sg
sg
sg
sg
sg
sg
sg
sg
sg

Density
Momentum
Momentum
Momentum
Bulk stress
Shear stress
Shear stress
Shear stress
Shear stress
Shear stress
Ghost mode
Ghost mode
Ghost mode
Ghost mode
Ghost mode
Ghost mode
Ghost mode
Ghost mode
Ghost mode

Table 2.1: Entry vectors for the MRT transformation matrix proposed in [18].
The vectors nk are given in Tab. 2.1. For the FLBM, Eq. 2.16 has been reformulated
to
f~ = f~(neq) + f~(eq)

(2.18)

f~(t+1) = f~(neq) + f~(eq) + MT D M(f~(neq) )
= f~(eq) + MT D∗ M(f~(neq) ),

(2.19)

where the diagonal relaxation matrix D is modified to D ∗ = diag(1 + sα ) =
diag(γα). The relaxation parameters γb = γ5 is determined by γb =
the parameters γs = γ6 = γ7 = γ8 = γ9 = γ10 by γs =

η− 61
η+ 61

ηbulk − 19
,
ηbulk+ 91

. In this thesis the ghost

modes γg = γ11−19 have been set to zero in accordance with [20] [21].
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and

2.2.2 The FLBM Collision Operator
For the FLBM, Brownian motion is viewed as a continuous stochastic process.
The following assumptions have been made [19] for the process
• The probability of the thermal fluctuations is independent of space and
time.
• The mean of the fluctuation is zero.
In particular, the collision operator of the FLBM is extended by a random term
Rα containing random numbers and by normalizing the non-equilibrium distri(neq)
bution functions fα
by nα [18] [19]
gα(neq) = nα fα(neq) ,
~
~g̃ = MT (D∗ M ~g (neq) + R),

(2.20)

fα(t+1) = fα(eq) + n−1
α g̃α

(2.22)

Rα = ϕα rα ,

µ = 3kB T,

nα = (µρwα )

− 21

(2.21)
,

(2.23)

with rα being random numbers with a Gaussian distribution of zero mean and
unit variance. ϕα controls the variance of the random fluctuations of Rα . ϕ0−4
is equal to zero, as no fluctuations
have to be added toqthe conserved moments,
q
2
ϕb = ϕ5 is equal to ϕb = 1 − γb , and is ϕs = ϕ6−10 = 1 − γs2 . The variance for
the ghost modes ϕg = ϕ11−19 is also set to zero, as it can be shown that they do
not contribute to the stress tensor, and hence have no influence on the hydrodynamic level [19]. Thus, a total of six random numbers have to be generated per
lattice cell update. A schematic overview of the FLBM algorithm can be seen in
List. 2.2.
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// Compute gamma_bulk, gamma_shear, nu_bulk, nu, mu, varphi_k,M,M_T //
for(int z=1;z<=endZ;++z)
for(int y=1;y<=endY;++y)
for(int x=1;x<=endX;++x){
for(alpha=0;alpha<19;++alpha){
// Stream //
pdf[alpha] =

pdf_src(x-e[X][alpha],y-e[Y][alpha],z-e[Z][alpha],alpha);

// Compute Macroscopic Quantities //
// Rho //
m[0] += pdf[alpha];
// u_i
m[1] += e[X][alpha] * pdf[alpha];
m[2] += e[Y][alpha] * pdf[alpha];
m[3] += e[Z][alpha] * pdf[alpha];
}
// Determine and Scale f_neq //
for(alpha=0;alpha<19;++alpha){
f_eq[alpha] = f_eq(m[0],m[1],m[2],m[3]);
pdf[alpha] = 1/sqrt((mu*rho*w[alpha])) * (pdf[alpha] - f_eq[alpha])
}
// Determine the Macroscopic Moments, Collide, and Add Random Fluctuations //
for(k=4;k<19;++k){
for(alpha=0;alpha<19;++alpha)
m[k] = M[k][alpha] * pdf[alpha];
m[k] = gamma[k]*m[k] + varphi[k]*rand();
}
// Transform Back to Velocity Space and Scale by n_alpha^-1 //
for(k=0;k<19;++k){
for(alpha=0;alpha<19;++alpha)
pdf[k] = M_T[k][alpha] * m[alpha];
pdf_dst(x,y,z,k) = f_eq[k] + pdf[k]*sqrt((mu*rho*w[k]));
}
}
// Swap grids for the next time step //
swap(pdf_src,pdf_dst);

Listing 2.2: Unoptimized implementation of the FLBM.
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3 Current Supercomputer
Architectures
Today’s supercomputers are dominated by clusters built from “commodity”
compute nodes that are also available for the end user. The general concept is to
connect several of these nodes by a fast interconnect. A peek at the current TOP
10 in the TOP 500 list (Nov. 2011) [22] shows mostly AMD or Intel x86 based
clusters, e.g. Jaguar [23], Tianhe-1A [24], or Tsubame 2.0 [25]. Another important fact is that all these three are heterogeneous clusters using NVIDIA GPUs1 .
GPUs offer high performance and are energy efficient, e.g. Tsubame 2.0 reaches
0.85 GFLOPS per Watt while Jaguar reaches 0.25 GFLOPS per Watt. However,
the Green Top 500 [27] shows that not only the use of accelerators can deliver energy efficient performance, but also the clustering of low power compute nodes,
e.g Blue Gene/Q Prototype 2 [28]. The first place in the TOP 500 list, the K Computer [29] achieves 0.83 GFLOPS per Watt and a linpack [30] performance of
10.5 PFLOPS. One of the first clusters in the TOP 10 to introduce heterogeneous
compute nodes has been Road Runner [31], which was also the first to achieve a
peak performance of over 1 PFLOPS. This trend towards heterogeneous compute
nodes having specialized and efficient units in parallel to general purpose units
is likely to continue on the way to exascale computing, as energy is one of the
four major architectural challenges of exascale computing, i.e. energy, memory,
interconnects, and resilience [32]. For example, the EU-Project DEEP [33] (dynamical exascale entry platform) pursuits this approach, and aims at building an
exascale cluster at the end of the decade by coupling an Intel Xeon cluster to an
accelerator cluster.
Throughout this thesis the LIMA cluster [34] (Intel Xeon) and the Tsubame
2.0 [25] (Intel Xeon + NVIDIA GPU) have been used, and are described in the
following.

1

Jaguar has been updated in 2011 after the release of the TOP 500 list, and is now known as
Titan [26]. Titan will feature 14,592 compute nodes with NVIDIA “Kepler” GPUs after its
second update phase.
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Cluster
Compute Nodes
Processor
GPU
GPUs per Compute Node
LINPACK [30] Performance
Power Consumption
Flops per Watt
TOP 500 (Nov. 2011)
Network Type
Interconnect

LIMA

Tsubame 2.0

500
Intel Xeon X5650

1442
Intel Xeon X5670
NVIDIA Tesla M2050
3

56.7
160
354.56

1192
1398.61
852.27

366
Fat Tree
QDR Infiniband

5
Fat Tree
QDR Infiniband

[TFLOPS]
[KW]
[FLOPS/W]

Table 3.1: Specifications of the LIMA and the Tsubame 2.0 cluster.

3.1 General Cluster Setup
The LIMA and the Tsubame 2.0 cluster (see Tab. 3.1) are both build from dualsocket Intel Xeon “Westmere” compute nodes that are connected via a fully nonblocking InfiniBand interconnect. InfiniBand is a high performance low latency
network architecture based on switches. It is used amongst others to connect
cluster networks. Each link is bi-directional and can obtain a theoretical peak
bandwidth of 5 GB/s for QDR (quad data rate) InfiniBand.
The dual-socket Intel "Westmere“ compute node is a shared memory ccNUMA
(cache coherent non uniform memory access) architecture. A schematic overview
is depicted in Fig. 3.1. It consists of two UMA (unified memory access) building
blocks, the sockets. Each socket has its on memory interface integrated on the
chip to a local main memory. Both sockets share the same address space, so that
the total main memory can be accessed. However, the accesses to non-local main
memory suffers from lower bandwidth and higher latency.
In the past, performance gains were mostly achieved by increasing the clock frequency. This was made possible by ever smaller manufacturing processes. Currently, increasing the clock frequencies is no longer cost-effectively possible due
to the high energy consumption and the resulting high waste heat. In today’s
area of multi- and many-core architectures a single chip is hence composed of
several compute cores. Each socket of the used Xeon “Westmere” consists of six
cores each having their own ALU, registers, and L1 and L2 cache. The L3 cache
is shared between all cores. The purpose of the caches is to provide low latency
and high bandwidth data access. In detail, the memory hierarchy is setup like a
pyramid. The base of the pyramid is represented by the main memory and the
top from the registers. The higher a memory type is in the pyramid the higher the
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Shared Memory Dual-Socket ccNuma Compute Node
Socket S1

Socket S2

Core

Core

Core

Core

Core

Core

Core

Core

Core

Core

Core

Core

L1

L1

L1

L1

L1

L1

L1

L1

L1

L1

L1

L1

L2

L2

L2

L2

L2

L2

L2

L2

L2

L2

L2

L2

L3 Cache

L3 Cache
Coherence
Interface
(QPI)

Memory Interface

Memory Interface

Main Memory (local to S1)

Main Memory (local to S2)

Network
Interface

GPU
Chip Set

GPU

QDR InﬁniBand
Peripheral Component
Interconnect Express
Communication Network

(PCI-E)

(PCI-E)

(PCI-E)

(PCI-E)
GPU
(PCI-E)

Figure 3.1: Shared memory ccNUMA compute node following [35].
bandwidth and the lower the latency, but also the smaller the size of the memory
type is.
Each core is able to execute two scalar floating point operations per cycle. By
using SSE (streaming single instructions multiple data (SIMD) extensions) it is
possible to increase the number of floating point operations per cycle. SSE provides 16 byte registers and vector operations. Hence, with each SSE vector instruction four DP instructions are executed per cycle, and eight SP instructions.
For simple code fragments compilers are able to automatically perform the vectorization, but for most implementations they have to be applied by hand in an
assembler like instruction set [36]. Further, each core can issue one load and one
store. However, prior to a store, a read for ownership resulting in an additional
load instruction has to executed in order to have a valid copy of the stored data in
cache. The read for ownership can be circumvented by NT (non-temporal) stores,
which by bypassing the cache hierarchy directly write the data to the main memory. In addition, each core possess the ability to execute two threads simultaneously via SMT (simultaneous multi-threading) to optimally utilize the hardware
capabilities by overlapping the operations of both threads. The sockets are connected via the full-duplex point to point processor interconnect QPI (QuickPath
Interface). Additional QPI links are used to connect the socket to the chip set
that is connected to further devices, e.g. the network interface, I/O, or GPUs.
The specifications of the compute nodes used in the LIMA and the Tsubame 2.0
cluster can be found in Tab. 3.2. For all measurements conducted on the LIMA
and the Tsubame 2.0 cluster OpenMPI [37], the Intel compiler [38], and CUDA
4.0 [39] have been used.
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Dual-Socket Intel "Westmere"

Xeon X5650

Xeon X5670

Cores
Base Clock Rate
Max Clock Rate

12
2.66
3.06

12
2.93
3.33

[GHz]
[GHz]

L1
L2
L3

32
256
12

32
256
12

[kB]
[kB]
[MB]

Theoretical DP Peak Flops @ Base Clock
Theoretical Peak Bandwidth

128
64

140
64

[GFLOPS]
[GB/s]

Table 3.2: Specification of the dual-socket Intel “Westmere”. The LIMA cluster is
equipped with Xeon X5650 chips, while the Tsubame 2.0 cluster uses
Xeon X5670 chips.

3.2 The NVIDIA GF100 Tesla “Fermi" GPU
GPUs are designed as accelerators for real-time rendering of, e.g. computer
games or professional CAD (computer aided design) applications, which cannot
operate without a CPU. As for visualization purposes the same operations are
often executed for all data elements, their design is optimized to solve computationally intensive data parallel throughput computations. Compared to general purpose CPUs, GPUs offer higher throughput of floating point operations
and a higher memory bandwidth due to this specialization. In particular, the
specialization allows a simplification of the control flow as well as a strongly reduced cache hierarchy. The resulting free transistors have been spent for higher
numbers of compute cores. For example an NVIDIA Tesla M2050 based on the
GF100 chipset has 480 CUDA-cores (stream processors). In Fig. 3.2 a schematic
overview of the layout of CPU and GPU is depicted. Hence, GPUs are well suited
for data parallel algorithms, e.g. the LBM, but are not well suited for algorithms
with inherit data dependencies, or the need for high flow control, i.e. if statements.
Structurally, the NVIDIA Tesla M2050 is composed of 15 MP (multi-processors)
each having its own shared memory, caches, and registers. The MP are assembled from 32 CUDA-cores that process their data in a SIMT (single instruction
multiple threads) manner. All threads of one SIMT unit simultaneously execute
the same operation, but on different memory locations. The order of the instructions is determined by the compiler and cannot be exchanged, as current GPU
architectures are in order architectures. For the exchange of data between threads
in the same thread block (see Sec. 4.1 for details) the fast and low latency shared
memory can be used. A thread block is always processed on one MP and cannot
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CPU
Control

GPU

Alu Alu Alu
Alu Alu Alu
Cache

Main Memory

Main Memory

Figure 3.2: Schematic layout of CPUs and GPUs following [39].
be migrated to other MPs. Each NVIDIA Tesla M2050 has a main memory or so
called global memory of 3 GB and the NVIDIA Tesla M2070 has a global memory of 6 GB, which is about one order of magnitude less than what current CPU
are equipped with. In Tab. 3.3 the specification of the NVIDIA Tesla M2050 and
M2070 are depicted.
In order to hide the latency for memory accesses and for pipeline stalls, GPUs
use an over-subscription of threads. A maximum of 1536 concurrent threads can
be scheduled on one MP. In addition, GPUs support low overhead switching between SIMT units. Thus, to achieve good performance GPUs need enough parallelism. A restriction that can deny good parallelism are the resource constraints
of MPs. For all threads the register and shared memory requirements have to be
always fulfilled. In contrast to CPUs, there is no possibility to spill registers. If
threads require many registers or shared memory this results in a low number of
runnable threads per MP, which restricts the hiding of latency and pipeline stall
effects. In [40] it has been shown that for the LBM an occupancy of 0.5 has to be
reached in order to achieve good performance results. Occupancy is the ratio of
the scheduled number of threads and the maximum runnable threads.
To copy data between host and device, the data has to be transferred via the
PCI-E (peripheral component interconnect express) interconnect. The PCI-E is a
bi-directional point to point interconnect connecting peripheral devices with the
chip set. The GPUs on Tsubame 2.0 compute nodes are connected via PCI-E x16
and can obtain a theoretical peak bandwidth of 8 GB/s.
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NVIDIA Tesla

M2050

M2070

Architecture
Compute Capability
Code Name

GF100
2.0
Fermi

GF100
2.0
Fermi

MP
CUDA-cores
Main Memory
Memory Bandwidth
Peak SP FLOPS
Peak DP FLOPS

15
480
3
140
1
0.5

15
480
6
140
1
0.5

1536
16/48
32768

1536
16/48
32768

Maximum Runnable Threads per MP
Shared Memory per MP
Registers per MP

[GB]
[GB/s]
[GFLOPS]
[GFLOPS]
[kB]

Table 3.3: Specifications of the NVIDIA Tesla M2050 and M2070.

22

4 Implementation Details
4.1 The CUDA Architecture and the CUDA C
Language
In 2006 NVIDIA [41] revealed their CUDA architecture. Different from earlier
CUDA does not organize the compute resources in vertex and pixel shaders, but
includes a unified shader pipeline allowing general-purpose computations. Together with the release of the CUDA architecture, NVIDIA released the first version of the nvcc compiler and the CUDA C language [39], which is based on the C
language but adds new key words for the execution of CUDA kernels on GPUs.
CUDA C object files generated by the nvcc compiler can be linked to any object
files created by C / C++ compilers. Hence, it is possible to compile only source
files containing CUDA C language constructs with nvcc compiler and everything
else with standard C / C++ compilers. In the following, a brief introduction to
CUDA C 4.0 is given to the extent required for understanding of this thesis. A
more detailed introduction can be found in [39] [42].
For CUDA C host (CPU) and device (GPU) are differentiated. The host is responsible for the sequence control, i.e. when which CUDA kernels are executed. A
simple example for a CUDA C code can be seen in List. 4.1, which is discussed
in the following. Note, that error handling has been removed from the code for
simplicity reasons, but should be used in actual implementations.
Initialization With cudaSetDevice the current device for this thread or process
can be specified. All subsequent call to the CUDA run-time API, e.g. memory
allocation or CUDA kernel execution, are associated with this device. Hence,
prior to any interaction with a GPU host threads and processes have to set up a
context for a device. Note that the configuration of the Tsubame 2.0 only allows
one thread or process to create a context for a specific device at the same time.
Memory Allocation In this example two arrays are allocated, one on the host
and one on the device. For the host the memory is page-locked to speed up the
PCI-E transfers between host and device. The actual implementation of the host
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data allocation is depicted in List. 4.2. To register and page-lock the memory by
cudaHostRegister the allocated memory has to be page-aligned. If the page-locked
status of the allocated memory shall be visible to other threads, the parameter
cudaHostRegisterPortable has to be provided. Tab 4.3 shows the allocation of the
memory on the device. After the initialization of the data on the host, the data is
transferred from host to device by a call to cudaMemCpy.
Threads and Thread Blocks Computationally, the CUDA kernels work on
thread blocks. A thread block is a container for threads, which can be organized
in one or two dimensions. Thread blocks are always executed on one MP, and
a maximum of 8 thread blocks are runnable on a MP for an NVIDIA “Fermi” to
reach the maximum amount of 1536 threads. Data between threads in the same
thread block can be exchanged via the shared memory. The thread blocks themselves are organized in a block grid, which can be one, two, or three dimensional.
In List. 4.1 the thread block is specified by dimThreadBlock, and the block grid by
dimBlockGrid. By this method thousands of threads can be organized easily.
Kernel Call For the kernel call the amount of thread blocks and threads is specified between «<.,.»>. Note that CUDA kernel calls are non-blocking. cudaThreadSynchronize can be used to wait for the CUDA kernels to finish.
Kernel Implementation A CUDA kernel is specified by the __global__ key
word. Within the kernel the thread index in a thread block can be accessed
through threadIdx.x/y and the block grid index by blockIdx.x/y/z. An example kernel is depicted in List. 4.4
CUDA Streams CUDA supports asynchronous execution of kernels and memory transfers by the use of so called streams. A stream is a kind of queue to which
operations such as kernel calls can be added, and which are executed in the order of insertion. Several streams can be created to enable parallel executions.
Usually, all kernels are executed in stream 0. Stream 0 is a special case, as no
other stream can run asynchronously to stream 0. To add a kernel call or a memory transfer to a stream an additional argument to the CUDA kernel call must
specified, and for memory transfers cudaMemcpyAsync must used. Additionally,
for asynchronous memory transfers the host buffers have to be page-locked to
prohibit that pages are paged-out and that DMA transfers can be utilized. In
this way the memory transfers and CUDA kernel calls can be overlapped, but
different CUDA kernels calls can only be overlapped in special cases. In particular, if two kernels are scheduled asynchronously initially all thread blocks of the
first kernel are processed. The thread blocks of the second kernel are executed
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as soon as there are free MPs on the GPU, which are no longer needed for the
first kernel as all remaining thread blocks of the first kernel are being processed.
List. 4.5 shows a simple example for the overlapping of CUDA kernel execution
and PCI-E memory transfers.
#include <cuda.h>
#include <malloc.h>
int main(int argc,char **argv){
// Use Device with Number 0 //
int device = 0;
// Specify Device //
cudaSetDevice(device);
////////////////
// Alloc Data //
////////////////
// Size of Data Rounded Up to Pagesize //
size_t size = (100*sizeof(double)/sysconf(_SC_PAGESIZE)+1)*sysconf(_SC_PAGESIZE);
// Allocate a Pointer to an Array of 100 Doubles on the Host //
double *cpu_data;
allocHost(&cpu_data,size);
// Allocate data on the GPU //
double *gpu_data;
allocDevice(&gpu_data,size);
///////////////
// Init Data //
///////////////
// Init Host Data //
...;
// Copy Data from Host to Device //
cudaMemCpy(gpu_data,cpu_data,size,cudaMemCpyHostToDevice);
/////////////////////
// Call the Kernel //
/////////////////////
// Specify the Layout of a Thread Block //
dim3 dimThreadBlock(threadsX,1);
// Specify how many Thread Blocks there are //
dim3 dimBlockGrid(blocksX,blocksY);
// Execute the Kernel //
doStuffKernel<<<dimBlockGrid,dimThreadBlock>>>(gpu_data);
cudaThreadSyncronize();
// Copy the Data Back to the Host //
cudaMemCpy(cpu_data,gpu_data,size,cudaMemCpyDeviceToHost);
// Clean Up //
...;
}

Listing 4.1: A simple CUDA C program.
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void allocHost(double** cpu_data, size_t size){
// Allocate Page-Aligned Memory //
posix_memalign(((void**)cpu_data),sysconf(_SC_PAGESIZE),size);
// Page Lock Memory //
cudaHostRegister(*((void**)cpu_data),size,cudaHostRegisterPortable);
}

Listing 4.2: Allocation of host memory in CUDA.
void allocDevice(double ** gpu_alloc, size_t size){
cudaMalloc(((void**)gpu_data),size);
}

Listing 4.3: Allocation of device memory in CUDA.
__global__ void doStuffKernel(double *gpu_data){
int x = threadIdx.x;
int y = blockIdx.x;
int z = blockIdx.y;
}

Listing 4.4: A simple CUDA kernel.
...;
// Create the Streams //
cudaStream_t stream1, stream2;
cudaStreamCreate(stream1);
cudaStreamCreate(stream2);
// Do Stuff //
...;
cudaMemCpyAsync(cpu_data,gpu_data,size,cudaMemCpyDeviceToHost,stream1);
doStuffKernel<<dimBlockGrid,dimThreadBlock,0,stream2>>
// Do Stuff //
...;

Listing 4.5: Overlapping computation with PCI-E Transfers.

4.2 Kernel Implementation
The pure-LBM kernels used for this thesis have been developed within the
SKALB [43] project by Johannes Habich [44], and have been integrated into WaLBerla in joint work. In this thesis only a brief overview on the features of the
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kernel implementations is given. For the kernel implementations on CPUs as
well as on GPUs always the entire simulation domain is stored in two separate
grids of unknowns. Additionally, all lattice cells are traversed and updated independent of their state, e.g. fluid or obstacle. The BCs are treated prior to the
LBM update. This renders the LBM update independent of the BCs, and thus
enhances the reusability of the implementation for different simulation tasks, if
different BCs are required.

4.2.1 The LBM Kernel for CPUs
Detailed investigations on optimization techniques for the serial performance of
the LBM can be found in [45] [46] [47]. The following optimizations have been
applied for the implementation of the LBM kernel in WaLBerla.
Fused Collide and Stream The stream and collide are executed in one step
and not in two separate function calls. Additionally, the pull stream approach is
implemented.
Arithmetic Optimizations The overall number of required floating point operations has been minimized. Expressions that can be reused have been precomputed and stored in temporary variables.
SoA (Structure of Arrays) vs. AoS (array of structure) For the SoA data
layout all PDFs of one lattice velocity ~eα are consecutive in memory. In contrast,
for the AoS data layout all PDFs of one lattice cell are consecutive in memory. For
the WaLBerla CPU implementation the SoA layout with the cell storage order
fzyx has been chosen. Here, f indicates the lattice velocity index, and x, y, and z
the dimensions in space.
Split Loop Line Kernel For the line kernel one function call is issued for the
update of each row in x-dimension. This function call gets as parameters on
array for each lattice velocity containing the PDFs of one row in x-dimension.
This is only possible for the SoA data layout, as here the PDFs in x-dimension for
one lattice velocity ~eα are consecutive in memory. Hence, 19 pointers to the first
PDF elements in the row can be used to create the one dimensional arrays. The
benefit from this optimization is that less index calculations are required during
the update avoiding the integer operation required for these index calculations.
Additionally, the loop for the update of the PDFs in the lattice cells is split. First,

27

the ρ and ~u are calculated for the complete row in x-direction, and stored in a
temporary array. Next, each individual lattice direction ~eα is updated for the
complete row.
SSE, Padding, and NT stores In order to use SSE vectorization the correct
alignment of the accessed data has to be ensured. Therefore, elements have been
padded in front and at the end of each row in x-dimension. Additionally, NT
stores are used to store the PDFs.
All referred optimization techniques will be investigated in detail in Habich [44].

4.2.2 The LBM Kernel for NVIDIA GPUs
Optimization techniques for the serial LBM performance on GPUs can be found
in [44] [48] [49] [50]. General performance optimizations for GPUs can be found
in [39]. For the LBM kernel implemented in WaLBerla for GPUs the following
optimizations have been applied.
Structure of Arrays For the GPU kernel also the SoA has been used to enable
coalesced loads and aligned writes, so that optimization techniques using the
shared memory can be avoided [48].
Register Optimization In order to achieve good occupancy the number of required registers has to be minimized. An initial implementation used up to 64
registers, which could be lowered to 32 registers by optimizing the index calculation for the PDFs. In detail, the starting index to the first PDF is calculated for
each lattice cell, and only offsets are used to the access the remaining PDFs.
Padding To achieve optimal coalesced loads and stores to the global memory,
elements have been padded at the end of each row in x-direction. The rows in
x-direction are 128 byte aligned.
Thread Scheduling The thread scheduling has been adopted from [48]. For
each lattice cell one thread is scheduled. Each CUDA thread block has the dimensions <<<cells in x-dimension,1>>>, and the number of blocks are <<<cells in
y-dimension,cells in z-dimension>>>.
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4.2.3 The Fluctuation LBM Kernel for NVIDIA GPUs
The FLBM (fluctuation lattice Boltzmann method) kernel implementation is very
similar to the LBM implementation. Both kernels have the same access pattern to
the global memory, so that the same optimizations could be applied, i.e. padding
and register optimization for the index calculation. However, with the help of
List. 2.2 it can be seen that FLBM implementation requires additional work steps,
i.e. the moments and the equilibrium distributions have to be stored in temporary variables. This results in a high number of required registers, in total 64
registers. In future work this will be improved through restructuring of the algorithm.
For the creation of random numbers in serial implementations, a random number generator providing a single stream of pseudo-random numbers is sufficient.
However, for GPUs multiple independent streams of random numbers are required, as multiple threads access the random number generator concurrently
and random numbers generation should be fast, i.e. without synchronization.
The Tiny Encryption Algorithm proposed in [51] [52] provides all the features that
are required by a good GPU pseudo random number generation and has been
used for the GPU implementation of the FLBM.
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Part II
WaLBerla - An HPC Software
Framework for Multi-Physics
Simulations
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The design and implementation of a multi-purpose software framework suitable
for large-scale simulation tasks requiring multi-physics, multi-scale, and massive
parallelization is a challenging task. During the software design phase special
emphasis has to be taken on efficiency and scalability, due to the high compute
intensity of most simulation tasks. Although, for the application in research also
maintainability and extendability is of importance, since many simulation tasks
have to be supported featuring different and constantly changing requirements.
WaLBerla In this Part the massively parallel software framework WaLBerla is
introduced. WaLBerla is a powerful tool for complex fluid flow simulations centered around the LBM. It has been designed to provide a good balance between
efficiency and maintainability. This Part focuses on the software design concepts
developed for WaLBerla in order to ensure maintainability. For this purpose,
the requirements on software frameworks in CSE have been investigated and
the resulting design goal have been specified during the software design phase
of WaLBerla. In detail, the software design concepts applied for the implementation of WaLBerla minimize the compile and link time dependencies, provide
clearly structured interfaces, allow to manage and dynamically select functionality, and offer the flexibility to easily integrate new simulation tasks. However,
despite this flexibility it is still possible to realize highly efficient hardware-aware
implementations for various architectures.
A possibility to measure the resulting software quality of WaLBerla are software
quality factors. With the help of these factors the developers of WaLBerla constantly try to improve the software quality of WaLBerla.
Tools For a usable software framework it is important to provide lightweight
tools and modules that can be utilized if the need arises. Amongst others, WaLBerla offers tools for reading input files, logging of simulation progress and
errors, and writing of visualization and post-processing output. Additionally,
modules for the organization of simulation data, boundary conditions, and time
measurements are available.
UML Throughout this thesis the graphical and standardized UML (unified
modeling language) is applied in examples and figures. Two types of diagrams
have been used: class diagrams and activity diagrams. In class diagrams the interfaces of and relations between classes can be depicted, while activity diagrams
can be utilized to illustrate complex workflows. The notation used for this thesis
has been taken from [53].
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Structure of this Part In Chap. 5 the design goals of WaLBerla are derived and
the WaLBerla prototypes WaLBerla::V1 and WaLBerla::Core are introduced. Followed by the analysis of the logical software design of WaLBerla in Chap. 6 and
a discussion of the resulting software quality is in Chap. 7. The available modules and tools of WaLBerla are described in Chap. 8. Briefly, Chap. 9 surveys LB
software frameworks that are developed in the community. Finally, a discussion
on the pros and cons of software frameworks for the simulation of large-scale
multi-physics in academia concludes the Part.
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5 Designing the Software
Framework WaLBerla
In this Chapter the general ideas behind the WaLBerla software design are introduced. As WaLBerla is targeted at conducting numerical simulations in the field
of CSE, first the software requirements are determined. Further, it is discussed
what techniques can be applied to fulfill these requirements and how to evaluate
success or failure. Finally, the design goals of WaLBerla are specified.
Team Work A large-scale software project such as WaLBerla cannot be designed and implemented by a single person. WaLBerla has been founded in year
2006 by four PhD students: Stefan Donath, Klaus Iglberger, Jan Götz, and the author of this thesis. The main contribution of the author of this thesis to the WaLBerla software framework has been the design and implementation of the basic
functionality of WaLBerla, e.g data structures, sequence control, parallelization,
functionality management, logging, and time measurement.
Currently, WaLBerla is used, extended, and optimized by the second and
third generation of PhD students. In total, around 30 person years have
been spent to implement WaLBerla and its simulation tasks in the current
state. The framework is or has also been used by several other research
groups [54] [55] [56] [57] [58] for the following research projects: DECODE [59]
(Degradation Mechanisms to Improve Components and Design of Polymer
Electrolyte Fuel Cells), SKALB [43] (Lattice-Boltzmann-Methoden für skalierbare Multi-Physik-Anwendungen), Fast-EBM [60] (Fast Electron Beam Melting),
Froth Foams [61] (Proteinschäume in der Lebensmittelproduktion: Mechanismenaufklärung, Modellierung und Simulation), and KONWIHR [62] (Kompetenznetzwerk für wissenschaftliches Höchst in Bayern). Additionally, WaLBerla has
been part of the benchmark suite for the SuperMUC [63] supercomputer.

5.1 Deriving the Design Goals of WaLBerla
The acronym WaLBerla stands for Widely Applicable LBM from Erlangen. This
very well characterizes the purpose of the WaLBerla software framework: to be
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a powerful tool for the simulation of various complex engineering tasks centered
around the LBM but not restricted to it. As such, it aims at speeding up the development cycle for simulation tasks and at providing a basis for collaborations
and knowledge transfer between research groups in academia working in the
multiple disciplinary field of CSE.
Requirements on Software Frameworks intended for Research in CSE Prior to the design phase of a software framework the requirements of the field of
application have to be analyzed in order to determine the design goals. WaLBerla
is intended to be applied for research in CSE. As research is concerned with problems not having been addressed before, the utilized algorithms, simulation tasks,
and requirements are likely to change. While addressing a particular problem,
the first attempt might work out or not, or raise new questions. In the end, the
code will have to be extended or modified to fulfill the new requirements. In
addition, the field of CSE addresses a wide range of different simulation tasks
utilizing different algorithms. Computationally, this requires to support diverse
features, as for example the implementation of parallel free-surface simulations
in porous structures poses different requirements than the implementation of a
parallel multigrid solver for the electrostatic interaction of charged nano particles
immersed in fluid including visualization and post-processing. Hence, maintainability and extendability of software frameworks for research in CSE is of utmost
importance. As an investigation of real-world problems often involves largescale simulations, which involves large memory consumption as well as high
compute intensity, maximizing efficiency and scalability by optimizing the sustained performance on the underlying hardware is also a software requirement
for CSE simulation tasks. Knowing these requirements special care has been
taken to achieve good maintainability and extendability as well as efficiency and
scalability during the software engineering design phase for WaLBerla.
Software Engineering for Computational Science and Engineering Software engineering is a discipline concerned with the improvement of software
quality by the systematic design, implementation, debugging, testing, and maintaining of software solutions. Unfortunately, it is often common practice to neglect the systematic part in academia. This might be feasible and even be the
preferred approach for small programs, like a script parsing a data set for postprocessing that takes a day to write. For large-scale projects involving several
persons and several hundred thousands lines of code this is definitely not the
case, as early design decisions determine the characteristic of the final software
product. To change these features later is very difficult or not possible at all.
Hence, the software quality is mainly determined in the initial planning phase
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before even a line of code has been written. Decisions requiring a major restructuring of the implementation might be something like: shall GPUs be supported
or not? Is there a requirement for shared memory parallelization, a distributed
memory parallelization or even massive parallelization? Further, designs relying heavily on polymorphism in performance critical sections will reduce the
efficiency of the code.
How can Software Quality be Measured? The software quality of a software
framework can be classified and measured by software quality factors [64]:
• Reliability: Does the software framework do what it is supposed to do? Is
it possible to properly test the framework in order to achieve reliability?
• Maintainability: Is it possible to extend, replace or reuse components of the
framework with moderate effort? How difficult is it to track down bugs?
• Usability: Is the framework easy enough to use, or will users simply use
another framework, which might be not so well suited for their need but is
easier to use?
• Efficiency: How efficient does the software framework utilize the underlying hardware? Is the framework overhead on the performance too large?
• Portability: Is it possible to use the software framework on modern hardware, on GPUs or clusters requiring a massive parallelization? Which operating systems are supported? What external tools or libraries are required?
Are those available for the target architectures or operating systems?
• Functionality: Does the software framework meet the requirements of the
users?
Optimizing the Software Quality by Minimizing the Physical Dependency
The question arises how to ensure good software quality by design. In literature many textbooks can be found on this topic dealing with logical software
design [65], design patterns [66] or software engineering in general [67]. An approach optimizing the physical software design can be found in [64] or [68]. The
logical design is concerned about language constructs like classes and the logic
relations between these. In contrast, the physical design tries to minimize the
dependencies between physical entities like files, directories and libraries. The
basic unit of the physical design is a component (see Fig. 5.1 for an example). A
component is a subset of the logical design that is represented by a single physical representation, e.g a single header (.h) and a single source file (.cpp). Components depend on each other if they have either compile or link time dependencies. In large-scale projects often the need to group components arises, which is
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accomplished by packages. Two example packages, i.e. a post-processing and a
visualization package are depicted in Fig. 5.2. Especially, for large-scale software
projects having several hundred of thousands lines of code cutting down compile
and link time by improving the physical design is of highest importance. Ignoring this can quickly lead to bad or even wrong design decisions. For instance,
imagine a programmer not wanting to extend a header file as it would cause him
half an hour of compile time, because the complete project has to be rebuilt. Not
only the build time can be optimized by the physical design, but also can physically independent parts of the project be cut out, be replaced, reused and tested
in isolation. This increases the maintainability, extendability, portability and the
reliability of the software framework. Additionally, to modify, test or use a physically independent part of the code, a programmer has to only understand this
part of the code. Hence, the physical design also affects the understandability of
the code. Avoiding cyclic link time dependencies (Fig. 5.1) as well as excessive
compile (Fig. 5.2) and link time dependencies (Fig. 5.3) is key for a good physical
design. For these reasons, the software design concepts applied in WaLBerla are
based on minimizing the physical dependency.

UID
UID.h

Depends on
UID.cpp

Field

Block

Field.h

Block.h

#include "UID.h"
class Field{
...
private:
UID uid_;
};

Block.cpp

Field.cpp

Depends on

#include
"BlockField.h"
Block(BlockField
& ﬁeld, ...)
{
...
Depends on
}

BlockField
BlockField.h
#include "Block.h"
class BlockField{
...
private:
vector<Block>
blocks_;
};
BlockField.cpp

Figure 5.1: The Figure on the left shows two example components UID and Field.
Field depends on UID, because it has a compile time dependency on
UID as it stores a UID. The Figure on the right depicts a cyclic link
time dependency between component BlockField and Block. Cyclic
dependencies tend to tightly couple the components of a software
framework. Hence, such systems are hard to maintain, understand
and test, as only the entire dependent part of the software framework
can be maintained, understood, or tested.
Design Goals of WaLBerla Hence, the following software design goals have
been specified for WaLBerla:
• Maintainability and expandability: Ability to integrate various multi-physics simulation tasks without major restructuring of the framework.
• Understandability and usability: Easy integration of new functionality also
for non-programming experts.
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LBM Kernels
FLBM Kernels
Free Surface Kernels
Particulate Flow Kernels

BC

LBM BC Kernels

BC.h
enum BCType{
NOSLIP,
FREESLIP,
UBB,
PAB,
...
};

Post-Processing

FLBM BC Kernels
Free Surface BC Kernels
Particulate Flow BC Kernels

Visualization

...

Figure 5.2: Using a global enum for the identification of boundary condition types
like in the component BC results in excessive compile dependencies,
as each component using boundary conditions has to include BC.h.
If a new boundary condition is added, all .o files dependent on BC.h
have to be recompiled, even if they do not use the new boundary type.
These are for example all kernels requiring BC information and also
packages dealing with geometry output like visualization and postprocessing packages.
• Efficiency and scalability: Satisfy the need of complex simulation tasks for
HPC.
• Portability: Support of various HPC supercomputers architectures and operating system environments.
The software design described below realizes these goals leading to two prominent features. On the one hand, it is possible to select and manage kernels in
WaLBerla. A kernel usually processes one work step of a simulation task and is
implemented in a C-like function in most cases. From a programming point of
view this is a simple concept and it is possible to implement highly optimized,
hardware-aware kernels for each architecture. Hence, the integration of new
work steps is easily possible and the portability of WaLBerla to different architectures is also warranted. On the other hand, WaLBerla features a powerful
multi-purpose parallelization, which has already been tested on up to 294912
cores [69]. With this feature, it is possible to considerably cut down the time
required for the parallelization of simulation tasks. In the case that the communication pattern as well as the simulation data objects are similar to the already
implemented functionality, it even works out of the box.
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Library X
Dense Vector Library I

Vector
LBM Kernel

Library Y

Vector.h

LBMKernels.h

namespace math{

#include "Vector.h"
void Kernel(...){
...
Depends on
math::Vec3 vel;
...
}

typedef
Vector<3> Vec3;
template<Uint LENGTH>
class Vector{
// ... //
};
}

Library X
Dense Vector Library II
Library Y
Depends on

Depends on

Library X
Sparse Vector Library I
Library Y
Library X
Sparse Vector Library II
Library Y

Figure 5.3: The C++ programming language offers numerous possibilities to add
new functionality to classes if the need arises. This can result in huge
classes. If only a small portion of the class is used, this can result in
unnecessarily large code size and may slow down the link process. In
the depicted example, the user wants to store a velocity vector. Therefore, the class Vec3 is used. This is a typedef for a more general class
Vector. This class supports sparse and dense vectors through various
libraries. Thus, although the user only want to store a Real vel[3] excessive link time dependencies are introduced.

5.2 The WaLBerla Prototypes and their Physical
Design
The general software development process in WaLBerla is a mixture of the spiral model and prototyping [70] [71]. During this process, prototypes are defined with certain specifications. The current prototype of WaLBerla is the WaLBerla::Core, which is the successor of the prototype WaLBerla::V1. All presented
results and software designs in this thesis correspond to the WaLBerla::Core prototype, unless specified otherwise.
Prototype WaLBerla::V1 Right from the start a good software design specification for WaLBerla has been very important. Hence, a long design phase
preceded the implementation of the framework. For WaLBerla::V1 the aim has
been to develop a logical design that is able to provide good sustained performance by minimizing the framework overhead, provides a scalable parallelization supporting various simulation tasks and allows the integration of different simulation tasks. These aim have been met and lead to a series of publications [69] [72] [73] [74]. The downside of this prototype has been that the physical
design has been neglected. The result has been a software framework with massive interdependency. Functionality for different simulation tasks was located in
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App I
Tool I

Tool II
Module I

Module II
Core

WaLBerla

App II
Module III

Module IV
Tool III

Tool IV

App III

(a) WaLBerla::V1

Figure 5.4: Physical dependencies of
WaLBerla::Core.

(b) WaLBerla::Core

the

prototypes

WaLBerla::V1 and

the same files resulting in the disadvantage that the complete framework had to
be handed out and be compiled including all dependent libraries even if only
a single simulation tasks was of interest for a user. This resulted in very long
compile times. An additional result of the interdependency have been excessive
compile time dependencies. Further compile time dependency resulted from the
use of global enums to specify new simulation tasks, simulation data, and boundary types as depicted in Fig. 5.2. Thus, if a new simulation task was added the
user had to know where to extend these enums and touch several files all over the
software framework. The physical design of WaLBerla:V1 can be roughly summarized to a single interdependent package with additional tool packages to e.g.
read in files or convert input data into unit-less quantities. This is depicted on
the left of Fig. 5.4.
Prototype WaLBerla::Core Amongst others, the prototype WaLBerla::Core
improves the physical design of WaLBerla. First a package Core has been defined. It is responsible for the sequence control and contains common tools for,
e.g. logging and time measurements. This package has no physical dependency
on the rest of the software framework. Thus, it does not include information
on simulation tasks. Additionally, Module packages have been defined. This is
functionality reused by several simulation tasks, such as the parallelization and
visualization, but also for LBM kernels. These packages may depend on the Core
package and on each other. For each simulation task there is also an App package. In these packages the functionality unique to a simulation task is contained.
Each App package depends only on the Module packages that it really requires.
Further, the physical dependency within the packages has been reduced by the
application of software design patterns, e.g. bridge pattern idiom, strategy pat-
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tern, or the command pattern [66]. In total, these changes result in a tree-like
hierarchical physical dependency which reduces the physical interdependency
and results in better software quality [64]. In the following Chapters the underlying logical software design is analyzed.
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6 Analysis of the Logical Software
Design of WaLBerla
In this Chapter the software design concepts of WaLBerla are introduced and
analyzed with respect to the design goals of WaLBerla (Sec. 5.1). These concepts
define the basic conceptual structure of WaLBerla and are an abstract description
of the logical design of WaLBerla.
Software Design Patterns The basic idea behind the software design concept
of WaLBerla is the abstraction from data types, simulation tasks, work steps, or,
more generally speaking, from functionality. WaLBerla achieves this by heavily
applying the strategy software design pattern for the execution of functionality
and by using factory methods for the data allocation. The strategy pattern is
defined as “Define a family of algorithms, encapsulate each one, and make them
interchangeable. Strategy lets the algorithm vary independently from clients that
use it” [66, Page 315], while factory methods “Define an interface for creating an
object, but let subclasses decide which class to instantiate. Factory Method lets a
class defer instantiation to subclasses” [66, Page 107].
Sequence Control and Functionality Management In detail, the application
of these software design pattern results in a sequence control that is oblivious
of the executed simulation tasks and works only on callable objects, e.g. C-like
functions or objects that can be used like functions. These callable objects represent the “interchangeable encapsulated algorithms” mention above and provide
an “interface for creating objects”. An important feature of WaLBerla is that all
these callable objects are assigned further meta data to describe the functionality
encapsulated in the object. Thus, the sequence control can select and execute the
callable objects based on this meta data. In particular, the meta data is realized
by a design based on UIDs (unique identifier).
Sweeps and Domain Decomposition WaLBerla features a software design
for systematic integration of simulation tasks, which has first been introduced
in [75]. In a divide and conquer manner the work flow of complex simulation
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uidClass

BDS :

uidClass

CIndexGenerator

CIndexGenerator<BDS>

<<bind>> + generate(void)
( BDS )
: Uint

UID
- uid_: Uint
- dname_: string
- generate(void)
+operators

uidClass

BC :

BitGenerator

BitGenerator<BC>

<<bind>> + generate(void)
( BC )
: Uint

<<bind>> ( BDS )

UID<BDS>

<<bind>> ( BC )

UID<BC>

Figure 6.1: Schematic UML class diagramm for UIDs.

tasks is broken down in work step, so called Sweeps. Further, the design of WaLBerla is focused on massive parallelization and supports a block-based domain
decomposition supporting various simulation tasks. Structurally, the simulation
domain is broken down into sub-regions, so called Blocks, which support the
functionality management and the allocation of arbitrary simulation data objects,
e.g. grid based data for the lattice cells.
Structure of this Chapter First the UID design and the functionality management for the selection of kernels is introduced in Sec. 6.1 and Sec. 6.2. How simulation tasks can be broken down into Sweeps is discussed in Sec. 6.3, followed
by the introduction of the domain decomposition via the Block design in Sec. 6.4.
In Sec. 6.5 an overview of the sequence control is provided. Finally, Sec. 6.6 describes how the strategy and the factory method pattern have been applied for
the configuration and implementation of simulation tasks.

6.1 UIDs as Meta Data
In WaLBerla many data objects are abstract and can not be explicitly named. For
the identification and the access of such objects a mechanism based on UIDs is
utilized. For example UIDs are used to identify boundary condition types, work
steps, and simulation data objects, but also the state of the simulation and the
functionality that is encapsulated within a function. An UML class diagram for
the UIDs is depicted in Fig. 6.1. Each UIDs stores a member of type Uint that is
unique for each instance of class UID belonging to a certain UID category uidClass
and also a string for human readable output. The UID categories are specified by
the class template and represent what kind of object can be identified or selected.
As an example, Fig. 6.1 depicts two categories: block data selectors (class BDS)
and boundary conditions types (class BC). Class BDS is used for UIDs identifying
simulation data that is stored in sub-regions of the simulation domain, so called
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Granularity

Name

Abbr.

Examples

Simulation
Process
Space

Functionality selector
Hardware selector
Sub-region selector

FS
HS
BS

Gravity on/off, LBM collision model
CPU, GPU, CPU+GPU
Bubbles on/off, particles on/off

Table 6.1: WaLBerla supports three types of granularity for the specification of
meta data ranging from a coarse level (FS) over a finer level (HS) to the
finest level (BS). The UID for the coarsest granularity defines characteristics of a kernel that are the same throughout the whole domain, like if
the kernel includes gravity treatment, or which LBM collision is implemented. The next finer granularity describes features that can change
per process. It is commonly used to specify the hardware which the
kernel supports. Functionality that changes with space can be characterized with the third UID. Examples for that are if bubbles have to be
merged or particles have to be treated in a certain sub-region of space.
Blocks (Sec. 6.4). Basically, each object of type UID<BDS> provides an unique
index for an array access to a certain type of simulation data object, e.g. for
LBM simulations to the velocity data, the density data, the PDFs, or communication buffers. The boundary condition types are uniquely defined by instances
of class UID<BC>. For convenience there exist typedefs for all instances of UIDs
that follow the same naming convention: typedef UID<BDS> BDUID and typedef
UID<BC> BCUID. The “S” for Selector is always skipped in the typedef names.
Initialization Upon construction the uid_ member is initialized with the help
of generator classes. Each UID category can thereby have its own generator. For
example class BDS is a CIndexGenerator and class BC is a BitGenerator. The static
function generate of the class CIndexGenerator returns values ranging from 0 to 232
for 4 byte unsinged ints, but the class BitGenerator returns values 2n for n = [0, 32].
To ensure that each UID category has its own static counter the generator classes
also have a template parameter that is identical to the deriving category. This
implements the CRTP (curiously recurring template pattern) [76]. The class UID
also provides relational operators for the comparison of two UIDs.
UID Sets Further, UIDs can be grouped in sets allowing for set operations like
union, intersection and complement of two or more sets. Additionally, UIDSets
provide the possibility to access all defined UIDs of a certain UID category, e.g.
BDUIDSet::all(). UID Sets are used to simplify the setup process. An example
can be found in Sec. 6.6.
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6.2 Kernel Management
Kernels On the finest granularity of work, e.g. depending on the simulation
task operations required for each unknown, LBM cell or particle, WaLBerla does
not apply any in terms of performance expensive programming language constructs. Instead these operations are grouped together in a single callable object
or function, so called kernels. Examples for work grouped in kernels are the allocation of data including initialization, or the execution of one LBM time step.
This has many advantages, e.g. kernels are easy to use also by non-programming
experts and they can be easily exchanged and reused. Hence, several implementations of a certain functionality can be provided. For example, one kernel which
is easy to understand and extendable and another which is highly optimized and
hardware-aware, but difficult to extend and understand. Thus, kernels can be
perfectly used to apply optimizations for different architectures or as interface
for different programming languages, like FORTRAN or CUDA. Additionally,
kernels can be shared amongst simulation tasks.
Functionality Management In order to dynamically select and exchange kernels, WaLBerla has a kernel management system, which works with meta data
that is added to each kernel. This meta data represents the kernel state that consists from three UIDs, each describing the functionality of a kernel for a different
granularity. In particular, the first UID characterizes the kernel for the complete
simulation and describes the characteristics of the kernel that do not change in
space or between processes. The second and third UID characterize the features
of the kernel that change for each process and in space. Examples for the UID
granularity can be found in Tab. 6.1. During the initialization the simulation
state (FSUID and HSUID) are usually read in from the input file, whereas the
Block state (BSUID) is determined by the sub-region of the simulation domain,
which is initialized by the client.
// Define the UIDs required for the selection and chracterization of lbm kernels //
FSUID fsTRT("TRT"), fsMRT("MRT"), fsSimple("Simple");
HSUID hsCPU("CPU"), hsGPU("GPU");
// Setup a Function Container for a LBM timestep //
USE_Sweep(){
// LBM kernel ------------------------------------------------------------------//
swUseFunction("simple but extendable",simpleLBM,fsSimple,hsCPU,BSUIDSet::all());
swUseFunction("using TRT",trtLBM,fsTRT,hsCPU,BSUIDSet::all());
swUseFunction("using MRT",mrtLBM,fsMRT,hsCPU,BSUIDSet::all());
//------------------------------------------------------------------------------//
swUseFunction("using TRT for GPUs",trtLBMonGPUs,fsTRT,hsGPU,BSUIDSet::all());
swUseFunction("using MRT for GPUs",mrtLBMonGPUs,fsMRT,hsGPU,BSUIDSet::all());
//------------------------------------------------------------------------------//
}

Listing 6.1: Adding LBM kernels to a FunctionContainer.
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Smart Scopes So far the functionality of kernels can be characterized. What
is still needed is that kernels accomplishing the same task can be grouped together, e.g. the execution of one LBM time-step. To simplify this procedure for
the client and to abstract from the actual implementation, the smart scope design
is applied. This software concept has initially been developed for the PE physics
engine [77]. In WaLBerla, a smart scope creates an object, which can be modified
within the scope and is afterwards stored at a predefined location.
In List. 6.1 this process is depicted for kernels executing one LBM time-step,
which in WaLBerla corresponds to the execution of a Sweep. Here, the setup
of a Sweep is simplified for a better understanding. A detailed description of
Sweeps can be found in Sec. 6.3. First, in the macro USE_Sweep an object of
type function::Container is created to which kernels can be added with the help
of the function swUseFunction. In addition, this function also connects the meta
data, i.e. the UIDs, to the kernels, e.g. the C-function simpleLBM. Structurally,
the grouping of the kernels in smart scopes and the connection of kernels and
meta data corresponds to the application of the command software design patterns. The command pattern is a behavioral design pattern with the intention to
“Encapsulate a request as an object, thereby letting you parametrize clients with
different requests, queue or log requests, and support undoable operations.” [66,
Page 233]. As soon as the smart scope is left, the created function::Container is
added to the list of configured Sweeps. The setup of Sweeps is only one example for the use of smart scopes in WaLBerla. Further usages are introduced in
Sec. 6.6.
An equivalent implementation without smart scopes is depicted in List. 6.2. This
alternative requires that the details of the implementation are known to the client.
The class function::Container has to be known as well as where to store the created
object. Hence, for this implementation the client needs more knowledge about
the framework compared to the smart scope implementation. If the implementation should be changed, the implementation without smart scopes is more likely
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to require a change of the client code. The software concept behind the kernel
management system is depicted in an UML class diagram in Fig. 6.2.
// Define the UIDs required for the selection and chracterization of lbm kernels //
FSUID fsTRT("TRT"), fsMRT("MRT"), fsSimple("Simple");
HSUID hsCPU("CPU"), hsGPU("GPU");
// These typedefs are usually predefined elsewhere //
typedef void (Block&) SwFuncSig;
typedef SWS UIDType;
typedef function::Container<SwFuncSig,UIDType> SweepFunctionContainer;
typedef shared_ptr<function::Container<SwFuncSig,UIDType> > SweepFunctionContainerID;
typedef function::Functor<SwFuncSig> SweepFunctor;
// Create the Container that groups the kernels //
SweepFunctionContainerID container(new SweepFunctionContainer());
// Add the kernels to the container //
container->addFunc("simple but extendable",simpleLBM,fsSimple,hsCPU,BSUIDSet::all());
container->addFunc("using TRT",trtLBM,fsTRT,hsCPU,BSUIDSet::all());
container->addFunc("using MRT",mrtLBM,fsMRT,hsCPU,BSUIDSet::all());
container->addFunc("using TRT for GPUs",trtLBMonGPUs,fsTRT,hsGPU,BSUIDSet::all());
container->addFunc("using MRT for GPUs",mrtLBMonGPUs,fsMRT,hsGPU,BSUIDSet::all());
// Store the grouped kernels in the object responsible for the sequence control //
CoreManager::instance().addSweep(container);

Listing 6.2: Adding LBM kernels to a FunctionContainer without smart scopes.

Kernel Execution The resulting FunctionConatiner can be used to select and
execute the work tasks in the following way:
// Fetch the kernel from container and execute it //
// fs, hs and bs UIDs are fetched from the sequence control //
container->getFunc(fs,hs,bs)(< Function Parameters >);

Listing 6.3: Execute function.
Here, the FSUID fs and the HSUID hs are known to the sequence control from
the input file and the BSUID bs is determined based on the sub-region, i.e. the
Blocks (Sec. 6.4). The implementation of the kernel management corresponds to
the application of the strategy design pattern [66], which has already been defined above. In particular, the configured kernels correspond to a family of interchangeable and encapsulated algorithms that are defined by their function
signature. They can be interchanged, so that the behavior of the simulation is
modified.
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6.3 Breaking Complex Simulation Tasks Down into
Sweeps
Usually, complex simulation tasks can be broken down into several work steps.
These work steps often have to be processed consecutively as they are connected
via data dependencies. Additionally, in parallel simulations the work steps also
define an order for the communication of boundary data. Hence, the specification of the work step sequence is a tedious process as it involves the identification
of data dependencies and the data to be communicated for each work step.
Sweeps The Sweep concept has been developed to integrate new simulation
tasks as easily and intuitively as possible. It has been first proposed in [75] and
has been extended for WaLBerla. A Sweep represents a single work step that traverses and updates each unknown once. It is composed from three parts: a preprocessing part, the actual work step, and a post-processing step. This is also depicted in the upper right chart of Fig. 6.3. The pre-processing and post-processing
parts are used to fulfill all requirements for the work steps by, e.g. communicating the required boundary data, or tasks that do not involve the traversal of the
unknowns. The actual work step updates the unknowns by executing one kernel
for each Block. Implementation-wise, this is very efficient as discussed in Sec. 6.2.
An example for a work step is the computation of one LBM time-step.
Sequence of Sweeps Conceptually, the sequence of the Sweeps is equivalent
to the time loop and can be either executed consecutively, or a single or several
subsequent Sweeps can be repeated until certain criteria are fulfilled. The latter is required, e.g. for linear solvers that are applied iteratively until a certain
convergence criteria is met. To provide a flexible mechanism for the Sweep execution, the pre-processing and post processing as well as the actual work step
can be selected dynamically at run-time. Thus, a Sweep can be easily adapted to
the hardware on which it is executed, but also the physical aspects can be adjusted. A UML activity diagram for the Sweep concept is depicted in Fig. 6.3. The
configuration mechanism to set up the Sweep sequence is described in Sec. 6.6.
Reusability and Maintainability The activity diagram of the time loop clearly
shows the potential of WaLBerla for the reusability and maintainability. If a user
can reuse the existing parallelization, e.g. for next neighbor communication of
scalar or vectorial data, he only has to implement his kernel function, which is
executed in Execute Kernel. Everything apart from the kernels, i.e. the sequence
control, the iteration over the Blocks, the parallelization, and the functionality
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Figure 6.3: UML activity diagram of the Sweep concept.

50

Process III

Process IV

Process III

Process IV

Process I

Process II

Process I

Process II

Several Blocks
per Process

One Block
per Process

Figure 6.4: Domain partitioning using Blocks.
selection is provided and executed by WaLBerla. Additionally, Sweeps can easily
be added, be extended by pre- and post-processing functionality, or be adapted
by adding new kernels. If a completely different sequence for the time loop is
required, the time loop can also be exchanged easily.

6.4 Domain Decomposition
Parallel simulations using distributed memory require the possibility to distribute sub-regions of the simulation domain. This can either be achieved by
a distribution based on individual unknowns or on groups of unknowns, e.g.
cuboidal sub-regions. A possibility to distribute on a per unknown basis are
space filling curves. The software frameworks Peano [78] and ILDBC [79] for example have successfully implemented this scheme for large-scale parallel simulations. Graph-based approaches based on the distribution of unknowns proved to
be difficult to apply for adaptive large-scale simulation involving about 109 and
more unknowns [80]. The domain decomposition in WaLBerla is based on the
distribution of equally sized cuboidal sub-regions, so called Blocks. Therefore,
the simulation domain is usually divided such that one process allocates one
Block. For load balancing reasons it is further possible to allocate several Blocks
per process. Fig. 6.4 depicts example domain decompositions for four processes.
Currently, the data structures of WaLBerla are extended to support massively
parallel adaptive simulations by replacing the Cartesian alignment of the Blocks.
Instead the Blocks are organized in a forest of octrees [81].
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Figure 6.5: UML diagram of the Block class. A Block stores management information and the simulation data. The simulation data is stored in an array
to support different kind of data, e.g. PDFs, velocity data, or density
data. All simulation data types have to inherit from the abstract base
class bd::Interface, which itself inherits from the class util::NonCopyable
to prevent the copying of the usually very memory consuming simulation data. Further, bd::Interface stores an object of type BDUID to
uniquely identify the simulation data objects.
Block Concept The distribution of Blocks has been chosen for WaLBerla over
the distribution of cells, because Blocks can easily be adapted to various kinds
of functionality, even at run-time. The data structures as well as the executed
kernels of each individual Block can be dynamically adapted to the needs of the
architecture or the simulation task. An example for that are heterogeneous simulations using Blocks which are processed on GPUs or CPUs. Hence, a Block
thereby is not only a sub-region of the simulation domain, but it also describes
the underlying hardware and physics of its sub-region. In Fig. 6.5 the conceptual
design of a Block is depicted. It can be seen that a Block stores and provides access to management information, like the Block state that has been activated for
this Block. This state is one part of the meta data UIDs introduced in Sec. 6.2.
Further, it stores the MPI rank on which it is allocated, an axis aligned bounding
box (AABB), an ID which is required for the communication, the numbers of unknowns in each dimension, and if it is allocated on this process. This information
is known on all processes.
Simulation Data Additionally, Blocks store the simulation data. Here, simulation data objects can either be field data based on unknowns, or unstructured
data like buffers, particle or bubble data. The simulation data objects can be of
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Figure 6.6: Simulation data allocation process for a Block. First, the meta data
describing the current simulation run is fetched. This meta data consists of the three UIDTypes: FS, HS, BS. FS and HS are fetched from
the sequence control, but BS is directly stored in the allocated Block.
Depending on these UIDs the simulation data is allocated. Therefore,
the simulation data objects are traversed and the kernel responsible
for the initialization and allocation is selected with the help of the
UIDs. In the depicted example this leads to the allocation of different
simulation data object depending whether the simulation is executed
on a CPU or a GPU.
arbitrary data types to allow an easy extension of WaLBerla for new simulation
data types. In contrast to the management information, the simulation data of a
Block is only allocated on the process being responsible for the Block. This is determined by the MPI rank member of the Block. During the initialization phase of
a simulation run, the simulation data is allocated depending on simulation state
and the Block state. In the example of Fig. 6.6 different data structures for LBM
simulations are allocated depending on the hardware on which the simulation
is executed. Details on the configuration of the data allocation are described in
Sec. 6.6. As Blocks store a state and also all simulation data required for their
sub-region, they can easily be transferred between processes to support load balancing strategies. Additionally, Blocks can be used for optimization strategies.
Two possible optimizations are shown in Fig. 6.7.

6.5 Sequence Control
WaLBerla offers a sequence control that is physically independent of the rest of
the framework, i.e. it is abstracted from simulation tasks as well as simulation
data. It is located in the Core package (Fig. 5.4). Conceptually, the sequence control generalizes and standardizes the workflow within WaLBerla. The activity
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Figure 6.7: If a Block only contains obstacle cells, it can be blocked out. As the
Figure on the left indicates, this is often the case in simulations involving blood vessels. Only the white Blocks have to be allocated.
Furthermore, Blocks could be specialized to the minimum functionality that is required in their sub-region. The Figure on the right depicts
a simulation of a free-surface flow including particle agglomerates.
As the simulation of free-surface flows is much more compute intensive than the simulation of plain LBM flows, the time to solution can
be reduced if the functionality is only activated in each Block that is
really required. The WaLBerla Block software concept supports this
kind of specialization, but it has not yet been implemented for dynamic processes.
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Figure 6.8: UML activity diagram for a simulation run. A simulation run is split
in two phases: the initialization and the time loop. The activity diagram for the time loop is given in Fig. 6.3. Sec. 6.4 describes the Block
data structure and Fig. 6.6 the simulation data allocation process in
detail.
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diagram of the resulting workflow is depicted in Fig. 6.8. First of all, the workflow is split into two phases: the initialization phase and the time loop. The
initialization phase can be divided into five major steps. First, there is the possibility to execute initialization functions and allocate global data. Initialization
functions are usually simple functions or callable objects with a signature of void
(void) and are used to, e.g. initialize libraries like CUDA. Global data is data that
is not dependent on space, i.e. the data must not be stored in a Block. This can
be for example parameter structs for physical parameters like viscosity, domain
size or gravity. Next, the Block data structure is allocated and the meta data of
the Blocks is initialized. This procedure can also be adapted for each simulation
task, but usually this is not necessary. The next initialization step is the allocation of the simulation data in all Blocks. Finally, there is again the possibility to
execute initialization functions and allocate global data structures. This second
possibility is required for initialization steps that require the simulation data to
be allocated, i.e. the initialization of the boundary conditions.
The time loop is described in detail in Fig. 6.3. In the following Sec. 6.6 it is
described in detail how the sequence control can be configured.

6.6 Configuration and Implementation of
Simulation Tasks
In WaLBerla each simulation task is represented by its own Application. An Application is composed of a class configuring the workflow for the simulation task,
and the functions and callable objects required to implement the functionality
required for the simulation task. Each application is implemented in its own
package, as it can be seen in Fig. 5.4.
To prevent that for the implementation of a new application, the complete framework has to be known, the configuration of the workflow is specified at exactly
one position, and no existing code has to be modified. Instead a new class has to
be implemented. Additionally, the kernel management (Sec. 6.2) abstracts from
the framework details, so that only the configuration interface has to be known.
In the following, this interface is explained by the configuration of the workflow
for the simulation of pure LBM fluid flows. This simulation task is capable of
the simulation of fluid flows in arbitrary geometries, offers the possibility for the
visualization of the simulation data with the interactive visualization software
Paraview [82] and supports simulations on GPUs. In List. 6.4 this configuration
is implemented in the constructor of an example application class MyApp.

55

Configuration of the Meta Data First, the meta data that describes the individual functionality of each kernel is specified. As described in Sec. 6.1 the meta
data in WaLBerla is composed from three UIDs: FSUIDs, HSUIDs and BSUIDs.
For this simple simulation task, the UIDs are only used to specify whether the
simulation should run on a CPU or a GPU. Hence, only one default FSUID and
BSUID are specified, fs and bs, but two HSUIDs are allocated: hsCPU and hsGPU.
Thus, to indicate that a kernel is suited for CPUs it is given the meta data (fs,
hsCPU, bs) and for GPUs (fs, hsGPU, bs). Further, to run a simulation on a CPU
the hardware parameter in the input file has to be set to the string “CPU” and for
GPUs to “GPU”.
MyApp::MyApp() {
// FSUID //
FSUID fs = useFSUID( "Default" );
// HSUID //
HSUID hsCPU = useHSUID( "CPU" );
HSUID hsGPU = useHSUID( "GPU" );
HSUIDSet hsSet = hsCPU + hsGPU;
// BSUID //
BSUID bs = useInitBSUID( "Default", ...);

Listing 6.4: Configuration of UIDs.

Configuration of the Initialization The allocation of the UIDs is followed by
the specification of late initialization kernels. In List. 6.5 three initialization kernels are specified. One for the initialization of the boundary conditions, one for
the activation of Paraview, and one for the initialization of CUDA. The latter is
only executed for simulations on GPUs. The configuration is realized with the
smart scope concept described in Sec. 6.2.
USE_Late_InitFunction(gdInitBC) {
initUseFunction("initBC"
,
}

bc::initBC, fs, hsSet );

USE_Late_InitFunction( getParaviewManagerUID() ) {
initUseFunction("initParaview", paraview::initParaview, fs, hsSet );
}
USE_Late_InitFunction( gdInitCuda ) {
initUseFunction("initCUDA"
,
}

gpu_util::initCuda, fs, hsGPU );

Listing 6.5: Configuration of initialization kernels.
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Configuration of Global Data Next, a global data parameter struct for LBM
parameters is configured. Here, the kernel lbm::gd::initLBMData allocates the parameter struct, initializes and returns it, so that it can be stored within the framework. During the simulation global data can be accessed via the Singleton software design pattern [66] utilizing UID of the category GD called GDUIDs. The
GDUID connected to each global data is specified in the header of the USE_GlobalData smart scope. In this case the GDUID is returned by the function getLBMDataUID, so that it can be accessed during the simulation.
USE_GlobalData( lbm::getLbmDataUID() ) {
gdUseFunction( "create LbmData", lbm::gd::initLbmData, fs, hsSet );
}

Listing 6.6: Configuration of global data.

Configuration of Block Data List. 6.7 shows the configuration of the simulation data objects. For the sake of simplicity only a subset of the required simulation data is given. In details, three smart scopes are specified. The first specifies
kernels to allocate a field for the PDFs, which is only allocated on either CPU or
GPU. Additionally, two smart scopes to allocate data fields for the velocity are
specified. If the simulation is executed on a CPU only one field is allocated, but
for GPUs one field on the CPU and one on the GPU is allocated. This is required
to visualize the velocity field. Thus, it is possible to configure a smart scope so
that a specific kernel is selected, one kernel is always executed, or no kernel is
executed for certain UIDs. Again, the specified kernels allocate, initialize and return the simulation data. To access the data fields during the simulation, the UID
returned by the functions in the header of the smart scopes are used (Sec. 6.4).
USE_BlockData( lbm::getSrcUID() ) {
bdUseFunction( "initSrcPDFField",
lbm::initPDFField, fs, hsCPU, bs );
bdUseFunction( "initSrcPDFField on GPUs", gpu_lbm::initPDFField, fs, hsGPU, bs );
}
USE_BlockData( lbm::getVelUID() ) {
bdUseFunction( "initVelField",
}
USE_BlockData( lbm::getVelUIDGPU() ) {
bdUseFunction( "initVelField on GPUs",
}

lbm::initVelField, fs, hsSet, bs );

gpu_lbm::initVelField, fs, hsGPU, bs );

Listing 6.7: Configuration of Blockdata.

Configuration of Sweeps In Sec. 6.3 the design of Sweeps was introduced. Basically, Sweeps consist from three parts: a pre-processing step, a work step, and
a post-processing step. In List. 6.8 the smart scopes USE_Before and USE_After
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correspond to the pre- and post- processing step. The pre-processing executes
the communication, which is described in detail in Part III. The post-processing
writes out the Paraview data for visualization. Kernels that are scheduled in an
USE_Before or an USE_After have the signature void (void). For the actual work
step two kernels are defined, one for the simulations on CPUs and one for GPUs.
The USE_Sweep smart scope is described in detail in Sec. 6.2.
USE_SweepSection( getPDFSweepUID() ) {
USE_Before() {
bfUseFunction( "communicate", comm::createCommFunctions(cdUID), fs, hsSet);
}
USE_Sweep(){
swUseFunction( "CPU: LBMSweep",
lbm::sweep::basicLBMSweep, fs, hsCPU, bs );
swUseFunction( "GPU: LBMSweep", gpu_lbm::sweep::basicLBMSweep, fs, hsGPU, bs );
}
USE_After(){afUseFunction( "write paraview", writeParaview, fs, hsSet );}
}

Listing 6.8: Configuration of Sweeps.
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7 Software Quality
The software quality of WaLBerla is an important aspect that the WaLBerla development team constantly strives to improve. In the following a detailed overview
on the software quality is provided. The classification is based on the software
quality factors introduced in Sec. 5.1.

7.1 Usability
To provide a software framework that is usable and easy to understand, WaLBerla features clear software structures, guides for new users, and uses a readable input file format for the activation and parametrization of simulation tasks.
In detail, the implementation of WaLBerla is clearly structured due to the low
physical dependencies between packages. Thus, individual components can be
understood on their own or be used as black box. Further, the implementation of
the functionality management, the Sweep and Block software design concept automatically results in interfaces that are easy to use for clients. Amongst others,
they not only enable the configuration of simulation tasks in one place without
the need to completely understand or modify WaLBerla, but also allow to break
down complex simulation tasks into well defined work steps and to reduce the
time required for the parallelization of simulation tasks. Structurally, the code
is divided into several namespaces to underline the logical and physical structure. For example each package, the utilities, and the sequence control are in
their own namespace. Additionally, naming conventions for the software design
and the implementation are identical for a better understanding. C++ coding
guidelines have been adhered throughout WaLBerla for a better readability and
consistency of the code and the implementation is documented via Doxygen [83].
Multi-user support is supported by the version control system Subversion [84].
Further, a user guide and an example application are provided for clients to try
out WaLBerla. Finally, the logging system can provide detailed information on
the initialization and the simulation progress, so that clients can verify the workflow.
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7.2 Reliability
For a reliable implementation it is important that errors can easily be detected
and that components of the code can be tested separately. For the detection of
errors WaLBerla supports a DEBUG mode that can be activated by a compilation
switch, due to the involved overhead. With the help of this mode all accesses
to the simulation data objects are monitored for, e.g. array index bounds. Additionally, ASSERTS are activated to detect possibly uninitialized pointers. Further,
sections that lead to a termination of the simulation can be easily identified by
the logging system, as it provides a logging mode for detailed progress information. Physical correctness can also be monitored in the DEBUG mode, as prior
to reads and writes of physical quantities it can be checked if they are in a valid
state. For example it can be monitored if velocity and density are in a valid range.
On detection of errors the simulation is terminated providing information on the
occurred error. In addition, build checks are executed after each check in to the
version control system and check-ins have to be approved by at least two members of the WaLBerla development team.

7.3 Portability
WaLBerla has been designed as massively parallel software framework being
portable to various supercomputers. It has already been ported to the clusters
Jugene [85], Juropa [86], Lima [86], and the heterogeneous CPU–GPU clusters
Judge [87], Dirac [88], and Tsubame 2.0 [25]. The only dependencies WaLBerla
requires is the Boost library [89] and the cross-platform build system CMake [90].
From an operating system point of view, the development and application of
WaLBerla under Windows and Linux are supported.

7.4 Maintainability and Expandability
A fundamental design decision of WaLBerla has been the minimization of the
physical dependencies, which inherently ensures good maintainability and expandability. The logical design further improves this by abstracting from, e.g.
simulation tasks, data types, simulation data objects, functionality, and boundary conditions, such that it is possible to easily redesign or add new functionality. In particular, the Sweep design concept allows to extend simulation tasks
by new Sweeps, while the functionality management allows the modification and
dynamic adaption of functionality within Sweeps. In addition, the data structures
for the simulation data are designed, so that it is possible to use different data
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layout, to use data structure optimized for certain architectures, or to use own
implementations if the need arises. The general design supports the exchange of
modules if the requirements cannot be fulfilled by the existing ones. However,
effort is spent during the design of modules on being as general as possible while
being efficient.

7.5 Efficiency and Scalability
Efficiency and scalability are two of the major design goals of WaLBerla. Here,
WaLBerla benefits from the long-term experience in the optimization of numerical codes for serial [91, 92, 93, 94] as well as parallel large scale simulations [95]
of the research group in which WaLBerla is developed. WaLBerla avoids the introduction of significant framework overhead by avoiding expensive language
constructs for the finest granularity of operations. Instead this functionality is
encapsulated in kernels (see Sec. 6.2). Computationally, WaLBerla provides data
structures for the simulation data that support different kind of data layouts and
padding of data elements, which are both hidden from the user of the C++ interface. For the parallelization of simulation tasks, WaLBerla supports different
parallelization paradigms, e.g. pure-MPI or hybrid parallelization. Additionally,
the overlapping of work and communication is supported.
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8 Modules and Tools available in
WaLBerla
Along with the maintainability and the parallelization, the usability of a software
framework for numerical simulation depends on available tools and modules.
Amongst others, WaLBerla offers tools and modules to:
• read in input files [96],
• write out visualization data in the vtk file format [97],
• convert physical input parameters into dimensionless lattice quantities,
and for the support of variables and equations in the input file [98],
• write post-processing data aggregated in charts [99].
Additionally, the WaLBerla::Core prototype offers modules and tools for the simulation data, boundary condition handling, logging, and time measurements that
are introduced in the following.

8.1 The Module for the Simulation Data
The design and implementation of the data structures for the simulation data is
crucial for the serial kernel performance, and also for the flexibility and maintainability of the software framework. These data structures have to provide efficient
access to the finest data granularity, i.e. access to the unknowns or lattice cells.
No expensive language constructs may be utilized for the realization, e.g. access
via function pointers or dynamic polymorphism. The best solution in C in terms
of performance are either plain pointers or VLA (Variable Length Arrays)1 pointing to the grid of unknowns in an appropriate storage format. However, there is
also the need for, e.g. debugging, layout switching, padding, and the possibility
to use different data types and simulation data objects.
In WaLBerla the pointer to the unknowns and the data access have been encapsulated through the Class hierarchy depicted in Fig. 8.1. This hierarchy consists
1 VLA

arrays are only available in C99.
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of four classes. The class template bd::Interface provides an interface for all the
different simulation data objects. bdfield::Storage acts as a mere storage container,
which is used if no access to a single unknown is required or possible. In particular, this class is well suited to allocate data for GPUs, as in this case on the host
no access to the unknowns is possible, but information on sizes is accessible. The
class bdfield::Field adds functionality for the access of the data. Thus, it is the standard class for all simulation data objects, e.g. grids of unknowns for the PDFs,
density, velocity, temperature or potential. util::NonCopyable prevents copying of
the simulation data.
Class util::NonCopyable Simulation data classes usually store large amount
of data, e.g. up to several GB, so that it should be prevented that they are
copied on accident. To prevent all possible copy operations is the tasks of
util::NonCopyable. Classes deriving from util::NonCopyable cannot be copied, as
the copy constructor and the copy assignment operator are declared private
and left undefined [100]. This approach is easy to implement and well visible to clients of the data structures. As the following relation “MyClass isimplemented-in-terms-of” holds true, the derivation should be private.
Class bd::Interface This is the abstract base class for all simulation data
classes. It is responsible for the access and storage of the BDUIDs and provides
a single interface to all simulation data objects, such that all simulation data objects can be stored in a single array within a Block. This corresponds to the facade
software design pattern [66].
Class bdfield::Storage This class is responsible for the storage of the data. The
class features two templates parameters: Type and CellSize. Type determines the
data type of the unknowns and CellSize the number of unknowns for each lattice
cell. For example the LBM field for the PDFs results in the following data type:
Storage<double,19>. Further, the class also stores the number of cells in x-, y-,
and z-dimension, and an enum for the layout. Currently, based on this parameter
it is decided if the SoA or the AoS layout is used. These parameters are provided
via the constructor.
As constructor arguments the class also receives boost::function [89] objects for
the data allocation and deallocation. A boost::function object represents a callable
object, e.g. function pointer or function object, having a specific function signature. This has the advantage that the class is completely independent of the
memory allocation. By providing different allocation functions various optimization techniques can be implemented and different hardware architectures can
be supported. For example, by providing functions internally utilizing CUDA
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the util::Storage class can be used for the organization of the simulation data located on the GPU. In addition, functions providing special data alignments required for SSE or coalesced loads and stores on GPUs (see Sec. 4.2 for the requirements) can be supported. Furthermore, by outsourcing the memory allocation the overall allocated memory can be easily monitored without changing
the bdfield::Storage. This implementation realizes the strategy software design
pattern [66]. For the data access the class provides only the public member functions getData (raw pointer access), getIndex (index calculation), and print (print to
std::out).
Class bdfield:Field The Storage class is a mere data container not providing
any member functions for the data access apart from the access to the raw pointer.
Consequently, the Field class derives from the storage class and adds the functionality for the data access. Two get member functions are specified. The first
provides access to a single unknown in the field accessed by its x, y, z index for
the cell access and by the f index that specifies the unknown within the cell. The
second function requires the additional parameters file and line, and is only required for debug purposes as it applies range checks and tests for the validity of
the accessed unknown. The functionality required for these checks is again provided by boost::function objects via the constructor. If the get member functions
are accessed via a macro, i.e. myfield.GET(x,y,z,f), then a compile time switch
can define if the debugging functionality is turned on or off.
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bdﬁeld::Storage

Type, CellSize

- data_ : Type
- layout_ : Layout
- x/y/zSize_: size_t
- x/y/zAllocSize_: size_t
- print_: boost::function<PrintSig>
- alloc_: boost::function<AllocSig>
- dealloc_: boost::function<DeallocSig>
- members_

bd::Interface

+ Storage(
uid : BDUID
x/y/zSize : Uint
print : boost::function<PrintSig>
alloc : boost::function<AllocSig>
dealloc : boost::function<DeallocSig>
layout : Layout
) : void
+ ~Storage() : void

- uid_ : BDUID
# Interface(BDUID)
+ ~Interface()
+ getUID() : BDUID

+ getData() : Type*
+ getIndex(): size_t
+ print(): void
+ x/y/zSize(): Uint

bdﬁeld::Field

Type, CellSize

util::NonCopyable

- accessCrtl_: boost::function<AccessSig>

# NonCopyable()

- checkValue_: boost::function<CheckSig>

# ~NonCopyable()

+ Field(
uid : BDUID
x/y/zSize : Uint
print : boost::function<PrintSig>
alloc : boost::function<AllocSig>
dealloc : boost::function<DeallocSig>
check_ : boost::function<CheckSig>
access_ : boost::function<AccessSig>
layout : Layout
) : void
+ ~Field() : void

- NonCopyable(NonCopyable&)
- operator=(NonCopyable&) :
NonCopyable

+ get(
x : Uint, y : Uint, z : Uint, f : Uint
) : Type
+ get(
x : Uint, y : Uint, z : Uint, f : Uint
ﬁle : const char * const,
line : const int
) : Type

Figure 8.1: UML class diagram for the simulation data hierarchy.
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8.2 Boundary Condition Handling for Complex
Geometries
The correct treatment of the boundary conditions (BC) is an essential part in all
simulation tasks. Usually, there are several BCs implemented for the treatment
of, e.g. inflow, outflow, solid walls, interfaces, and heat sources or drains. The
required BCs strongly depend on the simulation task. In addition, new boundary
conditions are often added and BCs are likely to be exchanged by more advanced
models.
From a software development point of view BCs are well suited for reuse, as
many simulation tasks share the same BCs. Hence, a maintainable and extendable software design concept for the administration of BCs is crucial. WaLBerla
supports a BC handling software design based on the encoding of the physical
status of cells in Flags. The concept allows each simulation task to select its own
subset of BCs that can be specified via the input file. Additionally, complex geometries, e.g. porous media, can be read in from binary encoded file storing one
byte per lattice cell.
The BCs in WaLBerla are always executed before or after the kernel execution.
This has the advantage that the kernel is independent of the BCs increasing its
reuseability. Each Block has its own BC handling and for the CPU implementation
the BC handling is located in the module bc and for the GPU implementation in
module gpubc (see Sec. 5.2 for details on modules). In the following the software
concept for the handling of BC is introduced.
Treating BCs based on Flags The physical state of a lattice cell is often encoded by so called flags for fluid dynamic simulations. A flag thereby stores a
bitmask corresponding to a certain state, e.g. liquid, solid wall, or inflow, which
consists of a single bit and is for the nth boundary condition equal to 2n−1 . Thus,
BC can be combined, e.g. a lattice cell can be a fluid cell which is near an obstacle
Flag(3) = FLUID(1) + NEAR_OBST(2). In order to determine if a certain state is
active the bit-wise & operator can be used:
Flag(3) & NEAR_OBST(2) == NEAR_OBST(2). WaLBerla encapsulates the bitmask for the cell states in the Flag class providing operators for the manipulation
of the flags.
Naive Approach A first implementation approach is shown in List. 8.1. The
depicted function traverses all lattice cells and depending on the state fulfills
the boundary conditions. Here, some boundary conditions require information
of the complete lattice cell and some are only based on the PDF of one lattice
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velocity and its inverse, e.g. bounce back. The disadvantage of this approach is
that the bitmasks for the BC are stored in a globally accessible array, which has
to contain all available BCs. This enum also has to be known to all parts of the
code that treat BC and thus leads to poor physical dependency. Furthermore,
the function treatBC() has to be able to treat all BCs of all simulation tasks or
several treatBC() functions have to be implemented. The first option results in
poor performance and a waste of bits in the flags, as many BCs have to be tested
and stored although they might not be needed by the simulation task. The second
results in unnecessary code duplication, as identical functionality is present in
many implementations. Both options should be avoided for large-scale software
frameworks.
enum bcCells = {
FLUID = 1,
BC_1 = 2,
BC_2 = 4,
BC_3 = 8
}

template <typename Stencil>
void treatBCs(){

// Fetch Simulation Data Objects //
boost::shared_ptr<Field<Uint,1> > flags = /*...*/;
boost::shared_ptr<Field<Real,Stencil::CellSize> > pdf_src = /*...*/;
/*...*/
// For BCs that Require Operations on a per Direction Basis //
for ( /*...z...*/ )
for ( /*...y...*/ )
for ( /*...x...*/ )
if( /* BC_1 */) { /* Treatment Per Cell */ /* Treat BC_1 */}
else
if(/* BC_2 */){
for( /*...f...*/ ){
/* Treatment Per Lattice Direction */ /* Treat BC_2 */
}
}
else
/*...*/
}

Listing 8.1: Boundary condition handling.

General Class Design The final class hierarchy for the BC handling is illustrated in Fig. 8.2. In general the WaLBerla::Core BC handling encapsulates the
function treatBC() as a member function of the templated class bc::Handling. The
template arguments thereby are the BC classes, which treat the actual boundary
conditions and the bitmasks for the BC flags are provided via the constructor as
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bd::Interface

bc::Interface
+ Interface(
uid : BDUID
) : void
+ ~Interface():void
+ treatBC()
+ ﬁnalize()

bc::Handling
#
#
#
#
#
#

bc1_ : BCType1
bc2_ : BCType2
bc3_ : BCType3
bc4_ : BCType4
bc5_ : BCType5
block_: bd::Block

+ Handling(
uid : BDUID,
block : bd::Block,
bcUID1 : BCUID,
bcUID2 : BCUID,
bcUID3 : BCUID,
bcUID4 : BCUID,
bcUID5 : BCUID
) : void
+ ~Handling():void
+ treatBC()
+ ﬁnalize()

Stencil, BCType1,
BCType2, BCType3,
BCType4, BCType5

gpubc::Handling
+ GPUHandling(
uid : BDUID,
block:bd::Block,
bcUID1:BCUID,
bcUID2:BCUID,
bcUID3:BCUID,
bcUID4:BCUID,
bcUID5:BCUID
) : void
+ ~GPUHandling():void
+ treatBC()
+ ﬁnalize()

Figure 8.2: UML class diagram for the boundary condition handling.
BCUIDs. BCUIDs are a typedef of uids UID<BC> described in Sec. 6.1. The current implementation features a maximum of five BCs types. So far this proved to
be sufficient, but could be easily extended if the need arises. In detail, this allows
to select a subset of boundary conditions each represented by its own class that
is assigned an arbitrary bitmask.
Further, the class Handling is publicly derived from the abstract base class
bc::Interface. Via the interface of this class the boundary conditions can be
treated. As the interface is not templated the actual BCs are not known to the
calling client, so that the BCs do not have to be globally known. In addition, the
bc::Interface is derived from the base class of all simulation data classes
bd::Interface, so that the boundary condition handling can be stored along with
all other simulation data objects and no extensions for each Block are required.
Hence, the BC handling is physically completely independent and can easily be
exchanged, reused, and tested.
The implementation of the treatBC() function is given in List. 8.3. It can be seen
that it fetches all required data, processes all operation necessary on a per cell
level, e.g. updating the velocity for ramped inflows, and updates the PDFs influenced by BCs. The class VoidBC is a placeholder for BC class slots that are
unused. With the help of the type trait boost::is_same it can be detected at compile
time if all five BC class slots are used. The actual BC treatment is executed by BC
classes.
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A good example for an extension is the treatment of BCs on GPUs. Here, the
treatment of the BCs is different, as BCs have to be treated on the GPU with
the help of CUDA kernels. To extend the BC handling for GPUs, the new class
gpubc::Handling is derived from the class bc::Handling that only reimplements the
parts of the virtual interface that have to be adapted, i.e. in the virtual member function treatBC a CUDA kernel is called to update the boundary conditions
instead the original implementation of List. 8.3.
In List. 8.2 the call to the BC handling is depicted. It can be seen that this client
code is completely unaware of the BC classes as well as whether the BCs are
treated on CPUs or GPUs.

shared_ptr<bc::HandlingInterface> bcHandling =
block->getBD<bc::HandlingInterface>(handlingUID);
bcHandling->treatBC();

Listing 8.2: Treatment of the boundary conditions.

Stencil

gpubc::NoSlip

Stencil

bc::NoSlip
- block_: bd::Block
- src_: boost::shared_ptr<
bd::Field<Real, Stencil::CellSize>
>

- block_: bd::Block
- src_gpu_ : boost::shared_ptr<
bd::Storage<Real,Stencil::CellSize>
>
- index_list_cpu: std::vector<Uint>
- index_list_gpu: boost::shared_ptr<
bd::Storage<Uint,1>

+ NoSlip(
bcUID: BCUID,
block : bd::Block

>
+ NoSlip(
bcUID: BCUID,

) : void
+ treatBCDir(Uint,Uint,Uint,Uint) : void
+ treatBCCells() : void
+ ﬁnalize() : void

block : bd::Block
) : void
+ treatBCDir() : void
+ treatBCCells() : void
+ ﬁnalize() : void

Figure 8.3: UML class diagram for the NoSlip class.
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template<typename Sten, template< typename > class BC1,
template< typename > class BC2, template< typename > class BC3,
template< typename > class BC4, template< typename > class BC5 >
void Handling<Sten,BC1,BC2,BC3,BC4,BC5>::treatBC(){
// First fetch the FlagField //
shared_ptr<Field<Flag,1> > flags = /*...*/;
// Fetch Flags corresponding to BC 1 to 5 //
const Flag &f1 = bc1_.flag();
/* ... */;
// Fetch Flag Corresponding to LIQUID and //
// Cells that are Near to an Obstacle //
const Flag &NEAR_OBST = /* ... */;
const Flag &LIQUID
= /* ... */;
////////////////////////
// TREATMENT PER CELL //
////////////////////////
// Treat BCs based on Cells for BC 1 to 5 //
if(!boost::is_same<VoidBC<Sten>,BC1<Sten> >::value) bc1_.treatBCCells();
/* ... */;

/////////////////////////////
// TREATMENT PER DIRECTION //
/////////////////////////////
# pragma omp parallel for
for(Uint z = 0; z<zSize; ++z)
for(Uint y = 0; y<zSize; ++y)
for(Uint x = 0; x<xSize; ++x){
// Are there any BC Cells Near This Cell //
const Flag &flag = flags->GET_SCALAR(x,y,z);
if(((flag & NEAR_OBST) != NEAR_OBST))continue;
for(Uint d=1;d<Sten::CellSize;++d){
// Get the
Uint n_x =
Uint n_y =
Uint n_z =
Flag nFlag

Index and Flag of the Current Neighbour Cell //
x + Sten::cx[d];
y + Sten::cy[d];
z + Sten::cz[d];
= flags->GET_SCALAR(n_x,n_y,n_z).get();

// Is it a FLUID Cell then continue //
if(nFlag&LIQUID)continue;
if(!is_same<VoidBC<Sten>,BC1<Sten> >::value && ((nFlag & f1) == f1))
bc1_.treatBCDir(x,y,z,d);
else
/* Do the Same for BCs 2-5 */
else
/* Do Error Handling if nFlag could not be matched */
}
}
}

Listing 8.3: Boundary condition handling.
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BC Classes bc::NoSlip and gpubc::NoSlip List. 8.3 shows that the actual BC
handling is encapsulated in BC classes. Two BC class examples for the treatment
of the no-slip BC for solid walls are depicted in an UML class diagram in Fig. 8.3.
The class bc::NoSlip can be one of the template parameters of the bc::Handling
class. One of the constructor parameters is the Block for which the BC are treated
and hence, the BC class has access to all simulation data objects, i.e. the PDF
field. The interface of the class has to offer the functions treatBCCells, treatBCDir,
finalize. The functions treatBCCells is empty for the no-slip BCs, as no per cell
operations are required, the treatBCDir function implements the actual no-slip
BC. Both functions are inline, so that no additional overhead for the function call
should occur. The function finalize is used to construct optimization data structures, e.g. list based implementations for fixed obstacles. For the CPU version of
this class the function is empty. However, the GPU implementation gpubc::NoSlip
sets up an index list of the no-slip cells and transfers it from host to device. Note,
that also the parameters of the function treatBCDir for the CPU and GPU version differ, as for the GPU only one kernel is called to treat all cells and lattice
directions.
Initialization and Configuration As stated above the BC handling is physically independent. If a simulation task requires an own implementation of BCs
it simply does not configure the BC handling. In detail, the configuration can be
seen in List. 8.4. One simulation data object is added for the flags and one for
the handling class. Here, the createHandling functions either create and initialize an object of type bc::Handling or gpubc::Handling. Further, the initialization of
the BCs, i.e. the reading of the input data, the complex geometry files, and the
initialization of the flags is executed by the function initBC.
USE_BC_Storage(getFlagUID()){
bdUseFunction("initFlagField", initFlagField, fs, hsSet, bs);
}
USE_BC_Handling(::bc::getHandlingUID()){
bdUseFunction("createCPUHandling",createCPUHandling, fs, hsCPU, bs);
bdUseFunction("createGPUHandling",createGPUHandling, fs, hsGPU, bs);
}
USE_Late_InitFunction(gdInitBC){
initUseFunction("initBoundary Conditions", initBC, fs, hsSet);
}

Listing 8.4: Configuration of the boundary condition handling.
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8.3 The WaLBerla Logging Tool
For a software framework a tool that offers the possibility to reliably report errors and warnings and to log run-time information is of highest importance. Of
special interest is the requirement to log information for later evaluation, e.g.
simulation results, timings, and input parameters, or to gain a deeper insight in
the workflow of the executed processes. However, even more important is the
logging of debug information including errors for simulation executed in batch
jobs on massively parallel supercomputers. This feature is essential for the understanding of the parallel workflow of the simulation task.
For a parallel software framework such as WaLBerla it is important for the logging system to support threaded as well as process parallel environments. In
addition, the logging system should not have an impact on the performance of
production runs. Computationally, it is thus of importance to be able to restrict
the amount of logging output in terms of data as well as files, especially for massively parallel simulations. For example, it is not efficient or at all feasible to provide detailed information on the simulation on the, e.g. JUGENE supercomputer
featuring about 300k cores. Further, the tool should be configurable to support
different modes for execution, e.g. debug or productive runs. Furthermore, the
tool should be portable, easy to use, and above all reliable.
In the following the WaLBerla logging tool is introduced.
A First Example
int main(){
std::string logFile("myOutputFile.log");
std::string logLevel("progress");
bool logAppend = false;
Logging::configure(logFile,logType,logAppend);

if(/*...*/) LOG_ERROR("An Error has Occured");
if(/*...*/) LOG_WARNING("A Warning has Occured");

for(/* timeloop */){
LOG_INFO("Running Time Step " <<timestep);
for(/* sweep */){
LOG_PROGRESS("Running Sweep "<<sweep);
for(/* Lattice Cell*/)
LOG_DETAILD_PROGRESS("Processing Cell "<<cell);
}
}
}

Listing 8.5: Simple example for the usage of logging in WaLBerl.
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In List. 8.5 an example for the usage of the WaLBerla logging tool is depicted.
During the configuration it is possible to provide an output file base name, the
granularity of the logging, and if old files shall be overwritten or appended. The
actual log messages are specified via the macros: LOG_ERROR, LOG_WARNING, LOG_INFO, LOG_PROGRESS, LOG_PROGRESS_DETAIL. The macros are
used to add additional functionality. For example, the LOG_ERROR macro exits
the simulation and through the macros it is possible that the actual logging messages can be specified either as strings “logging ” + str + “ further log text” or in
stringstream syntax “logging”≪ str ≪“ further text”. Additionally, logging levels
can be turned on or off by redefining the macros.
An example for the output of the WaLBerla logging tool is depicted in List. 8.6.
For each logging message the logging level, a time stamp and the actual message
is written.
[INFO
]------(5.046
[PROGRESS]------(5.102
[PROGRESS]------(5.273
[PROGRESS]------(5.792
[PROGRESS]------(5.925

sec)
sec)
sec)
sec)
sec)

Running TimeStep 1
Extracting Data for Communication
Communication via MPI
Inserting Data for Communication
Running LBM Sweep

Listing 8.6: Output example for the logging tool.

Logging Levels In order to structure and also to minimize the logging output
for production runs several logging levels are supported.

Logging Level

What?

Output

Configuration

Nolog
Info
Progress
Detailed Progress

Errors and Warnings

std::cerr and File
std::cerr and File
File
File

Input File
Input File
Input File
Input File +
Compile Switch

High Level Information
Simulation Progress
Detailed Simulation Progress

Hereby, it is possible to report high level status information (info) such as the
time-step or the simulation parameters with which the simulation has been executed. The progress of the simulation can be reported in a standard (progress) as
well as in a detailed (detailed progress) mode. A good overview on how to use
the logging levels is depicted in List. 8.5
The logging levels are hierarchical, so that the progress level also writes the information of the info logging level. All logging levels except the detailed logging
level can be specified via the input file. Thus, no recompilation is required if the
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logging level is changed. The detailed progress mode is the only logging level
to be applied to performance critical sections, as these logging statements can be
removed by a compilation switch.
Logging Output The output of the logging messages is written to logging files
and/or to std::cerr depending on the logging level. For parallel simulations one
file per process is created and in threaded environments a boost::mutex ensures
the correct output of the logging messages. For massively parallel simulations
writing data to thousand of small files is not optimal. A better solution in terms
of performance would be to aggregate the data for subsets of processes in several
master processes, which each then writes out the aggregated data to one single
file. However, for production runs rarely all processes need to write data. Only
errors, warnings, and simulation results need to be written by a small subset of
processes. Hence, it is possible to create only files for processes that have to log a
messages and to avoid the creation of thousands of unnecessary files. High level
information that is equal on all processes and simulation results are only written
on the root process, i.e. the process with rank zero. This is achieved through the
introduction of logging sections realized by smart scopes.
Logging Sections The impact on performance of the logging tool should be as
minimal as possible, especially for logging levels that are not activated. Logging
levels that are selectable at run-time, i.e. via the input file, always have a slight
impact on performance, as they cannot be removed by compilation switches.
However, also the creation of the logging strings has an impact on performance.
With the help of WaLBerla logging sections this overhead can be avoided if no
log message has to be written.
ROOT_Section(){
LOG_PROGRESS_SEC(){
std::stringstream ss;
ss<<"Flag UIDs: "
ss<<"UNDEFINED: "<<UNDEFINED
ss<<"GHOST
: "<<GHOST
ss<<"NEAR_OBST: "<<NEAR_OBST
ss<<"LIQUID
: "<<LIQUID
ss<<"NOSLIP
: "<<NOSLIP
ss<<"PAB
: "<<PAB
LOG_PROGRESS(ss.str());
}
}

<<NL();
<<NL();
<<NL();
<<NL();
<<NL();
<<NL();
<<NL();

Listing 8.7: Example for the usage of logging sections.
Here, the smart scope LOG_PROGRESS_SEC is only executed if the progress logging level is activated, so that the information which boundary conditions are
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util::Logging
: Singleton<Logging>
- mutex_ : boost::mutex
- logStream_ : std::ofstream
- writeLog(
const &string, const Type&
) : void
- writeCerr(
const &string, const Type&
) : void
+
+
+
+
+
+

Singleton

SType

+ instance()

logError(const Type&) : void
logWarning(const Type&) : void
logInfo(const Type&) : void
logProgress(const Type&) : void
logProgressDetail(const Type&) : void
conﬁgure(std::string,std::string,bool)
: void

Figure 8.4: UML class diagram for the util::Logging class.
mapped to which UIDs is only constructed if needed. Additionally, the log message is only written by the root process, as the information of the log message is
the same on all processes. This is achieved by the smart scope ROOT_Section.
The Logging Class The public interface of the util::Logging class depicted in
Fig. 8.4 offers a logging function for each logging level that use the private member functions writeLog and/or writeCerr to write their messages. The class is
privately derived from the util::Singleton class, which implements the singleton
software design pattern: “Ensure a class only has one instance, and provide a
global point of access to it” [66, Page 127]. The singleton pattern has been chosen
to be certain that there is only one logging instance, which is globally accessible through the function instance(). The implementation of the Singleton class
provides a lifetime control and thread safety, and has been reused form the PE
software framework [77].

8.4 Performance and Time Measurements
For an HPC software framework performance and run-times are important measures. WaLBerla provides the util::WallTimeLogger class for quick and easy wall
clock time measurements. The aim is to provide a tool to measure the time spent
in a certain function without editing this function or the calling client, i.e. time
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util::WallTimeLogger
- name_ : string
- overalTime_: Time
- startTime_: Time
- mutex_: boost::mutex
+ WallTimeLogger(
name : string
) : void
+ ~WallTimeLogger() : void
+ before() : void
+ after() : void

Figure 8.5: UML class diagram for the util::WallTimeLogger.
measurements shall be executed implicitly. This is achieved by wrapping the actual function call within a callable object, which has the same signature as the
original function. Internally, the callable object calls the util::WallTimeLogger before and after the function call. The details of the util::WallTimeLogger and its
application are discussed in the following.
The util::WallTimeLogger Class The interface of the util::WallTimeLogger is
depicted in
Fig. 8.5. For the identification of the output the class stores the string name, and
for thread safety a boost::Mutex. With the functions before and after the time measurement can be started and stopped. The overall wall clock time is written at the
end of the lifetime of a util::WallTimeLogger object, i.e. in the destructor, to std::cerr
and to the logging system. Further, does the util::WallTimeLogger class provide
the minimum, average, and maximum time a thread or process has needed for
parallel as well as hybrid simulations. List. 8.8 shows the output of a time measurement, which is only written by one process, i.e. the root process.
[RESULT

]-----(40.394 sec) ---------------------------------------------------Walltime of: PDF Sweep Kernels CPU
Min: 32.0626 sec, Max: 32.9483 sec, Avg: 32.3835 sec
----------------------------------------------------

Listing 8.8: Output of the util::WallTimeLogger class
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Using the util::WallTimeLogger Class The class can be applied in a standard
way as depicted in List. 8.9, but this involves changing the measured function or
the calling client. Another option is the application of the command software design pattern [66]. The command pattern is a behavioral design pattern with the
intention to “Encapsulate a request as an object, thereby letting you parametrize
clients with different requests, queue or log requests, and support undoable operations.” [66, Page 233]. In particular, the function whose wall clock time should
be measured is encapsulated into a callable object. If this object is executed, first
the util::WallTimeLogger is called to start the time measurement, next the actual
function is called performing the actual task, and last the util::WallTimeLogger is
called again to stop the time measuring.
In List. 8.10 it is shown how the Sweep definition for the LBM has to be modified in order to measure the time spent in the LBM kernel. The LBM kernels are
handed over to the function wrapFunction, which creates a callable object of type
boost::function. In detail, List. 8.11 and List. 8.12 show how this is achieved with
the help of the class util::CallableObject. util::CallableObject consists of a template
base class and several specializations for different function signatures. Only one
specialization for the signature void (A1, A2) is depicted, where A1 and A2 are
template data types. With the help of the member function getFunc the callable
object is constructed, which is a boost::function object to which the member function doStuff is bound. Thus, each time the created boost::function object is called
doStuff is invoked, which hands over the given parameters to the actual function
call and the before() and after() functions are executed on the Interactor object, e.g.
of the util::WallTimeLogger class.
With this approach it is very easily and conveniently possible to measure the
run-times of single functions or kernels for a fine-grained performance analysis
of simulation tasks. The advantage of this approach to time measurements is
that no external tools and through the application of the command pattern no
changes to the actual implementation of the kernels or the calling client, e.g. the
time-loop, are required.
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// Create the Wall Clock Time Logger //
shared_ptr<util::WallTimeLogger> wallPDFSweepCPU(
new util::WallTimeLogger("PDF Sweep Kernels CPU ")
);
// Start Measuring Time //
wallPDFSweepCPU->before();
// Call Function //
// End Measuring Time //
wallPDFSweepCPU->after();

Listing 8.9: Using the util::WallTimeLogger class.
// Create the Wall Clock Time Logger //
shared_ptr<util::WallTimeLogger> wallPDFSweepCPU(
new util::WallTimeLogger("PDF Sweep Kernels CPU ")
);
// ... //
USE_Sweep(){
swUseFunction(
"CPU: LBMSweep",
util::wrapFunction(lbm::sweep::basicLBMSweep,wallPDFSweepCPU),
fs, hsCPU, bs
);
swUseFunction(
"GPU: LBMSweep",
util::wrapFunction(gpu_lbm::sweep::basicLBMSweep,wallPDFSweepGPU),
fs, hsGPU, bs
);
}

Listing 8.10: Using the util::WallTimeLogger class by applying the command software design pattern.
// Create a boost::function object that first calls interactor,
// then the actual function, and then the interactor again //
template<typename FuncSig,typename Interactor>
function<FuncSig> wrapFunction(
FuncSig &f,
shared_ptr<Interactor> i)
{
util::CallableObject<FuncSig,Interactor> call(f,i);
return call.getFunc();
}

Listing 8.11: Creation of a callable object for time measurements.
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// This Class Provides the Possibility to do //
// Something Before and After a Function Call //
template<typename FuncSig,typename Interactor>
class CallableObject{
};

// One of the Specializations of the CallableObject Class //
template< typename A1, typename A2,typename Interactor>
class CallableObject< void (A1,A2) ,Interactor>{
public:
CallableObject(
const boost::function<void (A1,A2)> &f ,
boost::shared_ptr<Interactor> i):func_(f),inter_(i){}
// Retruns a boost::function that is Bound ro the doStuff Member Function //
// The Function Returns void and Awaits two Arguments //
boost::function<void (A1,A2)> getFunc(){
return boost::bind(
&CallableObject<void (A1,A2),
Interactor>::doStuff,
*this,_1,_2
);
}
private:
// Allows to do Something Before and After a Function Call //
void doStuff(A1 a1,A2 a2){
inter_->before();
func_(a1,a2);
inter_->after();
}
boost::function<void (A1,A2)> func_;
std::tr1::shared_ptr<Interactor> inter_;
};

Listing 8.12: Time output of the util::WallTimeLogger class.

80

9 Lattice Boltzmann Software
Frameworks
In the following, several software frameworks centered around the LBM are
introduced. The intention is not to provide a thorough comparison, but an
overview of LB software frameworks developed in the community and their intended purpose and simulation tasks. All reported features have been taken from
the referenced web pages, the referenced recent publications as well as the user
guides of the frameworks. Please note, that reported features of the software
frameworks are likely to change with newer revisions and have been reported
to the best knowledge of the author of this thesis. Amongst others, the software
frameworks Palabos, OpenLB, LB3D, ILDBC, Muphy, Peano, Virtual Fluids, Ludwig [101], Sailfish [102], and HEMELB [103] are being developed. For some detailed information is given in Tab. 9.1 and a brief introduction is presented in the
following.
Palabos Palabos [105] is an open source software framework centered around
the LBM with the focus on providing the necessary flexibility to support several
simulation tasks as well as the efficiency for HPC simulations. The intention is
to provide a software framework, so that scientists can focus on their simulation tasks instead of software development. Target audience are research groups
and industry. The framework is easily portable and has been tested in massively
parallel simulations on the Jugene supercomputer. Support for Palabos can be
obtained from the FlowKit Ltd. company which also ensures the quality of the
code. The framework is developed in joint work by the University of Geneva, the
Parallel Computing Group SPC, and the FlowKit Ltd. Amongst others, Palabos
has been applied to the simulation tasks: multi-phase flows in porous media,
blood flows in cerebral aneurisms, non-Newtonian fluids, large eddy simulations, free-surface flow, multi-component and multi-phase flows.
OpenLB OpenLB [106] is an open source software framework with focus on
genericity and extendability to support various LB simulation tasks. The software framework is a community code coordinated by the Karlsruhe Institute
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Framework

WaLBerla [104]

Palabos [105]

OpenLB [106]

LB3D [107]

Open Source

No

Yes

Yes

Yes

Programming
Language

C++, C, CUDA,
OpenCL

C++, Python,
Java

C++

Fortran 90

Parallelization
Paradigms

MPI + Hybrid
+ Heterogeneous

MPI

MPI + Hybrid

MPI

Domain
Decomposition

BlockStructured

BlockStructured

BlockStructured

BlockStructured

Grid
Refinement

Under
Development

Yes

No

No

GPU Support

Yes

No

No

No

Output File
Formats

VTK

VTK, StreamLines, IsoSurfaces

VTK

VTK, HDF

Interactive
Steering

No

No

Yes

No

Check Pointing

Under
Development

Yes

Yes

Yes

Publications

[69][73][108]

[109][110]

[111]

[107]

Framework

ILDBC

Muphy

Peano [78]

Virtual Fluids

Open Source

No

No

Yes

No

Programming
Language

Fortran90, C

Fortran90,
CUDA

C++

C, C++,
CUDA

Parallelization
Paradigms

MPI, Hybrid

MPI

MPI, Hybrid

MPI, Hybrid

Domain
Decomposition

List-Based

Flooding-Based

List-Based

BlockStructured

Grid
Refinement

No

No

Yes

Yes

GPU Support

No

Yes

No

Yes

Output File
Formats

VTK,Tecplot

VTK, Tecplot

VTK, HDF,
Tecplot

Interactive
Steering

No

Yes

Yes

Check Pointing

Yes

Yes

Yes

Publications

[79][112]

[116][117][118]

[119][120][121]

No

[113][114][115]

Table 9.1: Lattice Boltzmann software frameworks.
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of Technology to support researchers and is also applicable to teaching purposes. The software framework has been applied to parallel block-structured
simulations using MPI and OpenMP. It supports several LB models, stencils and
boundary conditions. Amongst others OpenLB has been applied to the simulation tasks: thermal fluids, mixtures modeling, and the airflow in the human nose
and lungs.
LB3D LB3D [107] is a software framework with the focus on multi-component
fluid simulation. It is portable and has been applied on various supercomputers,
e.g. to the Jugene using up to around 300k cores. The software framework is
developed at the University College London, the University Stuttgart and Eindhoven University of Technology. Amongst others, LB3D has been applied to the
simulation tasks: micro mixing, flows through porous media, colloidal emulsions, self-assembled gyroid mesophases.
Muphy The software framework Muphy has been designed for multi-scale and
multi-physics biomedical simulations. Originally, it has been developed for IBM
Blue Gene chips, but is also applicable to parallel simulations on GPU clusters.
The domain decomposition is list-based and sub-domains are determined by a
flooding algorithm. Indirect addressing is applied also for GPU implementation.
Amongst others Muphy as been applied to the simulation tasks: Bio-polymers
translocation across nano-pores and hemodynamics with an anatomic resolution
of the blood vessels.
Peano The open source Peano software framework [78] developed at the Technische Universität München supports numerical simulations of PDEs (partial differential equations). It is optimized for dynamic adaptivity based on k-spacetrees
and supports shared and distributed memory parallelization. Further, the aim of
Peano is to provide a general-purpose environment for simulation tasks that is
maintainable and extendable. Amongst others, Peano has been applied to coupling the LBM and MD (molecular dynamics) simulations, direct numerical simulation of the Navier-Stokes equations for flows through porous media, fluid
structure interaction, and heat transfer.
ILBDC The flow solver developed within the ILBDC (international lattice
Boltzmann development consortium) has been designed for memory efficient
and highly optimized for simulations of LB fluid flows within complex geometries. I is also used as a benchmark code to evaluate the performance of supercomputers. The data structures of the fluid solver are list-based and data access for the LBM is based on indirect addressing. The fluid solver is vectorized
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via SSE and supports massively parallel static load balanced MPI and hybrid
OpenMP simulations. Amongst others the solver has been applied to simulations
of porous media and non-Newtonian blood flows, desalination, and aeroacoustic
in porous media.
Virtual Fluids The software framework Virtual Fluids has been developed with
a focus on accurate and adaptive LB simulations. Its domain decomposition
for parallel simulation including dynamic load balancing is based on blockstructured grids. Currently, adaptive simulations on heterogeneous GPUs clusters are developed for Virtual Fluids. Amongst others Virtual Fluids has been applied to the simulation tasks: interactive steering on GPUs for the optimization
of the simulation setup in pre-processing, multi-phase and free-surface flows,
and fluid structure interaction of turbulent flows around bridges or marine propellers.
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10 Discussion and Conclusion
10.1 Discussion on the Development and
Significance of Maintainable and Usable
Software Frameworks in Academia
The development of well-designed software frameworks is a challenging and
time consuming task. In the following pro and contra discussion the investment and the benefits of the development as well as the significance of maintainable and usable software frameworks for the investigation of complex simulation
tasks in academia is addressed.

10.1.1 Contra
• Prototyping and Implementation are Slow Writing reliable, maintainable,
extendable, and multi-purpose code is more time consuming than implementing single purpose designs. Additionally, abstracting functionality
requires decent programming experience and a very good and complete
overview over and understanding of the field of application. Prototyping new models or optimizations seem to take long, as software quality,
coding guidelines, and requirements of other simulation tasks have to be
respected.
• Training Period It takes time to get familiar with a large software framework. One might not understand all parts and design decisions of the software. Additionally, it takes time to teach new project members. The simultaneous training of new project members can result in temporary strong
reductions of productivity.
• Project Management Overhead Coordination and management of software projects takes a considerable amount of time, as it involves on the one
hand organizational duties such as organization of meetings, or monitoring
of milestones and software quality, but also the leading of and working in
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teams. This requires communication among team members and also individual project members have different aims, opinions, and ideas potentially
leading to conflicts that have to be resolved.
• Documentation, Examples, and Tutorials To create extended documentation, examples, and tutorials for other users takes time.
• Software Development is Tedious and Often Unaccounted Workload Especially for the first generation of PhD students the development of a software framework results in a reduced amount of scientific output. Often
the implementation of tools or components for software frameworks is unaccounted and rejected for publication. Maintainable and well-designed
implementations commonly do not count as scientific achievements. The
real goal is the publication of, e.g. improved physical models, or performance optimization and simulation results. Additionally, developing and
implementing a large-scale software framework is teamwork, while a PhD
thesis is an individual task.

10.1.2 Pro
• Only Feasible Option For the simulation of complex tasks involving multiphysics, multi-scale, and massive parallelization there is no other option.
The complexity involved in these simulations cannot be handled by nondocumented, non-structured, and non-maintainable implementations and
will result in certain failure. In addition, within one single PhD thesis all the
involved functionality cannot be implemented, such that the implementation is useful and understandable for others. A complete reimplementation
for each new simulation task, new PhD thesis, or new level of complexity is
not desirable, as the time for the reimplementation of complex functionality, e.g. parallelization, dynamic load balancing, or complex numerical algorithms is significant. Hence, the complexity and the features of software
frameworks have to be increased brick by brick by several developers. This
is only possible for well-designed, usable, maintainable, and extendable
software.
• Effort Will Pay Off Well-structured and designed implementations are
more usable and reliable, and with that are less error prone and errors can
be detected quicker. Especially for massively parallel simulations this is of
uttermost importance, because many standard tools for debugging do not
work for large process counts, and debugging is very time consuming and
costly. Additionally, the development time for the integration of new simulation tasks is reduced by well-designed software frameworks, as many
features and tools can be reused.
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• Working in a Team is Advantageous New PhD students can learn from the
experienced developers. Coding conventions, clean coding, good programming style, proper documentations, and programming knowledge can be
transferred or be gained by the actual implementation. In addition, bugs
or problems can be discussed with several experts that all know at least the
basics of the implementation and know the technical terms.
• Software Frameworks as Platform for Cooperation For scientific computing, cooperation is a key to success. Each research group has its own focus
and its field of expertise. Successfully combining this expertise is advantageous for research. A well-designed software framework can provide a
platform for collaboration, where each research group can focus on their
special topic, e.g. model development, solving of simulation tasks, software development, hardware-aware optimization, or algorithmic enhancements. In summary, a more complex simulation task can be solved with
higher accuracy in shorter time.
• Preservation of Knowledge As the development of a large-scale software
framework involves several developers, it is unlikely that the complete
knowledge
leaves the research group at the same time. Additionally, knowledge is preserved within the documentation and the implementation.

10.1.3 Final Remarks
Especially in academia there are certain obstacles for the development of welldesigned software frameworks, but there are also great chances. If no time
should be spent on software development, but large-scale simulation tasks shall
be investigated: it is highly recommended to use existing software frameworks
instead of starting a new project without a proper design phase. Pro and contra
clearly demonstrate that for the investigation of large-scale multi-physics simulation tasks the key to success is the use of well-designed software frameworks.
For this reason, the academic environment has to support the code development
of such software frameworks. In the case of WaLBerla, this necessary support
has been provided. Additionally, the willingness of the project members to work
as a team and support each other has been and is excellent.
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10.2 Conclusion
The design of a multi-purpose software framework for complex fluid simulations has to fulfill various requirements. It has to be reliable, usable, maintainable, efficient and scalable, portable, and support the needs of its clients. The
implementation of WaLBerla was preceded by a thorough design phase. Here,
care has been taken to optimize the physical dependencies between the single
packages of WaLBerla in order to provide good reliability, maintainability, and
extendability. Furthermore, the logical design of WaLBerla is clearly structured
by the application of the Sweep and Block concept. With the help of these two
concepts, complex aspects can be broken down into well-defined elements. The
functionality of these elements, i.e. Sweeps or Blocks, can be further individualized by the functionality management that WaLBerla provides. Furthermore,
WaLBerla features several tools and interchangeable modules. Amongst others,
WaLBerla offers classes for the storage of simulation data that are suitable for
simulations on CPUs as well GPUs and support various optimizations, e.g. data
layout adaption and padding. For the logging of the simulation progress, simulation results, for errors or warning WaLBerla features a flexible logging system.
The advantage for users of WaLBerla is that they can focus on their special tasks.
They do not have to start from scratch, but they can reuse, extend, and exchange
existing functionality.
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Part III
The WaLBerla Parallelization
Design Concept - Efficiency and
Flexibility for Hybrid and
Heterogeneous Simulations on
Current Supercomputers
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For the simulation of benchmark cases such as the flow around a cylinder it might
still be sufficient to perform serial simulations. However, for complex engineering tasks parallel simulations are the only feasible option, especially in the multicore era. As the investment costs for new Tier-0 supercomputers is usually in the
order of tens of millions of euros, an efficient exploitation of the hardware should
be self-evident. In order to achieve optimal serial performance as well as good
scalability, a deep understanding of the involved workflows, the bottlenecks, and
the hardware is required. Additionally, parallelizing algorithms is a non-trivial
and time-consuming task. Hence, parallel implementations should be designed
to be reusable and maintainable.
The main contributions of this Part are the introduction of software design concepts for parallel simulations, a detailed analysis of the performance of parallel multi-GPU and heterogeneous CPU-GPU simulations, and the validation of
the measured performance results by means of a systematic approach to performance investigations.
Software Design Concepts for Parallel Simulations The presented software
concepts enable efficient and scalable massively parallel simulations, and cut
down the time spent for the parallelization of additional simulation tasks due to
the offered flexibility and maintainability. For the accomplishment of these features, it has to be possible to easily exchange existing parts of the parallelization
in order to adapt it to new communication patterns, new simulation data structures, or hardware architectures. The best solution would be if only the sections
requiring new functionality would have to be reedited. However, as Wellein et
al. [122] have stated “performance times flexibility is a constant”. Thus, a thorough assessment of the necessary flexibility and the desired performance has to
be made in order to satisfy both demands. Conceptually, this balance between
performance and flexibility is accomplished in WaLBerla by implementing the
non-performance-critical parts of the algorithms in a way that is as maintainable and hardware-independent as possible, and by offering the possibility to exchange performance-critical sections of the implementation by hardware-aware
highly optimized kernels.
Performance Analysis For the analysis of the efficiency of WaLBerla, performance models are applied to obtain an implementation independent upper
bound for the sustainable performance of LBM simulations, and to gain a deeper
insight in the underlying workflow. In detail, the presented approach is divided
into four steps: consideration of the hardware capabilities for an upper performance bound, estimations taking the design decision of the implementation into
account to gain a deeper insight and to predict the performance for certain simulation scenarios, followed by the analysis of the serial and parallel performance.
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State of the Art In the following, the work of others that is of relevance for
this Part is summarized. Subsequent sections will highlight further details to
underline similarities or differences if applicable.
Fundamentals on performance optimization can be found in [35] and [123]. [124]
also provides an introduction to scientific computing and has established the
bandwidth obtained by the so called “Schönauer triad” for the evaluation of the
performance of supercomputers.
Wellein et al. [125] [126] [45] have thoroughly evaluated the performance of
multi-core compute nodes, and Pohl et al. [127] have optimized the serial LBM
cache performance. A single GPU implementation of the LBM using the D3Q13
model has first been proposed by Tölke et al. [48]. Obrecht et al. [49] and Habich
et al. [50] published results for the D3Q19 model. A multi-GPU implementation of the LBM has been published by Xiong et al. [128]. Bernaschi et al. [129]
where the first to propose indirect addressing for multi-GPU LBM simulations.
Wang et al. [130] published a multi-GPU implementation including overlapping
of communication and work. Zaspel et al. [131] reported a multi-GPU approach
for free-surface flows based on the Navier-Stokes equations. Shimokawabe et
al. [132] report phase field simulations for dendritic solidification achieving 1
PFLOPS on the TSUBAME 2.0 supercomputer. Amongst others parallel software
designs for LBM simulations have been introduced by Zeiser et al. [79] for the
ILBDC software framework featuring a static load balanced MPI parallelization,
and list-based data structures optimized for porous media simulations, Freudiger et al. [80] [119] proposed the parallel software framework Virtual Fluids capable of adaptive block-structured simulations, the massively parallel software
framework MUPHY [113] [114] has been applied to, e.g. massively parallel cardiovascular flows for a full heart-circulation system at near red-blood cell resolution, and the software framework Palabos [105] [110] offering a flexible, highly
parallelized and publicly available environment for the LBM simulations has
been applied to e.g. blood flows in cerebral aneurysms. The hybrid parallelization paradigm has been analyzed in detail in [133] and [134]. Gabriel et al. [135]
describe a framework for the comparative performance analysis of applications
using MPI, and how to determine the cause of performance variation in MPI simulations. Kerbyson et al. [136] have developed a performance model for a direct
numerical simulation code for turbulence modeling.
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11 Software Design for Flexible and
Efficient Parallelizations
To support parallel simulations of several complex engineering tasks a flexible
and maintainable parallel implementation is required. Indeed, this is of uttermost importance for the acceptance and the usage of a HPC software framework, as hereby the time for development cycles of new simulation tasks and
scenarios can be cut down. Certainly, it is clear that for the initial conceptual
design a higher effort is required than for e.g. a single-purpose hard-coded onedimensional parallel implementation. Hence, for WaLBerla a significant amount
of time has been spent in the development of the software design concepts providing the basis for the parallel implementation presented in this Chapter. Special care has also been taken to achieve a good balance between performance and
flexibility. In particular, the design concepts abstract from the simulation data,
the communication patterns, and the communicated data to achieve a physically
independent implementation providing the required flexibility. By the aid of
these software designs parts of the implementation can easily be exchanged offering the possibility to implement and use highly optimized hardware-aware
kernels wherever and whenever needed. This also allows to support multi-GPU
simulations and the overlapping of communication and work.
Heterogeneous Simulations on CPUs and GPUs The support of heterogeneous simulations on CPU–GPU clusters is a key aspect of this thesis. Heterogeneous simulations are simulations using different architectures, either in parallel
or consecutive. A consecutive heterogeneous simulation executes the algorithm
partly on the CPU and partly on the GPU, but not in parallel. Commonly, the
most compute intensive part is simulated on the GPU to gain a speed up. Parallel
heterogeneous simulations are simulations where part of the simulation domain
is simulated on the GPU and part on the CPU. Hence, both architectures work in
parallel and have to exchange data. For this thesis both approaches have been applied. For LBM simulations the parallel heterogeneous approach has been used.
The consecutive heterogeneous approach has been applied to the simulation of
particulate flows on GPUs in Chap. 16.
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One benefit of the parallel heterogeneous approach is that the compute resources
of the CPUs can be utilized, which would otherwise be idle. In addition, larger
domain sizes can be simulated due to the additional memory of the CPU. Especially for the LBM and its high memory requirements for the PDFs this is of
interest. However, for this thesis the gain of insight into the methodology of combining two different architectures such as CPU and GPU has been equally important, as also future supercomputers are likely to be heterogeneous (see Sec. 3 for
details). In particular, the requirements for efficient heterogeneous simulation
also applicable to complex algorithms have been of interest. Hence, also a historical overview over all prototype designs is given to highlight which requirements
have to be met in order to achieve a benefit from heterogeneous simulations. For
the final implementation of heterogeneous simulations in WaLBerla a hybrid parallelization approach has been developed. It is based on the tasking paradigm
and supports non-uniform Blocks for static load balancing without increasing the
complexity of the MPI parallelization.
Parallelization Paradigms In total, WaLBerla supports four different parallelization designs:
Paradigm

Description

API

Referenced as

Message Passing

Message passing for
shared and distributed
memory

MPI

Pure-MPI parallelization approach

Hybrid

Shared memory parallelization based on parallelizing for loops, message
passing for distributed
memory

OpenMP + MPI

Hybrid - Tasking

Shared memory parallelization based on tasks,
message passing for distributed memory,

Boost.Thread + MPI

Hybrid parallelization approach

Hybrid
- Heterogeneous

Shared memory parallelization based on tasks
exploiting heterogeneous
architectures, message
passing for distributed
memory

Boost.Thread + MPI

Heterogeneous
parallelization
approach.

Hybrid OpenMP
parallelization
approach

All implementations support massively parallel simulations of CPUs and GPUs,
overlapping of work and communication, and a three-dimensional domain de-
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Process I

Process II
Process Boundary
Outer Domain Layer
Ghost Layer

Figure 11.1: Data exchange for distributed memory parallelization for stencilbased algorithms, such as the LBM. The outer domain layer of each
process is copied to the ghost layer of the next neighbors processes.
composition for parallel simulations. The pure-MPI parallelization of the prototype WaLBerla::V1 has already been scaled up to around 300k cores [69], and
been optimized for free-surface flows [72].
Structure of the Chapter The Pure-MPI parallelization software design concept of WaLBerla is introduced in Sec. 11.2. In Sec. 11.3 and Sec. 11.4 this design is
extended to multi-GPU simulations and the overlapping of communication and
work. For the distributed memory parallelization these designs are also used by
the hybrid parallelization approach described in Sec. 11.5 and the heterogeneous
parallelization approach proposed in Sec. 11.6.

11.1 Introduction to Parallel Computing
In order to simulate complex computational engineering tasks several major
challenges have to be overcome. For example, the simulation of real world scenarios is usually very compute intensive. The first important step to fulfill these
needs are highly optimized serial implementations. However, one compute core
is most commonly not sufficient to provide acceptable or feasible simulation runtimes, or the main memory of one compute node is not sufficient to meet the
memory demands. The solution is parallel computing, where several compute
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components (CPU cores or GPUs) work in parallel. Typically, parallelization is
applied for two reasons: Either to speed up the computation (strong scaling) or
to be able to use simulations with a higher number of unknowns (weak scaling).
In strong scaling scenarios, the amount of work stays the same, but the number
of compute nodes is increased, e.g. until a satisfying time to solution is reached
or the simulation task stops scaling. Weak scaling corresponds to the increase of
the amount of work as well as the compute devices such that the work per device
stays constant.
There are two basic parallelization categories: shared memory parallelization,
and distributed memory parallelization. These two can also be combined resulting in hybrid parallelization designs.
Shared Memory Parallelization As the name implies, shared memory parallelization makes use of multiple CPUs sharing a physical address space. The
workload is processed by parallel working threads, which can access the complete memory. Threads can either process a subset of the work or can be assigned
to individual tasks. As the threads can access all available memory there is no
need for explicit communication, but the threads may have to be synchronized
if required by the data dependencies. An example for a shared memory scenario
are simulations on one compute node using OpenMP [137]. Here, several threads
work in parallel, e.g. each working on a certain subset of a for-loop or processing tasks from a task queue. Usually, a maximum of one thread per compute
core is used executing its share of the overall work or the tasks which have been
assigned to it. Care has to be taken for NUMA (non-unified memory accesses)
designs, as here the time required to access the main memory depends on the
relative position between processor and memory. In detail, NUMA or ccNUMA
(cache coherent NUMA) designs group sets of compute cores together. These
subsets are connected to same local memory, which is accessed most efficiently.
Multiple sets are connected via a less efficient interconnect, e.g. the Intel QPI
(QuickPath Interconnect). For details see [35]. Thus, to achieve a maximum sustained performance each thread has to be “pinned” to a subset of the compute
cores and has to work on memory closest to the subset.
Distributed Memory Parallelization For distributed memory parallelizations
one or a set of several compute components work on their individual address
space, and are connected via communication network. In Sec. 3.1 the compute
clusters LIMA and Tsubame 2.0 were introduced, which are good representatives for this setup. Distributed memory parallelization works on shared or
distributed memory systems. The most common standard used for distributed
memory parallelization is MPI (Message Passing Interface) [138]. It is based on
the message passing model and supports several communication patterns. For
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Figure 11.2: Activity diagram for the workflow of the MPI parallelization software design in WaLBerla.
local or nearest neighbor communication a process only exchanges messages
with a subset of all processes, the nearest neighbors. These messages usually
contain data from the outer layer of the process-local simulation domain, which
is required by the receiving process to fulfill data dependencies. The exchange of
data between processes is depicted in Fig. 11.1. Global communication involves
the transfer of data between all processes. An example is the summation of a
variable across all processes via the global reduction function MPI_Reduce. For
simulations using MPI usually one process per compute core is spawned.

11.2 A Flexible MPI Parallelization Concept Suitable
for Various Simulation Tasks
One of the goals of WaLBerla is the development of a parallelization that can
easily be adapted to new simulation tasks, but still is efficient and scales well. In
summary, the following design goals have been specified for the parallelization.
• Support for various simulation tasks
• Minimization of the parallelization effort for standard communication patterns
• Efficient resource utilization and good scalability for massive parallel simulations
In general, am MPI parallelization has to execute the work steps depicted in
Fig. 11.2. Each MPI process has to extract the data to be communicated from
the simulation data in some way. Next, this data has to be sent via MPI to the
receiving processes and data has to be received by these processes. The received

97

data is then inserted into the simulation data. A geometric overview of the WaLBerla parallelization is depicted in Fig. 11.3.
Software Design Concept To be easily extendable to new simulation tasks, the
parallelization concept has to abstract from the simulation data structures during
the extraction and insertion phase, from the sent data types, and the communication patterns imposed by the simulation tasks during the MPI send and receive phase. Further, the communication overhead has to be minimized in order
to achieve good scalability. Conceptually, WaLBerla implements these requirements by introducing a buffer management system, Communication Type objects,
and Communication Data objects.
Buffer Management The interface of the buffer management system offers the
possibility to store message data with arbitrary data types for various communication patterns. Internally, it stores buffers, and the number of sent and received
bytes for each rank to which data is sent to or received from. The buffers are
implemented by dynamic arrays of data type char. Hence, the MPI messages are
abstracted from the data type, because any data structure can be casted into chars.
The buffer management system is implemented in the communication module
package (Fig. 5.4). Thus, it can be easily substituted by an alternative communication concept, if the need arises. As the buffer management system is merely a
storage container for the communicated data, a possibility to control the workflow is required, which is achieved by the Communication Type objects.
Communication Types Implementation-wise, a Communication Type is a collection of kernels that is configured individually for each simulation task, so
that each simulation task can freely specify its own communication workflow
and communication patterns. Either predefined kernels can be selected from
the communication module or individual kernels can be added by a simulation
task. The standard kernels are suitable for nearest-neighbor communication of
arbitrary grid-based data, where the nearest neighbors are determined by arbitrary stencils, e.g. a D3Q7, D3Q19, or D3Q27 stencil. A detailed activity diagram
for the workflow of the standard Communication Type for CPUs is depicted in
Fig. 11.4, 11.5, and 11.6. The workflow of the depicted Communication Type is split
into three steps: an extraction, a communication, and an insertion phase. These
are equivalent to the work steps of the general MPI communication workflow
shown in Fig. 11.2.
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Figure 11.3: Geometric overview of the halo exchange in WaLBerla communication concept. The WaLBerla parallelization is block-structured. It
supports serveral Blocks per process, and bundling of messages to
the same process. Messages consist of a header encoding the BlockID
and the actual data.
Communication Objects Up until now, the abstraction from the simulation
data is still missing. Here, WaLBerla uses Communication Data objects to encapsulate the access to the simulation data. These provide an interface to extract and
insert data from and to the simulation data. For each kind of simulation data object, e.g. the PDF data field, one Communication Data object is required. In detail,
the Communication Type object receives a list of Communication Data objects as input and accesses the simulation data via these objects. Hence, the Communication
Type object is completely unaware of the communicated data; it simply organizes
the copying of data to and from the communication buffers and the simulation
data.
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Figure 11.4: UML activity diagram for the standard Communication Type object in
WaLBerla. The type is split into three parts: the data extraction, the
communication, and the data insertion. Each part is implemented by
its own kernel and can be exchanged individually to allow a maximum of flexibility. To extract the data from the simulation data, the
extract data kernel first loops over all Blocks, and over all communication directions pointing towards the nearest neighbors. Hence,
data is always exchanged between two Blocks, and these Blocks are
always geometrically connected. For the actual extraction process, it
is distinguished if the receiving Block is allocated on the same process
as the sending one. If they are both allocated on the same process, a
local communication step is executed. For local communication data
is directly exchanged between the simulation data objects. This is
in contrast to the communication between two Blocks located on different processes. Here, the data that shall be communicated is first
copied to a buffer.
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Figure 11.5: UML activity diagram for the standard communication type in WaLBerla. The MPI communication step first traverses all send buffers to
which data has been written in the current communication step. For
each buffer a MPI send and receive command is issued. There exist
several standard kernels for the MPI Communication utilizing different MPI command pairs. Examples are the pairs MPI_Isend and
MPI_Irecv, or MPI_Isend and MPI_Probe, MPI_Get_count and MPI_Recv.
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Figure 11.6: UML activity diagram for the standard communication type in WaLBerla. The data insertion step copies the data from the receive buffers
into the simulation data. In detail, the insert data kernel loops over
all receive buffers to which data has been copied in this communication step. From the message header the Block to which the data has to
be copied is determined and the data is inserted into the simulation
data of this Block.
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Configuration of Communication Types and Objects The configuration of
the Communication Type and Communication Data objects is described in List. 11.1,
and in List. 11.2 by extending the example configuration introduced in Sec 6.6.
For the configuration, new smart scopes are introduced. The general concept
behind smart scopes has been described in Sec. 6.2.
USE_Communication_Type_Object( coCommID ) {
USE_CommType_Container()
{
USE_Type( "Send / Recvs ", fs, hsCPU ) {
//----------------------------------------------------------//
communication::partUseFunction( "Extract Data ",
communication::extractData<stencil::D3Q19>,
communication::LOCAL );
//----------------------------------------------------------//
communication::partUseFunction( "Communicate Via MPI SendRecv",
communication::communicateViaMPISendRecv,
communication::MPI );
//----------------------------------------------------------//
communication::partUseFunction( "Insert Data ",
communication::insertData<stencil::D3Q19>,
communication::MPI );
//----------------------------------------------------------//
}
USE_Type( "Send / Recvs ", fs, hsGPU ) {
//----------------------------------------------------------//
communication::partUseFunction( "Copy Buffers ",
communication::copyBuffers,
communication::MPI );
//----------------------------------------------------------//
communication::partUseFunction( "Extract Data ",
communication::extractData<stencil::D3Q19>,
communication::LOCAL );
//----------------------------------------------------------//
communication::partUseFunction( "Communicate Via MPI SendRecv",
communication::communicateViaMPISendRecv,
communication::MPI );
//----------------------------------------------------------//
communication::partUseFunction( "Insert Data ",
communication::insertData<stencil::D3Q19>,
communication::MPI );
//----------------------------------------------------------//
communication::partUseFunction( "Set Buffers ",
communication::setBuffers,
communication::MPI );
//----------------------------------------------------------//
}
}
}

Listing 11.1: Configuration of a Communication Type.
The Communication Type object consists of a container storing the actual Communication Types, which can be selected during a simulation run. In this case two types
are defined with the help of the USE_Type smart scope: one for simulations on
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CPUs and one for GPUs. The Communication Type for CPUs is composed of three
kernels, whose functionality has been explained above. For each kernel a debug
string, the actual kernel and an enum are specified, which decides if the kernels
has to be executed only for parallel simulations (“MPI”), or also for serial simulations (“LOCAL”). A detailed description of the Communication Type for GPUs
is given in Sec. 11.3. To identify the Communication Type object, the COMMUID
coCommID is specified in the outermost smart scope.
USE_CommData_Object( coCommID, cdUID ) {
//------------------------------------------------------------------------//
USE_CommData( "Communicate PDF data" ) {
USE_SenderState( "Form hsCPU", lbm::getSrcUID(), fs, hsCPU, bs ) {
//------------------------------------------------------------------------//
communication::stateUseFunction( "to hsCPU ", lbm::getSrcUID(),
lbm::copyPDFsToMPIBuffer,
lbm::copyPDFsFromMPIBuffer,
lbm::localCommunicationPDF,
hsCPU,
bs
);
//------------------------------------------------------------------------//
}
USE_SenderState( "Form hsGPU", gpu_lbm::getBuffersUID(), fs, hsGPU, bs ) {
//------------------------------------------------------------------------//
communication::stateUseFunction( "to hsGPU ", gpu_lbm::getSrcBuffersUID(),
gpu_lbm::copyPDFsToMPIBuffer,
gpu_lbm::copyPDFsFromMPIBuffer,
gpu_lbm::localCommunicationPDF,
hsGPU,
bs
);
//------------------------------------------------------------------------//
}
}
//------------------------------------------------------------------------//
}

Listing 11.2: Configuration of a Communication Data object.
For certain simulation tasks it is possible that the data that has to be communicated is stored in several different kinds of simulation data objects, e.g. the PDF
data field and the field for the geometry information. Hence, for a Communication Data object, which is created via the USE_CommData_Object smart scope, it is
possible to specify several simulation data objects with the USE_CommData smart
scope. In the depicted example only one object is specified, the PDF data field.
For each of these simulation data objects several sender states can be defined,
which specify the state of the sending Block using the UID concept introduced
in Sec. 6.1. Two sender states are defined in Listing. 11.2: one for simulations
that are executed on CPUs and one for GPUs. To each sender state several receiver states can be added. These consist of three kernels, and the state of the
receiving Block. The kernels are responsible for extracting and inserting the data
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from the simulation data objects, which are specified by the UID in the sender
state header. Note, that different simulation data objects can be used for each
sender state. Here, the sender state for CPUs uses directly the PDF data field,
whereas the sender state for GPUs uses a buffer data structure to optimize the
PCI-E transfers. Sec. 11.3 describes the GPU implementation in detail.
Parallel Simulation Tasks Chap. 13 shows that scalable massively parallel
LBM simulations minimizing the communication overhead are possible with the
presented concept. Amongst others, the WaLBerla MPI parallelization concept
in the prototype WaLBerla::V1 has been used for free-surface flows [98], particulate flows on up to around 300000 compute cores [69], and self-propelled particle complexes [139]. Further, the prototype WaLBerla::Core has been used for
heterogeneous simulation on GPU clusters [140], parallel multigrid simulation
on GPUs [141], electroosmotic flows in “lab on a chip” devices [142], and is currently used to investigate froth foams and melting processes in rapid prototyping
applications.
The method for the simulation of free-surfaces is a well-suited example demonstrating the requirements on the pure-MPI parallelization, as it is the simulation
task integrated in WaLBerla having the highest demands. For the free-surface
method it has to be possible to communicate data from different simulation data
objects, e.g. PDFs, fill levels, or geometry information. These objects consist either of scalar or vector data per lattice cell and data has to be communicated to
satisfy either the data dependencies of the D3Q19 or the D3Q27 model. Additionally, data from different simulation data objects has to be sent at the same time,
which for minimal communication times requires bundling of this data in the
same message. Furthermore, the algorithm for the coalescence of bubbles that
possibly span several processes requires an iterative nearest neighbor communication pattern. More details on the parallelization of the free-surface method can
be found in [98].
Multi-GPU Communication
GPU-GPU Copy
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PCI Express Transfers
via cudaMemCopy

InﬁniBand Send
via MPI

GPU-GPU Copy
Buﬀer to Field

PCI Express Transfers
via cudaMemCopy

InﬁniBand Receive
via MPI

Figure 11.7: Activity diagram of the workflow for multi-GPU parallelizations.
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Figure 11.8: Schematic overview of the multi-GPU parallelization. Depicted is
a process having two Blocks. Communication between the processlocal Blocks is realized by swapping of the corresponding buffers,
whereas MPI communication involves PCI-E transfers of the GPU
buffers. GPU-GPU copy operations are required to extract and insert
data from the simulation data fields to and from the buffers.

11.3 Multi-GPU Parallelization Concept
Besides the development of new algorithms that efficiently exploit the massively
parallel GPU architecture, the establishment of scalable multi-GPU implementations is one of the most crucial steps towards real-world simulations of complex
engineering problems using GPUs. For this purpose the minimization of the
communication overhead is of uttermost importance, especially for GPUs. Reasons therefore are for example that GPUs are for the LBM about three to five
times faster than CPUs (Sec. 12.1), that multi-GPU communication involves two
steps, the PCI-E and the InfiniBand communication, and that GPUs have a small
main memory limiting the number of unknowns compared to CPUs. Hence, an
efficient multi-GPU implementation is important in order to sustain a large portion of the serial performance. The workflow of the parallel GPU implementation
is depicted in Fig. 11.7, and a geometric overview is shown in Fig. 11.8.
PCI-E Transfers To achieve optimal performance for the PCI-E transfers, GPUGPU copy operations are introduced transferring the boundary layer of the involved simulation data objects into buffers located on the GPU. These buffers
are transferred to the host buffer management system via one PCI-E transfer for
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each buffer. Using the D3Q19 model there are six buffer planes and twelve edge
buffers. In these buffers only the minimum amount of data is stored, e.g. for the
D3Q19 model only a maximum of five PDF functions are stored per cell. Additionally, the buffer management system uses pinned memory, which is allocated
by posix_memalign and is registered to CUDA as described in Sec. 4.1.
Communication Types and Data Objects To map the described multi-GPU
parallelization scheme to the Communication Type and Communication Data parallelization concept introduced in Sec. 11.2, the standard Communication Type object
for CPUs has to be extended by two kernels managing the GPU-GPU copy operations. The remaining three kernels can be reused from the CPU Communication
Type, as the workflow does not differ for CPU and GPU resulting in the Communication Type depicted in List. 11.1. Further, the Communication Data object has to
be extended by an additional sender state, as different kernels are required for
the data extraction and insertion due to the differing data structure and the programming paradigm. This is depicted in List. 11.2. Note that this sender state
is executed for the state (fs, hsGPU, bs) and extracts or inserts the communicated
data into the GPU buffers depicted in Fig. 11.8. To extend the parallelization for
GPUs only kernels that required new functionality had to be replaced, and new
kernels had to be added. All shared functionality could be reused. This again
shows that the WaLBerla parallelization concept offers good maintainability and
reusability.

11.4 Overlapping Work and Communication
Dependent on the algorithm, the hardware, and the simulated scenario the communication overhead can significantly reduce the performance of a simulation.
A possibility to lessen or prevent this is to execute the communication parallel to
the actual simulation, i.e. to overlap work and communication. In order to do
so, the dependencies of the PDFs in the outer layer of a Block have to be adhered
for the LBM. Thus, the LBM kernel is split into two kernels. One updates the
outer layer of the Block, and one updates the inner region. In Fig. 11.9 the time
line of one LBM step is depicted. First, the boundary conditions are satisfied,
and the outer kernel is processed. For the GPU these kernels are executed in
the standard stream 0, which cannot asynchronously overlap with other streams.
Next, the inner kernel, and the extraction, insertion, and the MPI communication
is executed asynchronously in stream 1 and stream 2. Hence, the time spent for
all PCI-E transfers and the MPI communication can be hidden by the execution
of the inner kernel, if the time of the inner kernel is longer than the time for the
communication. If this is not the case only part of the communication is hidden.
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However, the GPU-GPU copy operations introduced in Sec. 11.3 can not be overlapped, as current GPUs can only overlap the execution of different kernels in
special situations [39]. See Sec. 4.1 for details. With this approach it is possible
to overlap the communication and work of GPUs for the pure-MPI, the hybrid,
and the heterogeneous parallelization. For the CPU implementation always one
thread has to be dedicated for the execution of the communication.

Time

BC
Stream 0

Outer Kernel
Inner Kernel

Stream 1
Stream 2

Figure 11.9: Schematic diagram for overlapping of communication and work on
GPUs.

11.5 A Software Design Concept for a Shared
Memory Tasking Model
The general idea behind shared memory parallelizations has already been introduced in Sec. 11.1. In this Section the software design concept for the hybrid
shared memory tasking model implemented in WaLBerla is introduced. Basically, the concept extends Blocks by the possibility to divide its region into further
sub-regions. The original Block is therefore reduced to a mere container storing
an arbitrary number of SubBlocks. These SubBlocks are derived from the Block
class extending it by features required for the hybrid parallelization. Fig. 11.12
shows the UML class diagram of the SubBlock class.
Subdivision of Blocks into SubBlocks The concept has been implemented
such that both the Block and the SubBlock data structure can be selected. Depending on the state of a Block it is decided, if a Block is further subdivided into
SubBlocks (see Fig. 11.5). The state is implemented by the UID management introduced in Sec. 6.1. To minimize the communication overhead between SubBlocks,
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Figure 11.10: Data allocation for the pure-MPI and the tasking model.
the subdivision is always carried out in the z-dimension, as the xy-planes are
consecutive in memory. Finally, the simulation data is stored either in the Block
or in the SubBlocks. Again, the executed kernels are dependent on the state of the
Block or the SubBlock. All initialization functions can be reused for the tasking
model, as Block and SubBlock provide the same interface for the memory allocation.
Tasking via Thread Pools The hybrid parallelization approach is based on
a tasking model to support heterogeneous simulations, which require different
tasks to be executed for each architecture. To support the tasking model, each
SubBlock is assigned its own thread pool. In particular, a thread pool internally
stores a queue for tasks, and a pool of threads that process the tasks. A schematic
diagram of a thread pool is depicted in Fig. 11.11(b). Tasks encapsulate a callable
object and all the parameters to call this object later on, which corresponds again
to the command pattern [66] (see Sec. 8.4 for further details). The implementation
of the threads within the thread pools is based on boost.threads [89]. OpenMP
could have been used as an alternative, as it also supports tasking. However,
for this thesis the existing thread pool implementation of the PE software framework [143] has been reused.
Initialization and Kernel Execution For the tasking model all initialization
and sweep kernels have to be executed for each SubBlock instead of the original Block, have to be broken down into tasks, and the thread pools have to be
synchronized after each kernel call. Instead of rewriting all kernels a universal
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Figure 11.11: Hybrid wrapper function and thread pool.
hybrid wrapper function is provided, which is executed for the original Block.
This wrapper function traverses the SubBlocks, and executes the appropriate kernels for the SubBlocks through the thread pools. In Fig. 11.11(a) the UML activity diagram of the wrapper function is depicted. For the execution of the LBM
Sweep as many tasks as threads in the thread pool are scheduled, but e.g. for the
extraction of the simulation data for the communication there are more scheduled tasks than threads, i.e. one task for each communication direction and each
SubBlock. Hence, to break down the work of the LBM kernel into tasks is trivial
for the GPU, as only one thread is associated with each GPU. For the CPU special
parameters are provided indicating which lattice cells have to be updated by the
task. The assignment of the lattice cells is done along the y-dimension to achieve
good load balancing of the tasks. The z dimension is already divided for the
SubBlocks, and the implementation of LBM kernels achieve best performance for
long x-dimensions. Furthermore, the thread pools also execute all initialization
tasks, so that the memory is mapped in the correct NUMA domain.
Input Specification and Configuration List. 11.3 depicts how the subdivision
of Blocks can be described in the input file. The number of SubBlocks per compute
node has to be defined by a SubBlock environment. It can be seen that for each
thread pool a different number of threads can be specified, i.e. for GPUs one
thread is used, whereas for CPUs as many threads as available cores are used.
Further, the size of the SubBlocks can be adjusted by the load parameter. In total,
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SubBlock{
BS CPU;
Load 48;
Threads 6;
Block

}

- simData_ :
vector<bd::Interface>
- members_
+ getState() : BSUID
+ getAABB() : AABB
+ getID() : bd::ID
+ getRank() : int
+ xSize() : Uint
+ ySize() :Uint

SubBlock{
SubBlock

BS CPU;
Load 48;
Threads 6;

- pool_ : ThreadPoolID
+ SubBlock(

' eadPoolID ) : void
+ getPool() :
ThreadPoolID

}

+ zSize() : Uint
+ isAllocated() : bool
+ operators

SubBlock{
BS GPU;
Load 240;
Thread 1;
Device 0;

Figure 11.12: UML diagram of the SubBlock class.
}

Listing 11.3: Heterogeneous node
setup.

all SubBlocks combined have to have the same size as the original Block, but the individual size in the z-dimension may differ. As stated above the same kernels are
still used, and only wrapper functions have to be provided for the tasking model.
List. 11.4 shows a modified version of List. 6.8 how this has to be configured in
the application configuration for the LBM Sweep. Only the modified sections are
given. In particular, all original Blocks are initialized to the BS bs. Hence, only
for these Blocks the function callSweepHybrid is executed in the tasking case. The
BS of the SubBlocks are initialized according to the required functionality. If the
SubBlock is executed on a CPU bsCPU is set and if it is executed on a GPU bsGPU is set. Thus, the correct LBM kernels can be selected for each hardware by
the wrapper function. The BS are also read in from the input file as shown in
List. 11.3.
Intra- and Inter-Node Communication For the communication the hybrid implementation uses the software design concept of the pure-MPI parallelization
introduced in Sec. 11.2. Therefore, a new Communication Type (List. 11.1, Fig. 11.4)
has to be specified. In particular, the functions extractData and insertData for the
extraction and insertion phase have to be extended. Here, the communicated
data need not be extracted and inserted from and to the simulation data of the
original Block, but from the simulation data of the SubBlocks and data has to be
exchanged between the SubBlocks. In detail, this results in one additional for-
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Figure 11.13: UML activity diagram for the extraction phase of the hybrid parallelization approach.
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Domain Size

GPU

HeterogeneousMPI

HeterogeneousHybrid

HeterogeneousTasking

216
217
222

174
201
221

238
256
263

271 [MFLUPS]
289 [MFLUPS]
295 [MFLUPS]

1753
2103
2453

Table 11.1: Heterogeneous performance comparison of three different approaches. The tasking approach always achieves the highest performance. Measurements have been obtained on an Intel Xeon 5550
“Westmere” and on one NVIDIA Tesla C2070, which is equivalent
to an NVIDIA Tesla M2070 (See Sec. 3.2). Performance is given in
MFLUPS (million fluid lattice cell updates per second).
loop, but still the same Communication Data objects (extraction and insertion of
the data) can be utilized. They only have to be adjusted to the to the new UIDs
depicted in List. 11.4. For the communication between the SubBlocks the data is
always exchanged along the z-dimension. Hence, for multi-GPU simulations the
functions extracting and inserting the communicated data can be optimized. In
these cases the GPU-GPU transfer operations can be avoided, because the data
already is consecutive in memory. However, all functions extracting and inserting data to and from the simulation data objects have to be scheduled as tasks for
the thread pools, and at the end of the extraction and insertion phase the threads
have to be synchronized. The resulting activity diagram for the extraction phase
is depicted in Fig. 11.13.
The communication via MPI must not be changed, as still the same amount of
data has to be sent from the same buffers. Hence, the flexibility of the WaLBerla
implementation is clearly shown by this example, as only those parts requiring
additional functionality had to be replaced.
HSUID hsHetero("hsHetero");
BSUID bs("bsDefault");
BSUID bsCPU("bsCPU");
BSUID bsGPU("bsGPU");
USE_Sweep(){
swUseFunction("Hybrid Wrapper", sweep::callSweepHybrid

, fs, hsHetero, bs );

swUseFunction("CPU:LBMSweep" , lbm::sweep::basicLBMSweep
, fs, hsHetero, bsCPU );
swUseFunction("GPU:LBMSweep" , gpu_lbm::sweep::basicLBMSweep, fs, hsHetero, bsGPU );
swUseFunction("CPU:LBMSweep" , lbm::sweep::basicLBMSweep
, fs, hsCPU
swUseFunction("GPU:LBMSweep" , gpu_lbm::sweep::basicLBMSweep, fs, hsGPU

, bs );
, bs );

}

Listing 11.4: Configuration of the PDF sweep for the tasking model.
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11.6 A Design Study for Heterogeneous
Simulations on GPU Clusters
The first heterogeneous parallelization approach implemented for this thesis [140], has been based on the pure-MPI implementation introduced in Sec. 11.2.
One MPI process has been executed per CPU core either interacting with a GPU
or processing part of the simulation domain. Each compute component, i.e. a
CPU core or a GPU has been assigned a number of Blocks representing their compute capabilities to balance the load. With the help of the functionality management of WaLBerla each architecture could execute its own set of initialization
and kernel functions. Finally, the interface between the architectures has been
the MPI buffers. The layout of these buffers has been specified, and the extraction and insertion functions for each architecture used this layout. In Tab. 11.1
the performance for this approach (Heterogeneous-MPI) is depicted for one GPU
and one CPU compute node. It can be seen that the performance of this heterogeneous pure-MPI approach is at best as fast as the GPU-only performance. The
detailed reasons for this are given in [140]. In short, the major performance issue
is that all Blocks have to be of equal size, and thus several Blocks have to be allocated on each GPU (∼ 30). The resulting overhead cancels out any performance
gain from the CPUs.
The change to a hybrid OpenMP parallelization approach on the CPU side improved the performance (Tab. 11.1, Heterogeneous-Hybrid). Only one MPI process has been executed for this approach per CPU-socket processing one larger
Block, and one process per GPU processing fewer Blocks (∼ 5). Although a benefit could be achieved from this setup it did not meet the expectation due to the
multiple Blocks on the GPU side.
Heterogeneous Parallelization Approach using Tasking For the final solution variable Block sizes have been introduced using the hybrid parallelization
approach introduced in Sec. 11.5. This concept offers the most fine-grained option for load balancing: as it operates on xy-planes instead of Blocks, it minimizes
the heterogeneous communication overhead and maximizes the sub-domain
sizes by only allocating one SubBlock per device. Sec. 11.5 describes in detail how
a simulation using either CPUs or GPUs is configured and executed. The heterogeneous simulation requires no major for the following reasons: Already two
implementations, one for the CPU and one for the GPU architecture, each using
their own data structures, initialization, and kernels have been implemented.
Additionally, the functions extracting and inserting data from the CPU and the
GPU data structures exist. Only the functions for the intra-node communication
between CPU and GPU have to be added, which are very similar to the existing
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functions. What is still missing is the correct selection of the executed kernels,
which is provided by the WaLBerla functionality management. The configuration of the extraction and insertion functions is shown in List. 11.5, and the
node setup in the input file is depicted in List. 11.3. Here, one SubBlock is used
for each CPU socket and one SubBlock for each GPU. The obtained performance
for the final heterogeneous parallelization approach is depicted in Tab. 11.1
(Heterogeneous-Tasking), and is discussed in detail in Chap. 13.

USE_CommData_Object( coCommID, cdUID ) {
//------------------------------------------------------------------------//
USE_CommData( "Communicate PDF data" ) {
USE_SenderState( "Form bsCPU", lbm::getSrcUID(), fs, hsHetero, bsCPU ) {
//------------------------------------------------------------------------//
communication::stateUseFunction( "to bsCPU ", lbm::getSrcUID(),
lbm::copyPDFsToMPIBuffer,
lbm::copyPDFsFromMPIBuffer,
lbm::localCommunicationPDF,
hsHetero,
bsCPU
);
//------------------------------------------------------------------------//
communication::stateUseFunction( "to bsGPU ", gpu_lbm::getSrcBuffersUID(),
lbm::copyPDFsToMPIBuffer,
gpu_lbm::copyPDFsFromMPIBuffer,
communication:localCommunicationPDF_CPUtoGPU,
hsHetero,
bsGPU
);
//------------------------------------------------------------------------//
}
//------------------------------------------------------------------------//
// Configuration for GPU-GPU and GPU->CPU is simular to CPU->CPU and CPU->GPU //
//------------------------------------------------------------------------//
}
//------------------------------------------------------------------------//
}

Listing 11.5: Configuration of Comm Data objects for the heterogeneous parallelization approach.
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Requirements In summary, the following minimum requirements were identified to enable heterogeneous simulations in general:
• The hardware setup of one compute node has to be described for the initialization process
• The domain partitioning has to assign each hardware component its own
simulation sub-domain
• For each architecture, an individual set of data structures, initialization and
kernel functions is required
• An interface for the communication between different architectures has to
be specified
In order to achieve good performance results additional requirements must be
met:
• A static load balancing is required in order to account for the different compute capabilities of GPUs and CPUs.
• The heterogeneous communication overhead has to be minimized
• The sub-domains for the individual devices have to be maximized
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12 Modeling the Performance of
Parallel Pure-LBM Simulations
So-called “white box performance models” are an important source of information to identify and understand performance bottlenecks as well as to evaluate
the maximum sustainable performance. White Box approaches model the internal structure of a system, and thus can provide new insight if measurement and
estimate differ. In this Chapter the serial performance of one compute node and
the communication overhead of LBM simulation are investigated with the help
of white box models to establish a lightspeed estimate for the LBM performance
as well as to precisely estimate the communication overhead.
The lightspeed estimate performance in Sec. 12.1 is based on a model described
in [35] [124] [144]. The model can predict the sustainable performance for a
certain architecture prior to any code development, so that the obtainable performance on different hardware architectures can be discussed independently of
specific implementations. Comparing the measured serial performance of one
compute node to a lightspeed estimate is an important step towards understanding the performance properties of an implementation.
Further, a performance model for the communication overhead is presented in
(Sec. 12.2). For this model the maximum amount of data to be sent by a single
process, and the bandwidth measured in synthetic benchmarks with which this
data is communicated is determined to estimate the communication time. In addition, the model considers the design decisions made for WaLBerla to precisely
estimate the time spent to communicate. In particular, hidden overheads in the
implementation can and have been detected in this way.
For example, a problem in the interaction of memory allocated by cudaHostAlloc and the MPI library OpenMPI [37] has been detected, which led to higher
than expected communication times. After detection the call of cudaHostAlloc has
been replaced by a page-aligned memory allocation, and a registration to CUDA
by cudaHostRegister, as described in detail in Sec. 4.1. Additionally, the model
provided further insight in the communication overhead, as it gives detailed information on the times spent in the single communication phases for each parallelization approach and each simulation scenario. Further, through deviations of
predictions and measurements during the development process of the model it

117

could be understood which effects are of importance. For example, in the beginning only the out-of-cache bandwidth has been considered by the model. This
proved to be incorrect, as the send buffers used during the communication via
MPI already reside in the cache if the message length is short.
Details on the Simulation Setup and the Domain Partitioning For all provided measurement in this Chapter a lid-driven cavity scenario has been simulated with ECC turned on, and in DP. All utilized compilers and libraries are
given in Chap. 3. The domain decomposition for parallel simulation has a strong
influence on the parallel efficiency, as it directly influences the amount of communicated data. For the comparison of the introduced parallelization approaches it
should thus be equal. Hence, for all parallelization approaches the same domain
decomposition has been used for parallel simulation. The intra node domain decompositions have been kept as balanced as possible. For hybrid simulations on
one CPU compute node the simulation domain is subdivided into two SubBlocks
in z-dimension, one SubBlock for each socket. The work distribution within the
SubBlocks is in the y-dimension. The same setup has been used for the pureMPI simulations. Here, twelve Blocks and processes with a spatial alignment
of 1x2x6 for the x-,y-,z-dimension are used on one compute node of the LIMA
or the TSUBAME 2.0 cluster. Also for simulations using GPUs the same spatial
alignment has always been used for the pure-MPI and the hybrid parallelization approach. Here, the GPU devices are always aligned in z-dimension, and
the inter-node distribution is always three dimensional. Throughout this thesis cubic domain sizes have been used per GPU or CPU compute node. This is
specified by a domain size number, e.g. domain size 180 represents a simulation
domain of 1803 lattice cells per device.

12.1 Performance Model for the Kernel
Performance
The first step towards modeling the performance of a parallel LBM simulations
is the estimation of the serial performance on one compute node, i.e. the LBM
kernel performance for one compute node, to establish a scaling baseline that includes no communication overhead. To estimate an upper bound for the LBM
kernel performance the balance model [35] neglecting the boundary conditions
treatment and assuming non-temporal (NT)-stores on CPUs is applied in this
thesis. For large domain sizes LBM implementations using the SRT model are
usually memory bound. This can be seen by investigating the machine balance
Bm (Eq. 12.2) and the code balance Bc (Eq. 12.3). Bm describes the ratio of sustained machine bandwidth bs in [bytes] to the peak performance pmax in [FLOPS],
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Architecture

Theoretical
DP FLOPS
[TFLOPS]

Theoretical
Bandwidth
[GB/s]

Attainable
Bandwidth
[GB/s]

Bm

Bc

l

LBM
Estimate
[MLUPS]

"‘Fermi"’
"‘Westmere"’

0.52
0.12

144
64

95
40.4

0.18
0.34

1.52
1.52

0.12
0.22

312
133

Table 12.1: Attainable memory bandwidth and LBM kernel performance estimation. Bandwidth results have been obtained from [146] and [50]. ECC
has been turned on for all measurements.
whereas Bc provides the ratio of the number nb of bytes loaded and stored for
the algorithm and the number nf of executed FLOPS. If the“lightspeed” balance
l (Eq. 12.4) is approximately 1, a code is not bandwidth limited. The results reported for the LBM in Tab. 12.1 indicate a memory bandwidth limitation, with a
higher imbalance for the GPU than for the CPU. Hence, the performance Pe of
the LBM can be determined by Pe = nbs .
b

On CPU architectures the attainable memory bandwidth bs can be estimated via
the STREAM copy benchmark [145]. This synthetic benchmark implements a
vector copy ai = bi , which matches well with the memory access pattern of the
stream step. For GPUs an in-house implementation [50] of the benchmark has
been utilized. For the LBM
nb = 19 (P DF s) × 2 (load + store) × 8 bytes (double precision) = 304 bytes, (12.1)
and the number of floating point operations nf is about 200 FLOPS [45]:
Bm =
Bc

bs

(12.2)

pmax
nb
=
nf

l = min(1,

(12.3)
Bm
).
Bc

(12.4)

12.2 Performance Model for the Communication
Overhead
In addition to the kernel performance, a performance model for parallel simulations has to estimate the communication overhead, as the overall run-time tr
is
tr = tk + to + tc ,
(12.5)
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where tk is the kernel run-time, to the framework overhead, and tc the communication overhead. Amongst others, the aim of this Section is a deeper understanding of the different communication approaches, i.e. the pure-MPI, hybrid,
and heterogeneous parallelization approach introduced previously in this Part.
In detail, it is of interest which model is best suited for which simulation setup
or scenario, how the communication times relates to the kernel run-times, and
how severe the resulting influence on the overall performance is. Additionally,
the performance model for the communication overhead has been developed to
identify communication overheads as well as for performance predictions for
simulations. Hence, it closely resembles the design decisions made for WaLBerla
and does not provide the minimum achievable communication time. However,
the basic concept of the performance model is applicable in general and not restricted to WaLBerla. In a detailed study of single node, weak and strong scaling
scenarios these objectives are investigated in the following by comparing and the
measured communication times tmc
tmc = tr − tk and tmc = tc + to

(12.6)

with the times predicted by the performance model.
Communication Model
following steps:

The communication model can be expressed by the

• Determine the process / thread having the longest communication time
• Determine the amount of data to be send by this process / thread
• Determine the size of each message
• Determine the bandwidth with which each message is transferred
• Estimate the time required to communicate the data
For each simulation setup this algorithm can be applied in order to estimate the
time spent communicating tec :
msgmpi

X

tec =
|

i=0

nsr · si

msg
e+i
X

+
bmpi
(s
,
x
,
p
)
i
i
i
i=0
i {z
} |

M P I Communication

ns · nsr · si
+tGP U _GP U .
e+i
bi (si , xi , pi )
{z

Extract+Insertion

(12.7)

}

The nomenclature for the communication model is given in Tab. 12.2. In detail,
the bandwidth bX
i is dependent on message size, the relative position of the communicating processes pi , i.e. the bandwidth differs for intra-socket, inter-socket,
or inter-node communication, and how many processes or threads simultaneously transfer a message in the same communication direction on the same node.
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Variable Description
msgmpi
msge+i
si
bX
i
xi
pi
nsr
ns

Number of MPI messages
Number of data transfers during the extraction and insertion phase
Message size
Effective bandwidth (X = MPI or e+i)
Number of treads or processes sharing the same resource
Relative position of the communicating processes
Send and receive factor
Stream factor
Table 12.2: Nomenclature for the communication model.

The factor nsr accounts for how often the message is sent and received, while the
factor ns accounts for how many read and write streams are required for the
transfer. For example, a memory copy on a CPU requires one load and one store
stream if NT-stores can be utilized and two load and one store stream if not. A
PCI-E copy counts as one stream.
The following further assumptions have been made for the model. It is assumed
that the diagonal communication directions can be neglected, as they only account for a small fraction of the communication time. Thus, a maximum of six
communication neighbors are taken into account. Additionally, it is assumed
that all processes running on the same node send and receive data to and from
a certain communication direction simultaneously sharing common resources.
Further, a homogeneous cluster setup is assumed, i.e. all compute nodes and all
communication links are identical.
Input Parameters
eters:

The performance model requires the following input param-

• The number of transferred bytes and the size of each message.
• The obtainable PCI-E, InfiniBand, QPI, and main memory bandwidth dependent on the message size, the relative position of the communicating
processes, the utilized cluster, and the used libraries.
• The relative position of the communicating processes.
• How many processes / threads execute the same task simultaneously and
share resources.
• The time required for the GPU-GPU copy operations.
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Figure 12.1: Intra-socket MPI bandwidth measurements. The intra-socket MPI
bandwidth for the exchange benchmark [147] is depicted for two,
three, and six processes simultaneously communication processes.
Bandwidth results are reported for three cases: send and receive
buffer (Cached), send buffer (Cached Send), and no buffer (Out of
Cache) loaded into cache prior to the communication. All bandwidth
measurements have been obtained on one socket of the Tsubame 2.0
cluster and the reported bandwidth results have been determined by
10003
i
BM P I = 4∗s
tm ∗ 10243 , where si is the size of the message in bytes and
tm the measured time. Further, the thread affinity of the processes
has been set to the cores of the first socket in ascending order.
Here, the time for the GPU-GPU copy operations is an input parameter for simplification reasons. The relative position of the communicating processes is required in order to determine over which bus the data is transferred, i.e. intrasocket, inter-socket, or inter-node communication. This information is required
to choose the correct synthetic benchmark for the measurement of the obtainable
bandwidth.

12.2.1 Bandwidth Measurements
In this thesis synthetic benchmarks are used to determine the bandwidth that can
be obtained for certain data exchange patterns. These patterns have been chosen
to closely resemble the communication patterns occurring in LBM simulations.
For example, the performance estimation of simulations on a single node requires
the intra-socket MPI bandwidth, the QPI bandwidth, and the PCI-E bandwidth.
In addition, for weak and and strong scaling scenarios the inter-node MPI bandwidth is needed. Further, the bandwidth is measured in dependance of the trans-
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Threads
Bandwidth in [GB/s]

2

4

6

8

10

12

12.52 14.18 14.84 15.18 15.38 15.54

Table 12.3: Socket to socket QPI bandwidth. Results have been obtained for
a multi-thread copy benchmark. The implementation is based on
OpenMP [137] and the reported QPI bandwidth corresponds to
3
t
BQP I = 2 ∗ sit∗n
∗ 1000
, where si is the size of the message in bytes,
10243
m
tm is the measured time, and nt the number of threads.
ferred amount of data and it accounts for how many processes / threads share
the same resource. Hence, for each individual data transfer the bandwidth is
specifically determined depending on the communication partners.
Usually, the standard benchmark suite of the Intel MPI Benchmarks [147] can
be used to determine the obtainable MPI bandwidth for various communication
patterns. However, for the WaLBerla implementation only the MPI send buffers
are already located in the cache. Computationally, this results from the execution
order of the communication phases, as in the extraction phase, which precedes
the MPI communication, only the MPI send buffers are loaded into cache. As
the Intel MPI Benchmarks cannot provide bandwidth measurements for this scenario in all subsequent Sections an in-house implementation assuming cached
MPI send buffers and non-cached receive buffer has been used.
Intra-Socket Bandwidth The intra-socket bandwidth for an exchange benchmark [147] is depicted in Fig. 12.1(a) for two, and in Fig. 12.1(b) for three and six
processes. This benchmark implements a periodic chain communication pattern,
i.e. each process sends and receives a message to and from its two neighbors.
This communication pattern is equivalent to LBM simulations using an equivalent number of GPU devices, a one-dimensional domain decomposition, and
MPI only.
Inter-Node Bandwidth In Fig. 12.2(a), the inter-node MPI bandwidth is shown
for a multi send-receive benchmark [147] between two nodes. In this benchmark
the processes are grouped in pairs and each process of a pair sends and receives
one message. Additionally, each pair executes one process per node. For the
LBM, the send-receive benchmark equals the data exchange between two neighboring Blocks. To approximate the obtainable MPI bandwidth for LBM simulation with more than one process per node, MPI bandwidth measurements for
multiple process pairs are used.
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Figure 12.2: Inter-node MPI and PCI-E bandwidth. The inter-node MPI bandwidth is depicted for a multi send-receive benchmark [147] on
two nodes. The reported MPI bandwidth corresponds to BM P I =
2∗si 10003
tm ∗ 10243 , where si is the size of the message in bytes and tm the
measured time. The PCI-E bandwidth between host and device is
depicted for an array copy benchmark of up to three simultaneous streams. Results are reported for cudaMemCpy and cudaMemCpyAsync. For the tasking parallelization approach the cudaMemCpyAsync bandwidth is utilized.
QPI Bandwidth In Tab. 12.3 the sustainable QPI bandwidth is presented for a
multi-thread stream benchmark aji = bji , where ai and bi are two vectors and j is
the thread id. The setup of the thread affinity and the memory allocation ensures
that the bi-directional QPI bandwidth is measured, i.e. half the threads copy
data to the local memory of S0 and the other half to local memory of S1. The QPI
bandwidth measurements for messages sizes that occur in the LBM simulations
(32 KB - 2 MB) are same, thus independent of the message size.
PCI-E Bandwidth The obtainable PCI-E bandwidth for an array copy benchmark is depicted in Fig. 12.2(b). Here, the PCI-E bandwidth for up to three
streams has been measured to represent simultaneous PCI-E transfers of multiple GPUs.

12.2.2 Intra-Node Communication
In this Section first the intra-node communication is investigated for two and
three GPUs using the pure-MPI, the hybrid and the heterogeneous parallelization
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approach, and a one-dimensional domain decomposition in the z-dimension. For
these manageable scenarios the different phases of the communication can be estimated in good agreement, so that overheads can be identified more easily than
for massively parallel simulations with higher complexity and possible overlapping effects. In addition, the intra-node predictions are used as baseline for the
parallel simulations. For all investigated scenarios the measured communication
time tmc is compared to the estimated communication time te and kernel time tk
for all communication phases. In addition, the parallelization models are compared.
Two GPUs using the Pure-MPI Parallelization Approach In Fig. 12.3(a) and
Fig. 12.3(b) the communication times for simulations using two GPUs and the
Pure-MPI parallelization approach are depicted. In this scenario each process
sends and receives one xy-plane. Each message has to be transferred via the PCIE bus from device to host, sent and received via MPI, and transferred from host
to device via the PCI-E bus. Hence, the following parameters have been used in
Eq. 12.7 to estimate the communication times:
msgmpi

msge+i

nsr

ns

1

1

2

1

s0

bmpi
0

x2 · 8 · 5 Intra-Socket - 2P
[bytes]
Fig. 12.1(a)

be+i
0
PCI-E - 2 GPU
Fig. 12.2(b)

It can be seen that the measured MPI communication time differs for domain
sizes larger than 1003 per GPU by roughly 30 % from the estimation. If a, in
the time measurement unaccounted, call to MPI_Barrier is issued before each
communication phase (see Fig. 12.5), this difference is reduced to about 3 − 5 %.
Hence, the large differences between measurement and estimation result from
slightly out of sync processes due to load imbalances or other issues. Slight load
imbalances can occur for example due to the unevenly distribution of boundary cells. The estimation of the time combined extraction and insertion PCI-E
transfers is depicted in Fig. 12.3(b). Here, the difference between measurement
and estimation is about 5 − 15 %. Partly, this difference can be accounted to the
framework overhead for the buffer management. The estimates for the MPI /
PCI-E / GPU_GPU copy times account for around 30 %/50 %/20 % of the overall
estimated communication time. Further, the overall estimated communication
time differs about 30 %/12 % from the measurements without a MPI_Barrier, and
about 11 %/5 % from the measurements including a MPI_Barrier for a domain
size of 100 / 180. The total estimated communication time is about 6 − 10 % of
the kernel time for domain sizes larger than 100. Additionally, the plateaus in the
communication times result from the increased message sizes due to the padding
of the communication buffers and the simulation domain.
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Figure 12.3: Intra-node communication overhead for the pure-MPI parallelization approach.
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Three GPUs using the Pure-MPI Parallelization Approach For this simulation setup two processes have to send and receive one plane and one process has
to communicate two xy-planes. Hence, the maximum transferred data is two xyplanes. To estimate the communication time the following parameters have been
used:

msgmpi

msge+i

nsr

ns

s0,1

bmpi
0,1

be+i
0

be+i
1

2

2

2

1

x2 · 8 · 5
[bytes]

Intra-Socket - 3P
Fig. 12.1(b)

PCI-E - 3 GPU
Fig. 12.2(b)

PCI-E - 1 GPU
Fig. 12.2(b)

In Fig. 12.3(c) it can be seen that the measured MPI communication time differs
for domain sizes larger than 1003 lattice cells about 13 − 40% from the estimate
and the deviation is again reduced by a preceding MPI_Barrier to about 1 − 6%.
For the PCI-E results presented in Fig. 12.3(d) the estimate differs about 1 − 5 %
from the measured results. The estimates for the MPI / PCI-E / GPU_GPU copy
times account for around 30 %/55 %/15 % of the overall estimated communication time. Further, does the overall estimated communication time differ about
16 %/5 % from the measurements without a MPI_Barrier about 2 %/1 % from the
measurements including a MPI_Barrier for a domain size of 1003 / 1803 . In total, the estimated communication time is about 12 − 20 % of the kernel time for
domain sizes larges than 1003 and about twice as long as the estimated communication time for the two GPU setup.
Two and Three GPUs using the Hybrid Parallelization Approach The communication times of simulations using two and three GPUs and the hybrid parallelization approach are depicted in Fig. 12.4(a). Technically, the same amount
of boundary data as for the MPI approach has to be exchanged. However, for the
hybrid parallelization the MPI communication phase can be avoided as the data
is exchanged with the help of the shared memory. Instead the communicating
threads have to be synchronized. Once at the end of the extraction phase and
once after the insertion phase. Additionally, the GPU-GPU copy operations are
not required, as pointed out in Sec. 11.5. The estimates differ from the measurements by a roughly constant offset. For the domain sizes of 100 and 180 about
10 % and 28 % or around 0.08 ms for the two GPU setup, and for about 16 % and
9 % or 0.13 ms for the three GPU setup. This difference can be explained with
the synchronization overhead for the threads, which is not accounted for in the
performance model. As the thread synchronization in WaLBerla is not yet well
optimized, this will be further improved in future work. In total, the hybrid parallelization approach requires about 20 %/40 % less time based on the estimate
and about 40 %/35 % based on the measurements of the two and three GPU setup
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Figure 12.4: Communication overhead of the hybrid and heterogeneous parallelization approach using two and three GPUs.
than the MPI implementation in this scenario. The ratio between measured communication time and kernel time is about 6 % to 3 % for domain sizes larger than
100 for the two GPU setup, and about 13 % to 7 % for the three GPU setup. Compared to the two GPU setup the measured communication time of the three GPU
setup is 2 to 2.3 times longer. To estimate the communication times the following
parameters have been used:
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Two and Three GPUs using the Heterogeneous Parallelization Approach
The communication overhead for the heterogeneous parallelization approach is
depicted in Fig. 12.4(b). Here, the heterogeneous communication overhead for
simulations using two GPUs and a CPU is larger than for simulation using only
two GPUs and the hybrid parallelization approach, as in the heterogeneous case
one GPUs has to transfer two xy-planes instead of one. For a domain size of
1743 per device the difference in the estimates is around 33 % higher. Estimate
and measurement differ for the two GPU setup and the domain sizes of 1023 and
1743 about 50 % and 20 %. For the three GPU setup the estimated communication
overhead is identical to the estimate of simulations using only three GPUs, but
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Figure 12.5: Part of a time line of a simulation on one CPU socket showing one
communication step. In each process time line the color blue indicates that the process is active, red represents that the process is waiting for the other processes. The simulated scenario is a lid driven
cavity. Process P0 simulates the lid and process P6 the bottom. Before each communication phase all processes are synchronized by a
MPI barrier. The time line has been created with the Intel Trace Analyzer & Collector (ITAC) [148].
the measurements of the heterogeneous simulation are slightly higher for smaller
domain sizes. The estimate and the measurement of the heterogeneous three
GPU setup differ for the the domain sizes of 1023 and 1743 about 20 % and 10 %.
For both the two and three GPU setup these differences can again be explained
by the synchronization overhead for the thread pools, as this is not accounted
for in the performance model. In total, the measured communication time is
about 5 % to 10 % of the kernel time for domain sizes larges than 1003 for the
two GPU setup and about 17 % to 9 % for the three GPU setup. To estimate the
communication times the following parameters have been used:
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Tab. 12.3

12.2.3 Inter-Node Communication
For the investigation of the inter-node communication the pure-MPI, the hybrid and the heterogeneous parallelization approach are compared in weak and
strong scaling scenarios. Technically, in a strong scaling scenario the amount of
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work is held constant for an increasing number of nodes, whereas the amount of
work is scaled linearly for weak scaling experiments with the number of nodes.
In all simulations the domain size per GPU is cubic, and the intra-node domain
decomposition is one-dimensional in z-dimension, while the inter-node domain
decomposition is three-dimensional. Hence, the simulation domain for a weak
scaling experiment of the domain size 180 on 8 compute nodes using three GPUs
per node is 360x360x1080 lattice cells. A strong scaling scenario with domain
size 180 has a simulation domain of 180x180x180 lattice cells independent of the
number of used nodes. For all investigated scenarios again the measured communication time tmc is compared to the estimated communication time tec and
the kernel time tk for all communication phases.
Parallel Simulations using the Pure-MPI Parallelization Approach In
Fig. 12.6 the measured and estimated communication times of the Pure-MPI
parallelization approach for weak and strong scaling scenarios are depicted, and
compared to the kernel and GPU-GPU transfer times. For the setups using eight
compute nodes the maximum transferred data is four planes and for 27 nodes
six planes have to be communicated. Increasing the number of nodes beyond 27
does not add any more data. Hence, the estimate for the communication time is
constant for more than 27 nodes. In detail, the following parameters have been
used to estimate the communication time:
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It can be seen that the estimated communication time for the weak scaling scenarios is in good agreement. For the domain size of 140 the maximum difference
between measurement and estimate is about 4 % and for the domain size of 180
it is about 9 %. In particular, 45 % of the estimated time is spent in the MPI communication, 40 % in the extraction and insertion phase, and around 10 % in the
GPU-GPU transfer operations. Comparing estimated communication time and
kernel time shows a maximum ratio of around 82 % for the domain size of 140
and 65 % for the domain size 180. Hence, the communication overhead will have
a significant impact on the parallel efficiency. However, the estimate predicts
that this overhead can be hidden by overlapping communication and work, as
the time spent in communication is still less than the time for the kernel.
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This is not the case for the strong scaling scenario of the domain size 180 depicted in Fig. 12.6(e). As here the kernel time drops most rapidly for an increasing number of nodes, due to the dependance of O(n3 ) on the number of lattice
cells instead of O(n2 ) for the communication. It can be seen that from 27 nodes
on the communication time is larger than the kernel time and hence can not be
completely overlapped any more. The estimate and the measurement also agree
well, the maximum difference between measurement and estimate is about 18 %.

Parallel Simulations using the Hybrid Parallelization Approach The communication overhead for the hybrid parallelization approach has also been investigated for weak scaling scenarios of domain size 140 and 180, and for a strong
scaling scenario of domain size 180. The resulting communication times are depicted in Fig. 12.6. Additionally, the communication times have been investigated for simulation setups only using two GPUs, as this is a common hardware
setup for GPU clusters. During the MPI communication the maximum communicated data is three planes while using 8 nodes, for more than 27 nodes it is
6 planes. The simulation domain per process is not cubic for the hybrid parallelization approach, as it is the case for the pure-MPI approach. All messages
involving the z-dimension are larger by a factor of three for the simulations using three GPUs and by two for the simulations using two GPUs, Hence, there are
two different messages sizes ssmall and slarge. For the hybrid parallelization approach only one process per node is executed. Thus, the InfiniBand bandwidth is
not shared amongst several processes. In detail, the following parameters have
been used to estimate the communication times:
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The weak scaling results depicted in Fig. 12.6(b) and Fig. 12.6(d) for the domain
sizes 140 and 180, and two GPUs show a good agreement between measurement
and estimate. For the domain size 140 the maximum deviation of the measured
communication time from estimate is about 14 %. For the domain size 180 the
maximum deviation is 4 % for the experiments using three GPUs, and 8 % for
two GPUs. A detailed investigation of the estimated communication shows that
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Figure 12.6: Communication overhead of weak and strong scaling experiments
using three GPUs, and the pure-MPI and hybrid parallelization approach for a cubic domain size of 140 and 180 per GPU.
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45 %/ 45 %/ 45 % of the time is spent in the MPI communication, 44 %/ 44 %/
40 % in the extraction and insertion phase, and 11 %/ 11 %/ 15 % in the GPUGPU copy operations for the domain size 140/180/180 and two GPUs. The maximum estimated communication time is about 82 %/ 68 %/ 48 % of the kernel
run-time. Hence, also for the hybrid approach the communication overhead has
a significant influence on the parallel efficiency, but can also be be hidden behind the kernel time. Comparing the pure-MPI and the hybrid parallelization
approach shows that the estimated communication times of the pure-MPI approach are by about 3 % lower for the domain size 140, and 7 % lower for the
domain size 180. The measured communication times of the pure-MPI approach
are about a maximum of 8 % faster for the domain size 140, and 10 % for the
domain size 180. In particular, the higher deviation of the measured communication times compared to the estimates can be explained to a large extent by the
additional thread synchronization overhead for the hybrid approach. The difference in the estimates stems from that although both approaches have to send
the same amount of data via the InfiniBand per node, the pure-MPI approach
is able to obtain a slightly higher bandwidth on a node basis due to the three
sending and receiving processes. This can also be seen in Fig. 12.2(a), where a
send and receive between two processes achieves a maximum bandwidth of 4.86
GB/s and a send and receive between between three process pairs achieves a
maximum bandwidth of 1.75 GB/s each and in total 5.25 GB/s.
For the strong scaling scenarios depicted in Fig. 12.6 both parallelization approaches have a nearly identical estimate of the communication time. This is
because here the multi-process bandwidth benefit for the pure-MPI approach is
canceled out by the penalty for the compared to the hybrid approach smaller
messages sizes. However, while the measured pure-MPI communication time
closely resembles the estimate, the hybrid measurements are about 40 % higher
than the estimate. This offset is fairly constant and results from the thread synchronization overhead, which is independent of the domain size and hence, is
worse for smaller domain sizes as they occur in strong scaling scenarios. In average, the estimate is the composed of 41 % MPI communication, 45 % insertion
and extraction, and 14 % of the GPU-GPU copy operations. Comparing the communication times to the kernel time shows that for simulation on 27 nodes and
more the communication overhead is larger and thus can not be completely overlapped with work.
Parallel Simulations using the Heterogeneous Parallelization Approach
The communication times for the weak and strong scaling experiments using the
heterogeneous parallelization approach are depicted in Fig 12.7 for a domain size
of 180, and two and three GPUs. The estimation of the MPI communication for
the heterogeneous parallelization approach is identical to the one of the hybrid
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Figure 12.7: Communication overhead of weak and strong scaling experiments
using two and three GPUs, and the hybrid and heterogeneous parallelization approach for the cubic domain size of 180.
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approach. Additionally, the estimation of the time required for the extraction and
insertion phase is similar, as always the threads interacting with the GPUs are responsible for the maximum communication time. Additionally, it is neglected
that for the insertion and extraction phase part of the data has to be copied from
the GPU and part from the CPU. Instead it is assumed that the complete buffer
has to be copied from the GPU. Only the intra-socket extraction and insertion
time for the two GPU setup differs from the hybrid times, as discussed in details in Sec. 12.2.2. Hence, the same parameters as for the hybrid approach have
been used to estimate the communication overhead for the three GPU setup, and
for the two GPU setup only the estimate for the intra-socket communication has
been from Sec. 12.2.2.
Consequently, the measured communication times of the hybrid and the heterogeneous parallelization approach agree well for the weak scaling experiments.
The measured communication time of the heterogeneous approach differs by
maximum 4 % from the hybrid approach. However, the difference between estimated communication time and kernel time is higher for the heterogeneous
approach. For the two GPU setup it is 53 %, and for the three GPU setup it is
74 %. In detail, the estimate is composed of about 46 % / 45 % MPI communication, 39 % / 45 % insertion and extraction, and
15 % / 10 % GPU-GPU copy operations for the two / three GPU setup. For the
strong scaling scenarios the general picture for the heterogeneous and hybrid
parallelization approach is the same. Although, the measured communication
time of the heterogeneous approach is higher for 64 (192 GPUs) and 125 (374
GPUs) nodes. The difference is between 5 %-15 %.
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13 Performance Results for
Pure-LBM Fluid Flows
In this Chapter the single compute node and parallel performance of pure-LBM
simulations is investigated for CPUs and GPUs. Therefore, in Sec. 13.1 the performance on one compute node will be evaluated with the help of the balance
performance model introduced in the previous Chapter, which shows that the
LBM implementations for both CPU and GPU are well optimized. This is a necessary requirement for the investigation of parallel simulations in Sec. 13.2, as
codes with an unoptimized serial implementation scale better, and therefore render a detailed investigation of the scaling behavior of unoptimized codes pointless. In particular, the performance analysis will give insight into the impact of
the communication overhead for different simulation setups, domain sizes, and
hardware architectures as well as to the differences into the investigated parallelization approaches. Further, the speed up of heterogeneous simulations over
GPU-only simulations and of GPU-only simulation over CPU-only simulations
is investigated.
Technical Simulation Details Technically, all results have been obtained with
WaLBerla using the D3Q19 stencil and the SRT model. The final performance
result is determined as the maximal performance of ten measurements. The performance results are reported in mega / giga fluid lattice updates per second
(MFLUPS / GFLUPS). The unit of FLUPS is well suited for LBM performance,
as it is a precise and comparable quantity in contrast to FLOPS. In this thesis,
a performance comparison based on FLOPS is not applied for several reasons
First, the same algorithm / functionality can be implemented using a varying
number of FLOPS. Second, the number of executed FLOPS is dependent on the
compiler, the libraries, and the utilized hardware. Hence, FLOPS are not comparable. All simulations utilizing GPUs have been executed on the Tsubame 2.0
in DP and with ECC turned on, while all simulations utilizing only CPUs have
been simulated on LIMA. All utilized compilers and libraries are given in Sec. 3.
For the pure-MPI parallelization approach, one process is used per compute core
or GPU, and the thread affinity has been set with the help of the MPI library.
The thread affinity of heterogeneous and hybrid simulations has been set using likwid-pin [149], and only one process has been executed on each compute
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node. Slow or defective nodes have been sorted out prior to the execution of the
simulation dependent on ping-pong run-times and GPU accessibility. Further,
in all simulation runs the domain size of each CPU compute node or GPU has
been cubic, and the domain decomposition of parallel simulation has been threedimensional. The domain decomposition is described in detail in Sec. 12.2.3.
Process numbers for weak and strong scaling experiments have hence been increased equally in all dimensions, resulting in node counts of 1, 8, 27, 64, etc.
nodes.
Kernel Performance For all charts the kernel performance represents the performance Pk = ntkc resulting from the time tk spent in the LBM kernel. This time
includes the time for the update of all lattice cells (nc ) as well as the time spent
for the BC handling, but it does not contain any time required for the communication tc . For parallel simulations tk is the maximal time spent in the LBM kernel
by any process i ( tk = max(tik )), and is equal to the maximal obtainable parallel performance that can be achieved, as no communication time and no parallel
framework overhead is included. The kernel performance is established as scaling baseline instead of the serial performance of one core, as the main memory
bandwidth within a compute node does not scale linearly.
Estimated Performance The estimated performance Pe can be determined by
c
, where
two approaches. First, independent of the implementation by Pe = tekn+t
ec
tek is the time predicted by the lightspeed estimate for the update of all cells,
nc
and tec is the estimated time for the communication. Second, by Pe = t +t
for a
ec
k
more precise estimate of the parallel performance, which replaces the lightspeed
estimate by the actual kernel performance measurement. The first approach is
suited for the in advance analysis of the expected performance on a compute
architecture, e.g. to determine if one or the other system will be more advantageous for a certain task, or to predict the benefit of a certain optimization strategy,
e.g. heterogeneous simulations. The second approach is better suited for precise
investigations, e.g. for performance predictions, the investigation of the influence of the communication overhead, or the discovery of the overheads in the
communication. Hence, in the following the second approach has been chosen.
Measured Performance The measured performance Pm is compared to Pk ,
and Pe to investigate the influence of the communication overhead, and to investigate if the deviation of the measured performance from the maximal possible
parallel performance, i.e. Pk , is solely caused by the communication overhead,
or if there are additional bottlenecks or overheads. Additionally, the results are
compared to the estimates of the performance model to predict the performance
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for the full Tsubame 2.0 cluster, and different domain partitioning, i.e. 1D vs. 2D
vs. 3D.
Speedup factors given in the subsequent Sections have been determined by
S = PPm1 , where Pk1 is the kernel performance of one GPU for simulations using
k

up to one full compute node, and the kernel performance of one full compute
node for parallel simulations. This takes into account the heterogeneous scalability of modern clusters, as the intra-node scalability differs from the inter-node
scalability.

13.1 Single Node Performance of LBM simulation
on CPU and GPUs
In this Section the performance of LBM simulations for one compute node is
investigated. This is necessary to establish a performance baseline for parallel
simulations, as the performance within a compute node does not scale linearly,
e.g. with the number of GPUs, due to heterogeneous node designs. Moreover,
the scalability within a compute node is of fundamental interest. In detail, it
is investigated how large the impact of the communication overhead is for the
different parallelization approaches, and how the overlapping of work and communication influences the kernel performance. In order to address these issues,
simulations have been conducted on one to three GPUs, and on one CPU compute node using the pure-MPI, the hybrid, and the heterogeneous parallelization
approach.

13.1.1 Simulations Using a Single GPU
The performance results obtained for one GPU are depicted in Fig. 13.1 for the
hybrid and the heterogeneous parallelization approach. As for one GPU there is
no significant framework and parallelization overhead the kernel performance is
equivalent to the single GPU performance. Also, the performance for the pureMPI and hybrid parallelization approach are identical. It can be seen that the
kernel performance for the domain size 174 is about 240 MFLUPS. This is about
23 % lower than what the lightspeed estimate established in Sec. 12.1 predicts.
Nevertheless, this is a good result, as the presented lightspeed is a very rough
estimate, which overestimates the obtainable performance to be suitable as an
upper bound. In particular, it does not account for the 19 simultaneous load
and store streams of the LBM, which further investigations have shown to lower
the lightspeed estimates towards the measured kernel performance [44]. The
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maximal kernel performance for the overlapping case is about 13 % lower than
the measurements without overlap. This is expected as for the overlapping case
two kernels are required, and the kernel for the outer domain region has to load
more data than needed, as there is no load instruction for a single word on GPUs.
A maximal cubic domain size of 174 has been used. Increasing the domain size
further will increase the performance.
In Fig. 13.1(b) the heterogeneous performance for one GPU and CPU is depicted. Note that the domain sizes have always been approximately set to
P CP U

P GP U

s3D × P CP Uk+P GP U for the GPU, and about s3D · P CP Uk+P GP U for the CPU. For the
k

k

k

k

heterogeneous simulations the sum of these domain sizes has been used leading
to the cubic domain size sD given in Fig. 13.1(b). Thus, the setup is a weak scaling experiment where the amount of work is scaled together with the compute
capabilities of the utilized hardware. It can be seen that the maximally achieved
kernel performance for the CPU is around 80 MFLUPS. This is by 20 MFLUPS
lower than the maximal kernel performance given in Fig. 13.3(a), which results
from the in comparison smaller domain sizes, and that only 11 (10 for the overlap
case) threads/cores can be used instead of 12. The maximal kernel performance
for the GPU has been 250. Hence, the load balance between GPU and CPU has
been aproximately 3:1.

The maximally achieved performance in the heterogeneous simulations is
around 310 MFLUPS, the maximal sum of the kernel performances of GPU and
CPU is 330 MFLUPS. Thus, a maximal of around 60 MFLUPS (24 % speed up) is
achieved for the heterogeneous approach over the single GPU performance, and
the achieved performance is about 94 % of the maximal combined kernel performance of CPU and GPU. Further, the kernel performance of the heterogeneous
approach is about 80 MFLUPS (32 % speed up) higher than kernel performance
of the hybrid approach. The balance model predicts an increase about around 133
MFLUPS (42 % speed up). In summary, for large domain sizes 20 MFLUPS are
lost due to the small sub-domain sizes to which the CPU is restricted due to the
required load balance and the limited amount of memory on the GPU side. Another 20 MFLUPS are lost due to the communication overhead, which cannot be
overcome for one GPU and one CPU by overlapping work and communication.

13.1.2 Simulations Using Two GPUs
In Fig. 13.1 and Fig. 13.2 the performance results for simulations using two GPUs,
and the hybrid, the heterogeneous and the pure-MPI parallelization are depicted.
The maximal kernel performance for the pure-MPI and hybrid parallelization
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Figure 13.1: Single node performance of simulations using the hybrid or the heterogeneous parallelization.
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Figure 13.2: Single node performance of simulations using two and three GPUs,
and the pure-MPI parallelization.
approach is 459 MFLUPS, for the heterogeneous it is 561 MFLUPS. The maximal achieved performance is highest for the heterogeneous approach with 527
MFLUPS (+20 %), followed by the hybrid approach with 439 MFLUPS, and the
pure-MPI approach with 429 MFLUPS (−2 %).
The higher gain in performance ( 88 MFLUPS instead of 60 MFLUPS ) for the
heterogeneous two GPUs setup over the one GPU setup results from three reasons: First, the maximal CPU kernel performance is higher, as the CPU computes
P CP U

P CP U

a larger domain size, i.e. 2 · s3D · P GP U +PkGP U +P CP U > s3D · P GP Uk+P CP U . Second, the
k

k

k

k

k

two GPU hybrid results include a parallelization overhead, which the one GPU
hybrid measurements do not. Third, with the heterogeneous approach it is possible to simulate larger domain sizes, which leads to a higher kernel performance
for CPU and GPU. The difference in performance between the pure-MPI and the
hybrid parallelization approach can be explained by the communication overhead, as the kernel performance is identical. For details on the communication
overhead in this setup see Sec. 12.2.2. The overlapping of work and communication yields no benefit for all parallelization approaches and domain sizes.
Performance estimation and measurements are in good agreement for larger domain sizes ( 75 − 180 ). Hence, no significant framework overhead is present in
this scenario.

13.1.3 Simulations Using Three GPUs
For the three GPU setup depicted in Fig. 13.1 and Fig. 13.2 the general picture
is the same as for the two GPU setup. The maximal kernel performance is 793
MFLUPS for the heterogeneous approach, and 689 MFLUPS for the pure-MPI
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Figure 13.3: Single node performance of simulations using one CPU compute
node, and pure-MPI (a) and hybrid (b) parallelization.
and hybrid approach. However, the kernel performance for small domain sizes
is different for the pure-MPI and the hybrid approach. For a domain size of 75
the pure-MPI kernel performance is 502 MFLUPS, and the hybrid approach it is
472 (−6 %) MFLUPS. This difference results from the synchronization overhead
for the threads, which is included in the kernel time for the hybrid model. The
maximal measured performance for the heterogeneous approach is about 732
MFLUPS (+15 %), for the hybrid approach it is about 632 MFLUPS, and for the
pure-MPI approach it is about 612 MFLUPS (−3 %). The lightspeed estimate predicts a maximal kernel performance of 1069 MFLUPS for the heterogeneous approach, which is achieved to 75 %. Again, the performance estimates agrees well
with measurement. The overlapping of communication and work has no performance benefit for the three GPU setup, but for the pure-MPI approach it is nearly
identical to the non-overlap version, and for the hybrid and heterogeneous approach it is only slightly slower. Comparing the maximal single GPU setup with
the three GPU setup shows a speed up of about 2.6 % for the pure-MPI as well
as the hybrid approach. The maximal difference between performance and kernel performance is about 30 % for domain sizes larger than 75. Hence, even for
multi-GPU simulations within one compute node the communication overhead
has a significant influence on the performance.

13.1.4 Simulations Using a Single CPU Compute Node
In this Section the CPU node performance is investigated. However, the focus
is on a comparison of CPU and GPU. Detailed investigations of the LBM performance on CPUs have been reported in [45] [50].
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Fig. 13.3(a) depicts the single node performance on LIMA, and the pure-MPI
parallelization approach. It can be seen that a maximal of around 96 MFLUPS is
achieved, which is close (98 %) to the maximal kernel performance for large domain sizes, and about 72 % of the lightspeed estimate predicted in Sec. 12.1. The
maximal difference between performance and kernel performance is about 10 %
for domain sizes larger than 75. Hence, for simulations within one compute node
the communication overhead is not significant, which is in contrast to the GPU
results. Comparing CPU and the single GPU performance leads to a speed up of
2.6 for the GPU for a domain size of 170, of 2.5 for the domain size of 100, and of
2.0 for the domain size 50. Fig. 13.3(b) depicts the performance results obtained
with the hybrid parallelization approach. It can be seen that the implementation based on OpenMP is nearly identical to the tasking approach introduced
in Sec. 11.5. Only for cubic domain sizes smaller than 75 the performance of the
OpenMP version is better. This is because of the slower thread synchronization of
boost::threads compared to OpenMP [126], which is independent of the domain
size, and thus more prominent for smaller domain sizes. The maximal achieved
performance for both implementations is about 97 MFLUPS. Comparing the hybrid and the pure-MPI implementation shows no significant deviations. For the
implementation on CPUs it is also possible to overlap communication and work.
It can be seen in Fig. 13.3(b) that for simulation using one compute node this
yields no performance benefit. The maximal achieved performance of about 85
MFLUPS is 13 % lower than the implementation without overlap.

13.2 Performance Evaluation of Parallel
Simulations
The objective of this Section is to investigate the scalability of the LBM on GPUs
using different parallelization approaches in weak and strong scaling scenarios
for varying domain sizes. Therefore, the measured performance has been investigated and compared to the performance model for the pure-MPI, the hybrid,
and the heterogeneous parallelization approaches. In addition, the GPU performance results are compared to the CPU performance. To gain a deeper insight
also predictions using the performance model introduced in Sec. 12.2 have been
used.
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Figure 13.4: Weak scaling and strong scaling performance of simulations using
MPI-only.

13.2.1 GPU Performance Results for the Pure-MPI
Parallelization Approach
The weak scaling performance of LBM simulations using the pure-MPI parallelization approach for a cubic domain size of 140 and 180 per GPU and up 343
nodes (1029 GPUs) is depicted in Fig. 13.4. A maximum of around 129 GFLUPS
has been achieved if the communication overhead is not overlapped for the domain size of 140, and 144 GFLUPS for the domain size of 180. Compared to the
kernel performance this is a loss of around 44 % and 40 %. As the performance
estimates show, the performance degradation can be explained by the communication overhead in good agreement. If the communication overhead is overlapped a maximal of 183 GFLUPS can be achieved for the domain size of 140
and 195 GFLUPS for the domain size of 180, which is a speed up of around 1.42
and 1.35 over the implementation without overlap. Comparing the kernel per-
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formance and the measured performance of the overlap implementation shows
a near ideal scaling (94 %) for both domain sizes. Part of the remaining overhead
results from the GPU-GPU copy operations, which cannot be overlapped with
work as the current GPUs can only overlap different compute kernels in special
cases, as described in Sec. 4.1.
In Fig. 13.4(c) the performance model has been used to investigate the performance that could be achieved using the full Tsubame 2.0 cluster, and also if the
communication overhead can still be overlapped for small domain sizes. For
the domain size of 180 a maximal performance of 744 GFLUPS can be achieved,
which corresponds to around 40 % of the total available theoretical bandwidth
and around 60 % of the total available stream memory bandwidth of the full
machine. Further, the predictions show that the communication overhead can
be hidden for the domain sizes of 180 and 140, but for the domain size of 100
the communication overhead can only be completely hidden up to 8 compute
nodes. For the domain size of 60 the communication overhead can not be hidden completely at all. For all domain sizes the implementation overlapping the
communication with work achieved the best performance results.
The strong scaling performance obtained with the pure-MPI parallelization approach for the cubic domain size 180, and up to 125 nodes (375 GPUs) is shown
in Fig. 13.4(d). A maximal of 6.8 GFLUPS can be achieved for the implementation without overlap and 8.5 GFLUPS for the implementation with overlap. An
increase from 1 node to 8 nodes leads to a speed up of 5.8, to 27 nodes to a speed
up of 9.2, and to 125 nodes to a speed up of 14.61 for the implementation including overlap of work and communication. The performance estimates are in
good agreement with the measured performance. An analysis of the strong scaling performance shows that the scalability in strong scaling scenarios is mainly
influenced by two effects. First, by the reduction of the kernel performance for
smaller domain sizes, which can clearly be seen by comparing the kernel performance with the linear scaling. The linear scaling is the performance a single GPU
achieves for the domain size of 180 scaled by the number of GPUs. Second, by
the communication overhead. For 1 to 27 nodes the communication overhead is
the most severe single effect, but for larger node numbers the reduction of the
kernel performance has larger impact. Using 27 nodes the kernel performance
is lower than the linear scaling by around 5.5 GFLUPS, and the communication
overhead further reduces the performance by around 8.6 GFLUPS. For 125 nodes
the differences are around 51 GFLUPS and 29 GFLUPS. Hence, for good strong
scalability not only the communication overhead has to be minimized, but also
the kernel performance for small domain sizes has to be optimized.
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13.2.2 GPU Performance Results for the Hybrid Parallelization
Approach
In Fig. 13.5 the weak scaling performance for the hybrid parallelization approach
is depicted. In general, the overall picture is the same as for the pure-MPI parallelization. Comparing the maximal achieved performance of the two approaches
shows that for the pure-MPI approach a slightly higher performance (140 : +5 %
180 : +1 %) can be achieved for the implementation without overlap of communication and work, but for the implementation with overlap the performance of the
two approaches does not differ. This can be explained by the analysis of the communication overhead in Sec. 12.2.3. For the strong scaling experiments depicted
in Fig. 13.5(e) however the hybrid approach achieves lower performance than
the pure-MPI approach. This mainly stems from the domain independent thread
synchronization overhead required by the hybrid approach. Sec. 12.2.3 discusses
and Fig. 12.6 shows that this results in a higher communication effort. In addition, Sec. 13.1.3 discusses that this also leads to a lower kernel performance of
the hybrid parallelization approach compared to the kernel performance of the
pure-MPI approach for smaller domain sizes. Both effects can be neglected for
large domain sizes as the weak scaling results show, but especially for the small
domain sizes occurring in strong scaling experiments they are significant. Hence,
for the implementation including overlap a maximal of 5.7 GFLUPS is achieved,
which is about 33 % lower than the pure-MPI implementation. An increase from
1 node to 8 nodes leads to a speed up of 5.7, to 27 nodes to a speed up of 7.3,
and to 125 compute nodes to a speed up of 9.7 for the implementation including
overlap of work and communication.

13.2.3 GPU Performance Results for the Heterogeneous
Parallelization Approach
The weak scaling behavior of the heterogeneous parallelization approach depicted in Fig. 13.5(d) behaves at large just as the scaling behavior of hybrid approach. Nearly, perfect scaling is achieved for the implementation including
overlap of communication and work. The communication overhead is significant, and hence the performance of the implementation not including overlap is
reduced. Further, the measured performance and the estimate agree well. A
maximal of about 210 GFLUPS is achieved for the implementation including
overlap, which is 8 % more than the performance obtained for the hybrid parallelization approach. As Sec. 12.1 and Sec. 13.1.3 state, a performance gain of
13 % could be achieved based on the stream bandwidth. In Fig. 13.5(c) the weak
scaling performance using two GPUs per node for the hybrid and the heterogeneous parallelization approach is compared, which is a common setup for GPU
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Figure 13.5: Weak scaling and strong scaling performance of simulations using
the hybrid and heterogeneous parallelization approach.
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clusters. For this scenario the implementation based on the heterogeneous parallelization approach achieves a maximal performance gain of 14 % over the hybrid
implementation. Based on the stream bandwidth a performance gain of 20 % is
predicted.
The strong scaling performance of the heterogeneous parallelization approach
depicted in Fig. 13.5(f) is hampered by the same effects as the implementation
for the hybrid parallelization. In addition, the kernel performance of the heterogeneous implementation is further decreased compared to the hybrid implementation. The reason therefore is that the heterogeneous implementation has a
further strong scaling step compared to the hybrid implementation. Actually, the
domain simulated per compute node is not subdivided for three GPUs as for the
hybrid approach, but to three GPUs and two CPU sockets. Additionally, the load
balancing between CPU and GPU becomes more difficult for small domain sizes,
as only entire xy-planes are distributed. Thus, a maximum of 4.6 GFLUPS is
achieved for the heterogeneous implementation, which is about 20 % lower than
the performance of the hybrid implementation. Further, the kernel performance
of the implementation including overlapping of work and communication is affected most leading to a lower performance of the overlap implementation than
the implementation without overlap for 125 nodes.

13.3 CPU Performance Results
In Fig. 13.6 the weak scaling performance on the LIMA cluster up to 343 nodes
(4116 cores) for the implementations based on the pure-MPI and the hybrid parallelization approach is depicted. It can be seen that the maximal achieved performance is similar for both parallelization approaches: the maximal obtained
performance based on the pure-MPI / hybrid parallelization approach for the domain size 102 is 25 / 25 GFLUPS, for the domain size 180 it is 30 / 28.5 GFLUPS,
and for the domain size 348 it is 32 / 31 GFLUPS. Comparing the measured performance to the kernel performance results in a near ideal scaling, showing that
the ratio of communication overhead and kernel run-time is lower for the CPU
implementation than for the GPU implementation. For the CPU implementation
the overlapping of work and communication does not show any benefit for the
investigated domain sizes 102, 180, and 348. Although, the performance for the
domain size 102 is nearly identical for both implementations. Hence, in weak
scaling scenarios there is no need to overlap communication and work for the
CPU implementation.
The strong scaling performance of the pure-MPI approach is depicted in
Fig. 13.6(c). For 216 nodes (2592 cores) a speed up of around 50 is reached, for
27 nodes (324 cores) a speed up of around 18 is achieved. Again, the strong
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Figure 13.6: Weak and strong scaling performance of simulations using the pureMPI and the hybrid parallelization approach on LIMA.
scaling performance is affected by the reduction of the kernel performance as
well as the communication overhead. From 125 nodes on the influence of the
lower kernel performance is higher. In agreement with the GPU implementation
the hybrid strong scaling performance depicted in Fig. 13.6(d) is lower than the
pure-MPI performance. A maximum of around 3 GFLUPS (−39 %) is achieved
on 216 compute nodes. Similar to the weak scaling performance no benefit for
the implementation including overlap is obtained.
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Figure 13.7: Packed bed of hollow cylinders.

13.4 Performance Evaluation for Flows through a
Porous Medium
As showcase for the applicability of the presented implementation the flow
through a packed bed of hollow cylinders (see Fig. 13.7) is presented in this Section. The purpose of this investigation is to carry out simulations to optimize the
structural composition of the granular medium to minimize the pressure drop,
to maximize the surface of the catalytically active granular media, and to achieve
an optimal residence time of the fluid. As for the determination of the optimal
layout, many simulations are required, the time to solution of one simulation
is highly relevant. Hence, the performance the LBM can achieve at maximum,
i.e. for the simplest LBM collision model available is evaluated. In Fig.13.8(a)
the performance for a coarse discretization of the geometry with 100 × 100 × 1536
lattice cells, and a one-dimensional domain decomposition is depicted. The pureMPI parallelization approach including overlap has been used, as it has been the
fastest implementation for strong scaling scenarios. In total, the geometry included around 9.2M fluid cells corresponding to a volume fraction of 60 % fluid.
A maximum of around 8 GFLUPS is achieved for the simulation of the plain
channel containing no obstacles, which corresponds to 520 time steps per second.
The simulations including the geometry achieved a maximum of 8 GLUPS (giga
lattice updates per second). This shows that the additionally required BC treatment has no major impact on performance. However, as independent of their BC
state all lattice cells are streamed and collided, the resulting maximal number of
updated fluid cells is reduced, i.e 5 GFLUPS. The CPU implementation achieved
a maximum of 2.3 GFLUPS on 128 compute nodes. A comparison of the parallel
efficiency of the CPU and the GPU implementation is depicted in Fig. 13.8(b).
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To investigate the performance for two- and three-dimensional domain decompositions, estimates predicted by the performance model for the communication
are depicted in Fig. 13.8(c). It can be seen that better scaling can be obtained,
but also that a three-dimensional domain decomposition does not necessarily
achieve higher performance. For the two-dimensional domain decomposition
the domain size in x-dimension is not reduced during the strong scaling, which
results in higher kernel performance compared to the three-dimensional decomposition. The performance for a finer resolution of 256 × 256 × 3600 lattice cells is
depicted in Fig. 13.8(d).
To avoid the large difference between LUPS and FLUPS list-based data structures
would be better suited, as they can nearly achieve the same number of FLUPS for
a plain channel as for porous media. For CPUs these data structures are used by
the ILBDC code [79], and for GPUs they are used in the MUPHY software framework [129]. For WaLBerla no list-based data structures have been implemented,
as also simulation tasks dynamically changing the geometry during run-time are
supported, which would require a rebuild of the list data structures.
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Figure 13.8: Strong scaling performance of porous media simulations using the
pure-MPI parallelization for two domain sizes: 100 × 100 × 1536 and
256 ×256 ×3600 lattice cells. Performance results for CPUs and GPUs
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14 Conclusion
In this Part the software design concepts for the parallelization of WaLBerla have
been introduced. These concepts support pure-MPI, hybrid, and heterogeneous
parallelization approaches for massively parallel simulations on heterogeneous
CPU-GPU clusters. Further, it is possible to overlap work and communication. It
has been shown by a systematic performance analysis that efficient and scalable
as well as maintainable and usable implementations are possible in WaLBerla.
Further, the performance results on the LIMA and Tsubame 2.0 cluster show that
• for weak scaling experiments good scalability can be achieved for multiGPU simulations on Tsubame 2.0 with the presented software design concepts
• for strong scaling experiments not only the communication overhead has
to be minimized, but also the kernel performance for small domain sizes
has to be optimized
• the communication overhead is significant for GPUs, while for CPUs the
communication overhead is only significant for strong scaling experiments
and small domain sizes
• one GPU can achieve a speed up of around 2.5 over one CPU compute node
• the heterogeneous parallelization approach can achieve 24 % higher performance using one GPU and one CPU compute node than GPU-only simulations
• for simulations on a single compute node and for weak scaling experiments
the performance of the heterogeneous parallelization approach is fastest
compared to the pure-MPI and hybrid parallelization approach
• in strong scaling experiments the pure-MPI parallelization approach is
fastest, as the hybrid and heterogeneous parallelization approach have the
additional overhead for thread synchronization
Furthermore, a performance model for parallel LBM simulations has been introduced. It consists of two parts, the modeling of the kernel performance and
the estimation of the communication overhead. To determine the kernel performance either the balance model can be used or the kernel performance can be
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measured. The model for the communication overhead relies on synthetic benchmarks for the measurement of the bandwidth. Using the kernel performance as
scaling baseline the single compute node, and the weak and strong scaling performance could be accurately estimated. Moreover, with the help of the estimates
bottlenecks have been found, a deeper understanding of the performance results
has been gained, and it could be shown that WaLBerla does not introduce any
significant performance overheads.
Finally, the developed parallelization has been successfully applied to predict the
performance of an industrial relevant porous medium geometry.

156

Part IV
Complex Flow Simulations Applying WaLBerla
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Part II of this thesis has introduced the design goals of WaLBerla. In summary, WaLBerla is a by design maintainable software framework that is suitable for multi-physics simulation tasks and that allows efficient, scalable, and
hardware-aware simulations. In Part III it has been shown that WaLBerla provides a scalable parallelization and that efficient implementations are possible.
Consequently, this Part will give an outlook on the applicability of WaLBerla by
means of an overview on the simulation tasks implemented in WaLBerla.
Particulate Flows One of the simulation tasks integrated in WaLBerla are particulate flows. It is based on a direct numerical simulation approach of volumetric rigid bodies that couples the fluid simulation to a multi-body dynamics simulation for the treatment of the particles. This thesis has extended the method for
the use on heterogeneous CPU-GPU clusters. The method is validated by drag
force calculations and the sedimentation of spheres. Two possible application
scenarios are highlighted in showcases: the simulation of fluidizations and nano
fluids. For both showcases the single node performance is investigated and for
the fluidization experiments over 600 GPUs and around 106 rigid objects have
been used.
Simulation Tasks Implemented in WaLBerla A brief overview on further
simulation tasks implemented in WaLBerla is given. In particular, simulation
approaches for the simulation of free-surface flows, for electron beam melting
processes, self-propelled particle complexes, and electro-osmotic flows are introduced. Here, the intention is show that WaLBerla is being applied and thus one
of the design goals of being usable and maintainable has been achieved.
Structure of this Part In Chap. 15 the method for the simulation of particulate flow is introduced, following by its validation and application in Chap. 16.
Chap. 17 provides an overview on further simulation tasks.
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15 Direct Numerical Simulation of
Rigid Bodies in Particulate
Flows
One of the simulation tasks implemented in WaLBerla are particulate flows, i.e.
systems of particles immersed in a moving fluid. Processes involving particulate
flows like sedimentation or erosion can be found in our daily life, but they are
also important for many industrial applications, such as segregation, fluidization, aggregation, or agglomeration processes. Amongst others, the investigation of the involved complex transport and stabilization processes is of interest,
as they are still not fully understood.
In the simulation of particulate flows the particles are often represented by point
masses. This allows for efficient parallelization and the simulation of large particle ensembles. However, no geometric information for collisions and hydrodynamic interactions is available. Usually, these effects are treated by the introduction of interaction potentials. In this thesis a method for the direct numerical
simulation of volumetric rigid bodies has been applied for the simulation of particulate flows. All particles are fully resolved, so that the geometrical information
is preserved, and are due to the rigid body assumption [150] considered nondeformable. To simulate the dynamics of rigid bodies the LB fluid simulation is
coupled to a multi-body dynamics simulation, the PE physics engine [77]. The
PE physics engine supports massively parallel distributed memory simulations
of rigid bodies that can be composed of primitives, e.g. sphere, capsules, boxes.
Computationally, the direct numerical simulation of particulate flows is challenging, as the required fine resolution of the particles results in high computational
demands for the overall scheme. Thus, large-scale simulations are only feasible
on parallel computers [151]. As GPUs offer high computational performance, the
algorithm for the simulation of particulate flows has been extended in this thesis
to support the massively thread parallel GPU architecture.
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Structure of this Chapter An overview of the method for the simulation of
particulate flows is provided in Sec. 15.1, followed by a detailed description of
two of the involved Sweeps: the rigid body mapping (Sec. 15.2) and the force
calculation (Sec. 15.3). For each Sweep the GPU implementation details are given.

15.1 The Particulate Flows Algorithm
The method for particulate flows presented in this thesis is a direct numerical
approach of volumetric rigid bodies that interact with the fluid via a two-way
coupling fully resolving the hydrodynamic forces.
Extension of the LBM for Particulate Flows The fluid flow is modeled via
the LBM for incompressible flows, as variations in the density due to gravity
can be neglected in the targeted simulation tasks. The hydrodynamic force exerted by the fluid on the rigid bodies is calculated via the momentum exchange
method [17]. For the interaction of rigid bodies and fluid the boundary conditions for moving walls are applied (Sec. 2.1), which block out the fluid. In order
to obtain accurate results the rigid bodies have to be discretized by several lattice
cells. Usually, spherical bodies are discretized by 6 to 12 lattice cells. An alternative approach is the immersed BC method [152], which model the rigid bodies as
surface points and simulate the fluid cells within the rigid bodies.
Treatment of the Rigid Body Dynamics For the movement, the collisions,
and the contact dynamics WaLBerla has explicit coupling mechanisms to a
special multi-body dynamics simulator, the PE (physics engine), as described
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Figure 15.1: Time loop for the particulate flow simulation task.

162

in [77] [143]. The PE is a complex software framework in its own right that models the dynamics of large ensembles of rigid objects by integrating Newton’s law
of motion. Multi-body dynamics simulators are common for robotics, virtual
reality, and real-time applications, but also for the simulation of large-scale granular media.
For coupling WaLBerla and the PE the time steps are synchronized and mechanisms are provided to transfer data from WaLBerla to the PE and vice versa.
This can be used to implement an explicit fluid-structure coupling. In detail,
momenta from the Eulerian WaLBerla grids can be applied to the rigid objects
in the Lagrangian PE framework, while geometry and velocity information from
the Lagrangian side within the PE can be mapped back onto the Eulerian grids in
WaLBerla. All particle related data, i.e. position, velocities, forces, and torque are
stored in the PE. Further, with the PE it is possible to not only use spheres, but
also boxes, capsules, and objects compound of these primitives. The implementation for particulate flows on CPUs supports this, while the implementation for
GPUs is restricted to spherical objects.
The Parallel Fast Frictional Dynamics Algorithm The PE uses the PFFD (parallel fast frictional dynamics) [143] algorithm that supports massively parallel
distributed memory simulations of up to millions or even billions of rigid bodies [69]. Its good scalability stems from the strictly local collision response of the
PFFD algorithm. Only collisions of rigid bodies in direct contact are taken into
account for the collision response resulting in a nearest neighbor communication
pattern. For the PFFD the simulation domain is decomposed into several subdomains, which correspond to the sub-domains of WaLBerla in the case of particulate flow simulations. Rigid bodies are only stored on the processes in which
the bodies are contained. Note that as rigid bodies are volumetric, they can be
present in several sub-domains. Structurally, the process containing the center of
mass of the rigid body is responsible for the update and the collision detection.
One PE simulation step involves the update of the rigid body positions and velocities, the detection and treatment of collisions as well as four communication
phases for parallel simulations.
The Time Loop for the Particulate Flow Simulation Task The algorithm for
particulate flows depicted in Fig. 15.1 can be broken down into four Sweeps. At
first, the rigid bodies have to be discretized and the resulting BCs have to be
mapped. This is required by the following fluid flow computation Sweep to update the fluid cells. For the flow computation the LBM kernel described in Sec. 4.2
is utilized. For the force calculation three force components are taken into account: the hydrodynamic force, buoyancy, and gravity. The calculation of the
hydrodynamic forces only depends on the PDFs and the velocities of the rigid
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objects. For the update of the rigid body positions in the rigid body dynamics
Sweep the PE only requires the acting forces and the torque of the current time
step as input. During this Sweep either one or several PE time steps can be triggered, depending on the requirements of the simulation task. Further details on
the rigid body mapping Sweep and the force calculation Sweep are introduced in
Sec. 15.2 and Sec. 15.3.
Computational Remarks Computationally, only the rigid body mapping, the
fluid flow computation, and the force calculation Sweeps are executed on the
GPU. The particle dynamics are still executed on the CPU. Hence, part of the
particle data has to be transferred from the host to the device at the beginning of
the rigid body mapping Sweep, and the forces and the torque of the rigid bodies
have to be transferred from device to the host before the rigid body dynamics
Sweep. This is not a significant drawback for the performance, as this results in
relative small amounts of transferred data. In total, for simulations in double
precision, 80 bytes to the device and 48 bytes from the device have to be copied
per sphere.
At the end of the fluid flow computation Sweep the PDFs are communicated.
This is the only communication involved in the hydrodynamic interaction. The
mapping and the force calculation sweep are completely local. Of course, the
rigid body dynamics Sweep requires further communication that is executed by
the PE and is transparent to the client.
Method Origin and Alternative Simulation Approaches The presented
method for particulate flows is based on [153] [154] [155]. The accuracy of the
algorithm has been improved and applied to massively parallel simulations
in [151] [69]. This thesis has extended the algorithm for use on GPUs, i.e. it has
been optimized for massively parallel thread environments.
There exist various numerical methods to simulate particulate flows. Amongst
others, Stokesian dynamics [156] [157], Euler-Lagrangian methods [158], distributed Lagrange multiplier methods [159], and discrete element methods [160]
have been applied for the simulation of particulate flows. Approaches based on
the LBM have been presented by Ladd [161] [162], Aidun et al. [163], and Qi [164].

15.2 Mapping the Rigid Bodies
In this step the rigid bodies are mapped to boundary conditions. The flag that indicates the presence of a rigid body is the BC MO. All lattice cells with a midpoint
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inside a rigid body are marked as MO. Additionally, all lattice cells adjacent to a
MO are marked as NEAR_OBST cells, if they themselves are not a MO or one of
the GHOST cells of a Block. NEAR_OBST cells are required for the BC handling
and the hydrodynamic force calculation to avoid checks for index bounds.

15.2.1 Algorithmic Details
The mapping algorithm requires the following simulation data objects, i.e. 3D
fields or grids storing a scalar or vectorial quantity per lattice cell: two scalar
fields (body-cell relation fields), the velocity field, the post-collision PDFs, and
the flag field containing the BC information. In particular, the body-cell relations
store an int per lattice cell in which the IDs of the rigid bodies are stored. The
boundary condition handling and the force calculation Sweep use this relation to
determine the velocity of the boundary and to determine to which rigid body
a certain lattice cell exerts momentum. Two body-cell relations are required to
avoid synchronization overhead in threaded environments. As the rigid bodies
are volumetric and the PFFD algorithm allows slight overlaps, race conditions
can occur if several threads processing different rigid bodies access the same
memory address.
In detail, the mapping algorithm is divided into five steps. Each step traverses
all rigid bodies and for each rigid body all cells belonging to an extended axis
aligned boundary box.
• Step 0: The original state after the mapping at time step tn−1 , the BCs MO
and NEAR_OBST are mapped to the flag field and the body-cell relations
are set correctly (Fig 15.2(a)).
• Step 1: The body-cell relations are swapped, so that the old state is still
available after this step. All MO and NEAR_OBST BCs are cleared from the
flag field and set to fluid (Fig 15.2(b)).
• Step 2: All lattice cells with a midpoint within a rigid body are marked as
MO BC cells. As the PE engine allows slight overlaps of rigid bodies, a cell
midpoint can be contained within two or more particles. In this case always
the body with the highest ID is mapped (Fig 15.2(c)).
• Step 3: The velocities of the rigid bodies are written to the velocity field.
Translation as well as rotation are taken into account (Fig 15.2(d)).
• Step 4: Due to the dynamics of the rigid bodies the mapping changes from
time step to time step. New obstacle cells are simply blocked out, but new
fluid cells have to be reconstructed. In this thesis the easiest approximation
is used. The macroscopic velocity of the new fluid cell is set to the velocity
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Figure 15.2: The work steps of the rigid body mapping Sweep.
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Figure 15.3: Two examples for cells updated by one thread within the extended
bounding box of a rigid body.
of the surface of the rigid body, while the macroscopic density is set to the
reference density ρ0 . More advanced approaches for the estimation of the
density can be applied [165]. The detection of these cells is based on the
body-cell relation of time step tn−1 and the flag field of tn . If a lattice cell
has an entry in the body-cell relation, but is no longer a MO it has to be
reconstructed (Fig 15.2(e)).
• Step 5: The BCs NEAR_OBST are updated resulting in the final state at time
step tn (Fig 15.2(f)).
Four update steps are required, because of data dependencies between the rigid
bodies due to the possible overlapping of bounding boxes as well as dependencies between threads. In detail, a serial implementation could be implemented in
two steps. Here, step 1, 2, and 3 can be combined, as it can be detected with the
help of the rigid body update sequence which bodies have already been mapped
and which have not. For an implementation updating the rigid bodies in parallel
this is not possible, so that these steps have to be splitted. Even for a serial implementation first all rigid bodies have to be remapped in order to determine the
left over lattice cells.
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15.2.2 GPU Implementation Details
All five mapping steps have been implemented in an own CUDA kernel. Before
these kernels are executed the rigid body data, i.e. position, radius, velocity, and
angular velocity, is transferred from host to device.
For the specification of the thread blocks the following strategy has been used:
each rigid body is represented by one 2D thread block. The number of threads
per thread block corresponds to the number of lattice cells in x- and y-dimension
of the extended bounding box of the rigid body. Hence, each thread in a thread
block updates all lattice cells of one row in z-dimension within the extended
bounding box, as depicted in Fig. 15.3.
Additionally, the avoidance of race conditions is of importance. As bounding
boxes and rigid bodies can overlap, multiple threads in different thread blocks
can possibly access identical memory addresses. For the mapping step 1 there is
no need for synchronization, as all threads write the same values. In mapping
step 2 the flags can be set to MO without special treatment, as again only identical values are written. However, the body-cell relation has to be set by atomic
operations in order to implement a deterministic algorithm. For the mapping
step 3 and 4 no race conditions can occur as the threads only work on data corresponding to a specific rigid body ID. Mapping step 5 is similar to step 1, only
identical flag values are written.

15.3 Force Computation for the Rigid Bodies
During the force calculation Sweep the forces acting on the rigid bodies have
to be determined. Here, three different forces are taken into account: gravity,
buoyancy, and the hydrodynamic force. The gravitational force F~g and buoyancy force F~b can be determined per particle by Eq. 15.1 and Eq. 15.2. The nondimensionalization for forces in the LBM is given in Eq. 15.3.
F~g = mp~g = ρp Vp~g

(15.1)

F~b = ρ0 Vp~g
(δt+ )2
F~ = F~ + + + 4
ρ0 (δx )

(15.2)
(15.3)

In contrast, the evaluation of the hydrodynamic forces requires the transfer of
Euclidean data to the Lagrangian particles.
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Figure 15.4: The momentum exchange method.

15.3.1 Algorithmic Details
During the stream step the fluid acts via the hydrodynamic forces on the rigid
bodies. For the LBM the hydrodynamic force can be determined with the momentum exchange method [17]. In particular, the fluid molecules collide with the
surface of the rigid bodies and experience a change in momentum. The resulting
hydrodynamic force F~h is the sum over the momentum exchanges in all collisions. Computationally, this results in the summation of the momentum change
experienced by each post-collision PDF f˜α that will collide in the next stream
step with a certain rigid body. Fig. 15.4 depicts all PDFs in fluid nodes xf that
will collide with rigid body nodes xb . The momentum exchange for a single PDFs
is equal to ~eα f˜α −~einv(α) finv(α) . To which particle the force resulting from a single
PDF has to be added is determined by the body-cell relation. The final equation
for the hydrodynamic force on one rigid body is given in Eq. 15.4. All forces are
handed over to the PE engine for the subsequent rigid body dynamics Sweep.
Here, finv(α) is determined by the application of boundary condition handling
described in Sec. 2.1.
F~h =

19
XX

~
xb α=1

h

~eα 2f˜α (~xf , t) + 6wα ρw~einv(α) · u~w

i δx

δt

(15.4)
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15.3.2 GPU Implementation Details
For the setup of the thread blocks the same approach as for the rigid body mapping Sweep has been chosen. Again one thread block calculates the hydrodynamic force for one rigid body. Computationally, there is no danger of race conditions for the force calculation between different rigid objects or thread blocks,
as the PDFs are only read and each particle has its own force vector. However,
all threads within a thread block have to sum up their contribution to the same
force and torque vector, which will result in race conditions if no special care is
taken. The solution is a force reduction at the end of the force calculation Sweep.
Each thread in a thread block computes the contribution to the force and torque
of its assigned row in z-dimension and stores it in the shared memory. In particular, for all lattice cells having a NEAR_OBST flag the surrounding cells are tested
for MO flags. If a MO cell is found the momentum exchange is computed and
added to the thread local vectors in the shared memory. As soon as all thread
have finished their calculation a parallel reduction is carried out, stepwise summing up subsets of the force and torque contributions of each threads until the
final force and torque vector is determined. Finally, the force and torque values
are transferred from the device to the host and handed over to the PE engine.
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16 Particulate Flow Validation and
Showcases
The method for particulate flows on implemented on GPUs is validated and applied in this Chapter. For the validation the drag force on a fixed isolated sphere
is calculated and in order to evaluate the accuracy in dynamic scenarios the terminal velocity of a falling sphere is investigated. Additionally, two show cases
are presented: simulations of fluidizations and nanofluids. The single compute
node performance is evaluated for both scenarios. In addition, for the fluidizations the parallel performance on over 600 GPUs and for around 106 rigid bodies
is investigated. For the validation of the nanofluids on GPUs the short time self
diffusion of isolated spheres is investigated.
Structure of this Chapter A basic validation of the method is discussed in
Sec. 16.1 with the help of drag force calculations and simulations of falling
spheres. In Sec. 16.2 the performance of fluidizations is investigated and in
Sec. 16.3 a nanofluids showcase is presented. Finally, the performance of the
method on GPUs is investigated for serial, heterogeneous, and parallel simulations on over 600 GPUs.

16.1 Validation
Experiments for the validation of the introduced method for the simulation of
particulate flows have already been carried out in [151] [155] [157]. For the validation of the GPU implementation first the drag force on a fixed sphere in a
stokes flow has been evaluated. As dynamic scenario a falling sphere immersed
in fluid has been investigated. In all simulations the dimensionless viscosity
ν has been equal to 61 , which corresponds to τ = 1. The accuracy of the SRT
model varies for different values of τ . For particulate flow simulations, a value
of around 1 best conforms to the results obtained with the MRT model, as shown
in Götz [151].
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Figure 16.1: Drag force computations in creeping flows around a sphere.

16.1.1 Validation of the Drag Force
For Stokes or creeping flows there exists an analytical solution for the drag force
exerted on a sphere
F~d = 3πηds~urel ,

(16.1)

where η is the dynamic viscosity, d the diameter of the sphere, and ~urel the approach velocity. Eq. 16.1 assumes a sphere in an infinite domain. As this is not
the case for LBM simulations there is a deviation from the analytical solution
that is dependent on the domain size. Additionally, an error is introduced by the
discretization of the spheres, especially by the staircase approximation. For the
approximation with stair cases the boundary is always located halfway between
lattice nodes, which does not hold for static and dynamic spherical particles. This
error can be improved through BCs taking the exact position of the boundary into
account [11] [17]. This has also been shown in [151].
In Fig. 16.1 the deviation of the simulated and analytical drag force is depicted.
The Re (Reynolds number) for all simulation has been less than 0.1 and no-slip
boundary conditions have been used at the boundary of the simulation domain.
In detail, three different radii have been investigated for various cubic domain
sizes. For an identical simulation domain to radius ratio of 100:1, the simulated
drag force deviates about 9.3 % for the radius of 3 from the analytical solution,
5.0 % for the radius of 4, and 5.7 % for the radius of 5. The deviation for a ratio of
200:1 is about 4.39 % for the radius of 5.
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Figure 16.2: Terminal velocity of falling spheres.

16.1.2 Validation of the Terminal Velocity
In addition to an analytical solution for the drag force, Stokes’ law also provides
a solution for the settling or terminal velocity of a falling sphere
~us =

2 (ρp − ρ0 ) 2
rs ,
9
η

(16.2)

where rs is the radius of the sphere. In Fig. 16.2 the terminal velocity of spheres
with different radii in a simulation domain with a domain to radius ratio of
100:1 are depicted. The terminal velocity of the sphere with radius 3 shows the
strongest fluctuations. Due to the coarse approximation the changes in the discrete volume of the sphere are most pronounced resulting in deviations in the
drag force. By correcting the drag force Fd∗ = Fd VVds by the ratio of sphere volume
Vs and the discrete sphere volume Vd the fluctuations can be reduced, as shown
in Götz [151]. The simulated terminal velocity differs about 6.0 % from the analytical solution for the sphere radius of 3, 5.32 % for the radius of 4, and 5.34 % for
the radius of 5. This agrees well with the deviation from the analytical solution
of the drag force.

16.2 Showcase: Fluidization
In fluidization processes fluid is pumped through a granular medium in the opposite direction of gravity. The granular medium is confined in a containment
on a porous plate, through which the fluid is pumped. Depending on the fluid,
the inflow velocity, and the granular medium different fluidization regimes can
be observed. For example, fixed beds are at rest, only slight particle vibrations
result from the fluid flow. If the inflow velocity is increased from this state, at
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(a) |~uin | = 0

(b) |~uin | = 0.001

(d) |~uin | = 0.0016

(c) |~uin | = 0.0013

(e) |~uin | = 0.002

Figure 16.3: Fluidization experiments using different inflow velocities. The particle radii have been randomly chosen between 3-5, the density of
the dark particles has been 6 · ρf luid and for the others 8 · ρf luid . In total, 32000 particles have been used in each experiment. The surface
height for the experiments (a)-(c) has converged, but for (d) and (e)
particles are still dragged out of the simulation domain.
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some point the exerted hydrodynamic drag and is equal to gravity. This is the
minimum velocity required for the fluidization of the granular medium to a fluidized bed. The granular medium will start to act like a fluid, e.g. object with
lower density float and the surface of the granular medium is perpendicular to
gravity. Further increasing the inflow velocity will result in a reduced density
of the granular medium and dynamic behavior, such as the behavior of boiling
water, until the granular medium is carried away with the fluid. In Fig. 16.3
fluidizations with different inflow velocities are depicted.
Fluidized beds offer good mixing properties, so that heat or chemical species can
be homogeneously distributed or dissipated. Additionally, they provide a larger
surface-fluid interface than fixed beds. The field of application for fluidized beds
are mixing or transport of granular media as well as chemical reactions where
the granular medium either reacts with the fluid or acts as a catalyst.
For this thesis the focus has been on the implementation of fluidizations on GPUs
as well as the heterogeneous and multi-GPU performance. In Götz [151] the
validation of the fluidization simulations has been covered. Further information
on fluidization scenarios can be found in [166].
Simulation Setup For the simulation of fluidization first a fixed bed has to be
created. Therefore, spheres have been placed on a Cartesian grid with random
initial velocity and angular momentum. Next, the granular medium has been
allowed to settle without fluid interaction. The direct contact of the spheres with
inflow plane has been prevented by a plane that is permeable for fluid in order
to avoid plugging of the inflow. For all simulation setups the radii of the spheres
have been randomly chosen between 3-5 with either a density of 6ρ0 or 8ρ0 . Further, the given volume fractions Φ correspond to the percentage of solids within
the complete simulation domain and the flow direction has always been in the
positive y-dimension.

16.2.1 Single GPU Performance
For the evaluation of the single GPU performance, fluidization simulations with
varying rigid body numbers and domain sizes have been executed. In particular,
the volume fractions of 2.5 %, 10 %, and 20 % rigid bodies have been investigated
for the cubic domain sizes 1003 , 2003 , and 3003. The results are presented in
Tab. 16.1. Compared to the pure-LBM performance, a performance reduction of
around 30 % / 20 % for SP / DP and a volume fraction of 2.5 % can be observed.
For the volume fraction of 10 % about 50 % / 40 % are lost and for 20 % around
70 % / 60 %.
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Figure 16.4: Particulate flow heat map for all involved work steps. A domain
size of 2003 lattice cells has been used for all simulations. Depicted
is the run-time of the works steps in percent of the total run-time
dependent on the volume fraction and in DP.
For a detailed investigation of the run-times of the individual work steps a heat
map is depicted in Fig. 16.4. Of particular interest is the run-time of the rigid
body dynamics Sweep, as it is computed on the CPU. If the portion of CPU on
the overall run-time would be high, the speed achievable through GPUs would
be limited according to Amdahl’s law [35]. However, the rigid body dynamics
Sweep requires less than 5 % of the overall run-time even for a volume fraction
of 20 %. For an expected speed up of 2-5 this results in no major performance
reduction. The most expensive steps in terms of performance are the force calculation Sweep and the treatment of the BCs. Both work steps traverse the extended
bounding box of the rigid bodies, but in contrast to the rigid body mapping Sweep
only a fraction of the threads performs the actual work in cells that are set to
Near_Obstacle. Furthermore, both steps have to control the work flow to evaluate for which lattice directions force has to added or BCs have to be treated.
Additionally, the force calculation requires a parallel reduction for the force and
torque vector per rigid body.

16.2.2 Heterogeneous Performance of Particulate Flow
Simulations
The heterogeneous-hybrid parallelization approach introduced in Sec. 11.6 has
been applied to the simulation of particulate flows. The intention has been
to show that heterogeneous simulation are also possible for complex simulation tasks. The implementation for particulate flows introduced in the previous
Chapter is well suited for heterogeneous simulation, as the GPU accelerated part
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N3

Φ
[%]

Spheres

SP + ECC
[MLUPS]

DP + ECC
[MLUPS]

100

0
2.5
10
20

0
100
400
800

230
176
116
72

137
112
79
55

200

0
2.5
10
20

0
800
3200
6400

285
182
128
83

162
133
91
61

300

0
2.5
10
20

0
2700
10800
21600

298
225
127
79

Table 16.1: Single GPU performance of particulate flows on an NVIDIA Tesla
M2070 (Sec. 3.2) and an Intel Xeon 5650 (Sec. 3.1).
of the algorithm only requires the communication of the PDFs. Hence, the kernel or serial performance is reduced compared to pure-LBM simulations, but the
communication effort is identical.
CPU Implementation Computationally, the CPU implementation is based on
a hybrid parallelization approach via OpenMP using the same algorithm as the
GPU implementation. Here, all for-loops over the bounding boxes of the rigid
body bounding boxes are parallelized with the help of OpenMP pragmas. Additionally, the LBM and BC for-loops have been parallelized. In contrast to the

Figure 16.5: Hybrid heterogeneous setup.
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(a) Heterogeneous-Hybrid Setup

(b) Parallel Setup

Figure 16.6: Domain decomposition for particulate flows.
GPU implementation the rigid bodies are traversed sequentially. No other special optimization techniques have been applied to the CPU implementation.
Domain Decomposition The conceptual domain decomposition is depicted in
Fig. 16.5. One process is executed for the GPU and one for each CPU socket,
which spawns five OpenMP threads. For the load balancing six Blocks have been
allocated on the GPU and one on each CPU indicating a GPU to CPU performance ratio of 3:1. In order to optimize the data locality the PE and the WaLBerla
simulation sub-domains have been identical, and for each process one instance
of the PE has been allocated. The resulting process distribution can be seen in
Fig. 16.6(a).
Performance Results In Tab. 16.2 the performance of heterogeneous simulations with a volume fraction of 2.5 % and 10 % is shown. For each case the CPU
and GPU performance for their sub-domains as well as the heterogeneous performance is given. For the GPU also the performance using 6 Blocks is provided.
It can be seen that the performance of the GPU for one or six Blocks does not differ
significantly. This is due to the fact that the rigid body mapping and force calculation Sweep only process bounding boxes instead of the simulation domain.
Hence, in contrast to the LBM kernel they do not suffer from the reduced Blocks
sizes. Additionally, the communication between Blocks on the same process has
been optimized, as described in Sec. 11.3. In particular, the communication between process-local Blocks does not require any data transfers between host and
device, but only a swapping of pointers.
In total, a speed up of around 25 % over the pure-GPU simulation using one
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Φ
[%]

Domain

2.5

600 × 100 × 100
450 × 100 × 100
450 × 100 × 100
150 × 100 × 100

10

600 × 100 × 100
450 × 100 × 100
450 × 100 × 100
150 × 100 × 100

Processes
Blocks
DP + ECC Speed Up
GPU CPU GPU CPU [MLUPS]
[%]
1
1
1
-

2
2

6
1
6
-

2
2

163
130
127
46

25

1
1
1
-

2
2

6
1
6
-

2
2

133
103
102
29

29

Table 16.2: Heterogeneous performance of particulate flow simulations. The subdomain size per Block has been 753 lattice cells and the rigid body radii
have been between 3-5. The simulations have been carried out on a
single NVIDIA Tesla M2070 (Sec. 3.2) and an Intel Xeon 5650 (Sec. 3.1).
Block is achieved for the volume fraction of 2.5 % and about 29 % for the volume fraction of 10 %. According to the combined sustained bandwidth of both
architectures a light-speed improvement of around 40 % would be possible.

16.2.3 Weak and Strong Scaling Experiments
The parallel performance of particulate flows has been evaluated in weak and
strong scaling experiments. For the parallelization the pure-MPI parallelization
approach introduced in Chap. 11 and a three dimensional domain decomposition has been used (see Fig. 16.6(b)). All results have been obtained in double
precision on the Tsubame 2.0 supercomputer. The best performance out of ten
simulations has been chosen, and slow or defect nodes have been removed from
the node list.
Weak Scaling For all weak scaling experiments a cubic domain size of 1503 has
been used per GPU and volume fractions of 3 % and 10 % rigid objects have been
used. The radius of all spheres has been 4 lattice cells. In summary, a maximum
of 1 million rigid bodies has been simulated on 216 nodes (648 GPUs). The scalability on 216 nodes has been 92 % for the 3 % volume fraction and 85 % for the
volume fraction of 10 % for the case in which work and communication overlap.
Here, only the communication of the PDFs is overlapped, the PE engine communication overhead still remains. This is also the reason why the overlapping case
does not perfectly match the kernel performance. An additional result is that the
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Figure 16.7: Weak and strong scaling experiments for fluidizations of volume
fraction 3 % and 10 %.
scalability of the simulation with 10 % volume fraction is less than the scalability
of the simulation with a volume fraction of 3 %.
Strong Scaling In all the strong scaling experiments the cubic simulation domain of 1503 lattice cells has been chosen. The speed up that is obtained for 8
nodes over 1 node in the overlapping case is around 5 / 5.6 for the volume fraction of 3 % / 10 %. For 27 nodes a speed up of about 5.5 / 7.39 is obtained and for
125 nodes a speed up of around 8 / 12 is obtained. The domain size of a single
GPU for 125 nodes has been 303 lattice cells.

16.3 Showcase: Nanofluids
Nanofluids are stable suspensions of particles with dimensions in the nanometer range. They are of special interest due to their unique properties that traditional macroscopic models fail to predict. For example in experimental measurements enhanced energy and mass transfer capabilities could be detected for
nanofluids compared to the fluids without nano particles [169]. One possible
reason for these enhanced properties could be the Brownian fluctuations of the
nano particles, as the enhancements depend on the particle size and temperature [170] [171].
Direct Numerical Simulation of Nanofluids As the cause for the nanofluid
properties is still not clear and measurements at nano scale are difficult, the in-
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(a) No Fluctuations, t = 0

(b) No Fluctuations

(c) Fluctuations, t = 0

(d) Fluctuations

(e) Fluctuations

(f) Fluctuations

Figure 16.8: Aggregation of four particles with a diameter in the range of nano
meters. Two sequences are depicted, one without fluctuations (ab) and one with fluctuations (c-d). The particles are attracted
by Van-der-Waals forces that have been modeled by pair potentials [167] [168]. Van-der-Waals forces are short range attractive
forces that emerge from intermolecular interactions.
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vestigation of these processes in multi-scale and multi-physics simulations is extremely promising. An example for the aggregation of four nano particles is
shown in Fig. 16.8. In joint work with the concurrent PhD thesis of Felipe Aristizabal at McGill University [172] a method for the simulation of nanofluids has
been implemented in WaLBerla. In detail, the fluid flow has been modeled with
the FLBM [18] (Sec. 2.2) and the nano particles have been modeled with the approach for particulate flows introduced in this Chapter. Additionally, a passive
scalar transport equation discretized by a finite-volume approach of second order [173] has been implemented for the investigation of the heat or mass transfer.
The focus of this thesis has been the validation and integration of a FLBM implementation for GPUs in WaLBerla based on the CPU implementation by Neumann [19], and the extension of WaLBerla for the proposed simulation task. The
implementation of the mass and heat transfer on CPUs, the nanofluid simulations, and the analysis of the obtained results has been conducted by Felipe Aristizabal and will be published separately.

16.3.1 Validation: Diffusing Sphere
For the validation of the short-time random movement of nano particles
Ladd [174] proposed the investigation of the mean squared displacement k
d~p k=k ~xP (t) − ~xP (0) k2 of the particles. In detail, an isolated sphere has been
placed in the center of a cubic domain of 2003 lattice cells and the squared
displacement has been measured over time. In Fig. 16.9 the normalized mean
squared displacement
N
E(k d~p k)
1 1 X
≈
k d~P k
6Ds t
N 6Ds t i=1
kB T
Ds =
6πρ0 νrp

(16.3)
(16.4)

t
of 200 particle traces is plotted over a reduced time r2 /ν
, where Ds is the self difp L
fusion coefficient. As reported by Ladd [174] the results for varying volume fraction Φ should be identical to a single master curve, if normalized by the reported
approach. It can be seen that the results obtained with the GPU implementation
of WaLBerla match well with the results obtained by Ladd.

16.3.2 Performance of the FLBM
The single node performance of the FLBM GPU implementation is depicted in
Fig. 16.10 for one, two, and three GPUs. In principle, the FLBM should be well
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Figure 16.9: Self diffusion of isolated spheres. Results have been averaged over
200 simulation runs. The black symbols are the results reported by
Ladd [174]
.
suited for GPUs, as it uses the same global memory access pattern as the pureLBM implementation, but computes more FLOPS per lattice cell due to the MRT
model and the random number generation. In [175] it has been shown that the
MRT can be efficiently implemented on GPUs. However, in contrast to the standard MRT implementation, the FLBM MRT transformation cannot be executed
~ have to be
by a single matrix-vector multiplication, as the random fluctuations R
added to the moments:
gα(neq) = nα fα(neq) ,

~
~g̃ = MT (D∗ M ~g (neq) + R),

fα(t+1) = fα(eq) + n−1
α g̃α . (16.5)

Hence, two matrix vector multiplications are required. Additionally, the equilib(eq)
rium distribution functions fα have to be stored in temporary variables, as they
(neq)
are required for the determination of fα
and for the final update step. This is
critical for the performance of the GPU implementation, as this is one of the reasons why even more registers are required for the FLBM than for the also very
register consuming implementation of the pure-LBM. In particular, this leads to
a low number of concurrently working threads and thread blocks. Hence, resulting from the higher register requirements, the random number generation,
and the MRT model, the FLBM performance is by a factor 3 lower than the pureLBM performance (see Fig 16.10). In future work it has to be evaluated whether
the performance of the FLBM can be improved by reducing the register count
through further restructuring the FLBM algorithm.

183

3 GPUs

25

50

75

100

125

150

Cubic Domain Size per Device
(a) FLBM

175

Performance in [MFLUPS]

Performance in [MFLUPS]

250
225
200
175
150
125
100
75
1 GPU 50
2 GPUs 25

1 GPU

25

50

75

100

125

150

250
225
200
175
150
125
100
75
50
25

175

Cubic Domain Size
(b) Pure-LBM

Figure 16.10: Single node performance of the FLBM for one to three GPUs compared to the single GPU performance of the pure-LBM.
Further, the performance of the FLBM drops for domain sizes having a xdimension dividable by 32 elements. These spikes result from the scheduling
of the thread blocks in warps, which always contain 32 threads. For example, for
the cubic domain size of 323 , 34 elements are allocated in x-dimension due to the
ghost layers, so that for this domain size the last warp only updates 2 elements.
The first element is an actual LBM cell for which work has to be executed, the
second is a ghost cell for which no work has to be executed. However, for this
last warp also 32 threads are scheduled and the execution time is equal to the
execution time for a warp updating 32 lattice cells. For the cubic domain size of
31 the last warp has to do no actual work, so that the performance is not reduced.
The same drops can also be observed for the pure-LBM implementation.
The weak scaling from one to three GPUs shows perfect scalability. The internode scalability is expected to be superior to the pure-LBM implementation, as
the serial work load is increased for the FLBM while the communication pattern
and the amount of data is identical to the LBM. No comparison to the CPU implementation has been conducted, as the CPU implementation is not well optimized
and hence no fair comparison could be presented.
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17 Simulation Tasks in WaLBerla
In the previous Chapters the method for particulate flows integrated in WaLBerla
has been introduced. This Chapter provides a brief overview on some of the
other simulation tasks developed in and simulated with WaLBerla. The intention
is to show that WaLBerla is being applied and thus one of the design goals of
being usable and maintainable has been achieved.

17.1 Free-Surface Simulations
WaLBerla supports the simulation of two-phase flows via a free-surface method.
Free-surface methods neglect the fluid flow in the gas phase and only model the
pressure in this phase. This is possible for a wide range of two-phase flow simulation tasks having a negligible gas flow in the lighter phase. The free-surface
method models the liquid phase by the LBM using the TRT collision operator [11]. Moreover, the interface between the two phases is represented via interface cells, which form a sharp and dynamic interface at which the boundary
conditions between the two phases are applied. In particular, the implemented
free-surface method is a volume of fluid approach that simulates the liquid fill
level in the interface cells. The method incorporates surface tension, wetting
effects, and capillary effects, which is depicted in Fig. 17.1. In addition, it is
possible to simulate bubbles and bubble coalescence. The breakup of bubbles is
currently under development by Daniela Anderl and Martin Bauer. Originally,

(a) Bubbly Flows

(b) Wetting Effects

(c) Capillary Rise

Figure 17.1: Simulation of free-surface flows. Images are taken from Donath [98].
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the method has been developed by Ginzburg et al. [176], extended to incorporate surface tension by Körner et al. [177], and parallelized by Pohl [75]. Further,
it has been optimized for massively parallel simulations, extended by wetting
effects, and integrated into WaLBerla by Donath [98].
From the software framework point of view, the free-surface method imposed
high requirements. It requires complex communication pattern that WaLBerla
has to support. For example, for the free-surface method not only the PDFs have
to be communicated, but also fill levels, geometry information, normals, and
pressure data of the bubbles in varying combinations for different Sweeps. Especially, the iterative communication pattern involved in the merging of bubbles
imposed high demands, as bubbles can span over several processes which results
in non-next neighbor communication. Additionally, the free-surface method uses
many simulation data objects, e.g. cell-based data for the fill levels, normals, and
geometry, but also block-based data for the bubble information.
Further information on the free-surface method can be found in [72] [73] [75] [98].

17.2 Fast Electron Beam Melting

Figure 17.2: Heat distribution in a powder layer induced by an electron beam.
Image courtesy of Matthias Markl.
Electron beam melting can be applied for additive manufacturing processes.
During these processes the final product is successively built layer by layer of
melted powder. Thereby, a layer of powder is applied on a surface and is partly
melted by an electron beam. This step is repeated until all layers of the product
have been created. Fig. 17.2 shows an example for the heat distribution resulting
from the electron beam for the first layer of powder. The simulation task is investigated as part of the FastEBM project [60]. The goal of the project is to speed up
the manufacturing process by increasing the intensity of the electron beam and
the application of time multiplexing. With the help of numerical simulations the
processing parameters for the industrial application are optimized.
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Methodically, the PE physics engine is used to create the powder layers while the
free-surface method combined with a passive scalar model for heat transport is
used to model the dynamics of the melting process. Further information on the
project can be found on the project web site [60] and on the 2D implementation
in Attar [178].

17.3 Self-Propelled Particle Complexes

Figure 17.3: A Simplistic three-sphere swimmer adopted from Najafi et al. [179].
Image taken from Pickl et al. [139]
Another of WaLBerla’s simulation tasks is investigating the properties of self propelled micro-devices in the low RE regime. A simplistic swimmer is depicted in
Fig. 17.3 consisting of three spheres connected by two damped harmonic oscillators. By the application of a time-irreversible force cycle the swimmer is propelled forward. Computationally, the fluid is simulated with the LBM and the
swimmer is modeled by the PE physics engine, which also includes functionality
to simulate force generators, e.g. springs and joints [180]. Further information
can be found in Pickl et al [139].

Figure 17.4: Plug-like velocity profile induced by electro-osmosis. Image taken
from Masilamani et al. [181]
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17.4 Electroosmotic Flows
In lab-on-a-chip devices there is the need to transport and control liquid samples,
as in many chemical and biological processes liquids are involved as transport
media. One important mechanism to control the fluid flows in microchannels is
electroosmosis. Electroosmotic flows (see Fig. 17.4) are induced by the application of an electrostatic potential gradient along the microchannel that forces ions
in the liquid to migrate along the electric field.
In WaLBerla the fluid in electroosmotic flows is simulated using the LBM and
the electrostatic potential is determined by solving the Poisson-Boltzmann equation for binary and symmetric electrolyte solutions with a finite-difference SOR
solver. With the help of numerical simulations the transient behavior and the
transport characteristics of electroosmotic flows are analyzed. In detail, combined pressure and electrostatic driven flows have been analyzed for microchannels including surface roughness as well as non-Newtonian fluids. Further details can be found in Masilamani et al. [181] [182].
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18 Conclusion
In this Part a method for the direct numerical simulation of rigid bodies in particulate flows has been introduced. The method is based on a two-way coupling of
LBM fluid flows and rigid body dynamics and fully resolves the non-deformable
objects to retain the geometrical information. In particular, the rigid body dynamics are treated by the physics engine PE. Therefore, the acting hydrodynamic
forces are determined from the fluid flow and handed over to the PE engine.
Within the fluid flow the particles are treated as solid walls that block out the
fluid.
The performance results obtained in single GPU, and weak and strong scaling
experiments on over 600 GPUs show that particulate flows can be efficiently implemented on GPUs. However, special care has to be taken to avoid race conditions. With the help of drag force computations and the determination of the
terminal velocity of falling sphere the method has been validated. An error of
around 5% could be achieved compared to analytical solutions.
The method has been applied to fluidization experiments and for the simulations of nano particles. In both simulation tasks the transport processes are of
special interest. Nanofluids for example offer unexpected transport properties.
These will be investigated in future work. The largest simulation used up to 106
particles.
In addition, further simulation tasks integrated in WaLBerla have been introduced. Together with the particulate flow simulation task, these show that the
WaLBerla design goal of being usable, maintainable, and extendable has been
achieved.
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Part V
Conclusion and Future Work
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19 Conclusion
In this thesis the software framework WaLBerla has been designed and implemented. Its primary design goals are efficient and scalable massively parallel simulations centered around the LBM and the suitability for various multiphysics simulation tasks enabled by a maintainable software design. With the
help of heterogeneous simulations on CPU-GPU clusters it has been demonstrated that complex communication patterns can be efficiently and flexibly implemented in WaLBerla. The scalability of WaLBerla has been analyzed and optimized with the help of a performance model for the communication overhead.
Additionally, it has been shown that WaLBerla can be used for various multiphysics simulation tasks and is already applied in several research projects. As
showcase, simulations of particulate flows on CPU-GPU clusters have been presented. This clearly shows that the design goals of WaLBerla have been achieved.
WaLBerla: Designing a Large-Scale Software Framework in Academia For
the investigation of complex multi-physic multi-scale simulation tasks requiring massive parallelization the use of a well-designed software framework is of
utmost importance. For this reason, in the design phase of WaLBerla the requirements for a software framework dedicated to cut down the development
time needed by scientists in academia for CSE simulation tasks have been analyzed. The evaluation of these requirements by means of software quality factors
shows a strong need for efficiency and maintainability. As a result the physical dependency of WaLBerla has been optimized and software concepts providing clear interfaces for the sequence control, the work steps of simulation tasks,
the dynamic selection of functionality, the domain decomposition, and the parallelization have been implemented. This allows users to easily reuse existing
implementations, but also to extend, exchange, and add functionality. Despite
the maintainability of WaLBerla it is still efficient, as it has been designed to
introduce no performance overhead in performance critical sections. Here, the
general design concept is to utilize easily exchangeable kernels, which can be
optimized for architectures, programming paradigms, and simulation tasks, for
performance critical work steps and to avoid expensive language constructs. In
summary, WaLBerla is a by design maintainable software framework that is suitable for massively parallel multi-physics simulations, can aid scientists to focus
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on their simulation task, and provides a platform for collaboration and knowledge transfer.
Performance Evaluation on Heterogeneous Supercomputers The parallel
performance of LBM simulations has been evaluated for three parallelization designs, i.e. pure-MPI, hybrid, and heterogeneous parallelization approaches, on
the heterogeneous CPU-GPU supercomputer Tsubame 2.0. For simulations using a single node the heterogeneous parallelization approach achieves the best
performance results. Here, heterogeneous simulations using one GPU and one
CPU compute node can achieve a speed up of around 24 % over simulations
using only one GPU. In weak scaling experiments on over 1000 GPUs the heterogeneous simulation approach also performs best, but in strong scaling experiment the pure-MPI parallelization approach delivered the best performance.
In detail, the hybrid and heterogeneous parallelization approach suffered from
the domain independent thread synchronization overhead. The heterogeneous
approach further has the smallest simulation domain sizes per device, which results in lower kernel performance. This leads to the insight that for good strong
scalability not only the communication overhead has to be minimized, but also
the kernel performance has to be maximized for small domain sizes. Further,
the performance results show that for LBM simulations the overlapping of work
and communication leads to a significant performance improvement on GPUs,
but does not on CPUs.
The performance model for the communication overhead could accurately predict the performance of LBM simulations. For the prediction of the parallel performance the kernel or serial compute node run-time has been measured and
combined with the predicted communication times in order to achieve precise results. Especially, for strong scaling scenarios this is of importance. With the help
of these predictions a deeper understanding of the obtained performance results
has been gained, and bottlenecks have been identified and optimized. Additionally, the predictions show that WaLBerla introduces no significant performance
overhead.
Multi-Physics Simulations In this thesis, it has also been shown that particulate flows modeled by direct numerical simulation of rigid bodies can be efficiently implemented on GPUs. However, special care has to be taken to avoid
race conditions. The terminal velocity of a falling sphere could be accurately
determined with an error of around 5 %. Good scalability has been shown for
fluidization experiments on over 600 GPUs with around 106 rigid bodies. Further, the performance of FLBM has been investigated on GPUs.
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20 Future Work
The basic functionality of WaLBerla, i.e. sequence control, parallelization, data
structures, and functionality management has been implemented and a basis for
good software quality has been established. However, WaLBerla is still under
development, as a single PhD cannot implement the complete functionality required for the simulation of complex computational dynamics tasks. A fundamental future task will be to preserve the comprehension that only a continued
effort for high software quality can keep the project on a successful path into the
future and that straying from this path will result in the failure of the WaLBerla
design goals.
Possible next steps or extensions are to make WaLBerla available to a broader
audience, to support adaptivity, interactive steering, optimizations for postprocessing, and the application of WaLBerla in a larger variety of complex simulation tasks.
Broader Community Due to the good usability of WaLBerla, the development
cycle of simulations tasks can be cut down and it is possible to provide a platform
for interdisciplinary collaboration and knowledge transfer. Making WaLBerla
available to a broader audience will be beneficial for the community. However,
further improvement of the usability of WaLBerla is required before this is possible, i.e. tutorials for new users, a web page including project management tools,
and the support of higher order boundary conditions and collision models.
Application of WaLBerla WaLBerla has to be applied in order to increase the
acceptance by a broader audience. This is already done with the presented simulation tasks. Here, the further development of the method for particulate flows
towards more accurate simulations by integrating higher order boundary conditions, an improved reconstruction of left over fluid cells, and an improved hydrodynamic force calculation are important steps. Also, the modeling of additional
physical effects, such as the energy or mass transport, is of interest for the simulation of fluidized beds and nanofluids.
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Adaptivity and Dynamic Load Balancing A very interesting yet challenging
research topic currently investigated in WaLBerla are dynamic load balanced
adaptive simulations on massively parallel supercomputers. Many of the simulation tasks in WaLBerla will benefit from this technique in terms of performance as
well as accuracy. Through its software design concepts, i.e. the Sweep, the Block,
and the functionality management, WaLBerla is well-suited for dynamic simulations. For example, functionality can be dynamically changed during run-time
since the simulation data is encapsulated within the Blocks.
Interactive Steering Interactive steering coupled to real-time simulations
could be used for the direct interaction and feedback from simulations The field
of applications could be the identification of promising parameter sets in coarse
simulations or for direct feedback in medical applications.
Data Reduction and Post-Processing In order to increase the usability and
the resilience of WaLBerla on supercomputers, restart and fault-tolerant mechanisms, data reduction, and visualization techniques suitable for massively parallel simulations have to be supported. This has already been partly achieved
by Donath [98] and Götz [151], but still has to be systematically extended for a
broader range of simulation tasks.
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