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Abstract

Abstract
Particulate flows are essential for many processes in nature and industry. Prominent
examples are the erosion in river beds, and the mixing, separation and fluidization
of materials in chemical reactors. The increasing computing power enables more detailed simulations of such processes than years before. Thus, over the past decade,
besides experiments, the numerical simulation has become a key component to gain
deeper insight in the underlying phenomena. However, only with today’s available
computing power it is possible to conduct simulations of a level of detail that truly
allows decisive progress in comprehending and optimizing the processes.
This thesis describes computational models for particulate flows based on a fully resolved fluid-structure interaction, which is obtained by coupling a lattice Boltzmann
and a rigid body dynamics solver. Earlier methods are extended and integrated in a
flexible, large-scale software framework, called waLBerla. This framework enables
accurate and fast large-scale simulations of particulate flows on current supercomputing machines. waLBerla will be explained in detail, focusing both on the validation
of particulate flows by means of several scenarios, as well as the high performance
computing aspects, such as the optimization and parallelization of the algorithms and
the performance of the simulations on diﬀerent compute platforms. Special emphasis
will be given to real-world applications, which are for instance calculated on the full
Jugene system in Jülich with 294 912 cores. These simulations illustrate the usability
of large scale supercomputing machines for accurate and fast simulations of particulate flows as well as the need of these compute resources for current and upcoming
research projects.
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Zusammenfassung

Zusammenfassung
Partikel beladene Strömungen spielen in vielen Prozessen in der Natur und Industrie eine wichtige Rolle. Typische Beispiele dafür sind die Erosion in einem Flussbett
und Mischungs-, Trennungs- und Fluidisierungsprozesse in chemischen Reaktoren.
Detaillierte Simulationen solcher Prozesse wurden erst in den letzen Jahren durch
die ständig steigende Rechenleistung von Computern ermöglicht. Dadurch wurde die
Simulation neben dem Experiment zu einem probaten Mittel genaue Einblicke in
grundlegende Vorgänge der Prozesse zu erhalten. Hochaufgelöste Simulationen, die
es erlauben die Prozesse präzise zu verstehen und zu optimieren sind allerdings erst
mittels aktuellen Hochleistungsrechnern möglich.
Die vorliegende Arbeit beschreibt numerische Methoden für die Berechnung von
Partikel beladenen Strömungen mittels voll aufgelöster Fluid-Struktur Interaktion.
Dies wird durch die Kopplung eines lattice Boltzmann Strömungslösers mit einem
Starrkörperlöser erreicht. Für die Simulation wurden bestehende Methoden erweitert
und in ein flexibles Software-Framework integriert. Dieses Framework, waLBerla
genannt, ermöglicht eine hochgenaue und schnelle Simulation von partikelbeladenen
Strömungen auf aktuellen Hochleistungsrechnern. Das Framework, die notwendigen
Softwaretechniken und die eingesetzten Konzepte werden in der Arbeit im Detail beschrieben. Dabei wird sowohl die Validierung der Simulation anhand von verschiedenen Szenarien erläutert, als auch verschiedene Aspekte des Hochleistungsrechnens beleuchtet. Für letzteres wird die Parallelisierung und die Optimierung der Algorithmen
erklärt und Ergebnisse der Simulation auf verschiedenen Hochleistungsrechnern diskutiert. Außerdem werden reale Anwendungen präsentiert, die beispielsweise auf der
gesamten Jugene in Jülich mit 294 912 Rechenkernen simuliert wurden. Diese Simulationen zeigen den Nutzen solcher Maschinen für die schnelle und genaue Berechnung
von partikelbeladenen Strömungen und die Notwendigkeit dieser Rechnerressourcen
für aktuelle und zukünftige Forschungsprojekte.
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1 Introduction

1 Introduction
1.1 Motivation
Usable high performance computing for complex simulations–An
oxymoron?
Cherri M. Pancake

A main goal for engineers is to increase the size of machines or systems for higher load,
productivity or eﬃciency. In the last 100 years, for example, planes have become a
standard way of public transportation, constantly increasing capacity and speed. The
latest skyscraper is 828m high, a size, which was not realizable years before. However,
frequently a pure scale-up of systems or machines is not successful, since new limiting
factors come into play. GROWIAN [Dör97], which is the abbreviation for huge wind
energy converter, is one of these examples. It was set up in 1983 as the largest system
to produce energy from wind. Previously installed systems produced around 100 KW,
but GROWIAN was planned to be 30 times larger in terms of output power. Instead
of a small fast rotating three-blade system, which had proved its usability before, the
engineers installed a very large 2-blade rotor with low rotation speed. The project
was a flop, the wind turbine was only running 420h before it was shut down. Many
parts and materials of the system were new for that time and were previously not
tested. The blades for example, could not resist the immense forces and showed large
cracks after the first tests.
With each new release high performance computing systems showed a significant improvement in memory and floating point eﬃciency. This trend has been continuing
for the last decades and was also illustrated by Moore’s law. Currently ten systems
world-wide are capable to perform each a quadrillion of floating point operations per
second, and the first 10 peta-flop systems are announced for the end of this year.
However, today’s supercomputers are measured not only in peak performance, but
also in energy eﬃciency and usability. Especially, the latter is a major concern for the
very large systems, since it is not trivial to run a useful software eﬃciently on some
hundred thousands of compute cores. While the number of processors was steadily
increasing in the last years and new architectures, for example general purpose GPU1
based supercomputers sprung up like mushrooms, the eﬀort to port a software to these
computers remains the same or even increased. Moreover, the time available to port
a software to one of these top machines is shortened, because the fastest machine will
leave the top 10 within about two years after installation. Additionally, the wish for
more complex software frameworks raises, which often results in an increasing amount
1

Graphics Processing Unit

1

1 Introduction

of work for porting the software to these machines. This is especially diﬃcult, if the
machine is equipped with new technology, which was not available before. While it
is a complex and time-consuming task to utilize these supercomputers eﬃciently for
numerical kernel routines, it is even more diﬃcult and time-consuming for large software frameworks, like the waLBerla project. waLBerla is an implementation of
a massively parallel lattice Boltzmann fluid solver with various add-on applications,
which is developed at the chair for System Simulation at the University of Erlangen.
When the project was started in 2006, the question arose if it is possible to built and
maintain a large software framework especially suited for supercomputers. Previous
test with a moderate number of processors shows good performance results, but scaling this up to thousands of processors raises additional problems. Furthermore, the
framework should be flexible and be capable of eﬃcient complex fluid simulations.
To fulfill these requirements, the software was developed in a team of four PhD students, because the high complexity could not be solved within one single PhD thesis.
This team created a stable, robust, massively parallel multi-physics flow simulation
framework, which also serves as basis for master and diploma theses and the next
generation of PhD students.
Many phenomena in nature require models in which diﬀerent physical processes must
be coupled. Such systems are highly complex and are considered diﬃcult to model
and predict. Typical eﬀects in suspensions are the segregation, sedimentation or
erosion of particles (see Figure 1.1(a)), or the fluidization when a densely packed
collection of particles is subjected to an increasing flow rate of the fluid phase (see
Figure 1.1(b)). Many current research eﬀorts are still focused on improving the
fundamental understanding of such systems. Since particulate flows also occur in
many technical processes, like chemical vapor deposition or during mixing of solids
to a fluid, such theoretical research has also immediate practical relevance.
In this thesis I will propose and extend an explicit fully resolved two-way coupling between two diﬀerent physical processes in order to model particulate systems immersed
in a fluid and to get a deeper understanding of the underlying physical processes. For
the flow simulation the Lattice Boltzmann algorithm will be used, a so-called kinetic
method which operates on an Eulerian grid. The lattice Boltzmann algorithm is an
alternative to classical Navier-Stokes fluid solvers and oﬀers diﬀerent advantages to
Navier-Stokes solvers, which are discussed during the thesis. The suspended solid
particles are represented by a rigid body simulation algorithm that uses a Lagrangian
formulation for computing the trajectories of rigid objects including their rotation.
In this approach, the moving objects can have arbitrary shape and are not restricted
to spheres. Both programs are fully parallelized. They are coupled via an explicit
exchange of momenta from the fluid onto the objects, and by modeling moving boundaries on the surface of the objects to transfer momenta back to the fluid. The software
is especially written to support today’s and upcoming supercomputers. For comprehensive numerical validation, the simulation results are compared to analytical values,
measurements and other simulations. Besides special features to deal with massive
parallelization and a huge amount of input and output data, the framework is still
portable and highly eﬃcient on these machines, which is demonstrated by means of
several simulation runs and performance measurements. For that reason it was selected to be included in a benchmark suite for the next supercomputer in Munich
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with a peak performance of more than 5 peta flops. For a detailed understanding of
many physical processes it is necessary to simulate large ensembles of fully resolved
particles in the flow. However, up to now commercial computational fluid dynamics
solvers and open source frameworks are only capable of simulating some hundred to
some thousand bodies. Within the waLBerla framework it is possible to perform
simulations of millions of particles in the flow. This enables a detailed analysis of the
processes and can help to develop relations, which allow a more accurate modeling of
the systems at larger scales.

Figure 1.1: Examples for particulate flows. Left: A flow in a river bed (image
from [Gey11]) Right: A fluidization reactor to process e.g. chemicals
(image from [ICF11]).

1.2 Outline
The thesis will first give a brief description of the methods for numerical fluid dynamics, especially the lattice Boltzmann method. Furthermore, the Navier-Stokes
equations are introduced, and forces on objects immersed in a fluid are discussed.
Then, Chapter 3 will explain the methods for the simulation of particulate flows,
including all necessary steps. The underlying software framework is introduced in
Chapter 4, which will also discuss the software development and general concepts
applied. Extensions of the numerical method for particulate flows are given in Chapter 7, which also presents the improvements in terms of accuracy and higher usability.
The parallelization is discussed in Chapter 5. Here, beside introducing the algorithms
applied, mechanisms to support large-scale supercomputers are also given. The software framework is then verified in Chapter 6. The numerical validation with diﬀerent
test cases is presented in Chapter 8. Chapter 9 concentrates on the performance results of the framework for both, pure fluid and fluid-particle simulations. Single-core,
single-node, weak and strong scaling experiments are presented for diﬀerent supercomputing machines. Chapter 10 demonstrates the suitability of the models and
software for large-scale applications. Finally, in Chapter 11 a conclusion of the thesis
and an outlook on further developments are given.
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Water is fluid, soft, and yielding. But water will wear away rock, which
is rigid and cannot yield.
Lao Zi

Fluid flow is a part of our daily life—having a shower in the morning, making coﬀee,
driving with the car which is powered and cooled by a fluid: Physical phenomena
and processes involving a fluid are surrounding us. To analyze the flow and calculate
relevant values, it can be modeled numerically by diﬀerent methods. The NavierStokes equations are the most prominent ones to describe the behavior of a fluid.
These equations can also be used to calculate the forces acting on objects, which are
immersed in the fluid. An alternative to Navier-Stokes based methods is a method,
which evolved from kinetics theory, called lattice Boltzmann method (LBM). In the
following the numerical methods are discussed, and a derivation of the LBM is given,
including parameterization and boundary treatment.

2.1 The Navier Stokes Equations
The macroscopic behavior of an isothermal fluid can be fully described with two
equations, known as the conservation of mass and momentum. The law of mass
conservation states, that mass can neither be created nor destroyed. Thus, the inflows,
outflows and change in storage of mass in a system must be in balance. This leads to
the equation of mass continuity:
∂ρ ∂(ρui )
+
= 0,
∂t
∂xi

(2.1)

where ρ is the density, t is the time and ui is the velocity in i-direction (i = 1, 2, 3 for
x, y, z). This leads to
∂ui
=0
(2.2)
∂xi
for an incompressible fluid (ρ = const.).
The derivation of the momentum equation for the three coordinates j = 1, 2, 3 is
done in fluid mechanics with use of Newton’s second law of motion in a Lagrangian
formulation. The Lagrangian formulation is denoted by �. In contrast to the Eulerian
formulation, it describes the behavior of fluid particles and not the field values in the
fluid. The change of momentum of one fluid particle is then equal to the sum of all
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changes, meaning mass forces, surface forces and molecular change of momentum:
�
�
�
�
d(δJi )�
d
=
(δMj )� +
(δOj )� +
(δJM )j
. (2.3)
dt
dt
� �� �
� �� �
�
�
��
�
mass forces surface forces molecular change of momentum
To get the Eulerian formulation, every value of Equation 2.3 has to be written by
means of field values. Some reformulations [Dur06] result in:
�
�
∂uj
∂uj
∂τij
∂P
ρ
+ ui ·
= ρgj −
−
,
(2.4)
∂t
∂xi
∂xj
∂xi
where P is the pressure, gj is the gravitational vector and τij is called the viscous
stress tensor for a compressible fluid. For a Newtonian fluid (i.e. the viscosity is
independent of the shear rate) τij is defined as
τij = −η

�

∂uj
∂ui
+
∂xi
∂xj

�

2
∂uk
+ δij η
,
3
∂xk

(2.5)

where δij is the Kronecker delta and η is the dynamic viscosity. From here one gets for
an incompressible fluid and with η = const. the well known Navier-Stokes equations
∂ui
=0
∂xi
�
�
∂uj
∂uj
∂ 2 uj
∂P
ρ
+ ui ·
= ρgj −
+η
.
∂t
∂xi
∂xj
∂x2i

(2.6)
(2.7)

The outcome of combining pressure forces and forces from exchange of molecular
momentum and additionally reformulating Equation 2.7 for an incompressible fluid
with unit density is [RA01]:
∂uj
∂uj
1 ∂P
η ∂σij
+ ui ·
= gj −
+
,
∂t
∂xi
ρ ∂xj
ρ ∂xi

(2.8)

where σij is called the stress tensor.

2.2 Dimensionless Numbers
In the previous equations all quantities were used with their dedicated standard dimensions. In order to see a direct dependency on single values, the following dimensionless numbers are used:
• Reynolds number (Re)
The Reynolds number describes the ratio between convective inertial and viscous forces and is relevant in every flow situation. It is defined as
Re =

6

ρul
,
η

(2.9)
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where u and l are the characteristic velocity and length (e.g. equal to diameter
2r if a cross-section is circular), respectively. For low Reynolds numbers the
viscous forces are dominant, whereas for high Reynolds numbers the inertial
forces are more relevant. Thus the Reynolds number is an indicator how far the
fluid field is from turbulence.
• Mach number (M a)
The Mach number is only relevant in compressible flows and characterizes the
rate of the flow velocity and the speed of sound
Ma =

u
.
cs

(2.10)

As the lattice Boltzmann method is a ”semi compressible method”, the Mach
number is used to guarantee the validity of the method.
• The third dimensionless number is the Stokes number(St), and it is used to
describe the capability of a particle in the fluid to follow the surrounding flow.
The Stokes number is the ratio of the stopping distance Sd of a particle to a
characteristic length of the obstacle
St =

Sd
,
l

(2.11)

where the stopping distance Sd = u0 α defines the distance required for a particle
with relaxation time α to stop at an obstacle of characteristic length l in a free
flow of velocity u0 . A particle with St = 0 for example directly follows the fluid.

2.3 Forces on Immersed Objects
Objects immersed in a fluid always serve diﬀerent forces, which can be divided in
hydrostatic and hydrodynamic ones, depending on the motion of the fluid.

2.3.1 Hydrostatic Forces
When a fluid is at rest, it is in so-called hydrostatic equilibrium, although molecular
interaction still takes place. In hydrostatic equilibrium the net force FN on any
portion of the fluid is zero
FN = FG + FP = 0 ,
(2.12)
where FG is the force due to gravity and FP is the pressure force from the fluid. Any
net force on a fluid portion would result in a flow. If the fluid is at rest (ui = 0), the
continuity equation (Equation 2.1) simplifies to
∂ρF
= 0,
∂t

(2.13)

where ρF is the density of the fluid. Equation 2.13 is a partial diﬀerential equation
with the solution
ρF = S(xi ) .
(2.14)
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Thus, the density in hydrostatic equilibrium is only a function of the coordinate xi .
However, if there are time dependent changes of the density, they produce a flow,
which can easily be seen in the continuity equation 2.1.
∂τ
The momentum equation 2.4 for hydrostatic equilibrium (uj = 0; ∂xiji = 0) simplifies
to
∂P
= ρF (xi )gj ,
(2.15)
∂xj
with the body force gj . For earth gravity g = 9.81m/s2 in only negative z-direction,
this results in
∂P
∂P
∂P
=
= 0;
= −ρF (z)g .
(2.16)
∂x
∂y
∂z
Thus, the pressure is only a function of the z-coordinate, which means that P is
constant in layers perpendicular to the gravity field. The same formulation can be
achieved with the following experiment: If the fluid is at rest, the net force on any
portion of the fluid is zero. For a fluid in earth gravity, this results in
FN

⇒

���
V

= 0

(2.17)

⇒ FG = −FP
��
ρF (xi )gj dV =
P ni dA ,

(2.18)
(2.19)

A

which can be rewritten using the Gauss theorem
���

ρF (xi )gj dV

=

V

���

∇P dV

(2.20)

V

⇒ ρF (xi )gj V

= ∇P V .

(2.21)

With earth gravity g = 9.81m/s2 , this results in
⇒

∂P
= −ρF (z)g .
∂z

(2.22)

This also means, that the pressure forces compensate the mass forces of the portion
of the fluid at rest. For an incompressible fluid at rest in a box (see Figure 2.1), the
solution of 2.22 is
P (z) = −ρF gz + C .
(2.23)
A free surface with pressure P0 at fluid height H acts as an additional force to the
fluid. This results in the boundary condition P (z) = P0 for z = H
P (z) = P0 + ρF g(H − z)

0 ≤ z ≤ h.

(2.24)

Equation 2.24 is the hydrostatic law, which states, that the pressure increases linearly
with the depth in an incompressible fluid.
For a compressible fluid, the density varies with depth
ρF (z) =

8

1
P (z) ,
c2s

(2.25)
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Figure 2.1: A sketch of water in a pot.
where cs is the speed of sound. Thus the solution of 2.22 is
P (z) = P0 e

−

g
z
c2
s

,

(2.26)

which is the barometric formula. Equations 2.24 and 2.26 can be used to determine
the pressure in the initialization of the lattice Boltzmann method (see Subsection
2.5.5).
For objects immersed in the fluid with a density value diﬀerent from the fluid density,
the net force on the object is
FN = FP + F G .
(2.27)
The pressure force on an object can be calculated in a similar way, as the pressure
force on a portion of the fluid according to Equation 2.19:
��
���
FP = −
P ni dA = −
ρF gj dV = ρF gVBF ,
(2.28)
A

V

which is Archimedes’ principle with VBF being the part of the volume of the body,
which is in the fluid: ”Any object, wholly or partially immersed in a fluid, is buoyed
up by a force equal to the weight of the fluid displaced by the object.” Thus, objects
with a density larger or less than the fluid density are sinking or floating, respectively.
An object at rest, fully immersed in the fluid thus undergoes the total force
FN = FG − FP = gj V (ρO − ρF ) ,

(2.29)

where ρO is the density of the objects. This results in a force in positive z-direction
for ρO < ρF and a force in negative z-direction for ρO > ρF . The pressure force is
then called buoyant force FA and creates an acceleration on the object, resulting in
a velocity.

2.3.2 Hydrodynamic Forces
For the case of moving objects in the flow, only simple setups can be calculated
analytically. Neglecting inertial eﬀects (Re = 0), the force on a spherical object of
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radius r and velocity ui can be calculated by Stokes law
FR = −6πηrui ,

(2.30)

for a fluid with viscosity η. Using 2.30 and assuming force equilibrium, the velocity of
a sphere in a fluid under earth gravity can be calculated. For a sphere with ρO > ρF ,
this reads
|FG | = |FP | + |FR |

(2.31)

2 r2 g(ρO − ρF )
.
9
η

(2.33)

⇒ ρO gV
which results in a velocity

u=

= ρF gV + 6πηru ,

(2.32)

Oseen [LB93] showed, that even at very low Reynolds Numbers, inertia eﬀects can
not be neglected completely and proposed a corrected formula
FR = −6πηru(1 +

3
Re) .
16

(2.34)

Again, the velocity of the object can be calculated, which results in
|FG |

=

|FP | + |FR |

⇒ ρO gV

=

ρF gV + 6πηru(1 +

Eq.2.9

=

(2.35)
3
Re)
16

9
ρF gV + 6πηru + πr2 ρF u2 .
4

The corrected velocity of a sphere reads
�
−ν + ν 2 − 13 r3 g(ρF − ρO )
u=
3r

(2.36)
(2.37)

(2.38)

with ν = η/ρ. Drag forces with higher order terms were also calculated by e.g. Sano,
Proudman and Pearson as well as Brenner and Cox [LB93].

2.4 The Boltzmann Equation
In Section 2.1, the Navier-Stokes equations were introduced, which are adequate to
describe all macroscopic fluid flow quantities. However, sometimes it is interesting to
have a look at smaller scales. The kinetic theory gives an alternative description to
model the time evolution of a collection of particles. This equation is known as the
Boltzmann equation
∂f
∂f
∂f
+ ξi ·
+ Gi ·
= Q(f, f ) ,
∂t
∂xi
∂ξi

(2.39)

where f = f (xi , ξi , t) is a distribution function, ξi is the velocity vector of a molecule,
xi is the position of the molecule, Gi is the force per unit mass acting on the molecule,
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t describes the time, and the term on the right hand side describes the quadratic
collision operator. The first term on the left hand side describes an explicit time
variation of the distribution function, the second one gives the spatial variation, and
the third one describes the eﬀect of any force acting on the particle.
The Boltzmann equation can be solved by diﬀerent perturbation approaches, for
example the Chapman-Enskog expansion. With the Chapman-Enskog technique the
Navier-Stokes equations can be derived from the Boltzmann equation (see [Bui97]).
In this thesis the Boltzmann equation is the basis to solve the fluid flow for diﬀerent
application scenarios. The simplifications and discretization of the equation are shown
in Section 2.5.

2.5 The Lattice Boltzmann Method
In the last decades a lot of research in the field of Computational Fluid Dynamics
(CFD) has been conducted. Useful packages for the simulation of fluids have been
released. Most of these packages deal with the solution of the Navier-Stokes equations, a set of Partial Diﬀerential Equations (PDEs) of second order (see Section 2.1).
Usually the set of a momentum equation and a continuity equation is used, which is
discretized in time and space. This can be done by diﬀerent methods, for example
Finite Element Methods (FEM), Finite Volume Methods (FVM), or Finite Diﬀerence
Methods (FDM).
One drawback of this approach is the discretization of the nonlinear convective term
∂u
ui ∂xji , which makes the numerical treatment diﬃcult and computationally expensive.
An alternative approach, called Lattice Boltzmann method, was introduced in 1988
by McNamara and Zanetti and also Higuera and Jimenez [Art03]. It is based on the
original Lattice Gas Cellular Automata (LGCA) . The LGCA divides time and space
into steps to form a lattice and discretizes the fluid as particles, which are positioned
at certain points in space, called lattice cells. These fluid particles are only allowed to
move in discrete directions, depending on the type of the LGCA model. The particles
collide with each other on lattice cells according to carefully designed collision rules
that conserve the number of particles and momentum. The coarse grained fluid
variables, such as density and fluid velocity, can be shown to comply with a set of
macroscopic equations that approximate the continuity and Navier-Stokes equations
in appropriate limits. Instead of dealing with individual particles, the LBM focuses
on the averaged macroscopic behaviors. In the original LGCA model, the occupations
were modeled only as boolean values. The idea of the LBM was simply to replace the
boolean LGCA occupation number with ensemble averaged populations:
∂f
∂f
∂f
+ ξi ·
+ Gi ·
= Qα (fα ) ,
∂t
∂xi
∂ξi

(2.40)

where f describes the distribution function and ξi the velocity vector of the particles.
The term on the right hand side is the collision term, which can be discretized in
diﬀerent ways. The most popular model for discretizing the collision term with singlerelaxation time was developed in 1992 by Bhatnagar, Gross and Krook (BGK model)
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[BGK54, QDL92] and only uses first derivatives
∂f
∂f
∂f
1
+ ξi ·
+ Gi ·
= (f − f (0) ) .
∂t
∂xi
∂ξi
λ

(2.41)

This model describes the evolution of a single particle distribution function f for
particles that move with a microscopic velocity ξi and collide with relaxation time λ
till relaxing to the Boltzmann-Maxwellian equilibrium distribution function f (0) . The
relaxation time depends on the fluid viscosity. To obtain a solution from Equation
2.41, the velocity is discretized by a finite set of velocities {ξi,α |α = 0, . . . , N − 1},
resulting in:
∂fα
∂fα
∂fα
1
+ ξi,α ·
+ Gi ·
= (fα − fα(eq) ) ,
(2.42)
∂t
∂xi
∂ξi,α
λ
where f (eq) is the discrete equilibrium distribution function. The simplest velocity model in 2D is the D2Q9 model with nine discrete velocity directions. For the
three-dimensional problem, several velocity models have been proposed, including the
fifteen velocity model (D3Q15), the nineteen velocity model (D3Q19), and the twentyseven velocity model (D3Q27). The D3Q19 model with N = 19 particle distribution
functions (PDFs) fα : Ω × T → [0; 1), where Ω ⊂ R3 and T ⊂ R are the physical and
time domain, respectively, was originally developed by Qian, d’Humières and Lallemand [QDL92]. This model (shown in Figure 2.2) is a good compromise in terms of
stability and computational eﬃciency [MSYL02] and thus used in this thesis. The corresponding dimensionless discrete velocity set is denoted by {ei,α |α = 0, . . . , N − 1}.
For the discretization in space and time finite diﬀerences are used. The time is discretized using an explicit Euler method, whereas the space is approximated with an
upwind scheme. This leads to the lattice BGK equation (LBGK) according to [Luo98]:
fα (xi + ei,α ∆t, t + ∆t) = fα (xi , t) −

∆t
[fα (xi , t) − fα(eq) (xi , t)] − Ri (xi , t) ,
τ

(2.43)

where xi is a cell in the discretized simulation domain, τ is the relaxation time, t is
(eq)
the time, whereas ∆t is the time step, fα represents the equilibrium distribution,
and the body force term R is discretized as
Ri = Gi · wα ρ(xi , t)(

ei,α − ui (xi , t) ei,α · ui (xi , t)
+
),
c2s
2c4s

(2.44)

where cs is the speed of sound. The weighting factors wα are depending on the
discretization scheme and are chosen as in Succi et al. [Suc01].

if ei,α = (0, 0, 0)
 1/3,
1/18,
if ei,α = (±c, 0, 0), (0, ±c, 0), (0, 0, ±c)
wα =

1/36,
if ei,α = (±c, ±c, 0), (±c, 0, ±c), (0, ±c, ±c) .
with

c=
being the lattice velocity and
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∆t

1
cs = √ · c
3

(2.45)

(2.46)
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being the speed of sound for an isothermal fluid [Luo00].
Other variants for the discretization of R can be found in [BG00]. For an incompressible LBGK scheme the equilibrium distributions can be calculated according to
[HL97]
�
�
��
3ei,α · u(xi , t) 9(ei,α · ui (xi , t))2 3ui (xi , t)2
fα(eq) (xi , t) = wα ρ(xi , t) + ρ0
+
−
.
c2
2c4
2c2
(2.47)
For a compressible LBGK scheme the equilibrium distributions are
�
�
��
3ei,α · ui (xi , t) 9(ei,α · ui (xi , t))2 3ui (xi , t)2
(eq)
fα (xi , t) = wα ρ(xi , t) 1 + ρ0
+
−
.
c2
2c4
2c2
(2.48)
In both variants, ρ0 = 1 is used.
The macroscopic fluid density ρ and velocity ui are calculated from the first two
moments of the distributions
�
ρ(xi , t) =
fα (xi , t) ,
(2.49)
α

ui (xi , t) =

1 �
ei,α fα (xi , t) ,
ρM α

(2.50)

where ρM = ρ0 for the incompressible model and ρM = ρ(xi , t) for the compressible
one. Equation (2.43) is separated into two steps, known as the collision step and the
streaming step, respectively:
ei,α − u ei,α u
∆t
f˜α (xi , t) = fα (xi , t) −
[fα (xi , t) − fα(eq) (xi , t)] − wα ρ(
+
) · Gi , (2.51)
τ
c2s
2c2s
fα (xi + ei,α ∆t, t + ∆t) = f˜α (xi , t) ,

(2.52)

where f˜α denotes the post-collision state of the distribution function. The collision
step is a local single time relaxation towards equilibrium. While this is compute
intensive, the streaming step advects all PDFs except f0 to their neighboring lattice
site depending on the velocity, which is a memory intensive operation.

2.5.1 Alternative Collision Models
For the treatment of the collision in the LBM, several models exist, which are classified
by the number of relaxation parameters. A simple variant with only one relaxation parameter is the LBGK method discussed previously. This method is a single-relaxation
time (SRT) variant, but has stability problems, especially when the viscosity is small
(e.g. for high Reynolds Numbers). Additionally, in case of noslip boundaries, in the
LBGK model a slip velocity is induced, which depends on the τ value. This slip
velocity results in a virtual displacement of the boundary, depending on the τ value.
This problem will be further discussed in the paragraph below and in Section 8.1.
The two-relaxation time model (TRT) and the multiple-relaxation time models (MRT)
do not suﬀer these stability and accuracy problems. In the MRT variant of d’Humières,
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Figure 2.2: The D3Q19 velocity phase discretization model.
the propagation is still performed in the velocity space, but the collision is done in the
momentum space. Here, diﬀerent relaxation times are used for the diﬀerent moments.
This results in a more complicated treatment compared to the LBGK variant. Additionally, the choice of the relaxation times is not trivial. The TRT method, developed
by Ginzburg [Gin05, Gin06] uses two-relaxation time factors, where one of them can
be freely chosen. In this method, the relaxation is still performed in the velocity space
and thus the complexity and costs are comparable to the LBGK method. However,
the stability is significantly increased. For α = 0, ..., N − 1, the TRT model results in
fα (xi + ei,α ∆t, t + ∆t) = fα (xi , t) + λe (fα+ − fαeq+ ) + λD (fα− − fαeq- ) − Ri ,

(2.53)

with
fα± =
fαeq± =

1
[fα (xi , t)±fᾱ (xi , t)] ,
2
1 eq
[f (xi , t)±fᾱeq (xi , t)] .
2 α

The distribution function fᾱ denotes the opposite direction of fα . With λe =
the parameter λD can be freely chosen. When using
λD = 8

2−ω
,
8−ω

(2.54)
(2.55)
1
τ

= ω,

(2.56)

the induced slip velocities, previously discussed for the LBGK bounce-back scheme,
are eliminated for the simple bounce-back boundary conditions, and the wall is at
exact position 0.5∆x between two cells.

2.5.2 Boundary Conditions
In the software framework, which is discussed in Section 4.1, diﬀerent kind of boundary conditions are used. As the project should support arbitrary arrangements of
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diﬀerent kind of boundary conditions for the domain boundary as well as arbitrary
primitive objects for the inner domain, an appropriate boundary and obstacle description has been specified. More information on the implementation and usage of
the boundary conditions can be found in a technical report [FGD+ 07].
Currently, the following types of boundary conditions are supported:
• Noslip:
Solid wall boundary condition forcing the fluid velocities to be 0.
• Curved Boundaries:
Second order bounce-back boundary condition especially for curved boundaries.
• Freeslip:
Symmetry boundary condition setting the velocity component in normal direci
tion to 0 and ∂u
∂t along the tangential direction t to 0.
• Acceleration:
This boundary condition can be interpreted as “moving wall” boundary condi(w)
tion. Basically the velocity at the boundary is set to a certain value ui and
not to 0, as for the noslip condition.
• Velocity boundary condition:
The velocity can be specified.
• Pressure boundary condition:
Boundary condition with a constant pressure of a certain value. This condition
usually is used to model outflow boundaries.
• Periodic:
Boundary condition for periodic domains. Particle distributions crossing the
boundary will be communicated to the corresponding area at the opposing wall.
The modified PDFs after the boundary treatment are denoted by fα� in the remainder
of this section.

Wall Boundary Conditions
Noslip
Noslip conditions are generated by the bounce-back conditions. In order to realize
zero normal and zero tangential velocities, here the PDFs have to be reversed at the
obstacle surface during the stream step (see Figure 2.4 and [Zie93] for details). Thus,
Equation 2.57 is used before the stream step.
fᾱ� (xi + ei,α ∆t, t + ∆t) = fα ,

(2.57)

where the neighboring cell at xi + ei,α is a noslip obstacle cell. The distribution
function fᾱ denotes the opposite direction of fα , thus ei,ᾱ = −ei,α .
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Curved Boundaries
The bounce-back condition discussed before assumes the wall being exactly centered
between fluid and object lattice node. This treatment introduces errors, especially in
case of curved boundaries as spherical objects. For such boundaries, a linear interpolation of the PDFs can be used, such as discussed by Yu [YRS02] or Bouzidi [BFL01].
In this thesis, the Bouzidi boundary condition is used, which reads

2∆fα (B, t) + (1 − 2∆)fα (A, t) if ∆ < 0.5∆x ,
fᾱ� (C, t + ∆t) =
(2.58)
 1 f (B, t) + 2∆−1 f (B, t)
if
∆
≥
0.5∆x
,
α
ᾱ
2∆
2∆
where ∆ is the distance to the wall. A sketch of the PDFs is given in Figure 2.3.
Note that this boundary condition simplifies to the bounce back rule for ∆ = 0.5∆x.
To determine the ∆ values intersection tests are executed. More on the calculation
can be found in the thesis of Bogner [Bog09].
eĮ
eĮ

A

B

C
ǻ

(a) Example for Bouzidi boundary condition for
∆ > 0.5∆x.

eĮ
eĮ

A

B

C
ǻ

(b) Example for Bouzidi boundary condition for
∆ < 0.5∆x.

Figure 2.3: Sketch of the Bouzidi boundary condition.

Freeslip
The LBM freeslip boundary condition is induced by reflecting the PDFs at the boundary. This scheme is shown in Figure 2.4, and for details see [TIR06].

Figure 2.4: Figurative description of noslip (left) and freeslip (right), boundary
conditions (from [TIR06]).
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Velocity and Pressure Boundaries
Acceleration
The acceleration boundary condition is in fact a noslip condition with an additional
velocity dependent term, resulting in:
fα� (xi , t + ∆t) = fᾱ − 6wα ρw ei,α · ui,w ,

(2.59)

where wα are the weighting factors of the equilibrium distribution function (see Section 2.5). For further details see [YMLS03].
Velocity Boundary Condition
In order to map the inflow velocity condition to distribution functions, the equilibrium
distribution function is used with the given velocity, whereas the lattice density is fixed
to 1.0:
�
�
9
3
�
2
fα (xi , t + ∆t) = 1 wα 1 + 3 ei,α · ui + · (ei,α · ui ) − (ui · ui ) .
(2.60)
2
2
Pressure Boundary Condition
The pressure boundary condition is adopted from [Thü07] and used to set the pressure
to a fixed value:
�
�
3
9
�
2
fα (xi , t + ∆t) = −fᾱ + 2 wα 1.0 − (ui · ui ) + (ei,α · ui )
.
(2.61)
2
2
Periodic
The periodic boundary conditions diﬀers in an essential aspect from the other boundary conditions. It is handled within the communication (see Section 5.1), using the
same constructs as the normal communication between the patches, though not interconnecting neighboring partitions but two opposite ends of the domain.
Boundary Conditions for Moving Objects
For moving objects, two diﬀerent boundary conditions exist. First, the acceleration boundary condition (see Equation 2.59) can be used. Second, a higher-order
boundary condition can be employed, which is based on the Bouzidi condition (see
Equation 2.58) with an additional term. For moving objects this reads

2∆fα (B, t) + (1 − 2∆)fα (A, t) − 6wα ρ(B) ei,α · ui,w if∆ < 0.5∆x ,
fᾱ� (C, t+∆t) =
 1 f (B, t) + 2∆−1 f (B, t) − 3 w ρ(B) e · u
if∆ ≥ 0.5∆x ,
i,α
i,w
2∆ α
2∆ ᾱ
∆ α
(2.62)
where ui,w is the velocity of the wall and ∆ is again the distance to the wall.
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2.5.3 Parametrization
While in the first part of this section, the Lattice Boltzmann method itself was fully
described, the parametrization needs further explanation. In the following, all relevant parameters for the LBM are mentioned, and the calculation of the lattice values
is shown. The standard parameters describing a given fluid flow problem are:
• the size of a fluid cell ∆x[m]
• the size of a time step ∆t[s]
kg
• the fluid density ρ[ m
3]

2

• the fluid viscosity ν[ ms ]
• the gravity g[ sm2 ]

• the fluid velocity u[ m
s ].

The lattice time step ∆t∗ , the lattice reference density ρ∗0 and the lattice cell size ∆x∗
are kept constant during the whole simulation:
∆t∗ :=
ρ∗0 :=
∆x∗ :=

∆t
= 1,
∆t
ρ0
= 1,
ρ0
∆x
= 1.
∆x

(2.63)
(2.64)
(2.65)

Due to this fact, no multiplications with real-world values of the time step, the density
or the lattice size are necessary. This is a big advantage compared to other methods
like FVM or FEM. Unfortunately this also results in some drawbacks. The step size
control gets more complicated compared to other methods, since the time step is fixed
to a value of 1. Also the scaling of the computation domain and the calculation of
real-world values during the simulation are more complicated.
With the physical parameters and using Equations 2.63– 2.65, the corresponding
lattice values can be calculated as
∆t
,
(∆x)2
∆t
= ui
,
∆x
(∆t)2
= gi
.
∆x

ν∗ = ν

(2.66)

u∗i

(2.67)

gi∗

(2.68)

As well as the lattice time step, the lattice density and the lattice cell size, the lattice
velocity u∗i , the lattice viscosity ν ∗ and the lattice gravity gi∗ are dimensionless. A
lattice velocity of 0.1 for example means that the fluid moves 0.1 lattice cells per
lattice time step.
To relate all lattice values to the physical ones, the physical time step has to be
calculated. This is either done by Equation 2.67 or Equation 2.68, depending on
which one gives the smaller time step. From Equation 2.67, assuming a maximal
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lattice velocity of 0.1, the time step is restricted to
∆t =

0.1∆x
.
|ui |

(2.69)

For simulations including gravity, the compressibility should be limited [BG00]
gL � c2s ,

(2.70)

where L is the extent of the domain in the direction of the gravity in lattice
√ cells. In
the method used in this thesis, for the normalized speed of sound c∗s = 1/ 3 is used.
With Equation 2.68, and assuming a maximum of g ∗ L∗ ≤ 0.1c∗2
s , this reads
∆t ≤

�

0.1(∆x)2
.
3Lg

(2.71)

The time step of the simulation then has to be chosen as the minimum of Equations
2.69 and 2.71. Then Equation 2.66 can be used to calculate the lattice viscosity ν ∗ .
Using
1
2τ − 1
ν ∗ = c∗2
,
(2.72)
s · (τ − ) =
2
6
the relaxation time τ can be calculated. Following these formulas, it is obvious that
the lattice viscosity and thus the τ and ω = 1/τ factors are limited within a given
range. For this thesis ω values in the range 0.4 < ω < 1.96 are used. Otherwise the
simulation would become instable.

2.5.4 An Example Problem
As an example, a sphere with radius r = 0.5 mm is discretized with 10 lattice cells in
diameter and located in a channel of 100 lattice cells height, undergoing earth gravity
and an additional upstream water flow of velocity 10−2 m/s. This is a typical setup
for a fluidization experiment (see Subsection 8.6) with the physical parameters
• the size of a LBM cell ∆x = 1.0 · 10−4 m

• the kinematic fluid viscosity ν =1.0 ·10−6

m2
s

• the maximum inflow fluid velocity u = 1.0 · 10−2

m
s

• the gravity is gz = −9.81 sm2

• the extent of the domain in gravity direction is 1.0 · 10−2 m .
With these physical parameters, the lattice parameters can be calculated following
Subsection 2.5.3. Assuming that the gravity does not accelerate the object more than
the inflow, the size of the time step can be calculated according to Equations 2.69 and
2.71 separately. The time step due to the inflow velocity then is ∆t1 = 5.8 · 10−3 s,
the time step due to gravity is ∆t2 = 1.0 · 10−3 s. Choosing the smaller time step
(∆t = min(∆t1 , ∆t2 ) = 1.0 · 10−3 s), the lattice viscosity can be calculated from 2.66,
resulting in ν ∗ = 0.1, which gives a τ value of 0.8 for the simulation.
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2.5.5 Lattice Initialization
The initialization of the fluid grid including an external force field is crucial for the
subsequent simulation, especially when objects are incorporated in the flow. Diﬀerent
variants were tested e.g. by Buick et al. [BG00], who showed a dependency of the
induced velocity on the initialization of the fluid grid. This spurious velocity then
influences the object’s movement. When initializing the grid with a constant density
value of ρ = 1.0, the simulation needs several thousand time steps to converge towards
steady state, which could result in long run-times. Other variants for the initialization
of the density field and thus the pressure were discussed in Section 2.3. For simulations
using the compressible model and a gravity field, the lattice can be initialized using
the density according to Equation 2.26. With cs = √13 · c and ρ0 = 3P0 we get
ρ(z) = ρ0 e−3gcz .

(2.73)

This density and zero velocity can be used in the equilibrium distribution to calculate
the according PDFs with Equation 2.48. This initialization variant was analyzed by
Bogner [Bog09] and showed smaller spurious velocities compared to using the density
from Equation 2.24 and thus is used in this thesis.
For simulations with an applied pressure gradient, it is useful to initialize the PDFs
according to the applied gradient. This can reduce the time until achieving a static
solution significantly. This technique is e.g. used in the applications presented in
Section 10.4.
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3 Simulation of Particulate Flows
To every action there is always opposed an equal reaction.
Isaac Newton

Numerous numerical methods to simulate particulate flows have already been suggested in literature. In general, most of them can be divided in three main categories,
which are introduced in the following section. Afterwards, the simulation approach
implemented in the scope of the thesis is presented and discussed in detail.

3.1 Literature Review
The simulation of particulate flows can be classified in three main categories, which
are two-fluid models (TFM), discrete particle models (DPM) and the direct numerical
simulation (DNS) (see Figure 3.1). The results of a direct numerical simulation allow
a detailed understanding of the processes, due to the low modeling eﬀort. However,
the computational eﬀort for a DNS is much larger than for the DPM and TFM,
which reduces the size of the simulations in terms of simulation domain and number
of objects. For medium computational and modeling eﬀort, the DPM can be chosen.
A sketch of the modeling degree and the necessary mesh for all three method are given
in Figure 3.2, which illustrates a small mesh size in terms of DNS, a medium one for
the DPM and a large mesh size for the TFM. All types of models are discussed in
more detail in the following paragraph including their advantages and disadvantages.
 !"" !   
   
   
 
 


  

  

 


 

 
  

 !""

Figure 3.1: Classification of three diﬀerent model types including the necessary closures (based on Elghobashi [Elg91]).
The first category of models for the simulation of particulate flows is the two-fluid
model, where a continuum description for both, fluid and solid phase is employed
(see [KDBS92, Gid94] for example). For solving the time evaluation of both systems,
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Figure 3.2: Sketch of three diﬀerent models, including the mesh and the representation of the particles (based on Elghobashi [Elg91]).

an Eulerian CFD solver can be applied. However, these types of simulations use a high
degree of modeling and rely on closures for the eﬀective solid pressure and viscosity
and the gas-solid drag. But due to the small complexity, the TFM is already used for
productive simulations at large scales.
In the second category, smaller in scales, the discrete particle models (DPM) are
applied, which originate from molecular dynamics. In the DPM, the fluid flow is
modeled according to the TFM scheme, but the solid phase is represented by discrete
particles, which are modeled as hard or soft spheres (see e.g. [HKvS00, Lad94a]).
For a comparison of soft and hard sphere treatment, see e.g. [vdHYvSA+ 06]. The
scale on which the flow field is discretized is around an order of magnitude larger
than the scale of the particles. Thus a fluid grid cell typically contains around 1001000 particles. The motion of the particles follows Newton’s law, while the forces
are evaluated from contact forces, external forces (e.g forces from the fluid, or from
gravity) and particle-particle forces. This level of abstraction still requires a closure
for the eﬀective momentum exchange between both phases.
The highest level of description is attained using a fully resolved direct numerical
simulation (DNS), where both fluid and solid phases are fully resolved. Here, the
particles need to be represented by several fluid cells in diameter, which enforces
a high amount of computations. This model, however, does not need any closure
and can deliver the closure for the other two models. This type of fully resolved
simulations of particulate flows has become more enabling in recent years due to the
increasing compute power of current multicore machines and supercomputers.
For a fully resolved DNS of particulate flow, diﬀerent methods have evolved in recent
years, which include immersed boundary methods (IB) [HS00],[Pes03],[MI05],[Uhl05],
the force coupling method [LM03], smoothed profile methods [NY04], fluid-particle
dynamics [TA00], distributed Lagrange multiplier (ficticious domain) (DLM) methods [GPHJ99], the method of Ladd using LBM for the fluid flow, and others. The
conventional methods based on finite volumes or finite elements ([GKZ07, e.g.]) are
not very eﬃcient in simulating fluid-structure interaction including a large number of
particles. This is mainly due to the need for remeshing during the simulation, which
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is a very time consuming task. Furthermore, many of these methods can hardly be
parallelized eﬃciently. Simplifications of the method, e.g Stokesian dynamics [BB88]
or the boundary element method (BEM) [FM05] neglect the fluid inertia and thus
cannot capture some physical eﬀects, which are important under certain flow conditions. Another type of methods, which has been permanently improved over the
last years, was proposed by Ladd in 1994 and Aidun, Lu and Ding (ALD) in 1995.
This method is using LBM for solving the fluid flow, a bounce-back scheme for enforcing the noslip boundary condition and a momentum exchange algorithm (MEA)
for the calculation of the forces from the PDFs. The accuracy of the method highly
depends on the resolution of the particles, and the reinitialization of newly created
cells is tricky. Nevertheless, it is perfectly suited for parallelization and the simulation of dense suspensions. Additionally, there is no need for remeshing during the
simulation, which is a great advantage compared to other methods.
Another group of methods incorporate the immersed boundary method, which also
use an Eulerian grid for the fluid, but a set of Lagrangian points on the particle surface
for the boundary. Both sets are independent of each other, which makes the method
easy to implement and creates a smooth movement of the particles over the grid,
compared to the previous approach. However, a comparison of a LBM-IB method and
a LBM method with the momentum exchange approach using second order boundary
conditions shows a better accuracy for the latter, while having similar computational
speed [PL08]. New variants of IB methods evolved in the last years and need further
investigations and comparisons. Ficticious domain methods are closely related to IB
methods, but establish the coupling by using a distributed Lagrange multiplier, that
constrains the fluid and the object at the interface. An excellent review of simulation
methods for suspension flows is given by Ruud van der Smaan [vdS09].
For the simulation of realistic particulate flow scenarios, diﬀerent eﬀects need to
be incorporated in the model, depending on the system to be simulated. For gassolid flows e.g. Elghobashi [Elg91] proposed a classification in three diﬀerent states
(shown in Figure 3.3). For low solid-particle volume fractions �S , the particles have
a negligible eﬀect on the fluid, but the fluid influences their motion. In this regime
a one-way coupling is suﬃcient. When increasing �S , the eﬀect of the particles on
the fluid is getting more dominant. Here a two-way coupling needs to be included.
For even larger fractions, the momentum exchange by particle-particle interactions is
increased, making a four way coupling necessary for the modeling. Here also particleparticle and particle-wall eﬀects are accounted. This regime is especially important
for the sedimentation and fluidization experiments performed in Sections 8.6, 10.1
and 10.2. In general, all DNS methods previously discussed are capable of simulating
two-way and four-way coupling.

3.2 Simulation Approach
In this thesis the LBM method combined with the momentum exchange approach
and a four-way coupling is used. This allows the most detailed simulation of solid-
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Figure 3.3: Sketch of diﬀerent coupling schemes depending on solid-volume fraction
(based on Elghobashi [Elg91]).
fluid flows including all necessary eﬀects to study fluidization and sedimentation processes. Additionally, with these types of simulations a better insight in the underlying processes can be achieved and closures for other models can be developed,
which then enables more detailed multi-scale simulations. Similar coupling methods
of lattice Boltzmann and the momentum exchange approach have been presented by
Ladd [Lad94a, Lad94b], Aidun et al. [ALD98] and Qi [Qi99].
Results for direct numerical simulation of particulate flows involving a large number
of particles were e.g. presented by Yin and Sundaresan [YS09] with up to 5 207
particles, and by Jin et al. [JMN09] with 21 336 spherical particles.
In the approach presented in this thesis, these earlier methods are extended and
generalized. Thus, the method is capable of a detailed simulation of large ensembles
of rigid, but geometrically resolved objects immersed in the flow. This enables a
modeling of particulate suspensions from first principles based on microscopic and
mesoscopic models. Additionally, large ensemble sizes can be simulated especially
on supercomputers, where the total system approaches macroscopic scale. These
simulations are therefore of immediate technological relevance.
The coupling between the lattice Boltzmann flow solver and the rigid body dynamics simulation has to be two-way: Rigid bodies have to be represented as (moving)
boundaries in the flow simulation, whereas the flow corresponds to hydrodynamic
forces acting on the rigid bodies. The explicit coupling algorithm is shown in Algorithm 3.1.
Thus, in each time step the particle treatment is performed in four steps:
• Object mapping and reconstruction of missing PDFs in case of cell changes
• LBM stream collide
• Force evaluation
• Movement and collision of objects
The object mapping, the reinitialization, and the force calculation are discussed in
the following sections. The LBM stream collide step is explained in detail in Section
2.5. The final step of the coupled algorithm is a time step in the rigid body dynamics
framework, which treats rigid body collisions and moves the objects according to the
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Algorithm 3.1 One time step in the coupled LBM-rigid body dynamics solver
1: for each body B do
2:
Map B to lattice grid and reconstruct missing PDFs in case of cell changes
3: end for
4: for each lattice cell do
5:
Apply boundary conditions and stream and collide PDFs
6: end for
7: for each surface cell do
8:
Add forces from fluid to rigid objects
9: end for
10: Time step in the rigid body simulation
acting forces. This results in a position change of the objects, which have therefore
again to be mapped to the LBM grid in the next time step. Details on the rigid
body solver can be found in Section 4.2. A validation of this method is described in
Iglberger et al. [ITR08].

3.2.1 Mapping
For the simulation of moving objects incorporated in the flow, the objects have to be
represented in both simulation worlds in a separate way. In the rigid body solver a
Lagrangian representation is stored, whereas in the LBM fluid solver the objects are
only represented as cells in the lattice Boltzmann grid. This is illustrated in Figure
3.4 for a simulation scenario with one sphere. In the rigid body solver, the sphere is
represented by an object with a center point and a radius; in the fluid solver, the setup
is treated via diﬀerent boundary conditions in the cells. For lattice cells with their
centers inside the sphere acceleration conditions are used, for the solid walls noslip
conditions, for the fluid flow at in- and outlet velocity boundary conditions, and
the remaining cells are treated as fluid (for more information on the LBM boundary
conditions refer to Subsection 2.5.2).
The acceleration boundary condition according to Equation 2.59 [YMLS03] is applied
in each cell inside an object using
fᾱ (xi,f , t + ∆t) = f˜α (xi,f , t) − 6wα ρw ei,α · ui,w ,

(3.1)

where ρw is the fluid density close to the wall, and the current velocity ui,w of each
object cell corresponds to the velocity of the object at the cell’s position (see Figure
3.6). The velocity ui,w includes rotational as well as translational velocities of the
objects. In the previous example only simple acceleration boundary conditions based
on the bounce-back condition are used, which create a domino-like structure for a
spherical object. This is shown in Figure 3.5. However, with this condition, the wall
is always located in the middle between two lattice cells, which leads to a discretization
error depending on the resolution. This error additionally creates a wrong volume
of the object in the lattice Boltzmann framework, which is discussed in Section 7.1.
The discretization error can be reduced by an adaptive mesh or by curved boundary
conditions as illustrated in Subsection 2.5.2.
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Figure 3.4: Example for representing one setup in both simulation domains. On top:
setup if the simulation with a sphere in a channel flow. Lower left: representation in the LBM fluid solver. Lower right: representation in the
rigid body solver.

Approximated Boundary
Real Boundary
Approximation Error

(a) Discretization error for a sphere. The dashed line
represents the surface of the sphere in the LBM with
bounce-back boundary conditions.

(b) Zoom into Figure 3.5(a) with a detailed look at the discretization error.

Figure 3.5: Example of the discretization error for a 2D mapping.
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PDF in direction Į
PDF in direction Į
Velocity of Boundary

Figure 3.6: Zoom into Figure 3.5(a) illustrating the acceleration boundary condition
in one fluid cell. The dashed line indicates the discretized boundary, the
green arrow indicates the velocity of the boundary. Green spheres are
marked as “near boundary” cells in order to skip pure fluid cells in the
boundary treatment.

3.2.2 Reconstruction of Missing PDFs in Case of Cell Changes

In a second step, cell changes due to the movement of the objects must be handled,
which is done by adjusting the boundary conditions of the objects in each LBM time
step. Here, two cases can occur (see Figure 3.7): First, fluid cells xi,f can turn
into obstacles. This case is treated by the conversion of the cell into an acceleration
boundary condition. In the reverse case, where a cell that was previously inside
an object is now outside the object, the missing distribution functions have to be
reconstructed. This can be done e.g. by setting the missing PDFs to equilibrium
(eq)
distributions fα (ρw , ui,w ). For the velocity ui,w the following options exist:
• Using zero velocity
• Using the velocity in the former object cell
• Averaging ui,w from the neighboring cells
The density ρw can be determined by
• the density gradient in the external force field (in case of compressible simulations)
• a standard density ρ0
• an averaged density of the surrounding fluid cells
The missing distributions can be calculated by using any combination of uw and ρw .
An iterative method to initialize these distributions in a consistent way is described
in the paper by Mei et al. [MLLd06].
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Cells with state change
from Fluid to Particle

Cells with state change
from Particle to Fluid

xi,f

(a) Cell changes from fluid cells to obstacle
cells after movement of the object.

(b) Cell changes from obstacle cells to fluid
cells after movement of the object.

Figure 3.7: Zoom into Figure 3.5(a) at time step t with cell changes due to movement
of the obstacle. The dashed lines indicate the position of the objects at
time step t − 1.

3.2.3 Force Evaluation
For the force evaluation, diﬀerent methods can be found in literature. One possibility
to calculate the forces is the stress integration approach as discussed in [YMLS03].
Another one is the momentum exchange method, which has shown to be stable and
eﬃcient [MYSL02] and thus used in the remainder of this thesis. A sketch is given
in Figure 3.8. The algorithm can be summarized as follows: During the subsequent
stream and collide step, the fluid flow acts through hydrodynamic forces on the rigid
objects; fluid particles stream from their cells to neighboring cells and, in case they
enter a cell occupied by a moving object, are reversed, causing a momentum exchange
between the fluid and the particles. The total force F resulting from this momentum
exchange [YMLS03] can be easily evaluated due to the kinetic origin of the LBM by
F =

��
xi,b

α

�
� ∆x
ei,α 2f˜α (xi,f , t) + 6wα ρw ei,ᾱ · ui,w
,
∆t

(3.2)

where xi,b are all obstacle cells of the object neighboring to at least one fluid cell. A
comparison of diﬀerent approaches for the momentum exchange is given in the paper
of Lorenz et al. [LCH09].
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PDF acting as Force
Streamed PDF

(a) PDFs in one cell near the object
boundary.

PDF acting as Force

(b) Sketch of all forces in the given domain, which aﬀect the object.

Figure 3.8: Zoom into Figure 3.5(a) with an example of the force calculation.
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4 The Software
It is not enough to stare up the steps, we must step up the stairs.
Vaclav Havel

In order to perform a fluid flow simulation with moving objects in the flow, the numerical methods introduced in the previous chapters are implemented in software.
However, further modules for data management, flow control, in- and output, visualization, etc. are needed for productive usage. All methods for the fluid flow are
integrated in the waLBerla framework which was created as a work environment
for complex fluid flow simulations including pre- and postprocessing. waLBerla
is an abbreviation for widely applicable Lattice Boltzmann solver from Erlangen.
In combination with several other frameworks and software packages for the compilation process, revision control, data analysis, visualization and the simulation of
rigid objects, waLBerla enables a user to conduct state-of-the-art particulate flow
simulations on supercomputers. Early stages of the waLBerla framework and the
underlying concepts are documented in technical reports [GDF+ 07] and [FGD+ 07],
while the current implementation is discussed in another technical report [FDK+ 10]
and a paper by Feichtinger et al. [FDK+ 11]. An overview of the framework, the
performance and two applications is given in an inSiDE article [IGF+ 09].

4.1 The waLBerla Software Framework
waLBerla is a highly parallel software framework to simulate fluid flow with diﬀerent
applications. It was originally developed in a group of four PhD students at the
chair for System Simulation at the University of Erlangen-Nürnberg, starting in 2006.
The idea to create such a framework was motivated by previous projects, where the
knowledge of the main developer was lost, when he left the chair at the end of his
thesis. Additionally, during one PhD thesis it is diﬃcult to design and implement a
comprehensive software library including parallelization and pre- and post-processing.
Thus, a more powerful and more persistent framework was planned and implemented,
with the following design goals:
• Flexibility: The software framework should be dynamically adapted to the needs
of the users. It should be possible to easily add additional features.
• Re-usability: Common functions in the code should be reused. General classes
should be used in lectures of the chair. The code should also be given to
students, people from industry and other researchers, who can add their own
features.
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• Eﬃciency: waLBerla should use the processors and the memory eﬃciently,
especially on large parallel systems.
• Correctness: The code should produce reliable results, which can be verified
against measurement, or analytic results.
• Easy to use: The software should be properly documented. The user can describe the complete setup by a configuration file, which holds all necessary
information for the simulation. The program should compile on diﬀerent platforms including Linux and Windows systems. It should produce output, which
can be interpreted by standard postprocessing tools.
In a first step, in 2006 a prototype was implemented, which supported a lid driven
cavity as application with a serial implementation. Additionally, the following applications were planned:
• Fluid in arbitrary geometries with complex boundary conditions like periodic,
acceleration, freeslip, and so on, in order to be able to support medical applications like blood flow in vessels (cf. [Göt06])
• Fluid-structure interaction to simulate moving particles in a fluid, including
the calculation of the forces that occur between the particles and the fluid and
therefore determine the movement of particles caused by the fluid and vice versa
(cf. [Igl05])
• Simulation of liquid fluids having free surfaces, which includes both bubbles and
atmosphere, resulting in scenarios that enable simulations of squirting drops,
rising and deforming bubbles, foams, and so on (cf. [KPR+ 05a, Thü07])
• Ionized fluid reacting to electrical fields induced by charges or charged colloids
in the fluid (cf. [Fei06])
Instead of solely supporting the single applications, combinations of the mentioned
features are also possible with the current release, enabling the modeling of new
scenarios by merging existing know-how and using the synergy eﬀects. E.g. the
fluid structure is already combined with the free surface application and is capable of
simulating particulate flows including bubbles [Bog09].
In the course of planning and developing the first prototype, many ideas emerged and
were discarded. These are illustrated in a technical report [GDF+ 07]. For the project
planning of waLBerla, UML and UML-like diagrams were used. Figure 4.2 shows
the classes that handle all necessary data components. The basic class DataLayout is
used by the diﬀerent Field classes (e.g. PDFField, VelocityField, DensityField,
FlagField) to store and access the data. The Patch class combines the Fields to
one data component which serves as an interface for the solver.
The waLBerla framework is currently being reimplemented in the so called ”waLBerla
Core”. This new software will transfer the key concepts of the first version and further add modularity and support for heterogeneous environments. More on the next
version can be found in a paper by Feichtinger et al. [FDK+ 11].
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Figure 4.1: The waLBerla framework with its diﬀerent applications.
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Figure 4.2: Class diagram of the waLBerla framework with the most important
classed for data handling.
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4.1.1 Software Development
To meet all the requirements, diﬀerent software development processes and project
techniques were evaluated. In the software development process mainly the following
activities are performed:
• Planning
• Implementation, testing and documentation
• Deployment and maintenance
The most popular process models are e.g. the waterfall model, the spiral model,
iterative and incremental development and agile development. Since the requirements
for the framework were not conceivable at the beginning of the project and were
expected to be changed, an agile software development with frequent releases in short
development cycles was needed. Two alternatives for that were evaluated, namely
SCRUM [Sch04] and the extreme programming methodology. The group focused on
the extreme programming methodology, which is a promising candidate to fulfill all
the requirements and additionally creates a joint responsibility for the code. The
“Agile Manifesto” from 2001 [BBvB+ 01] states for the extreme programming:
• Individuals and interactions over processes and tools
• Working software over comprehensive documentation
• Customer collaboration over contract negotiation
• Responding to change over following a plan
Some of the practices in extreme programming are:
• 10 minute build
• Incremental design
• Pair programming
• Test-first programming
• Weekly cycle
• Team sits close together
• Stand-up meetings
• Definitions of stories for functionality before implementation
All of these practices, besides pair programming, were applied in a democratic team.
For a long-term project with a fluctuating number of team members it is inevitable to
chalk up coding concepts and a uniform environment that To enforce uniform structure and allow easy interpretation by others, we introduced a coding style (according
to the work of Stallman [Sta06] and Fairley [Fai85]) that standardizes the notation of
names of folders, files, classes, functions, members, variables and preprocessor macros.
The team members are urged to use descriptive names for functions and variables.
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4.1.2 Software Test

Software testing is a key discipline to guarantee for a correct program behavior and a
useful software. Additionally, finding and correcting software defects in an early stage
of development is much easier and if the software is distributed cheaper than during
productive usage. The following simplified example also illustrates the importance of
correct software modules: Assuming a framework consists of 50 modules, which are
95% correct, then the whole software is 0.9550 = 7.7% correct. For modules, which
are 99.9% correct, the value for the entire framework increases to more than 95%.
This shows the importance of testing and illustrates that also small parts of incorrect
software lead to an incorrect framework.
In general, an analysis of the whole program and a proof of correctness would be
favorable compared to software testing, because testing can only point to failures,
but cannot guarantee failure-free software. However, this is only feasible for small
program parts. Thus, software tests are used to verify a stable software of high
quality. In software tests, two scenarios are proposed:
• White box tests (also called glass box tests), where the program code is used
for testing. Here, e.g. declarations, expressions and read- and write access are
tested. With a white box test, also values for the test coverage can be calculated,
which describe the degree to which the software has been tested.
• Black box tests, where the program is tested versus the specification. This
should be performed by an external person, if possible. In these tests, the tester
needs not to look inside the code, which leads to the name black box test.
In waLBerla both test variants are integrated. For the white box test, modules
or classes are checked by an external test program, which shows the outcome of the
test. For the black box test diﬀerent variants exist. First, e.g. the simulation output
is compared with analytical values of simple flow scenarios. Examples for that are
the velocity at a given position in Poiseuille flow, or the drag force of a fixed sphere
in a flow. Second, simulation runs can be compared with old simulation runs. And
finally, parallel runs can be compared to serial runs. In this case, values can slightly
diﬀer due to a changed order of computations in the parallel version compared to
the serial version. Thus, for these checks the values are compared up to a given
accuracy. In each of the scenarios, the test case should be representative and errorsensitive. A simple negative example is a test with a cell size of ∆x = 1.0m. This
test case is easy to understand for the user and allows simple calculations. However,
it is not representative and not error-sensitive, because it also simplifies calculations
during the simulation, which can hide software defects. Simple test cases can also be
integrated into the software directly, e.g. by user assertions (see Subsection 6.3.1),
and then do not have to be executed by an external test program.
All tests are integrated into a test framework [Gme07], which builds the executables
for serial and parallel execution, performs the simulations and compares the results.
This test framework is executed, when modules are changed. This helps to maintain
stable and correct releases of the software and assures high software quality.
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4.1.3 General Concepts
The Patch Concept
A general concept of waLBerla is the patch concept. According to this concept,
the simulation domain is subdivided into smaller blocks called patches, which are
arranged in a so-called grid. A class diagram of the data structures in waLBerla is
given in Figure 4.2, which also illustrates the patch concept and shows an overview
of the data saved in a Patch class.
In order to reduce the memory requirements, especially in case of parallel simulations,
the data are split into global structural data and the data fields. Global structural
information is stored in the PatchStruct, while the data fields are hold in the Patch
class. For each process both data classes are hold in the PatchField, where only
locally assigned Patches are stored, but the whole Grid of PatchStruct information.
The PatchStruct e.g. holds information on the size and the global position of the
patches, which is also used for the communication. This class also contains additional
data, depending on the application. However, the amount of data in this class is
hardly limited, because for large scale simulations with thousands of processors, the
size of this global data can be relevant. In the Patch class the local field data are
stored, which contains all necessary cells for the simulation. E.g. for the standard
lattice Boltzmann stream collide, data for the PDFs, the velocity and the density are
allocated. Because of a surrounding ghost layer, the patches are independent of each
other in one time step and can also be handled by diﬀerent threads or processes.
The patch concept in general enables the following features, which are discussed
below:
• Parallelization
• Data reduction and optimization
• Load balancing
For large-scale computations parallel simulations are inevitable. With the patch concept, the parallelization can be hidden. In each time step, a patch executes its instructions and communicates to its neighboring patches using the GetBorder and
SetBorder functions from the underlying Field classes (see Figure 4.2). When its
neighbors are on the same process, the patch only needs to copy local data from
its grid and stores it to the ghost layer of the neighboring patch. For neighbors on
diﬀerent processes, the data are copied from the local grid to a MPI buﬀer, sent to
the neighboring process and copied from the buﬀer to the ghost layer. For more
information on the parallelization, see Chapter 5.
Additionally, the patch concept can reduce the data needed for the simulation. First,
in case of simulations with complex physics in small regions of the domain, only in
these parts complex patches are needed. In the rest of the domain simple patches can
be used. This situation for instance occurs for calculating the force on a sphere of
radius 8 cells centered in a box of 200 × 200 × 200 cells. In this case only in the area
around the sphere special field data are needed for the object. In the rest of the domain

36

CHAPTER 4

only the standard data for performing the lattice Boltzmann steps are necessary.
When using 10 × 10 × 10 patches in the simulation, only 8 of 1000 patches need to
store this additional data. In the rest of the domain, simple patches responsible for the
fluid calculations are suﬃcient. Another example is given in Figure 4.3, which shows
a scenario of particulate flows with a free surface. In this example four diﬀerently
skilled patches can be used: simple fluid patches, patches with particles, patches with
a free surface, and a combination of particle patches and free surface ones. When
each patch only allocates the necessary data for the underlying application, then
the memory and computational time can be reduced compared to a simulation with
equally skilled patches.
A second possibility to reduce the data is to reduce the overall number of necessary
patches. When simulating e.g. blood flow in vessels, only patches containing fluid cells
need to be allocated and treated. A 2D-example is given in Figure 4.4, where each
box describes a patch. Here only 26 patches need to be saved instead of 64 patches,
which means a reduction of more than 59%. To reduce the number of patches, in the
first step, the geometry is divided into equally sized patches in Cartesian coordinates.
If there are fluid points in one of these patches, it is marked. All other patches
(indicated in gray in Figure 4.4(c)) are not necessary and thus not saved. This results
in a reduced number of patches (see Figure 4.4(d)). The reduction factor regarding
3D-cases is even higher and in the range of 86 − 92%. For two exemplary data sets
with a number of 256 × 256 × 400 lattice points and 16 patches in each direction,
only 11 − 19% of the memory requirements were needed, compared to the standard
layout [Göt06].

Figure 4.3: Diﬀerently skilled patches interacting with each other.
from [FGD+ 07].

Image taken

Finally, the patch concept can be used for load balancing on parallel machines. E.g.
in the example before with a sphere in a large box, the patches treating the sphere
will be computationally more expensive than the simple patches for the fluid, when
equally sized patches are used. When decomposing the domain in equally sized parts
and distributing these parts equally to each process, this will therefore lead to a load
imbalance. However, on current multicore machines, each core could calculate one
patch, and when finished treat one of the remaining patches of the node. This could
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(a) Simple bifurcation

(c) Step 2:
marked

Necessary patches are

(b) Step 1: Bifurcation with patch grid

(d) Final configuration: Only necessary patches need to be allocated

Figure 4.4: Grid decomposition and reduction of a simple 2D-model of a bifurcation.
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significantly reduce the imbalance per node and could be accomplished without intra
node communication. For load balancing on a large parallel machine, a process with
a higher work load compared to the other processes could transfer some of its patches
to a process with lower work load. This could help to reduce the load imbalance
on larger machines. An algorithm for the load balancing based on local diﬀusion is
currently tested by Florian Schornbaum.
The Sweep Concept
A sweep is a description of a work package, performing the computations and data
exchange for a given task. The sweeps are divided in two categories:
• Patch sweeps
• Domain sweeps
where a patch sweep performs its computations on the data of the patch and a domain
sweep performs computations on the local domain. In case of moving objects, sweeps
for the object mapping, LBM stream collide, force calculation and object movement
are needed (see Section 3.2). In this application only the object movement sweep
is a domain sweep, because it does not do any computations on the field data of
the patch, but moves the objects contained in the local domain. All other sweeps
are patch sweeps, performing calculations on the patch data. The assembly and the
order of the sweeps that are needed for an application is done automatically. The
user just describes the necessary sweeps for his application and the dependencies
in the program. This information is stored to a vector. Before starting the time
loop, the vector is then ordered to fulfill all dependencies. Additionally, the user can
describe the needed data exchange before the sweep. Then the data are transferred
automatically before the calculations of the sweep.
The sweep concept also enables a simpler optimization for performance. A sweep
function itself is a small working package and separated from other sweeps. When
one sweep is analyzed to be dominating in time consumption, this sweep should first
be optimized for performance, which then could improve the overall performance of
the code significantly. For the optimization, each sweep can also be written in C
or Fortran, which again could improve the performance of the code. A comparison
of a C++ and a C implementation for the LBM stream collide sweep is given in
Subsection 9.3.1.
The Application Concept
One of the major goals of the waLBerla framework is the integration of diﬀerent
applications in the same software. Examples for applications are blood flow, moving
objects, free surfaces, or mixtures. Each application has to perform a given set of
working tasks and communications on its data in a given order. The application
concept enables the programmer to allocate the required data structures and to order
the working sets in the necessary way. For each application, the data structures can
simply be added, including the initialization of the data. Furthermore, the order of the
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sweeps can be set and the communicated data fields are selected. In this way, diﬀerent
applications can share similar sweeps, which reduces the need for reprogramming the
same tasks for each application. Furthermore, applications can be combined, which
is e.g. used to simulate a combination of particles and free surfaces [Bog09]. This
concept also enables to switch an application on or oﬀ in a given subset of the domain.
Figure 4.3 shows an example of moving objects in combination with a free surface.
For each patch, only those applications need to be switched on, whose features are
required within the patch. This can significantly reduce the amount of data as well
as the computational time of the simulation. The dynamic concept is currently not
implemented in the framework, but will be included in the successive version.

4.1.4 Environment
CMake
waLBerla is designed to support diﬀerent target platforms. Thus, the programmers
have to respect the diﬀerences of architectures and compilers. To ease the switching
between diﬀerent platforms, project compilation is based on CMake [CMa11] which
is a cross-platform make system. Independently from the platform, CMake detects a
suitable compiler, examines the system environment and generates Makefiles for Linux
or Visual Studio project files for Windows, respectively, according to the configuration
files that are set up once for the whole project. Due to the automatic detection of
the compiler, switching between diﬀerent compilers on the same architecture is not
trivial, but can be forced by the user by hand.
Documentation
Especially for new programmers and users of the waLBerla project, a detailed
programmer’s documentation is realized. Due to the extensive work load which would
be introduced by a documentation created separately, an automatic documentation
system called Doxygen [Dox11] is used. This system interprets specially marked
comments in the source code and generates a Latex or HTML documentation. For
a uniform appearance, a documentation style was defined that prescribes the density
of information as well as its position within the code. This way, every function and
member is documented in detail in the source code.
Subversion
For a large software project, where diﬀerent people are involved, a versioning and
revision system is of fundamental importance. With such a system current and previous versions of files can be maintained in a comfortable way. Additionally, these
systems support branching and tagging of versions, e.g for creating a release version. Furthermore, diﬀerent branches can be merged together. Previous tests with
the CVS software caused many problems, e.g. when diﬀerent parts were merged together. Thus Subversion, or short SVN [Sub11], was used for the project, which is an
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open source software.

4.1.5 From Input to Output
To illustrate the necessary classes and modules during for the simulation, an overview
of the pipeline from input to the output is given in Figure 4.5 and explained in more
detail in the following paragraph.

   









  



 



 

 

Figure 4.5: Pipeline of the in- and output in the waLBerla framework.

Parameter Input and Check
FileReader The FileReader class is the program’s interface to the user which specifies a parameter file. When starting the executable, the program first initiates the
parsing of the parameter file. Thereafter all data are stored in special data containers.
In order to support future extensions of waLBerla and the information set specified
in the parameter file, the FileReader is kept highly flexible. Making only syntactical
restrictions, the data are not yet interpreted. The structure of data in the configuration file is organized in named blocks, that allow an arbitrary number of key–value
pairs or hierarchically cascaded blocks. For convenience, also C-like comments in the
file are supported.
PhysicalCheck The task of the PhysicalCheck class is to check the simulation
parameters, read by the FileReader for coherence and validity within given lim-
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its. After checking, the class stores the parameters in the SimData structure. The
PhysicalCheck class can be configured by the programmer according to the actual
needs of the application. More on the PhysicalCheck class can be found in a PhD
thesis [Don11].
Geometry Data For reading geometry data, diﬀerent possibilities exist:
• 3D raw binary data
• Triangulate mesh with STL
The user can specify the type of the data and the filename in the parameter file.
Additionally, scaling, transforming and placement of the data can be given. Then
the data are interpreted and mapped to the lattice Boltzmann grid. The 3D binary
raw data is e.g. used for reading medial DICOM-like data from CT- or MRI-scanners
or for exchanging data with other groups. For this type of data there is also a GUI,
which enables the user to add diﬀerent primitives to a simulation domain and save
them to a file (for more information on the GUI see [DIF+ 09]). Additionally, this
GUI allows to convert diﬀerent types of files (e.g. PNG files) to the 3D binary raw
format. When reading binary raw data, waLBerla first maps all data to the grid,
and in a second step deletes unneeded patches. This can save memory and improves
the performance (see Subsection 4.1.3).
The STL reader can map complicated 3D objects, e.g. from a CAD program, to the
lattice grid, including a scaling and transformation given by the user. These objects
are typically represented with triangular meshes. For the mapping each triangle is
tested, and the inner region of the triangulated objects is marked in the lattice grid.
Furthermore, distance calculations between triangles and lattice cells can be activated,
which then are used for higher order boundary conditions. For more information on
the STL reader refer to [Mih11].
Simulation
Data Layouts The DataLayout class (for a UML sketch see Figure 4.2) represents
a container for arbitrary structured data that is organized by a multi-dimensional
array. It features diﬀerent array layouts by accessing the data in diﬀerent index
orders according to the conclusions of Wellein et al. [WZDH05]. They pointed out
that for IA32 based machines performance of a code based on a multi-dimensional
data array can be improved when using a Structure-of-Arrays (SoA) layout instead of
an Array-of-Structures (AoS). Since even further improvements are possible by other
nontypical index-permutations, the DataLayout class is designed to support every
possible combination of index orders.
Therefore, internally a one-dimensional array is allocated and addressed, according
to the chosen layout by using the oﬀset formula:
Index = a ∗ x + b ∗ y + c ∗ z + d ∗ l ,
where x, y, z and l are the variables specified by a Get function to access the data item
l at the cell coordinates (x, y, z), and a, b, c, d are strides that are defined according
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to the chosen data layout. For an AoS layout, this results in:
a = NrItems
b = DimX ∗ NrItems

c = DimY ∗ DimX ∗ NrItems

d = 1
while a SoA layout is realized by:

a = 1
b = DimX
c = DimY ∗ DimX

d = DimZ ∗ DimY ∗ DimX
Thus, besides the shown permutations, also other combinations are possible, which
are e.g. discussed in a paper by Donath et al. [Don04].
Since all functions accessing the data are inlined, it is expected that the compiler is
able to optimize the overhead of additional index calculations compared to a standard
implementation by the use of loop-invariant code motion.
Accessing Data Data access is encapsulated by the Field classes (e.g. the PDFField,
see Figure 4.2) which feature appropriate Get and Set functions for every purpose.
For each function two overloaded versions exist, oﬀering the possibility to either access a data by its coordinates x, y and z, or an index. Additionally, the classes contain
helper functions to modify and organize the data.
For debugging purposes, every function that accesses or changes data has a “Monitored”
counterpart (e.g. MonitoredGet). By setting appropriate preprocessor definitions,
the standard Get function call is replaced by its MonitoredGet complement. These
Monitored functions perform extra data checks, e.g. for valid coordinates, correct
physical values, or perform extra logging like monitoring a cell.
Benchmarking The main goals of the waLBerla project are usability, eﬃciency
and scalability. In order to achieve a good eﬃciency of the code on diﬀerent platforms,
the performance is measured, analyzed and compared regularly. For that reason,
benchmarking functionality can be activated in the framework. Via compiler switch,
measurements of the following values are conducted and printed to the output file:
• The maximum CPU or wall clock time of all MPI processes
• The minimum CPU or wall clock time of all MPI processes
• The diﬀerence between minimum CPU time and maximum CPU time in %
• The number of fluid cells in the complete domain
• The number of fluid lattice updates per second
• The number of lattice updates per second
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• An estimated memory bandwidth per second
This measurements can help to evaluate diﬀerent implementations, the eﬀect of different compilers, or the behavior on diﬀerent machines. Additionally, the run-time
of each individual sweep can be detected, allowing a detailed analysis and an eﬀective way for optimizing the code. These functionalities are used for the performance
measurements presented in Chapter9.
Furthermore, a benchmarking suite was set up with the use of python scripts, which
checks the LBM program run-time for diﬀerent implementations of the stream collide
loop, two diﬀerent data layouts and a given set of domain sizes. With the help of this
tool, the most eﬃcient implementation can be found conveniently. Results from this
tool are given in Chapter 9.3.2.

Simulation Output
Paraview waLBerla is intended to be a software which can be used easily and
without any additional costs. The same has to hold for the visualization of the
results. Thus, the waLBerla team concentrated on the open-source software Paraview [Par11]. Paraview features a flexible and intuitive user interface and supports
distributed computation models to process large data sets. It is available for Linux,
Windows and Macintosh computers and thus backs the platform independency of
waLBerla. The software handles the following data formats:
• Raw data files
• VTK (visualization tool kit [VTK11]) files
• Diﬀerent proprietary input formats.
A flexible and open format is the VTK-format, which supports legacy, serial and
XML based file formats. The serial formats are easy to read and write either by hand
or by program. However, these formats are not flexible enough to handle distributed
data sets. In a first step, a serial Paraview writer was implemented in waLBerla. It
supported ASCII and binary output, where ASCII is reasonable and practicable for
small sets since the data can be viewed in an editor. Reading binary data in Paraview
is much faster than the ASCII pendant, thus recommended for visualization. Since
Paraview processes legacy binary files only in Big Endian format, the binary output
is swapped if necessary before being written to file.
In the current release, also output in XML format is supported, which allows distributed data sets. This is especially important for parallel simulations. Currently
files of type PVTS and PVTU can be written. These types specify a parallel version of
the standard types VTS and VTU for structured and unstructured data, respectively.
When using physical output format instead of lattice values, waLBerla allocates arrays for these data and provides functionality for converting the values from lattice
to physical ones (according to the formulas from Subsection 2.5.3). During the simulation for each patch one data file per time step is written and the master process
only writes one global file containing no data, but the names of the files to combine
the information to an aggregated output.
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XMGrace The aim of each fluid simulation is the computation of results to gain
a deeper insight into the simulated application or process. Especially for massively
parallel simulations it is not possible to store all the simulation data, thus aggregation
of the data is necessary. These results are organized in the waLBerla project by the
SimOutput class. This class organizes several SimOutputCases, which calculate and
write the data for one particular case. E.g. the average density is calculated by the
case AvgDens and written out to a text file as well as to a file in XmGrace [Gra11]
format.
If the program is executed in parallel, only one process writes the data, which is
collected from all processes. Examples for SimOutputCases are
• AverageDensity/AverageVelocity
• MaximumDensity/MaximumVelocity
• DensLine
• VelocityLine
• .....
POV-Ray To generate realistic 3D images of the simulation scene, a raytracer can
be used. waLBerla supports a raytracing output in POV-Ray [PR11] format. In
case of parallel simulations, per visualization time step each process writes its local
objects to one file. Additionally, a master file for each time step, resource files for e.g.
camera positions and light sources and files for static planes are created by a master
process. The files can be rendered after the simulation with the POV-Ray raytracer.
Besides visualizing the objects in the scene, also velocity and density values can be
included in the images and free surfaces can be shown. More on the features and
usage of the POV-Ray output in waLBerla is given in Bogner et al. [BDFR09].

4.2 The Physics Engine
To simulate the motion and interaction of particles, diﬀerent simulation approaches
exist. Many techniques abstract the particles as point masses and therefore have to
model the interaction by potentials. This approach can be parallelized eﬃciently and
allows a large number of simulated particles. However, since the shape of the particles
is neglected, a more detailed view on some physical eﬀects is not possible.
Another simulation approach is rigid body dynamics (RBD) [Ani06], where the objects are geometrically fully resolved, which enables the simulation of diﬀerently
shaped objects. Additionally, contacts between objects are fully resolved, which allows to include elastic or inelastic collisions as well as frictional contacts, if necessary.
In contrast to other fully resolved approaches, where the forces are calculated from
the deformations of the particles, in RBD the objects are considered as undeformable
and perfectly rigid, and therefore the forces result from the motion constraints of contacting bodies to prevent interpenetration. To calculate these forces, usually a global
system of all collision constraints is set up (see [RA05] or [Pre08] for an overview
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of rigid multibody dynamics), resulting in a linear complementarity problem (LCP).
The solution can then be calculated by e.g. the Lemke, the projected Gauss-Seidel,
or a conjugated projected Gauss-Seidel algorithm. The LCP-based solvers are physically accurate, however, they are numerically more complex and diﬃcult to parallelize [RDA03]. Another method to calculate the repelling forces is the fast frictional
dynamics algorithm (FFD) [KEP05, Wen07]. Due to its strictly local collision treatment, the FFD algorithm is not as accurate as the LCP-based solvers, but has a linear
complexity in the number of collisions and is perfectly suited for parallelization.
Table 4.1: Comparison of rigid body solvers.
Type of solver
Physically accurate formulation
Linear runtime complexity
Suited for large-scale parallelization

LCP-based solvers

FFD solver

Yes
No
No

No
Yes
Yes

The pe (for the pe logo and some examples of applications, see Figure 4.6) is a rigid
body dynamics framework with diﬀerent collision algorithms. It allows to simulate
a large number of diﬀerently shaped objects in parallel. It is written in C++ and
enables the simulation of primitives like spheres, boxes and capsules and arbitrary
combinations of them (see Figure 4.7).
The pe was developed as a separate, but supplementary framework to waLBerla to
deal with the dynamics of rigid objects. It oﬀers a convenient interface to couple the
fluid/LBM simulation and the rigid body simulation [Igl10]. The hydrodynamic forces
from the fluid on the objects are determined in waLBerla and then transferred to
the pe. Here, the movement of the bodies is performed, based on Newton’s laws of
motion and the collision constraints. More details about the coupling algorithm are
given in Chapter 3, more on the pe framework can be found in [IR09b, IR10].

4.3 Simulating Moving Objects with waLBerla and the
Physics Engine
The coupling of the waLBerla framework and the pe framework is illustrated in
Figure 4.8. The rigid bodies are represented as boundary conditions in the flow
simulation, which influence the flow. The forces acting from the flow onto the objects
are calculated in waLBerla and transferred to the pe framework, which then uses the
forces to update the velocities and positions of the objects. These objects then again
are used in the next time step in waLBerla for setting the boundary conditions.
The entire algorithm is split into four steps (according to Section 3.2), which are
separate working packages and thus implemented in four sweeps in waLBerla:
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Figure 4.6: The pe framework with examples of diﬀerent applications. Courtesy of
Klaus Iglberger.

Figure 4.7: An example of the pe primitives and a combination of them. Courtesy of
Klaus Iglberger.

Figure 4.8: Illustration of the two-way coupling of waLBerla fluid solver and pe
rigid body dynamics solver.

47

4 The Software

• ObjectMappingSweep: This sweep is performing the object mapping onto the
lattice Boltzmann grid including the reconstruction of missing cells in case of
cell changes.
• LBMStreamCollideSweep: This sweep is the standard LBM stream collide sweep.
• ForceEvaluationSweep: This sweep calculates the forces from the fluid to the
objects.
• PeSweep: This sweep performs time steps in the rigid body dynamics solver
including object movement, friction and collision treatment.
The ObjectMappingSweep iterates over all local bodies and modifies the flag field
of the LBM simulation according to the objects, as described in Subsections 3.2.1.
Additionally, this sweep reconstructs the missing distribution functions in case of
cell changes (see Subsection 3.2.2). After the standard LBM stream collide sweep
to update the fluid grid, the ForceEvaluationSweep sums up the forces per body
according to Subsection 3.2.3. These forces are used in the pe framework, which
performs in the PeSweep a given number of time steps.
In waLBerla all necessary methods and data for the moving objects are implemented in the MOObstacle class, the ParticleInit function and the sweep functions
mentioned previously. The MOObstacle class manages all necessary data for the simulation of moving objects. Here, also the parameters for the simulation of the moving
objects are stored, which are initialized by the ParticleInit function.
In case of parallel simulations with the LCP solver, all additional data containers
and methods for the parallelization are implemented in the MOObstacle class. These
are not necessary for parallel simulations with the FFD solver, since the pe framework oﬀers an internal parallelization for this solver. More on the coupling of both
frameworks in case of parallel simulations can be found in Subsection 5.2.3.
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5 Parallelization
If you wish to travel far and fast, travel light. Take oﬀ all your envies,
jealousies, unforgiveness, selfishness and fears.
Cesare Pavese

In the previous chapters, the numerical methods were introduced, which allow simulations of particulate flows on a single compute unit. However, today’s processor chips
consists of several cores. Each core is a processing unit and can perform computations
autonomously. To utilize all cores on one processor, a parallelization of the software
is needed, which is discussed in the remainder of this chapter. A parallel software
is also essential for running on compute clusters, e.g. supercomputers, which are
clusters with many processors connected by a fast network. These machines not only
support parallel computations, but many times also parallel I/O, which can be used
by the software to accelerate the read and write procedures. Furthermore, restarting
mechanisms are necessary for productive runs in case of node crashes or insuﬃcient
queuing times.

5.1 Parallel Lattice Boltzmann
In order to perform a parallel simulation, the domain must be distributed to the
processes. In waLBerla, the domain is subdivided into patches (see Section 4.1.3
and Figure 5.1), where several patches can be handled by one process. A set of
patches, which is calculated by one process is called a subdomain. The number of
patches in x-,y- and z-direction can be specified by the user. Then, depending on the
chosen algorithm, the patches are assigned to the processes. Two possibilities for the
placement exist:
• The standard algorithm, where the patches are placed according to a three-dimensional decomposition of the domain
• The autoplace function, where the list of patches is divided into (nearly) equal
parts and then assigned to the processes
In the standard algorithm, the processes are divided in a Cartesian grid using the
MPI Dims create function. The function can be optimized for a given topology depending on the hardware. Thus, the outcome of this MPI function depends on the
MPI implementation and the hardware and can be considered as the optimal distribution in terms of communication costs. A typical result for diﬀerent number of
processes is shown in Table 5.1. In order to reduce the size of the communicated data,
the domain should be decomposed in 3D instead of 1D, or 2D, which is illustrated
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Figure 5.1: Hierarchy in waLBerla.
in Table 5.2 for eight processes. However, for this number of processes and a next
neighbor communication, a 3D decomposition results in 56 messages, compared to 14
messages for 1D and 32 messages for 2D.
Table 5.1: Result of the MPI Dims create function for diﬀerent number of processes
for two and three dimensions.
Number of processes
2
4
4
5
16

Number of
dimensions
2
2
3
3
3

Number of processes in
x-direction y-direction z-direction
2
2
2
5
4

1
2
2
1
2

1
1
1
1
2

When simulating porous media or mapping objects to the grid, some patches may
not hold any fluid cells and thus need not to be included in the calculation. The
standard algorithm for the placement would still map the patches depending on the
Cartesian decomposition, which will lead to an imbalance of the work. An example
for a placement of 64 patches with the standard algorithm is given in Figure 5.2. Here,
the domain is divided in two parts in x-direction and two parts in y-direction, and
the 64 patches are placed according to this decomposition. In this example process 1
computes ten patches, process 2 no patches, process 3 ten patches and process 4 five
patches. Note that this results in a large imbalance of the distributed work. However,
for this problem, the autoplace variant can help. Here, all patches with fluid cells
are first put to a list, and this list is then distributed according to the processes. An
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Table 5.2: Number of messages and size of all communicated data for an overall domain size of 100 × 100 × 100 lattice cells, next neighbor communication and
diﬀerent decompositions. In this example only one variable per ghost cell
is exchanged.
Decomposition
1D
2D
3D

Number of processes in
x-direction y-direction z-direction
8
4
2

1
2
2

(a) Placement of the patches, where
patches without fluid cells are shown.

1
1
2

Number of
messages

Size of communicated data

14
32
56

140000
81200
61208

(b) Placement of the patches,
where patches without fluid cells
are not shown.

Figure 5.2: Placement of the patches for standard algorithm.
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example is shown in Figure 5.3, where the imbalance is significantly reduced. Process
1 calculates seven patches, and all remaining processes handle six patches.

(a) For the autoplace algorithm
only patches including fluid cells
are taken into account.

(b) Placement of the patches,
where patches without fluid cells
are not shown.

 



 



 



 



  

Figure 5.3: Placement of the patches for autoplace algorithm.

In each time step, the patches are independent of each other due to the surrounding
ghost layer, which needs to be updated before the time step. The communication for
a simple one-dimensional decomposition of four patches on four processes is shown
in Figure 5.4. Here, each boundary process needs to communicate to one other
process and each inner process to two other processes. The figure also illustrates the
internal buﬀers, which are first filled with the necessary information from cells in the
inner domain. Then, the message is sent via MPI Isend function and received on the
connected process with an MPI Receive. Before calling the receive function, the size
of the message is detected by a combination of MPI Probe and MPI Get count. This is
necessary to support messages of diﬀerent size, e.g. to support receiving information
on particles. Finally, the data are copied to the ghost cells. The domain can also be
decomposed in two or three dimensions, which reduces the amount of communicated
data per message, but increases the number of communication partners and messages.
An example is given in Figure 5.5, where the number of required messages increases
from six in 1D to 12 in 2D for the same number of processes. However, this leads to
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smaller message sizes.
When calculating more than one patch per process, the number of messages between
the processes increases drastically. Already for two patches per process and two
processes this would lead to 8 messages (as indicated in Figure 5.6). To reduce the
number of messages, data transferred between two processes are accumulated and
transferred en bloc instead of sending one message per ghost block (see Figure 5.7).
This reduces the number of messages significantly and reduces the communication
overhead.

 

 

   


 



 

 

!
   
  

 

Figure 5.4: Detailed view of domain decomposition in 1D on four processes.

5.2 Parallel Particulate Flow Simulations
For parallel simulations of particulate flows, besides the lattice Boltzmann, also the
rigid body dynamics part needs to be parallelized. This is done for both rigid body
solver types introduced in Section 4.2 and discussed in the following sections.
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Figure 5.5: Domain decomposition in 2D on four processes.

  




   
    
   



  

Figure 5.6: Domain decomposition in 2D on two processes with two patches per process.

 
 



 
  


 

  

   



Figure 5.7: Domain decomposition in 2D on two processes with two patches per process using one communication buﬀer per process.

54

CHAPTER 5

5.2.1 LCP

While the parallelization of the LBM is comparatively straight forward, the parallelization of the physics engine is still an ongoing research area. As a general problem,
the rigidity assumption causes problems if rigid objects are in contact across several
processes. Then the collision system necessary for the solution can only be set up
with information of all involved processes. The approach for the parallel simulation
of the coupled LBM-rigid body dynamics system with the LCP based solver (see Section 4.2) therefore involves local pe instances for objects that can be handled locally,
and a global pe instance for the treatment of groups of rigid objects spanning several
processes.
In case of a parallel simulation with N processes, N − 1 processes (called “local
workers”) are responsible for the simulation of the fluid and the local objects, whereas
one process (the global pe instance) is dealing with the remaining objects. The objects
are distributed to the processes according to their physical position, which results in
objects that are cut by process interfaces. These and the objects possibly colliding
with them are treated by the global pe instance. The design of this ansatz makes it not
scalable on larger systems, because the global pe instance is a bottleneck, especially
when it has to compute many objects. For sparsely packed systems and a small
number of processes, the global pe instance only handles some objects, or sometimes
also no objects at all. To maintain a good performance for the latter case, the global
pe instance is programmed as an event triggered system. When no particles are sent
to the global process, than the process is idle and the local processes do not need to
synchronize with the global one, which reduces the communication costs.
As described in Section 4.2, within the physics engine a system of equations is set
up for all objects in each time step. In the algorithm discussed here, all rigid objects which can be treated locally (as they cannot collide with objects from other
processes), are treated by the local workers. Only objects on process interfaces and
all objects which can collide with them in the current time step are computed globally by transferring their data to the global pe instance. The decision if the objects
can collide is based on the distance between the objects. If the distance is smaller
than 0.1 lattice cells, it is assumed that the objects can collide in the current time
step, because the maximal lattice velocity is 0.1 (see Subsection 2.5.3). An example
is given in Figure 5.8. Note that all spheres indicated by a number are near contact and thus have to be sent to the global pe instance. The global pe instance then
resolves the collisions, computes the movement and sends the updated information
back to the local processes. Objects approaching the boundary of the local domain
are transferred to the appropriate neighboring process if the distance to the boundary
is less than 2 lattice cells. Here at least one lattice cell is needed, since the ghost layer
is also updated with the object information. The complete procedure is shown in
Algorithm 5.1 (for the serial algorithm see Section 3.2).
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Figure 5.8: Setup of a simulation with the LCP solver and three MPI processes. Rigid
bodies completely lying in the domain of one process and not near contact
with other bodies on another process are managed by the local process.
All remaining objects are treated by a third process called global pe instance. In case bodies are moving onto a process boundary or colliding
with objects on the boundary, their data have to be transferred to the
global pe instance. In case they are leaving the boundary region or they
cannot collide anymore with objects on the boundary, the responsibility
for the body is transferred back to the local process.
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Algorithm 5.1 Coupled LBM-pe solver (LCP variant)
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:

for each time step do
for each body B do
Map B to lattice grid and reconstruct missing PDFs in case of cell changes
end for
for each lattice cell do
Apply boundary conditions and stream and collide PDFs
end for
for each surface cell do
Add forces from fluid to rigid objects
end for
for each body B do
if B near process interface then
Send B to global pe instance
end if
end for
Perform time steps on local and global pe instances
Send data from objects on global instance back to local workers
Update local objects
if object C detected near process interface then
Send C to neighboring process
end if
end for
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5.2.2 FFD
The parallelization of the FFD solver is fully integrated in the pe framework and thus
not explained in detail here. More detailed information on this can be found in a
PhD thesis [Igl10]. A sketch of the procedure is shown in Algorithm 5.2. In the FFD
solver, collisions are only resolved pairwise and thus can be performed locally with the
information of the corresponding processes. Thus, no global pe instance is required.
Instead, all processes are only distributed according to the LBM domain decomposition. This variant is clearly much more scalable than the parallelization of the LCP
solver. Each process, as in the previous parallelization, stores the information of the
objects that are fully and partly contained in the process local subdomains. However, the process containing the center of mass is in charge of the objects and performs
all necessary updates. This process is called responsible process. Additionally, this
process has to synchronize the information with all corresponding processes. All corresponding processes only send their part of the force and torque to the responsible
process and wait for the update. With this algorithm, four MPI communications are
necessary in each pe time step. Note that only next neighbor communications are
needed. An example for the treatment is given in Figure 5.9. Here all spheres are
calculated by the corresponding local process using information of the neighboring
process.
Algorithm 5.2 Coupled LBM-pe solver (FFD variant)
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:

for each time step do
for each body B do
Map B to lattice grid and reconstruct missing PDFs in case of cell changes
end for
for each lattice cell do
Apply boundary conditions and stream and collide PDFs
end for
for each surface cell do
Add forces from fluid to rigid objects
end for
Perform pe time steps
end for

5.2.3 Integration of the Rigid Body Framework in the waLBerla
Framework
Both previously discussed parallelization strategies for the rigid body simulations are
integrated in the waLBerla framework and can be chosen by a compiler switch.
In case of the LCP variant, all data structures necessary for the parallel part are
incorporated in waLBerla, while each of the pe instances is still working as diﬀerent
independent serial program, without further knowledge of the others. Note that for
an eﬃcient mapping and force calculation, and in order not to introduce additional
communication steps for the mapping process, rigid objects have to reside on the same
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Figure 5.9: Setup of a simulation with the FFD solver and two MPI processes. Rigid
bodies are exclusively managed by the process their reference point (in
waLBerla the center of mass) belongs to. In case they are partially
contained in the domain of a remote process, they have to be synchronized
with the other process, where they are treated as remote bodies.
processes as the LBM patches they are contained in. Thus, the domain decomposition
is performed according to the LBM subdomains. However, the global pe instance holds
the whole simulation domain in order to treat each individual object of the simulation,
if necessary.
In the FFD variant, the parallelization is fully integrated in the pe part. To set up the
pe communication and perform the domain decomposition, the framework provides
so-called connect functions, which support diﬀerent types of subdomains. For the
simulations, currently only rectangular subdomains are used. Since the rigid body
simulation is independent of any grid, the subdomain partitioning of the rigid body
simulation is adapted to the LBM partitioning, which results in an eﬃcient mapping
and force calculation. Therefore each process only knows about all particles that are
(partially) inside its own subdomain. Only next neighbor information needs to be
exchanged, which reduces the communication overhead.

5.3 Parallel IO
One of the main targets of waLBerla is a highly scalable parallel program running
on a large number of CPUs. Therefore not only the simulation algorithms have to
support multiple processes, but also the input- and output-routines of the simulation. In an earlier version, the parameter file was read and parsed by each individual
process. However, for simulations with many processes, this was a bottleneck for the
file system, because thousands of processes simultaneously tried to read the file, but
the filesystem only supports a fixed number of simultaneous read operations. Thus,
reading the file was serialized on these machines. To resolve this problem, in the current version, only one process in waLBerla reads and parses the file and distributes
the contained information to the remaining processes by MPI communication. This
reduces the start up time on these machines, especially for runs with many processes.
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For the visualization of the simulation huge data sets have to be written to disk. Since
the domain is split into several patches on diﬀerent processes (see Subsection 4.1.3),
one option is to use a master collecting process, which gathers all information necessary for the output and writes it to one file. Unfortunately this leads to a huge
communication eﬀort between the processes, which slows down the performance even
if the output is rarely written. Furthermore, a single file could become very large.
VTK [VTK11] supports parallel files (see Subsection 4.1.5), which are referenced by
a single file. This is utilized to reduce the communication between the processes. At
the beginning each process sends only a message with the number of local files to the
master process, which then writes the master file. During simulation each process
only needs to write its own data, thus no data have to be sent to other processes for
the output. Since each process writes to its own distinct file, most parallel file systems
can cope with the load. However, this could be further optimized by grouping some
processes, which then only write one file using e.g. MPI-IO [CFF+ 95]. Especially
when processing cores of one node are grouped, this could further increase the IO
eﬃciency.

5.4 Checkpointing
In recent years the number of processors in high performance computer systems
(HPC) was rapidly increasing. In June 2000, the average number of processors of
the Top500 systems [Top11] was 231 per system, in the current list from June 2011,
the average was 15 560 per system. This means an increase of a factor of more then
1.46 per year.
For a system of N identical components, the mean time between failure (MTBF) is
defined as
Component M T BF
System M T BF =
,
(5.1)
N
which means a decreasing system MTBF for increasing the system size when using
the same components. An analysis of Arnold [Arn08] for real-world systems shows
a similar trend. An excerpt of his results is given in Table 5.3, which also shows an
estimate for a system size of one million of processors. Especially for large systems
Table 5.3: HPC failure statistics (from Arnold [Arn08]).

System
BG/L
Franklin (Cray XT4)
Purple (IBM Power 5)
Seaborg (IBM SP)
Jacquard (Linux cluster)
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Number of
processors

System
MTBF
(days)

Processor
MTBF
(years)

Estimated
MTBF for
106 Procs.

131 072
19 320
12 256
6 080
712

6.23
1.86
1.25
14.59
16.02

2237.20
98.45
41.97
243.03
31.25

19h36m
52m
22m
2h8m
16m
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with thousands of processors, the MTBF is small. Even for the IBM BG/L with a
single component MTBF of more than 2 200 years, the estimated MTBF for a million
processor system is below one day. Additionally, when running on the full machine,
in case of a node crash, the complete simulation has to be redone. There are at least
two possibilities to handle system failures:
• Redundant hardware
• Redundancy in software
Currently, no mechanisms in hardware exist, which can deal with node crashes during
running simulations on supercomputers. There are MPI implementations, which oﬀer
the opportunity to check the processes the simulation is running on and to reallocate
new processes if necessary (e.g. in case of node crash). One example is the Open
Resilient Cluster Manager (ORCM) in OpenMPI [Cas10]. However, on the current
supercomputers the necessary mechanisms or the software itself are not installed or
not supported. Thus, the only possibility is a treatment within the running software.
Additionally, on many systems the queuing time is limited. For some productive
simulations, the queuing time does not suﬃce the needed runtime. Both issues create
the need for a mechanism to overcome these limitations.
In order to eliminate the problems in case of node crashes or too small queuing
times, a restart mechanism was integrated into the waLBerla framework. For each
application, the user can determine all needed data fields for restarting and adds
the names of the data fields to a configuration file. The time step for writing, or
the wall clock time can then be given in the parameter file for the simulation. The
framework then writes the necessary field data in binary to a file. For each patch, one
file is created, which allows to change the number of processes in case of restarting.
Additionally, this allows to write all files in parallel. The rigid objects are written
to a separate file for each patch, which only contains patch local objects and has
the same format as the parameter file for the objects. This allows a faster restart
than the original simulation, because the objects need not to be distributed to the
corresponding process any more.
The restart mechanism creates large data files, which can also be a problem of file
quota on HPC systems. It could further be optimized by e.g. not saving the PDFs
completely, but saving macroscopic values and non equilibrium parts instead and then
recomputing the PDFs in case of restart. Alternatively, the data could be compressed
using the idea from Rector [RS10] to reduce the amount of saved data. However, both
variants are currently not implemented in the code.

61

6 Software Verification

6 Software Verification
It is a capital mistake to theorize before one has data.
Sherlock Holmes

The word bug was already used in the 19th century predates computers and computer software to describe inexplicable defects and mechanical malfunctions during
engineering, e.g by Thomas Edison in 1878. Today the word is utilized to describe
many diﬀerent things. When a program fails, people often refer to software bugs. But
this creates the illusion, that bugs creep into the code by their own and can easily
be extracted again. Most times this is not the case during software development.
However, according to Zeller [Zel05], the failure originates in the following stages:
• The programmer creates a defect, which is an incorrect program code
• The defect causes an infection, which is an incorrect program state
• The infection propagates
• The infection causes a failure, which is an observable incorrect program behavior
These definitions are used in the remainder of this thesis. Additionally, Zeller introduces a flaw as a defect, which cannot be attributed to a specific location in the
software, but rather to its overall design or architecture. In contrast to Zeller’s definitions, the ISO/IEC defines an error as an incorrect program state, which is the same
as an infection in Zeller’s definition, and IEEE uses the term fault as defect is used
in Zeller’s work.
Debugging is one of the most elaborate tasks in the software development process.
Programmers spend a lot of time finding and fixing defects—estimates range up to half
or more of their work days [Zel05]. In the last years the number of lines of code (LOC)
in software packages increased significantly, because the software becomes more and
more complex. Hence, debugging these programs is a diﬃcult task, especially when
the package is created by several programmers. In this section diﬀerent techniques
to reduce defects in the software and to debug the programs are described, starting
with locating the defects up to fixing the problem.
Debugging in general is always done in the following steps [Som04]:
• Locate defect
• Design repair
• Repair
• Retest
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A more detailed description of debugging is the TRAFFIC principle [Zel05]:
• Track problem
• Reproduce
• Automate and simplify
• Find origin
• Focus on the most likely options
• Isolate
• Correct and learn
Tracking the problem in a software code from university is often simple, since many
times the user of the code is also the programmer. If this is not the case, a tool for
adding and tracking the failures is necessary. In these tools, the users can e.g. add a
description of the problem, the version of the software they are using, the operating
system, the severity, the priority, diagnostic information, etc. All the information is
put to a database and then can be searched and modified by the person managing
and fixing the failure. An example for such a tool is the Bugzilla framework [Bug11].
Reproducing the problem in scientific codes is also easier, compared to commercial
codes. Many times it is suﬃcient to re-run the code with the same parameters on the
same machine, because the same machine can be used and no user interactions are
done. The remaining tasks of the TRAFFIC principle are described in the following
sections.

6.1 Simplifying Problems
Many problems in software can be found during testing by the developer before the
overall framework is completed. Testing is the process of executing the program
with the intent of producing some problem. A defect can be located and repaired
much more eﬀectively, when found during software development rather than during
productive usage. Therefore tests should already be created during the specification
of the software, which then can also simplify debugging. Since tests are executed
often (during development, to find a failure and to fix it), they should be automated,
which allows the reuse of the tests, makes them repeatable and increases confidence
in the software. A program can be tested at presentation layer, functional layer, unit
layer or in complete. In waLBerla, a test suite is integrated, which contains unit
tests and overall tests (see Subsection 4.1.2). This suite should be executed before
a new version is committed to SVN, which helps to maintain stable versions. In the
test suite diﬀerent variants can be executed in order to test the standard fluid solver
or the applications. Additionally, results from serial runs can be compared to those
of parallel runs in order to verify multi process usage. This also simplifies debugging
of the parallel program.
As writing code for tests does not lead to a productive output for the actual work of
the programmers, this task is often considered as time that could be saved. However,
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a thorough test suite can significantly reduce the debugging time. Generally, the
earlier in the design process testing is incorporated, the more it pays oﬀ.
If testing did not help to prevent the defect, one should try to simplify the problem
before finding the origin. The coupled waLBerla-pe framework currently contains
more than 300 000 lines of code, which are virtually impossible to check separately.
Therefore simplifying is essential to find the defect, but also facilitates debugging
due to shorter program runs. For example a specific failure occurs after 10 hours
of execution on 1024 processes. In order to find and fix the defect and to test the
program, one would need 30 runs. This would result in 300 hours on 1024 cores,
which sum up to 307 200 core hours. Additionally, estimating a 40 hour week for a
developer, this would result in 7 weeks of work if the runs always start right after
scheduling. Simplifying in this case means:
• Reduce number of processes. Ideally, the program fails in the serial case, which
is easier to debug
• Reduce the domain size and thus memory consumption and execution time
• Reduce the number of objects in case of fluid particle interaction. This allows
to keep track of the necessary variables of the objects
• Reduce the output during program run to simplify analyzing
Simplified tests are easier to communicate in the group, reduce program runs and
subsume duplicate errors. However, the simplification process should not be too
extensive, because sometimes it is not possible to reduce the problem. One should
stop e.g when a certain granularity is reached, no progress is made or a given amount of
time is elapsed. In general, automatic techniques for simplifying, e.g. delta debugging
[ZH02], should be applied if possible. As an example, the input of the program could
be reduced automatically by deleting half of the input file until the failure no longer
occurs. Combining this with passing runs, the failure could be reduced to a certain
input, pointing to the defect. In case of waLBerla this is a diﬃcult task. Consider
an input file for the simulation, including domain description, simulation parameters,
etc. In this file some parts cannot be deleted, because they are necessary for setting
up the simulation. However, this technique can e.g. be adopted for the objects
contained in the simulation. These objects can be deleted from the input file until
the test passes, which could help to reduce the problem size. A similar technique also
holds for code changes. If a defect in the current version causes a failure, one should
first test the previous versions from SVN. If this version creates the correct results,
one should compare the changes between both versions. This can also help to deduce
the problem.
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6.2 Finding Failure Causes
Something impossible occurred and the only solid information is that it
really did occur. So we must think backwards from the result to discover
the reason.
Kerninghan and Pike

When observing an illegal program state, the best way for debugging is thinking backwards. This means, having the incorrect state, one should check previous statements,
which could influence the state, and also identify and neglect irrelevant statements.
This approach can eﬃciently narrow down the search space. In order to guarantee
correct data, in waLBerla read and write permissions can be handled specifically for
each sweep. This assures the right behavior and helps to find incorrect data, when
this check is activated. During program run, only a few statements can influence
the value of the corrupted data, and knowing these statements is crucial for eﬃcient
debugging. These statements can be deduced from program code instead of using
program runs. E.g. one can focus on a subset of the program, which influences the
specific incorrect statement. This technique is called slicing and developed by Mark
Weiser in the early 1980s [Wei81].
“Defects that escape into the field are the hardest to track” [Zel05]. In order to locate
a defect quickly, diﬀerent techniques can help the programmer, which are discussed
below. Modern compilers help the programmer very eﬃciently to reduce the number
of defects in the code. If turned on during compilation, the compiler complains about
unreachable code, uninitialized and unused variables. These can lead to memory
leaks and memory accesses without permissions, which many times are diﬃcult to
track. However, e.g. for dynamic array accesses in standard C with pointers, these
problems cannot be tracked by the standard compiler, or their checking is switched
oﬀ during program run for performance reasons. When a segmentation fault occurs,
the program has accessed a memory location outside its memory scope and will be
interrupted by the operating system. However, e.g. accessing an element outside
an array not always results in a segmentation fault. The behavior of the following
program depends on the memory management of the underlying operating system
(OS).
int a [100];
for ( unsigned int i =0; i <1000;++ i )
{
a [ i ]= i ;
}
Listing 6.1: Exemplary code with an array access outside the array bounds, which
can create a failure.
Depending on the page size of the OS, the access outside the array bounds is caught or
not, because the OS can only detect the access without permission on the page level.
If the page size is 4096 Bytes and the array starts at the beginning of a page, assuming
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4 bytes for integer values, the defect is not caught by the OS, and the program may
be executed without exception, but could also result in unintended program behavior.
These failures are one of the most diﬃcult to locate. However, tools exist to detect
defects involving memory problems:
• Electric fence [Fen11]
The electric fence library oﬀers a possibility to detect “out of bounds” array
accesses in C. The basic idea is to allocate memory in one block, preceeded
by a non-existing memory, which is called the “electric fence”. When running
a program, in any cases a segmentation fault is thrown when accessing array
elements out of the array bounds.
• Heap C Assertions (see the man page of malloc for more information)
To avoid freeing a memory block more than once, which can lead to common
errors, the GNU-C library oﬀers a simple option by just setting the environment
variable MALLOC CHECK. Freeing the area more than once will abort the
program.
• Valgrind [Val11]
Valgrind is a tool which can locate the following problems:
– Read access of uninitialized memory
– Read and write access of non allocated memory
– Read and write access across array bounds
– Read and write access in special stack regions
– Detection of memory leaks
To detect these issues, Valgrind uses a simple technique. It keeps track of
the used memory in so-called shadow memory. Therefore, each memory bit is
associated with a control-value bit (V-bit). This bit is initialized unset. When
the associated memory is set, then the V-bit is set. Additionally, each byte is
associated with an allocation bit (A-bit), which is set when the corresponding
memory is allocated and cleared when deallocated. However, using Valgrind
also comes with some drawbacks. The code size, the execution time and the
memory consumption can increase significantly. Other memory checking tools
sometimes have a better performance. E.g. Purify [Pur11] just instruments
the code instead of keeping track of each memory byte, which results in faster
execution times.
• Language extensions
To avoid many of the previously discussed memory problems, other programming languages like Java oﬀer an internal memory management and garbage
control. However, many HPC programmers stick with Fortran, C and C++
due to performance reasons (which will not further be discussed here). A safer
dialect of these languages could help to detect and reduce problems associated
with memory. E.g. Cyclone [Cyc11] is an extension of C and oﬀers special
pointers to avoid memory misuse. One type of pointers in Cyclone cannot be
a NULL pointer, which prevents memory defects in the code. Additionally,
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Cyclone can detect array bound errors with its so-called fat pointers. These
special pointers not only record a location, but also bound information.

6.3 Focus
6.3.1 User Assertions
Adding user assertions to the code can help to focus on the origin of defects very
eﬃciently. These assertions can prevent the defects from propagating far. In an
assertion an expression is tested if valid or not. If it is not valid, a message is written
to the standard error device, and abort is called, terminating the program execution.
In the assertion, the programmer can for example check the current status of the code
against the specification, against a reference run, or check read/write permissions.
In order to find the defect, the assertion should also output the code line and the
file where the test failed using the appropriate macros LINE and FILE . The
programmer should add assertions, because the more active assertions, the more
chance to catch the problem. However, having many checks during execution also
slows down the program. Therefore, assertions can be turned oﬀ by a preprocessor
macro. This helps to create a fast code for production on the one side and to focus on
defects in debug mode on the other side. But this also creates the need for recompiling
when toggling between both. An example for the preprocessor macro is given in
Listing 6.2. In case debugging is switched oﬀ, the expression and the output for
the assert is still compiled in order to check the statements. This reduces problems
when switching between debug-mode and release-mode. In waLBerla assertions
assure the identification of illegal unintended program states (e.g when an object is
not allocated at the local process, but used), check array boundaries and test if field
values are in a given range. Additionally, tests are implemented for the read/write
permissions of our data fields. This feature can be activated by the user and helps
to detect unintended access. This is especially important during the sweeps. In each
sweep the user can specify the permissions for each data field. If one is violated during
execution, the program aborts with an information about the accessed field and the
permissions. This helps to detect defects, which would be hard to find otherwise.
# if _DEBUG
# define ASSERT ( expr , msg ) if (!( expr ) ) { LOG_ERROR ( " ASSERT ! � "
+ std :: string ( msg ) ) ; assert ( expr ) ;}
# else
# define ASSERT ( expr , msg ) if ( false && !( expr ) ) { LOG_ERROR ( "
ASSERT ! � " + std :: string ( msg ) ) ; assert ( expr ) ;}
# endif
Listing 6.2: Implementation of a assertion, which is only active in the debugging case.
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6.3.2 Logging

Logging data to some output can also help to observe facts during program runs. The
program can log aspects (”where am I”), concerns (”value is too high”), or advise
(”operation is not possible”) during execution. This information can help to find
defects. In general two possibilities exist to log information:
• Printf-Logging
• Logging class/library
Printf-logging is probably the most common technique to output information and
just means directly putting output statements (like printf, or std::cout streams) to
the source code. It is the simplest and the most eﬃcient technique on the first sight,
but also comes with severe drawbacks:
• Printf-debugging results in clobbered code, especially when the statements are
just out-commented when not needed anymore. But when they are erased when
unnecessary at the moment, they have to be rewritten by another programmer
when debugging again.
• It results in cluttered output, because during logging a lot of information might
be written. This can be improved by using a separate output device for logging
output.
• It slows down execution, especially when a lot of information is tracked or a
slow device is used.
• It can lead to a loss of data when the output is buﬀered before written. For
buﬀered output, the last events before the crash might not be written. Using
an unbuﬀered output (which could again slow down execution), or flushing the
output when crashing could prevent these problems.
Most of these problems are prevented by a dedicated logging class or logging framework. The logging class in waLBerla is a single-instance class providing atomic
logging functionality. One static instance ensures the correct order and immediate
flushing of outputs into the logging file. Since the call of the logging function represents an overhead, even if the function immediately returns in case of disabled
logging, macros were implemented, which can activate or deactivate the calls during compiling. The logging class provides three diﬀerent log macros for logging errors, warnings and informational messages and thus represents a primitive tool for a
code-global logging system. The logging system of waLBerla supports 4 diﬀerent
logging (verbosity) levels for logging informational messages, which are controlled
by preprocessor macros. Additionally, errors and warnings can be activated or suppressed. By using appropriate LOG ∗ preprocessor macros the log function calls are
inserted or removed depending on the definition and value of the preprocessor macros
NWARNING and LOGGING. Thus, when disabling logging, no function call has an impact
on performance. The same mechanism is used for get/set function calls (see Subsection 4.1.5), where a macro is replaced by a fast Get/Set or a sophisticated checking
MonitoredGet/MonitoredSet function depending on NDEBUG macro.
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For programmers there are no restrictions for the use of the logging macros and the
decision which verbosity level to choose for a log message. This way, the logging
mechanism provides a flexible tool for debugging and recording while not being too
ornate. In waLBerla the logging class additionally outputs the SVN version. This
also helps to keep track of previous program runs and also oﬀers a possibility to
compare results against other versions.

6.3.3 Tools
To focus on the origin of a failure and to find the defect, diﬀerent tools can be used:
• Debugger
• MPI tracer
A debugger is a program to test other programs. The debugger does not alter the test
program and allows flexible observations of arbitrary events. The user can additionally define breakpoints to stop the program at a given location, observe states and
change states, if wanted. In a debugger, no additional code is written. However, using a debugger most times creates large data and slows down program execution. An
example for a debugger is the GDB program [GDB11], which provides only console
interface. There are diﬀerent GUI frontends for GDB for graphical usage like DDD.
For thread and MPI parallel programs, there are special debuggers, which allow to
control single threads or processes. Examples for such a program are DDT [DDT11]
and Totalview [Tot11]. After program crash, in some cases also post-mortem debugging can help to deduce the error. Here the so-called core files provide information
about variables before the crash.
In order to check MPI messages, tools like Vampir [Vam11] or Intel Trace Analyzer
and Collector [Ana11] can provide the user with information on the message patterns,
sizes, senders and receivers. These tools can also help during debugging parallel runs.

6.4 Isolate
Sometimes a software failure is obvious and can be corrected easily after looking at
some program code. However, often eliminating the failure can be an exhaustive
task. In order to isolate the failure cause in a structured and systematic way, the
so-called scientific debugging technique can be applied. Originally, this method is
used in science, or by scientists to develop or explain natural phenomena. It is
called scientific method, because it tries to describe the usual way scientists work. A
modified version of this method, which can be applied for software debugging reads
(according to Zeller [Zel05]):
1. Observe a failure
2. Invent a hypothesis to the failure cause that is consistent with the observation
3. Use the hypothesis to make predictions
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4. Test the hypothesis by experiments and further observations
If experiment satisfies the prediction, refine the hypothesis
If experiment does not satisfy the prediction, create an alternate hypothesis
5. Repeat 3 and 4 until hypothesis can no longer be refined
This method works in a systematic and reproducible way and does not require a
priori knowledge. When it is used, a theory can be created, which explains how the
failure can evolve. This theory includes earlier explanations and should predict future
observations. Additionally, one should also keep all failing runs in mind, concentrate
on anomalies and also rethink about the specification. If an assumption was made
during specification, which is wrong, then it is many times diﬃcult for the same
person, who created the specification, to debug this problem. This person still believes
in the assumption during the debugging process, which many times is misleading due
to the error in reasoning.
If the scientific method is applied until the hypothesis can no longer be refined, the
failure cause can many times easily be found and corrected. During this work, the
process including all steps should be documented. This should include the hypothesis,
the prediction, the observation and the conclusion. This can eﬃciently help debugging
and reducing the number of hypotheses.
To isolate the failure cause, also the algorithmic debugging technique can be applied.
Here, the person debugging is guided interactively along the process. The supporting
program is asking questions about possible infection sources and then refines the
possible sources. An example for such a program is the AskIgor web page and the
DDinput, DDchange and DDstate plugins [ZBB+ 10] for Eclipse for Java programs.
However, this approach does not scale, it is not applicable to every problem, and
many programmers prefer to drive than to be driven.

6.5 Correct and Learn
When the failure cause was found, fixing it is most times simple, when it is no
flaw. However, here the programmer should spend some more time on correcting
the error in order not to introduce new problems. “The fundamental problem with
program maintenance is that fixing a defect has a substantial (20-50%) chance of
introducing another defect” [Bro95]. The programmer should show causality for the
failure, otherwise he could get on the wrong track. He should clearly understand the
infection chain, before correcting the defect. If the defect still occurs after the fix, or
a new one is detected, there are two possible reasons:
• The failure was caused by multiple defects
• The fix was wrong
If the second reason applies, the programmer should bring back the old version before
continuing. Otherwise this could lead to cluttered code and make further debugging
more diﬃcult.
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Before correcting the defect, the possible correction could be peer reviewed by another
programmer. This reduces incorrect fixes. Additionally, the programmer should
check for further occurrences of defects of the same type. After correcting the defect,
regression tests can help to show success. Then the error should be documented (at
least in the SVN commit message) and discussed in the programming group. Here,
quality assurance can help to avoid these types of defects in further programming
sessions.

6.6 Examples
In the following subsection, some examples of software failures are shown including
finding and fixing the corresponding defect. These examples occurred during the
development of the waLBerla and the pe frameworks and illustrate the software
verification process.

6.6.1 Nomansland
Duo cum faciunt idem, non est idem
Terenz

Let us consider a fault, which I called nomansland. First I give a small description of
the setup and afterwards of the incorrect program behavior.
The original simulation setup included 256 processes with an overall domain size of
640 × 400 × 400 lattice cells and around 5 000 randomly distributed spherical rigid
objects of diﬀerent size. The simulation was performed in a tube with time-varying
inflow condition at bottom and top including gravity. The simulation crashed with a
segmentation fault (an address of a particle was invalid) after more than 30 000 time
steps, which meant more than 2h runtime. Fortunately, I could reproduce the failure
quickly, since I used a fixed seed for the random generator, which created the positions
of the objects in the domain. I sticked to the TRAFFIC principle introduced earlier in
this chapter and tried to reduce the problem first by reducing the number of objects
in the domain and then by reducing the number of processes to a more handy count
of eight and a very small simulation domain. However, after some test runs (which
again needed hours), I could not reproduce the failure in this configuration. But a
test run with 64 processes and a domain size of 320 × 200 × 200 created a similar
fault, but with another particle. Analyzing both faults in more detail, I came to the
conclusion that both should result from the same infection. To further proceed, I
used the smaller configuration, which reduced the time for testing. Unfortunately,
this set up was still too large to test within a debugger, since execution time on 64
processes in debug mode was still in the range of days. For that reason to focus on
the failure, I activated additional logging statements within the code to check the
positions of the buggy object before the segmentation fault. After some more runs,
I realized that one of the particles disappeared from one time step to the other. A
more detailed look also showed, that before the crash the object was lying on eight
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processes, and the center of the object was very near to all process borders. This
indicated a problem for objects in this area, which I further focused on. It seems,
that no process of the pe took over responsibility for handling the object. The internal
tests of the pe, which determined the responsible process for the object were diﬀerent,
depending on the direction of the neighboring process. Let us consider each process
in Figure 6.1, which illustrates a simulation of a sphere (the center is located in
process 3) using four processes divided by three planes. Process 0 tests the position
of the sphere using plane A. This test concludes that the center of the object is not
in the half-space of the local process and thus process 0 is not responsible to treat
the sphere. Process 1 checks the position with the same half space created by plane
A and also decides that it is not responsible for the sphere. Process 2 checks with the
half-space from plane B and also decides that another process must be treating the
sphere. Finally Process 3 first checks with both previously defined half-spaces, which
show that it is responsible. Then it checks with plane C. This test also returns that
the process is not responsible for the sphere, because internally plane C’ is used for
the test. The representation of the diagonal plane is calculated using a root function
and a normalization. Due to numerical inaccuracies in these calculations plane C
is shifted by a small value to plane C’ (indicated by a dotted line in Figure 6.1),
which is used for the test. Thus, none of the processes treated the object anymore.
This infection propagated and resulted in a wrong collision treatment and finally in
the segmentation fault. In order to repair the defect in the code, the checks for the
detection of the responsible process were changed. A test with the modified program
showed no defect any more.





 





 

 
 

Figure 6.1: Sketch to illustrate the nomansland problem. In this example a spherical
object is treated by four processes. The planes A—C are used to detect
the process, which is responsible for the object. Due to inaccuracies, Plane
C is not aligned correctly and shifted to Plane C’ which is used for the
tests. This results in a wrong test for process 3.
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6.6.2 Unique ID
The following defect was very simple in general, but was very diﬃcult to track and
find. First I will give the simulation scenario and a problem description. Again, a
particulate flow scenario was simulated, now with a domain size of 1280 × 640 × 640
lattice cells and around 40 000 randomly distributed objects. 16 384 processes were
used for the simulation on the BlueGene/P cluster in Jülich [JUG11]. After more
than 250 000 time steps, the simulation crashed with a segmentation fault due to a
wrong address of an object. Again, I tried to reduce the number of processes, the
domain size and the number of objects, but did not succeed within some days. Thus,
I decided to not waste more time and to debug the original scenario, however again
without debugger due to unacceptable long runtimes on 16 384 processes. Activating
logging statements showed that before the crash very large forces were exerted on
the relevant object. Some more runs indicated, that the fluid field in the area of the
object was corrupted. Days later, it looked as if an object located near to the object
causing the crash, disappeared in one time step, and the lattice Boltzmann algorithm
caused shock waves in the surrounding area, which resulted in the large forces on the
object. But what happened to let the object disappear? A detailed analysis of the
debugging output, which was several megabytes large for the crashing process alone,
illustrates that the object does not disappear, but changes the position in one time
step for around 30 lattice cells hundred time steps before the crash. But the object
did not move further, because no unintended velocities appeared. It looked like this
object was not the same as the missing one, but had the same ID. Checking the
ID of the object with the programmer of the physics engine showed, that the ID is
unified and cannot change during simulation. However, a next debugging run raises
the assumption, that the unique ID was not really unique in the simulation run. In
order to reduce the file size of the debugging output, I switched on logging 1000 time
steps before the crash. In a next step, I switched on the logging output for the object
with the ID from beginning of the simulation and two processes returned the object.
Both processes were far away from each other, and thus this could not be the same
object, even if having the same unified ID. A look into the code gives the clue. In the
unified ID, a local counter of the object and the MPI rank was stored in an unsigned
integer value. In order to save both in one variable, the MPI rank was shifted 20
digits when 32-bit values were used, and 40 digits for 64-bit values (see Figure 6.2).
Thus, with 32-bit, 12 digits were left for the rank and with 64-bit 24 digits, resulting
in a range of 8 191 and 33 554 431, respectively. Now, the following assumption of
the programmer caused the defect: On large supercomputers with ten-thousands of
processors, always 64-bit values are used. This, however, was not the case for the
currently used system. On this supercomputer, the standard built-in data type for
unsigned integer was 32-bit. Thus, the IDs replicated when more than 8 191 processes
were used. But this did not cause an error at the beginning, because we were using a
local treatment. Thus, two processes far away from each other do not know anything
of each other, and a process also does not know objects from another process far away.
Only after hundred thousands of time steps, some objects with the same identifier,
originally far away from each other, met in one process. When this happened, the
cells of one of both objects were changed to fluid cells and resulted in shock waves
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in the surrounding area. This infection caused the crash. A repair for the defect was
trivial. A 64-bit data type was used, and the defect was repaired.












Figure 6.2: Sketch to illustrate the problem with the unique IDs. In the ID a local
counter and the MPI rank of the initial process is stored. For 32 bit and
64 bit data types, the MPI rank is shifted 20 or 40 bits, respectively,
resulting in only 8191 distinct processes for 32 bit data types.

6.6.3 Spurious Bugs
There are plenty of examples, fitting in this paragraph. However, two of them are
discussed below.
Quick Particles
A colleague asked me to help him during debugging moving objects in his part of the
code. He described the problem as follows: In the first time step, the objects move
far too fast. Before the step in the physics engine, everything is fine, but afterwards
the objects are too fast.
First of all, we tried to reproduce the problem, which was easy. With some more
debugging output, it was clear, that this was incorrect program behavior. Simplifying
was not necessary, since this problem was only running one time step on one process
with two spheres and six planes, restricting the simulation domain. To isolate the
problem, the first hypothesis was: “Collisions happen, which accelerate the objects
too much”. However, checking the positions of the objects and the radii of the spheres
in a PovRay output showed no collisions between the objects. The next hypothesis
including the first one concentrates on the forces: “The hydrodynamic forces are too
high, resulting in large accelerations and thus high velocities.” But the values were
negligibly small, which was in agreement with the scenario since in the first time step
no fluid velocities or pressure diﬀerences occurred near the object. Further thinking
about the physics resulted in the third assumption: “The density of the objects is very
low and thus resulting in large accelerations for small forces”, but these values turned
out to be also correct. All these arguments gathered from previous tests showed,
that the problem could hardly result from the fluid flow framework, since only forces
and torques are calculated there. Thus, the pe was analyzed in more detail. Even
if the scenario was that simple, the complexity was further reduced by deleting the
surrounding planes. Now, the program behavior was correct. So what happened?
Remembering an earlier debugging session, I realized a similar problem with planes
in the pe. The planes are not really treated as planes, but as half-spaces. If an object
is in a half-space, a collision is detected, and the pe tries to resolve the collision by
adding a force which produces an acceleration. However, the collision cannot be seen
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in the PovRay output, since there the planes are represented as planes instead of
half-spaces. Thus, the only reason for the incorrect program behavior was the input
file, where the normal vectors of the planes in the scenario were pointing outside the
simulation box. But the convention in the pe is a normal vector pointing inside the
box. Thus, this simple obscurity was the reason for the incorrect behavior, but this
was no software bug in the code. Due to this reason, these problems are very hard to
find.
Crash without Changes
Another example of a spurious bug can be described as follows: The framework
was working well on a compute cluster. Another run of the solver on this cluster
crashed. Thus, after reproducing, the scenario was reduced and additional output
added to isolate the problem. The part where the program was crashing was the MPI
system. After further tests and more debugging output, the reason for the problem
was really simple: The MPI version on this cluster was newly installed, but did not
work correctly. Again, this was not a bug in the software and thus diﬃcult to find.
To summarize: The lessons learnt from the last two examples are to think twice
before searching for bugs in the software and to include the whole environment when
searching.
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7 Extensions of the Method for
Particulate Flows
Nothing is more revealing than movement.
Martha Graham

In this chapter extensions of the method from Chapter 3 are introduced. These can
reduce the numerical errors or limitations of the method for simulation scenarios with
objects incorporated in the flow with and without gravity. First, a simple technique
to reduce the volume error is proposed and the influence of this method is discussed.
Then, an incompressible variant to simulate solid-liquid flows is illustrated and advantages compared to a compressible one are given. Finally, extensions of the methods
to include forces for particles near contact are introduced. Parts of this chapter have
already been published in a technical report [GIFR10].

7.1 Volume Error Reduction
In the LBGK method a major error is introduced by discretizing the computational
domain with voxels. This can lead to large errors for the simulation results, which
depend on the resolution. E.g., when simulating a sphere of radius r = 5 lattice cells
in the center of the simulation domain, the correct volume of the sphere is simply
Vcorrect = 43 r3 π = 523.599 unit cells. However, after mapping the sphere to the grid,
552 cells are marked as cells inside the sphere, resulting in a relative error of more than
5%. In other words, in this scenario a sphere of radius r = 5.088 cells is simulated
instead of one of the correct radius of 5. An example of the relative volume error of
a domain centered sphere depending on the radius is given in Figure 7.1(a), which
shows a reduction of the error for larger radii due to the more accurate discretization.
Additionally, the simulated volume (or corresponding radius) of the objects strongly
depends on the objects’ position. Figure 7.1(b) depicts the volume error of a sphere
with radius 5 lattice cells depending on the position, which for simplicity is only varied
in one coordinate direction. The resulting pattern recurs after a change of one lattice
cell, because the mapping at position x and x + 1 is equivalent in terms of lattice
cells. To overcome this problem, Ladd proposed the following correction technique,
which also reduces the error from slip velocities depending on the relaxation value (see
Section 8.1): Instead of the physical radius of the sphere, a so-called hydrodynamic
radius rh = r + ∆ is used. This radius can be determined from the drag force on
a fixed sphere in a pressure driven flow and is also used for the distance calculation
between the objects. For the simulation of moving spheres with this method, diﬀerent
positions should be sampled to determine the individual hydrodynamic radius which
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(a) Relative volume error for a domain centered
sphere depending on the radius.

(b) Relative volume error for a sphere with radius 5 lattice cells at diﬀerent positions in z direction.

Figure 7.1: Volume error for diﬀerent scenarios.

is then averaged. This technique can reduce the error significantly, but suﬀers from
the following problems:
• The procedure to determine rh is time-consuming
• For moving particles an average radius is determined, which is even more timeconsuming
• When diﬀerent particle sizes are used, for each size rh has to be determined
• For some configuration, rh is smaller than the original radius and cannot be
used, since the collision detection is based on rh
• The procedure can smoothen the drag force, but still suﬀers from large jumps
between two time steps in case of cell changes
• In the rigid body solver the hydrodynamic radius is used for collision detection,
but the real radius is used for the mass of the object. This can be a problem,
when an external solver is used, which interacts with the fluid solver only by an
interface
Both problems, the volume error depending on the radius, and the volume error
depending on the position, result in an error of the forces exerted on the objects, but
can be reduced by a simple technique, which does not suﬀer the same problems as
the method by Ladd. For that reason, I propose the following correction:
The force on the object depends on the object’s shape, the flow conditions and its
volume and thus its radius. The force on an object during an LBM step is thus
calculated using the discretized volume including discretization errors. However, the
correct volume is known and can be used to correct the force by simply applying

Fnew =
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Here, the cubic root is used, since the drag force e.g. in Stokes regime depends linearly
on the radius and the volume of a sphere is
4 3
r π.
3

(7.2)
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(a) Terminal velocity without volume correction
method. The relative error of the terminal velocity is 5.54%.

-0.0005

Velocity
2000

-0.0006

-0,0005
-0,0006

Velocity

This means, we simulate an object of wrong radius in the LBM domain, but always
scale the resulting force to match an object with correct radius. Since the pe uses the
real radius and volume during calculation, the force on the object and the motion of
the object are treated in a more precise way. The lattice velocities of a falling sphere
with the original formulation and the modified one is shown in Figure 7.2. The simulation was performed using a domain centered sphere with a radius of 5 lattice cells
and a density of 2.0 kg/dm3 immersed in water, a domain size of 200 × 200 × 220
lattice cells, a gravity on the lattice of −4 · 10−5 and a τ value of 1.7. The forces are
depicted in Figure 7.3. Note, that the graph from simulations including the modifications is much smoother than the graph resulting from the original formulation.
The peaks in Figure 7.2 and 7.3 result from changes of the volume due to mapping
at diﬀerent positions. The modifications can reduce the eﬀect of the volume error.
However, the velocity and the forces are still varying due to newly initialized cells
during cell changes from object to fluid cells. This eﬀect can be further reduced by
more advanced initializations of these cells (see Subsection 3.2.2 for the description
and Section 8.2 for the validation results).
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(b) Terminal velocity with volume correction
method. The relative error of the terminal velocity is 3.92%.

Figure 7.2: Terminal velocity of a sphere with a radius of 5 lattice cells and density
ρ = 2.0 kg/dm3 in water with ρ = 1.0 kg/dm3 . The analytic value for the
lattice velocity is u = 0.00055555.

7.2 Incompressible Simulations Including Buoyant Forces
When simulating moving objects in a compressible fluid including buoyant forces,
problems can occur during setup and program run:
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Figure 7.3: Force on a sphere with a radius of 5 lattice cells and density ρ =
2.0 kg/dm3 in water with ρ = 1.0 kg/dm3 . The analytic value for the
lattice force is F = 0.04188666.
• Initializing new cells is tedious, because they depend on the pressure gradient
and thus the global position of the cell
• Shock-waves can be formed due to incorrect initialization of the fluid (see e.g.
Buick et al. [BG00])
• The simulation size in direction of the gravity field is limited due to the compressibility condition
• Implementing periodic boundaries in direction of the gravity field is diﬃcult
due to the density gradient
These problems will be addressed in the following paragraph.
When simulating compressible fluids in presence of a body force, the compressibility
constraint
gL
�= 2 �1
(7.3)
cs
has to be satisfied (see Subsection 2.5.3), where L is the extent of the domain. This
restricts the simulation parameters significantly. E.g. for earth gravity and τ = 1.0,
a simulation of 100 lattice cells height with a cell size of ∆x = 2 · 10−5 m results
in � = 0.218. Simulating larger domain sizes is only possible when using a finer
resolution, increasing memory consumption and computing time.
When simulating falling objects in a tube, a simple variant to reduce memory consumption and computational time is to simulate a smaller part of the tube and to use
periodic boundary conditions at top and bottom. This is, however, hardly possible
when simulating in a compressible fluid including an external force field, since the
pressure in the fluid depends on the absolute position, which cannot be calculated in
the direction of the periodic boundary.
All these restrictions of the method can be overcome by a simple technique: When
only the motion of the objects in the flow is important and not the pressure gradient
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induced by compressibility, one can perform the simulations with the incompressible
variant of the LBM (see the Equation 2.47 for the equilibrium distributions) and add
the buoyant forces separately. The buoyant forces can be calculated from the density
of the fluid and the mass of the object [Luo09] (see Section 2.3). This simple technique enables simulations of larger domains without the restriction given by Equation
7.3. Shock waves depending on the initialization are small, since the fluid density is
assumed to be (nearly) constant. Additionally, this also enables periodic boundary
conditions and thus smaller domain sizes. However, note that an object in a small
domain will influence itself due to the periodic boundary conditions. The periodic
boundary condition in the fluid solver copies the relevant distribution functions to the
corresponding cells. For the objects, the periodic boundary condition is achieved by
just sending an updated position to the connected process when an object is crossing
the periodic wall. For a periodic boundary in z-direction, this reads:
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where Poriginal is the original position of the object, and d is the dimension of the
domain in z-direction.
These two techniques reduce the error for simulating objects in the flow (see Figure
7.4) and enable simulations of larger sizes with less memory consumption in shorter
times. Second-order boundary conditions (e.g. Bouzidi conditions [BFL01]) can further improve the accuracy of the algorithm. However, these boundary conditions
alone only result in small improvements of the calculated forces, since the forces are
still evaluated using an incorrect particle volume.

7.3 Forces for Particles near Contact
When two particles come near contact, in real-world there is a strong repulsive force
due to the high pressure between the particles, which results from squeezing the fluid
out of the gap. This force is called lubrication force. However, in the method discussed
above, the fluid nodes are excluded between the particle surfaces, when near contact.
This results in missing PDFs (and thus missing forces) from these fluid nodes, because
for each individual particle the surface for the calculation is no longer closed. This
creates an attractive force between the two particles. These two particles then stick
together for the remainder of the simulation. To eliminate this problem, the cells
between the particles can be resolved by e.g. an adaptive mesh. Two alternative
variants, which are computationally simpler, are the following:
• Calculate the lubrication force separately depending on the distance between
the particles
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Figure 7.4: Terminal velocity and force exerted on a sphere with a radius of 5 lattice cells and a density ρ = 2.0 kg/dm3 in water with ρ = 1.0 kg/dm3 .
The analytic values for velocity and force are u = 0.00055555 and
F = 0.04188666, respectively.
• Reconstruct the missing PDFs and add them to the particle
The lubrication force between two spheres can be calculated according to Ladd et
al. [LV01]:

2 2
−6πη r1 r2 2 ( 1 − 1 )u12 · R̂12 if h ≤ hN ,
hN
(r1 +r2 ) h
FLub =
(7.5)

0
if h > hN ,

where r1 and r2 are the radii of the two spheres, h is the distance between the surfaces,
hN is a cut-oﬀ distance, u12 = u1 − u2 and R̂12 = R12 /|R12 | the normalized vector
between the centers of the spheres. For the simulations typically a cut-oﬀ distance of
2/3 is used (see [LV01]). Note that Equation 7.5 can also be used to determine the
force between spheres and planes with r1 = ∞. However, more complicated objects,
like boxes or capsules, can only be approximated by this formula.
The other option for the forces near contact is to calculate the missing PDFs directly.
In case a particle is near contact with another one, or with a wall, the missing PDFs
(see Figure 7.5) are evaluated by the equilibrium PDFs in a similar way as discussed in
Subsection 3.2.2. The velocity is either determined for the current cell, or interpolated
between the current cell and the responsible neighboring cells. For the compressible
treatment, the density is calculated from the current depth in the simulation and for
the incompressible treatment either taken to 1.0 or to the current density in the cell.
Using this treatment, the particles do not stick together any more during simulation.
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Reconstructed PDF

Figure 7.5: Example for the PDFs, which need to be reconstructed in case of particles
near contact.
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8 Numerical Validation
Who walks the fastest, but walks astray, is only furthest from his way.
Matthew Prior

The numerical validation is a quality assurance process during or at the end of the
development process, to evaluate the degree to which the result of the simulation represents the real-world from the perspective of the intended use. In order to validate
the software, the simulation results are compared with analytical results, measurements, or other simulations. In the following, diﬀerent validation cases are discussed,
starting from a fixed sphere immersed in a fluid flow up to many spheres freely moving
in the fluid.

8.1 Drag and Lift Force
As a first test case, the drag force on a sphere in a channel flow at low Reynolds
numbers is evaluated. The sphere is located at the center of the channel so that
the distance to the surrounding freeslip walls is similar in all Cartesian directions in
order to evaluate the influence of the borders (see Figure 8.1). An inflow and outflow
boundary condition is set at west- and east-wall, respectively. To compare the values,
the drag force is calculated analytically using the corrected drag force for an ideal
infinite domain according to Oseen (see Equation 2.34).











Figure 8.1: Simulation setup of a sphere in a channel flow. The fluid induces a force
FR in flow direction on the sphere.
For a first glimpse, Figure 8.2 illustrates the eﬀect of the domain sizes and thus the
distances to the walls. Here, a sphere of radius 5 lattice cells is used in a flow of
Reynolds number 0.2 with τ = 1.5 and a BGK simulation model. When increasing
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the domain size and thus increasing the distance to the walls, the error is reduced.
For a domain size of 403 lattice cells, a maximum relative error of 48.7% is measured,
reducing to a minimum of around 1% for a domain size of 2803 cells. Plotting the
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Figure 8.2: Relative error of the drag
force of diﬀerent domain sizes
compared to analytical solution for BGK simulation with
τ = 1.5.

40
30
20
10
0

0.02

0.04

0.06

0.08

1/D

Figure 8.3: Relative error of the drag
force depending on the distance of the sphere to the wall
compared to analytical solution for BGK simulation with
τ = 1.5.

error over 1/D, where D is the distance of the sphere surface to the wall, the linear
influence of the boundary can be seen (see Figure 8.3). For a distance of D = 15
lattice cells (which corresponds to the simulation of a domain size of 403 lattice cells),
the error is 48.7% reducing to around 1% for a distance of 135 cells (corresponding
to a domain of 2803 lattice cells).
However, the drag force calculation with the BGK method introduces diﬀerent error
sources:
• Discretization error
• Error from boundary conditions
• Error due to τ -dependency
• Numerical error
All errors are evaluated and discussed in the following paragraphs.
The influence of the discretization was already discussed in Section 7.1. The error
depends on the radius and the position of the object. For a simulation of a sphere
with radius 5 lattice cells, centered in the channel, the relative volume error is around
5% and the error of the radius is around 1.8% (see Section 7.1). Since the error of the
drag force depends linearly on the radius, this results in an error of the drag force of
around 1.8%, which is constant for all domain sizes. The error can be reduced with
the internal correction method (see Section 7.1). Comparing results with and without
this correction, one can see a nearly constant improvement of 1.8% to 2.8%.
The analytical solution of the drag force is valid only for an infinite domain size.
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However, in our simulations, the domain is enclosed by boundary conditions, which
influence the flow. A sphere of radius 5 lattice cells for example, reduces a channel of
size 403 cells from 1600 to around 1520 cells, which means 5% of reduction. This results in a narrowing of the channel and increases velocity around the object according
to the Venturi eﬀect. In a flow, the volumetric flow rate is
Q=

V
A dx
=
= Au,
dt
dt

(8.1)

which results for an ideal incompressible fluid according to Figure 8.4 in
A1 u 1 = A2 u 2 .





(8.2)

 

Figure 8.4: For a narrowing of the channel, the fluid velocity is increasing.
A graph of simulations with the BGK method and diﬀerent τ values is illustrated in
Figure 8.5. It shows again the reduction of the error with increasing domain size.
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Figure 8.5: Relative error of the drag force on a fixed sphere for diﬀerent domain
sizes compared to analytical solution for BGK simulation with diﬀerent τ
values.
Additionally, the error is strongly influenced by the τ value. Small τ values result in
larger errors than large τ values. However, note that a τ value of 2.4 results in larger
absolute errors than a τ value of 2.0 for domain sizes of more than 1403 cells. For
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a domain size of 403 cells, the maximum error is 73.2% for τ = 0.6; minimal errors
can be achieved for τ values of 1.5 and more. This influence on the τ values results
from slip velocities at the sphere boundary in the BGK method, which depend on
the τ value. For the Poiseuille flow, the slip velocity for the LBM can be estimated
according to the paper from Verhaeghe et al. [VLB09] using
1 8
8 − λe
uB
−
)B∆t ,
s = (
4 λD
2 − λe

(8.3)

where B = |∇p|ρ is the acceleration due to a constant pressure gradient. For the
BGK method, λD = λe = τ1 is used, yielding
1 16τ 2 − 16τ + 1
uB
=
(
)B∆t .
s
4
2τ − 1

(8.4)

A plot of the analytical slip velocity over the τ value in the τ -range of 0.55 to 2.5
for both BGK and TRT method is shown in Figure 8.6 with B = 1 and ∆t = 1.
For the TRT method, the relaxation weight are carefully chosen to λe = τ1 = ω and
λD = 8(2−ω)
8−ω in order to satisfy zero slip velocity for all τ values (see Section 2.5.1).
Only for ω = 8(2−ω)
8−ω , both methods are similar and also the BGK method results in
zero slip velocities. Calculating the corresponding τ value in the given range results
in τ = 0.933013. Therefore, the simulated values for the drag force of the BGK and
TRT method should be similar for a τ value of 0.933013, which is tested in the next
paragraph.
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TRT method
BGK method

usB
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τ
Figure 8.6: Analytical slip velocity for Poiseuille flow and BGK simulation depending
on τ .
In the TRT model, the influence of the τ value is reduced compared to the BGK
variant. Figure 8.7 illustrates the influence of the error on the τ value for both BGK
and TRT method. It shows a small eﬀect of the error in the TRT model, compared
to the BGK model. The influence can also be seen in Figure 8.8, with a domain size
of 1703 and 2403 cells. In this case, the error from the domain boundaries is small
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due to large distances of the object to the walls and thus negligible in the graph.
Here, the BGK method and the TRT method have similar error values for τ ≈ 0.94.
This is consistent with the analytical solution of the slip velocities and shows, that the
TRT and BGK are equivalent for this τ value. The highest error is created for small τ
values with the BGK variant. The TRT method, as expected, produces nearly similar
error over the whole τ -range. Note that very small τ values also result in large errors
in the TRT method due to restrictions in the method. The smallest error is shown
for the BGK-method and τ values around 1.5 to 2, depending on the domain size and
the correction. However, if the τ value or the domain sizes are further increased, the
absolute error is getting larger again.
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Figure 8.7: Comparison of BGK and TRT method for diﬀerent domain sizes and τ
values. Left: domain size of 403 to 2803 lattice cells. Right: domain size
of 1203 to 2803 lattice cells.
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Figure 8.8: Relative error of the drag force compared to analytical solution for BGK
and TRT simulations depending on the τ value for diﬀerent domain sizes.
Left: domain size of 1703 lattice cells. Right: domain size of 2403 lattice
cells.
In order to further increase the accuracy of the algorithm, the Bouzidi boundary
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Relative Error in %

treatment (see Subsection 2.5.2) can be used. With the Bouzidi boundary condition,
the object is not only discretized by voxels, but also distance values of the cell-centers
to the surface are calculated and used for the boundary condition. This reduces the
error of the fluid flow around the object, which also influences the drag calculation.
Figure 8.9 shows the error for diﬀerent τ values with both, bounce-back scheme and
Bouzidi-scheme. For small domain sizes, the absolute improvement of the Bouzidi
treatment compared to the standard bounce-back treatment is larger than for large
domain sizes. This results from the influence of the boundary condition from the
object’s surface to the flow. For small domain sizes, the influence of the object on the
fluid domain is larger than for large domain sizes. For τ = 1.0, the Bouzidi treatment
reduces the error from 58.1% down to 52.8% for a domain size of 403 cells, whereas
the error is reduced from 4.59% to 2.19% for a domain size of 2403 cells.
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Figure 8.9: Comparison of BGK bounce-back and Bouzidi treatment for diﬀerent domain sizes and τ -values.
In order to check the previous observations, a simulation is set up, where all error
sources are minimized. To reduce the influence on the τ value, τ = 0.933013 is used.
Additionally, the Bouzidi boundary conditions are applied and the force correction
method is activated. Furthermore, the domain sizes are increased up to 10003 lattice
cells in order to reduce the influence of the boundaries. The results are plotted
in Figure 8.10, which shows a reduction of the error with increasing domain sizes.
Additionally, the error asymptotes zero for large domain sizes, which indicates a
minimization of all error sources and proves the previous observations. For 10003
lattice cells the relative error is less than 0.4%.

8.2 Rising and Terminal Velocities
In the next test case, the influence of the initialization of cells, changing their state
from solid to fluid is analyzed using a sphere with a larger density than the surrounding fluid, which sinks to the bottom of the domain due to the gravity. A setup is
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Figure 8.10: Relative error of the drag force of diﬀerent domain sizes compared to
analytical solution. In order to minimize the influence on the relaxation
value, τ = 0.933 is used. To reduce the error, Bouzidi boundary conditions are applied and the force correction method is activated. Additionally, large domain sizes are simulated in order to reduce the influence of
the walls.

shown in Figure 8.11. More on the cell initialization can be found in Section 3.2.2.
In the fluid, diﬀerent forces act on the object. The external gravity generates a force
FG in the negative z-direction. This accelerates the sphere and results in a velocity,
which generates a drag force FR in the opposite direction. Furthermore buoyancy
is also creating a force in z-direction. More on the forces and a calculation of the
resulting velocity can be found in Section 2.3.
In cells, changing their state from solid to fluid, the missing PDFs are calculated
with the equilibrium distribution functions according to Equations 2.47 and 2.48 for
incompressible and compressible treatment, respectively. In the incompressible fluid
treatment, the following variants to determine the missing velocity and density are
tested:
• I1:
• I2:

u∗i = 0; ρ∗ = 1
u∗i = u∗i,O ; ρ∗ = ρ∗N

where the subscripts N and O denote the neighboring fluid and the former object
cell, respectively. In case I2, the density is calculated by averaging the density of
the neighboring fluid cells. For the compressible treatment the following variants are
tested:
• C1:

u∗i = 0; ρ∗ = 1

• C2:

u∗i = u∗i,O ; ρ∗ = ρ∗D

• C3:

u∗i = u∗i,O ; ρ∗ = ρ∗N

where ρ∗D is the density calculated by Formula 2.73 in the given depth. In case C3,
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Figure 8.11: Simulation setup of a sphere with a higher density than the fluid density
in earth gravity field. Due to the gravity, the sphere sinks to the bottom.

the density is again calculated by averaging the density of the neighboring fluid cells.
In the remainder of the section, the automatic force correction method, introduced in
Section 7.1, is used. and a domain centered sphere with radius 5 lattice cells, which is
immersed in water. The domain size for the simulations is 100 × 100 × 120 lattice cells
with freeslip boundary conditions at the domain borders, the dimensionless gravity
on the lattice is −1 · 10−5 and τ = 1.0. Figure 8.12 shows the forces on the sphere
with a dimensionless density of 2.0 in a fluid with dimensionless density 1.0 using
the incompressible treatment. The analytic solution of the dimensionless force is
F ∗ = ρ∗ V ∗ g ∗ = 0.01047. The figure shows large deviations for variant I1, which
results from an inaccurate initialization in case of cell changes. For variant I2 these
deviations are smaller, which indicates a better initial value in this treatment.
For the compressible LBM, the forces are shown in Figure 8.13. Here,the graph of
C1 contains large fluctuations of the force, while both variants C2 and C3 show good
results.
In the next test case, the motion of spheres with dimensionless densities of 0.5 and
2.0 in water with dimensionless density 1.0 is analyzed using the incompressible treatment and the reinitialization method I2, which proves a smooth solution in the test
case before. Due to gravity, the heavier sphere will again sink to the ground while the
lighter sphere will raise to the top of the box. The analytical solutions for the dimensionless lattice velocity of heavy and light sphere are calculated from Equation 2.38
to u = −3.32 · 10−4 , and u = 1.67 · 10−4 , respectively, which is again only valid for an
infinite domain. The results of the simulations are plotted in Figure 8.14, which show
a smooth solution of the velocity with a terminal velocity of −2.85 · 10−4 for a lattice
density of 2.0 and 1.42 · 10−4 for a lattice density of 0.5. The error in the velocity
results from the small domain sizes and the utilized τ value, which was previously
discussed in Section 8.1.
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Figure 8.12: Force on a sedimenting sphere with radius 5 lattice cells in water simulated with the incompressible LBM method. The analytical dimensionless solution is F ∗ = 0.01047, which is also indicated by the horizontal
black line.

8.3 Rotation of Sphere
Another test case for a body, immersed in a fluid is performed in a shear flow. Due
to the flow, the sphere, which is located channel centered, rotates with an angular
velocity of Ωp , depending on the shear and the Reynolds number. A sketch of the
setup is shown in Figure 8.15, where W is the channel width, L the length and uW the
velocity of the walls, which create the shear flow. Similar experiments were performed
by Yan et al. (see [YMK07]). The simulation is executed for 400 000 time steps using
the BGK method and a τ value of 0.55 in order to perform simulations in the Reynolds
regime of 0.05 to 26. The domain sizes are 72 × 72 × 180 and 56 × 56 × 180 lattice cells
using a sphere radius of 9 and 14 cells for a channel width to radius fraction (W/r)
of 8 and 4, respectively. On top and bottom acceleration boundary conditions are
used, east and west walls are set to periodic and south and north walls to noslip. The
velocity profile without particle is u∞ = γ̇(z − W/2) with a shear rate of γ̇ = 2uWW .
2
uW W
2r 2
The particle Reynolds number is evaluated to Rep = γ̇rν = Reb W
2 with Reb =
ν .
The results are compared to the numerical results of Bagchi and Balachandar [BB02],
which can be fitted by
Ωp
1
= (1 − 0.0364Re0.95 )
(8.5)
γ̇
2
for 0.5 < Rep ≤ 5 and

Ωp
1
= (1 − 0.0755Re0.455 )
γ̇
2

(8.6)

Ω

for 5 < Rep ≤ 500 [BLPv08], where γ̇p is called the spin rate. The simulation results
are in good agreement with the fitted curves, which is illustrated in Figure 8.16. The
graph also shows a dependency of the spin rate on the particle Reynolds number.
With increasing Rep , the spin rate of the sphere decreases. For very small Reynolds
numbers Ωp /γ̇ = 0.5, as described in literature.
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Figure 8.13: Force on a sedimenting sphere with radius 5 lattice cells in water simulated with the compressible LBM method. The analytical dimensionless
solution is F ∗ = 0.01047, which is also indicated by the horizontal black
line.
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Figure 8.14: Lattice velocity of spheres with diﬀerent densities immersed in water with
dimensionless density of 1.0. The heavy sphere sinks to the bottom, while
the lighter sphere raises to the top. The analytic solution is indicated by
the horizontal black line.
















Figure 8.15: Simulation setup of a sphere in a shear flow, which induces a rotation
with angular velocity Ωp .
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Figure 8.16: Spin rate of simulations (dotted lines) and fitted curves of numerical
results from Bagchi and Balachandar (continuous lines) for a sphere in
a shear flow depending on the particle Reynolds number.

8.4 Magnus Force
















Figure 8.17: Simulation setup of a rotating sphere in a planar flow profile. An external
rotation with frequency Ωp is applied. Due to the rotation the sphere
experiences a Magnus force.
We now consider the force on a rotating sphere with a linear velocity in a fluid. Due to
the rotation, the fluid velocity on the sphere’s surface is not symmetric, which induces
a pressure diﬀerence. The resulting force is perpendicular to the line of motion and
called Magnus force. If the object is fixed at a position and not moving through the
fluid, but the fluid moves around the object, the line of motion is the direction of
the flow. In many ball sports, e.g soccer or golf, the Magnus eﬀect is responsible for
the curved motion of a spinning ball. The Magnus force for a sphere translating in a
quiescent fluid with a rotation perpendicular to the translation can be calculated in
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the small Reynolds number limit by
FM = πr3 ρΩp × u

(8.7)

where ρ is the fluid density and Ω is the rotation vector.
The simulation setup is shown in 8.17, where acceleration boundary conditions are
used to create a planar flow profile and the sphere is fixed at the center and is rotated
with an external fixed angular velocity of Ωp . A comparison of analytical values and
simulations for diﬀerent channel width, radii, inflow velocities and angular particle
velocities is shown in Table 8.1. The resulting error of the simulation mainly depends
on the radius and the channel width. For a small channel and a large radius, the error
is largest, which results from large influences of the boundary. Additionally, due to
the object, the channel flow area is reduced, again leading to an influence in the flow
velocity and pressure. However, the error can be reduced by a larger channel width,
which can be seen for the simulation with W ∗ = 100.
Table 8.1: Comparison of the simulated Magnus force with analytical values.
Parameters

Results

W∗

r∗

u∗W

Ω∗p

Analytical solution

Simulated value

Error in %

50
50
50
50
50
50
50
100

5
5
5
7
4
5
5
5

5e-5
2.5e-5
5e-5
5e-5
5e-5
1e-4
5e-5
5e-5

0.0050
0.0050
0.0100
0.0050
0.0050
0.0050
0.0025
0.0050

9.82e-5
4.91e-5
1.96e-4
2.69e-4
5.03e-5
1.96e-4
4.91e-5
9.82e-5

8.67e-5
4.34e-5
1.72e-4
2.16e-4
4.47e-5
1.73e-4
4.35e-5
9.46e-5

-11.67
-11.67
-12.62
-19.88
-11.07
-11.67
-11.42
-3.64

The stream lines and the pressure field around a rotating sphere in a plane velocity
field are shown in Figure 8.18. Darker regions indicate a lower pressure, while lighter
parts show a larger pressure value. In this example, a Magnus force in y-direction is
created.

8.5 Shear Flow
Next, the particle migration in a planar Couette flow is analyzed. The simulation
setup is shown in Figure 8.19. In the channel of width W ∗ = 66 lattice cells, the
flow is created using acceleration boundary conditions in z-direction at the west wall
and negative z-direction at the east wall. Top and bottom walls are set to periodic
boundary conditions, and the remaining walls are set to freeslip conditions. The sizes
in y and z-direction are 80 and 150 lattice cells, respectively. A neutrally buoyant
sphere is located at the center of the channel in y and z-direction and at D = 34 W in
x-direction. In the calculations from perturbation theories and in other simulations,
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Figure 8.18: Stream lines and pressure field around a rotating sphere with radius 5
lattice cells in a uniform flow. Dark colors indicate a lower pressure than
light colors. Due to the pressure diﬀerence, the sphere is pushed to the
right.
infinitely large domains are used, reducing the influence of the domain boundaries.
However, this is not possible in our simulations. So, the rotation of the sphere is
kept at Ωp = 0 in order not to perturb the flow. Figure 8.20 shows the results for a
simulation using a lattice velocity of 0.05 at the acceleration boundaries. Mainly due
to pressure diﬀerences, the sphere migrates to the center of the channel, which is a
stable position [FHJ94]. The simulations are in quantitatively good agreement with
the simulations of Feng, who used a particle Reynolds number of 0.625 instead of
0.58 (calculated by the formula from Section 8.3) in the simulations performed in this
thesis. More on the details for the movement and results for non-neutrally buoyant
particles can be found in the paper by Feng et al. [FHJ94].













Figure 8.19: Simulation setup of a sphere in a linear shear flow, which will migrate to
the center of the channel.
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Figure 8.20: Lateral migration of a sphere released at x = 0.75W in a plane Couette
flow field. Particle Reynolds number is 0.58, the dimensionless time
t� = 2uW t/W .
Finally, the migration of a spherical particle in a Poiseuille flow is analyzed. The
setup is given in Figure 8.21, which is similar to the previous example, but with an
in- and outflow boundary condition at the bottom and top walls and noslip conditions
at east and west walls, which creates the Poiseuille flow profile instead of the Couette
2
in r
flow before. For this simulation, the particle Reynolds number is Rep = uνW
= 0.2
and the bulk Reynolds number is Reb = uinνW = 13.86. The migration curve is
shown in Figure 8.22, which indicates a stable position at x = 0.815W , independent
of the initial sphere position. Feng et al. [FHJ94] reported a similar behavior. For
Rep = 0.625 and Reb = 40, they showed an equilibrium position at x = 0.748W in
their simulations using a Finite Element method. However, from the paper it is not
clear which velocities they use to calculate both Reynolds numbers. In the Poiseuille
flow due to symmetry, the centerline is an equilibrium position. But, if the particle
is slightly displaced, a hydrodynamic force pushes it further away from the center.
In this situation two diﬀerent forces act on the particle. One force was discussed
in the previous test case for the Couette flow. This force pushes the particle to the
centerline. A second force results from the curvature in the Poiseuille flow, which
creates a pressure diﬀerence and pushes the particle in the opposite direction. A
stable position is obtained, when the forces compensate each other. This eﬀect was
first studied experimentally by Segré and Silberberg [SS62].

8.6 Fluidization
Fluidized beds are beds packed with solid particles, which can be transferred by a
fluid flow to a fluid like state. Fluidized bed reactors are widely used in industry for
diﬀerent technical processes, which e.g. involve chemical reactions, energy conversion
and separation processes. Some applications are the preparation process for the
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Figure 8.21: Simulation setup of a sphere in a Poiseuille flow.
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Figure 8.22: Migration of a sphere in a plane Poiseuille flow field with Rep = 0.2
and Reb = 13.86. The stable position at x = 0.815W results from the
Segré-Silberberg eﬀect.
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Figure 8.23: Stream lines and pressure field around a sphere with radius 5 lattice cells
in a shear flow. Dark colors indicate a lower pressure than light colors.
Due to the pressure diﬀerence, the sphere is pushed to the right.
production of carbon nanotubes using chemical vapor deposition (CVD), coating,
agglomeration and granulation of products, gasification of coal and fluidized catalytic
cracking. The fluidization process guarantees an intensive mixing of solid and liquid
phase and thus a large area fraction between both phases. Additionally, this leads to a
high heat transfer between solid and liquid and a smooth heat distribution. However,
the current understanding of the actual behavior of materials in a fluidized bed is
rather limited. It is very diﬃcult to predict the complex mass flows and other flow
quantities within the bed. Due to this lack of understanding, in many applications
a pilot plant for new processes is required. But the scale-up to the real plant can
be very diﬃcult and will in many cases not reflect what was experienced in the pilot
trial. This may lead to undesired product qualities of the produced solid particles
in the case of a CVD process, or in byproducts using a heterogeneous catalytic gas
phase reaction. In both cases the specified product quality depends strongly on the
movement of the solid particles in the fluidized bed or more in general in a gas-solidflow. Performance results for fluidized beds and example simulations can be found in
sections 9.4 and 10.1, respectively.
In the bed, the porosity � is defined as
�=

VF
VG − VP
=
VG
VG

(8.8)

where VF is the volume of the fluid, VP is the volume of all particles and VG is the
overall volume of the bed. The fraction of the particles is �s = (1 − �).
When the fluid flow is below a certain threshold velocity umf , the bed is at rest and
is passed by the fluid as a fixed bed. This velocity can be calculated for small particle
sizes according to Boger et al. [BY00]
umf =

(ρP − ρF )g(2r)2 �3
150η(1 − �)

if Reb (umf ) < 10 ,

(8.9)
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where the Reynolds number of the bed is
Reb =

ρF 2ru
.
(1 − �)η

(8.10)

When the inflow velocity is increased above umf , the pressure loss compensates the
weight of the bed and the bed starts to fluidize. Then, the bed height and the porosity
is also increased. The influence of the inflow velocity on the heights of a homogeneous
packed bed can be described by the empirical equation of Richardson and Zaki [RZ97]
u
Reb
=
= �n ,
us
Res

(8.11)

where us and Res are the terminal velocity and corresponding Reynolds number of
a single particle. To determine the exponent n diﬀerent variants exist. For a wide
range of Reynolds numbers Rowe [Row87] proposed the formula
n=

2.35(2 + 0.175Re0.75
s )
0.75
1 + 0.175Res

0.1 < Res < 1000 .

Richardson and Zaki [RZ97] included boundary eﬀects, which results in

(4.45 + 18 2r )Re−0.1
if
1 < Res < 200 ,
s
W
n=
4.45Re−0.1
if 200 < Res < 500 ,
s

(8.12)

(8.13)

where W is the diameter of the tube. For both, simulation and measurement, spherical
objects with a density of 2.485 kg/dm3 and a diameter of 0.9 mm are used. In the
simulation, 2555 spherical objects are immersed in a box with size 1.8 cm × 1.8 cm ×
3.6 cm, which corresponds to a domain size in lattice cells of 300 × 300 × 600. The
measurements are performed in a tube of diameter 10 cm. The inflow velocity for
both was varied from 0.0141 to 0.0707 m/s and the bed height was measured. In
the experiment, the height was measured using the pressure diﬀerence in the bed
and calculating the porosity. The results are plotted in Figure 8.24 and visualized in
Figure 8.25. For the analytical calculations, the terminal velocity was taken from an
analytic calculation of the group of Professor Wirth to us = 0.14 m/s, which results
in a Reynolds number for the terminal velocity of the sphere of Res = 126. With this
value, n for the model of Rowe is n = 2.66 and for the Richardson and Zaki model
n = 3.30. The analytical values for �s are calculated according to Equation 8.11
and plotted for the given inflow velocities. Note that in case of the analytical curve
for the model of Richardson and Zaki, W is taken from the simulation. Thus, this
curve can not be compared to the measurement. The trend in the simulation is
comparable with the measured values and the analytical prediction. However, the
measurements and the analytical model of Rowe rely on large domain sizes and bed
heights, which are not utilized in the simulations. Thus, the particle fraction is always
underestimated in the simulations compared to the measurements and the method
of Rowe. A comparison of the analytical values with the simulation therefore shows
a clear advantage for the method from Richardson and Zaki. This method includes
the influences of the boundary, which play an important role for the simulations. In
the method from Rowe, the boundary influence is not included. The diﬀerences of
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simulation, analytical values and measurements can also result from the used τ value
of 0.5112 in the LBM, which creates slip velocities. To reduce these slip velocities,
τ needs to be larger. However, when increasing τ , the used range of input velocities
can no longer be simulated with the same grid resolution due to the restriction of the
LBM (see Subsection 2.5.3). Thus, in this case the grid needs also be refined.

70
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40
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Simulation
Analytical (Rowe)
Analytical (Richardson)
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Figure 8.24: Comparison of solid volume fraction from simulations, measurements and
analytical calculations for diﬀerent inflow velocities.
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(a) u∗ = 0.0.

(b) With u∗ = 0.0177.

(c) u∗ = 0.0248.

(d) u∗ = 0.0318.

(e) u∗ = 0.0389.

(f) With u∗ = 0.0460.

(g) u∗ = 0.0531.

(h) u∗ = 0.0707.

Figure 8.25: Fluidization simulation with diﬀerent inflow velocities.
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9 Performance Results
Measure. Don’t tune for speed until you’ve measured, and even then
don’t unless one part of the code overwhelms the rest.
Rob Pike

In this chapter, the performance of pure CFD and coupled fluid-particle simulations
is evaluated for diﬀerent scenarios and diﬀerent machines. First, a brief introduction
in performance metrics is given. Then, the performance of pure fluid simulations is
presented and discussed. Finally, coupled fluid-particle simulations are analyzed for
both LCP and FFD parallelization approaches. Parts of the chapter have already
been published in [GISR10a], [GIF+ 10], [DGF+ 10], [GISR10b], [GDFR09], [GFI+ 08]
and [GIF+ 09]. Most measurements were performed with the benchmarking functionalities illustrated in paragraph 4.1.5.

9.1 Metrics and Conventions
9.1.1 Performance Numbers
To compare the performance values of LBM simulations diﬀerent variants exist.
In this thesis the results are given in terms of million lattice updates per second
(MLUPS), or million fluid lattice updates per second (MFLUPS) [ZGS08]. This allows
for an estimate of the runtime for a given problem size. Following the methodology
of Zeiser et al. [ZGS08], the LBM solver is additionally compared to the STREAM
vector-triad benchmark [McC08]. Here the maximal achievable memory bandwidth
of a parallel system is estimated using the STREAM values obtained per processor,
which is considered as a realistic achievable optimum. The aggregated application
memory performance is then evaluated relative to the STREAM performance. On
architectures that perform a read for ownership before a write, waLBerla transfers
524 Bytes per cell update for the pure LBM BGK simulation (see [FGD+ 07]), neglecting cache eﬀects. This number is used to compare the measured performance to
the STREAM benchmark. For an estimate of the achieved floating point operations
per second (Flop/s), an averaged number of 213 floating point operations per cell
update is assumed.
In this chapter all simulations are performed with the BGK method.
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9.1.2 Domain Decomposition
For all measurements, equally sized parts of the LBM fluid domain are distributed to
the processes to allow for ideal load balance. In case of fluid-structure simulations,
additionally it is tried to distribute the number of objects equally to the processes at
the beginning and to keep the number constant during the course of the simulation.
However, due to the surrounding boundary planes in case of simulations in a box,
the number of objects for processes near the domain boundary is reduced, since the
packing density of the objects there is weaker than inside the domain. Additionally,
the movement of the objects change the load balance. Thus for the benchmarking
cases the number of time steps is kept small in order not to change the balance
significantly during the simulation.

9.1.3 Strong and Weak Scaling
Assuming a given work W , the parallelization shown in Chapter 5 can be used in
diﬀerent ways. Instead of calculating the whole work by one process in time TS , the
work can also be distributed to N processes. In the ideal case then the problem can
be solved in
TS
TP =
(9.1)
N
time. The quotient of serial runtime and parallel runtime
Sp =

TS
TP

(9.2)

is called a speed-up of N . This case is called strong scaling, whose goal is to reduce
the time to solution of a given problem. However, in many cases the processes do not
spend exactly the same amount of time with the given work, or the work cannot be
parallelized perfectly. Reasons for that are e.g. (following Hager and Wellein [HW10]):
• Some work can not be performed in parallel
• Resources are shared and cannot be used in parallel
• The program is not started at the same time or has to be synchronized
• The communication needs a serialization
Due to these reasons, in the model the program is divided into a serial fraction s,
which cannot be handled in parallel, and a parallel fraction p with s + p = 1. With
the time unit U the total runtime for a program on one process reads
TSS = U s + U p = U ,

(9.3)

and for the program running in parallel
TPS = U s + U

p
1−s
= Us + U(
) ≤ TSS .
N
N

(9.4)

Then, the application speed-up is
SpS =
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TSS
U
1
=
=
≥ 1,
S
(1−s)
TP
s + 1−s
Us + U N
N

(9.5)
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which is called Amdahl’s law [Amd67]. A graph for diﬀerent fractions of the parallel
part is given in Figure 9.1. Note that to maintain a high performance at large process
counts, the serial fraction should be extremely low.

Speed-up

10000
Parallel Fraction
99.99%
99.90%
99.00%
90.00%

5000

0

1e+03

1e+04

1e+05

Number of Processes
Figure 9.1: Speed-up of a program using N processes for a strong scaling shown for
diﬀerent parallel fractions of the program.

Instead of reducing the runtime by increasing the number of processes, another possibility to use the parallelization is to increase the work. In our simulations, this
means increasing the problem size and thus the number of lattice cells by a factor of
N . Note, that other factors can also be used, but for simplicity are not treated here.
This scenario is called weak scaling and used if e.g. memory is a limiting factor when
running the simulation on less CPU counts. In the weak scaling case, the runtime of
a serial process is
TSW = U s + U pN ,
(9.6)
and for the parallel case
TPW = U s + U p .

(9.7)

Calculating the speed-up yields
SpW =

TSW
U s + U pN
=
= s + (1 − s)N ,
W
Us + Up
TP

(9.8)

which is called Gustafson’s law. The speed-up in the weak scaling case is now a linear
function in N.
Finally, with the performance defined as work over time
P =

W
T

(9.9)
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the eﬃciency reads
�=

P (N CP U s)
Sp
=
.
N P (oneCP U )
N

(9.10)

For all calculations of the eﬃciency, the performance on one node is taken as the
reference value.

9.2 Machines
The performance of waLBerla is measured on diﬀerent high performance computing
systems, which are introduced in the following paragraphs.

9.2.1 Woodcrest
The Woodcrest cluster at RRZE [Woo11] is IA32-based. It consists of 217 2-socket
nodes (HP DL140G3) with dual-core 64-bit enabled Intel Xeon 5160 CPUs (codename
Woodcrest) and Infiniband interconnection organized in a fat-tree topology. The
rough overall peak performance of the system is about 10.3 TFlop/s. Each dual-core
processor on a two socket node is attached to 4 GB of main memory and 4 MB shared
L2 cache and delivers 48 GFlop/s.

9.2.2 HLRB 2
The HLRB 2 is an SGI Altix system located at the Leibniz Supercomputing Centre in
Garching, Germany [HLR11]. This computer features an overall main memory size of
39 TB and a peak performance of 62.3 TFlop/s, delivered by 4 864 dual-core 1.6 GHz
Itanium 2 CPUs of Montecito type. The system is organized in 5 partitions with
so-called high-density blades (4 cores per memory channel) and 13 partitions with
so-called high-bandwidth blades (2 cores per memory channel). Thus, when using
more than 7 900 cores, it is necessary to utilize 4 cores per memory channel, which
reduces the memory bandwidth available to some cores accordingly. The CPUs are
interconnected by a NUMAlink 4 network with a hierarchical topology and a nominal
bandwidth of 6.4 GB/s per CPU. Each processor is attached to 4 GB of local main
memory, 512 kB of L1 data cache and 18 MB of L2 cache. One processor has a peak
performance of 12.8 GFlop/s.

9.2.3 JuRoPA
The JuRoPA system at FZ Jülich [JuR11] consists of 2 208 compute nodes, each
with two Intel Xeon X5570 (Nehalem-EP) quad-core processors running at 2.93 GHz
and 8 MB Intel Smart Cache. One node has a peak performance of 93.76 GFlop/s
and is attached to 24 GB of main memory. The system is connected via Infiniband
QDR with non-blocking fat-tree topology and has an overall peak performance of 207
TFlop/s.
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9.2.4 JUGENE
The JUGENE system at FZ Jülich, an IBM Blue Gene/P system [Blu11] located at
the Jülich Supercomputing Centre, Germany [JUG11], consists of 294 912 processor
cores. It provides 73 728 quad-core Power 450 processors located in 72 racks, which
are highly power eﬃcient compared to other supercomputers. Each Power 450 processor delivers 13.6 GFlop/s peak performance, summing up to a theoretical peak
performance of 1 PFlop/s for the whole system. Each processor is attached to 8 MB
cache and 2 GB of main memory, resulting in 144 TB of aggregated main memory
for the overall system. The maximum achievable bandwidth of the main memory is
13.6 GB/s. However, in peak values, the Power 450 processor transfers one byte in
the same time as it executes one floating point operation.
The entire system is connected by diﬀerent networks. For general-purpose, pointto-point and multicast operations, a torus network is used, which interconnects all
compute nodes. Each node in the torus has six nearest-neighbor connections with a
target hardware bandwidth of 425 MB/s in each direction for a total of 5.1 GB/s bidirectional bandwidth per node. This torus network also supports virtual cut-through
hardware routing. Up to 256 compute nodes, the processors can only be connected
in a mesh structure.

9.2.5 Summary of the Architectures
A summary of the machines with the most important characteristics is given in Table
9.1.

Number of Nodes
Number of Processors
Number of Cores
per Processor
Peak Performance
of the Processor
(GFlop/s)
Memory (GB) per
Processor Core
System peak (TFlop/s)
Processor
Interconnect
Interconnect Type

Woodcrest

HLRB 2

JuRoPA

JUGENE

217
434

4 864
9 728

2 208
4 416

73 728
73 728

2

2

4

4

24

12.8

46.88

13.6

2

2

3

0.5

10.3

62.3

207

1003

Intel Xeon
(Woodcrest)

Intel
Itanium 2

Infiniband

Numalink 4

Fat Tree

Hierarchical

Intel Xeon
(Nehalem)
Infiniband
QDR
Fat Tree

IBM Power
PC 450
IBM
configurable
Torus

Table 9.1: Characteristics of the systems.
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9.2.6 Compilers
For the simulations, on Woodcrest the Intel ICC compiler version 11.1.056 and
GNU compiler version 4.3.3 were used. On the HLRB 2 the same version of ICC,
but version 4.2.0 of GNU were used and on JuRoPA only ICC in version 11.0.74 was
available. To compile the program on the JUGENE, the GNU C and C++ compiler
in version 4.1.2 was used. Tests with the standard IBM XLC/XLC++ compiler
showed a lower performance compared to the GNU compiler when compiling with
optimization flag -O2. Higher optimization was not possible due to internal compiler
errors1 .

9.3 Pure LBM
Before studying the performance of coupled fluid-particle scenarios, simulations of
pure channel flows on a single core, single nodes and multiple nodes are analyzed and
discussed. Here, diﬀerent data layouts and implementations can be tested in detail.
This helps to understand performance values of more complicated scenarios.

9.3.1 Serial Optimization of the LBM Code
In the era of multicore CPUs, single processor and single node optimization is especially important to exploit modern supercomputers. Additionally, for many applications the fluid solver is the bottleneck in performance and should be optimized first.
For that reason four diﬀerent implementations of the stream collide loop are evaluated: a straight forward implementation, an optimized version, and two optimized
versions using C99 variable length arrays (for more information on VLAs see the users
journal of Randy Meyers [Mey01b, Mey01a, Mey02]). Additionally, two diﬀerent data
layouts are tested (see also Subsection 4.1.5):
• The Structure-of-Arrays (SoA) layout, where the first dimension is used to
store the PDFs and the remaining dimensions for the 3D coordinate directions [WZDH05].
• The Array-of-Structures layout (AoS), where the first three dimensions are used
for the 3D coordinate system, followed by the PDFs [WZDH05].
Both memory layouts show diﬀerent characteristics, making one or the other more
appropriate for a certain architecture. The SoA layout is optimized for streaming [WZDH05], providing pure linear access but requiring a large number of data
streams. It is therefore more prone to cache thrashing eﬀects. The AoS layout provides spatial locality only for the collision step, but the read operations are strided
in the preceding streaming step. This can increase cache and memory traﬃc, but
reduces the number of data streams significantly and simplifies address calculations.
1

For higher optimization the XLC returned ”1586-494 (U) INTERNAL COMPILER ERROR”.
This information was reported to IBM and confirmed as an error in the compiler.
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For the first serial tests the HLRB 2 was utilized. The system shows a relatively
low serial performance of up to 0.98 MFLUPS on one core using Array-of-Structures
layout and the straight forward implementation of the LBM (stream and collide loops
are not fused), which can be seen from the first row of Table 9.2. To reduce main
memory access, streaming and collision steps are merged into a single loop, which
results in a performance of 1.42 MFLUPS for the AoS layout (see the second row of
Table 9.2). Rewriting the LBM stream collide sweep in C99 using variable length
arrays increases the performance to 3.5 MFLUPS due to a simpler analysis of data
dependencies and data streams for the compiler and a reduction of the number of
integer calculations. This is crucial for achieving high performance on the Itanium
architecture, as shown in [STR08]. Measurements of the hardware counters using the
performance monitoring interface Perfmon [Per11] show a high number of integer loads
and integer operations for the original code with both compilers and data layouts.
These result from index calculations, which are necessary for accessing the data in
the data holding classes. As an example, on one core of the HLRB 2, the number of
total loads and stores for the original code is around three times higher than the code
using VLA. The number of floating point loads are nearly the same, but the number
of integer loads are around five times higher. Additionally, the Itanium architecture
is not optimized for integer arithmetics. All integer operations have to be explicitly
executed on the floating point unit, which is costly. Using the VLA constructs, the
compiler can reduce the integer loads and integer operations significantly, which pays
oﬀ by a factor of three in the performance for the AoS layout, comparing the most
eﬃcient original code with the best VLA variant. In order to reduce the overhead of
integer operations in the original version, the basis index of the current cells can be
precalculated and reused. Thereby the performance can be improved even without
using VLAs.
Changing the data layout of the LBM from AoS to SoA further improved the performance up to 5.8 MFLUPS on one single core. Additionally incorporating the
boundary treatment in the stream collide loop enhances the performance to the highest achieved value of 6.03 MFLUPS (last row of Table 9.2). Overall these tuning
techniques have led to a performance improvement of more than a factor of six when
comparing the original unfused version with the most eﬃcient one.

Type of optimization
Unfused
Original (fused)
VLA
VLA opt BC

MFLUPS with AoS layout

MFLUPS with SoA layout

0.98
1.42
3.50
3.50

0.84
1.28
5.80
6.03

Table 9.2: Performance of serial LBM solver on HLRB 2 compiled with ICC with
diﬀerent data layouts and diﬀerent type of optimizations. In case of VLA,
variable-length arrays are used. For the VLA opt BC variant, also the
boundary conditions are implemented in the VLA stream collide loop.
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9.3.2 Single Node Performance of the LBM Code
In order to evaluate the best possible data layout, the best type of optimization,
the best domain size and the best compiler for the performance on a system, the
LBM code is analyzed on one node on each of the four target machines. On the
node, all cores are used for the simulation, each with the same domain size per core.
The communication between the cores is performed using MPI and the simulation is
running for 500 time steps. Both, original fused stream collide loop and the version
using variable length arrays are compared (see Subsection 9.3.1).

Woodcrest
On the Woodcrest, the Intel and the GNU compiler produce nearly equivalently fast
code and thus the diﬀerences in performance are quite low (see Figures 9.2 and 9.3).
On this machine, the SoA data layout is preferable and results for most domain sizes
in better performance. But for domain sizes of 30, 70, 110 and 150 cells per direction
the performance decreases, which could result from cache thrashing eﬀects. When
running in cache for a domain size of 103 , the code delivers up to 23.87 MFLUPS
on one node. When running out of cache, waLBerla obtains a maximum of 12.17
MFLUPS for a domain size of 1603 cells with the Intel compiler and the SoA layout,
which corresponds to a bandwidth usage of 6.38 GB/s. On the Woodcrest, the
theoretical memory bandwidth of one node is 21.3 GB/s. However, the maximum
achievable bandwidth is approximately 6.4 GB/s for the STREAM triad per node.
Compared to the STREAM triad this results in 99.6% of the maximum achievable
memory bandwidth for the waLBerla code neglecting cache eﬀects.
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Figure 9.2: Single node performance
on
Woodcrest
with
Structure-of-Arrays layout
and GNU and Intel compilers
for diﬀerent domain sizes.
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Figure 9.3: Single node performance
on Woodcrest with Arrayof-Structures layout and
GNU and Intel compilers for
diﬀerent domain sizes.
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HLRB 2
On the HLRB 2, the Intel compiler outperforms the GNU compiler using the variable
length arrays by around 50% with the Structure-of-Arrays layout (see Figure 9.4).
When running in cache, the maximum performance is 7.69 MFLUPS. The original
code is comparatively slow with both compilers. The performance can be improved
by holding the data in an array of structures, which is shown in Figure 9.5. Here the
maximum performance of around 9.5 MFLUPS is reached when running domain sizes
of 703 to 1003 cells.
The measurements of Zeiser et al. [ZGS08] have shown a maximum achievable bandwidth of approximately 6.8 GB/s for the STREAM triad per processor. Comparing
the highest LBM performance (which is 9.64 MFLUPS for a domain size of 803 and
the VLA version with the AoS layout compiled with Intel) in terms of aggregate
memory bandwidth to the STREAM triad, we maintain close to 75% of the peak
STREAM triad bandwidth. In terms of peak GFlop/s our simulations achieve a still
respectable 16%, considering that the LBM performance is typically limited by memory bandwidth.
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Figure 9.4: Single node performance on
HLRB 2 with Structure-ofArrays layout and GNU and
Intel compilers for diﬀerent
domain sizes.
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Figure 9.5: Single node performance on
HLRB 2 with Array-ofStructures layout and GNU
and Intel compilers for diﬀerent domain sizes.

JuRoPA
On the JuRoPA again the SoA data layout is more eﬃcient when running long loops,
which can be seen from Figures 9.6 and 9.7. As on the Woodcrest, for domain sizes
of 30, 70, 110 and 150 cells per direction, the performance decreases for the VLA
variant, which again could result from cache thrashing eﬀects. For the SoA layout
the VLA version is around 60% faster than the original version. Measurements of
the hardware counters with the Likwid tool [Lik11] again show many more integer
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operations for the original version compared to the VLA version, that result from
address calculations. As on the HLRB 2 this decreases the performance significantly.
The maximum achieved performance per node on this system is 59.98 MFLUPS when
using SoA layout and the VLA version. This corresponds to 93.3% of the bandwidth
compared to the STREAM triad.
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Figure 9.6: Single node performance on
JuRoPA with Structure-ofArrays layout and Intel compiler for diﬀerent domain
sizes.
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Figure 9.7: Single node performance
on JuRoPA with Array-ofStructures layout and Intel
compiler for diﬀerent domain
sizes.

JUGENE
On the JUGENE, the AoS layout, as on HLRB 2, is more eﬀective than the SoA
layout for both, long and short loops, as illustrated in Figure 9.8 and 9.9. For a
domain size of 403 , the simulation reaches 5.77 MFLUPS on one node. Further
machine specific optimizations in terms of loop fusion and blocking resulted in a
slightly better performance of up to 6.01 MFLUPS per core, but are not shown in
the figures in order to have a fair comparison of the software on all four machines.
Our results for a single node indicate the best performance for the AoS layout and
the implementation using VLAs. These are also used in the following simulations
of the coupled fluid-structure problem to achieve a maximal performance for the
fluid solver. The fastest pure LBM simulation achieves 4.65 GB/s main memory
bandwidth and 1.17 GFlop/s on a single node, where values for GFlop/s and main
memory bandwidth are measured using the automatically available performance counters [LCC+ 08]. When estimating the performance with the models introduced in Subsection 9.1.1, this results in 3.15 GB/s main memory bandwidth and 1.28 GFlop/s on
a single node. The measured memory bandwidth indicates a larger amount of transferred data in the simulations as assumed in the model.
An analysis of the assembly code generated for the SoA and AoS kernels using VLAs
shows an advantage for the latter: In its innermost loop, it requires fewer instructions,
mainly uses memory operations with relative addresses instead of separate compu-
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Figure 9.8: Single node performance
on JUGENE with Structureof-Arrays layout and GNU
compiler for diﬀerent domain
sizes.
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Figure 9.9: Single node performance
on JUGENE with Array-ofStructures layout and GNU
compiler for diﬀerent domain
sizes.

tations, and needs to spill less registers. However, both kernels could provide much
higher performance if accessing only data in L1 cache. More important seem to be the
eﬀects of the per-core L2 cache, which merely serves as an 14-entry prefetch and writeback buﬀer between L1 and shared L3 cache, which is detailed in [SK09]. Despite
transferring less data from L3 to L1 cache, the SoA layout performs worse because
it vastly exceeds the number of supported streams. Estimating the requirements of
the AoS layout and using the maximum fill rate of the L1 cache, its performance is
restricted to 2.9 MLUPS per core for line lengths beyond 20 cells. As the AoS kernel
exceeds the seven available data streams and therefore cannot profit from prefetching
by the L2 cache, the eﬀective fill rate is even lower. Performance further degrades
since a lattice cell update is dominated by reading in the beginning and writing at the
end, with a phase of computation that cannot be overlapped with memory accesses in
between. Summarizing, our best LBM performance on a Blue Gene/P node reaches
9.4% of peak Flop/s and 26.0% of peak memory bandwidth when using the model
from Subsection 9.1.1. While this may still be less than desirable in absolute terms,
it presents a very significant improvement compared to the straightforward implementation and compares favorably with other lattice Boltzmann implementations or
PDE solvers on this architecture.
Comparison
A summary of all characteristics of the most eﬃcient variant of the code on each
machine is shown in Table 9.3. The memory bandwidth and the floating point performance are estimated using the metrics from Subsection 9.1.1. On the Woodcrest
and the JuRoPA we maintain close to the maximum available memory bandwidth.
Note that the Woodcrest, the JuRoPA and the JUGENE nodes are well balanced
in terms of usable memory bandwidth to peak performance (last row in Table 9.3).
The Woodcrest processor on the other hand is not well balanced, which results in
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a low ratio of LBM performance to node peak performance. On the JUGENE the
performance is relatively low due to the lack of usable data streams.
Woodcrest

HLRB 2

JuRoPA

JUGENE2

Domain size

1603

803

1803

403

Compiler
Data layout

Intel
SoA

Intel
AoS

Intel
SoA

GNU
AoS

6.4

6.8

33.7

12.1

48

12.8

93.76

13.6

0.133

0.53

0.36

0.9

12.17

9.64

59.98

6.01

6.38

5.05

31.43

3.15

99.6

74.3

93.3

26.0

2.59

2.05

12.78

1.13

5.4

16.04

13.63

9.4

STREAM memory bandwidth
(GB/s)
Node peak (GFlop/s)
STREAM bandwidth to node
peak performance (GB/GFlop)
MFLUPS
LBM memory bandwidth
(GB/s)
LBM bandwidth to STREAM
bandwidth (in %)
Performance LBM (GFlop/s)
LBM performance to node
peak performance (in %)

Table 9.3: Characteristics of most eﬃcient version of the code on one node of the four
diﬀerent compute platforms.

9.3.3 Weak and Strong Scaling of the LBM Code
After analyzing the performance on a single node, now weak and strong scaling tests
are evaluated on the machines. Figures 9.10 and 9.11 show the weak scaling of
waLBerla on three architectures, each with the most eﬃcient optimization and
data layout (see Table 9.3) with domain sizes of 1003 and 1403 per core respectively.
The reference values on one node for the calculation of the eﬃciency are given in
Table 9.4. A good scaling on all machines up to the maximum available number of
nodes in the local queuing is achieved.
Woodcrest
On the Woodcrest the SoA layout was the most eﬃcient one. The maximum
available number of cores is 256 in the standard queuing. Up to this number, the
eﬃciency is still greater than 90% for both domain sizes.
2

For a fair comparison, in this table only the performance values of the standard versions of the
code are used, not the hand optimized version for the JUGENE.
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Woodcrest
HLRB 2
JuRoPA

MFLUPS for a domain size of
1003 lattice cells per core

MFLUPS for a domain size of
1403 lattice cells per core

12.01
9.51
53.77

12.09
7.74
58.02

Table 9.4: Performance in MFLUPS on one node for diﬀerent architectures and lattice
domain sizes.

HLRB 2
For the HLRB 2 the simulations were performed with the AoS layout and the scaling
is nearly linear up to 128 nodes, which are located in one rack and connected with 1.6
GB/s. For the jobs with 256 nodes, the slowest connection of the network is 0.8 GB/s,
which shows oﬀ in a decrease of eﬃciency in the graph. The simulations with 512 and
1 024 nodes only have a network bandwidth of 0.4 GB/s and 0.2 GB/s respectively
due to the fat-tree topology, which again decreases the overall performance. But for
2048 MPI processes, the eﬃciency is still respectable 90% for the domain size of 1403 .
JuRoPA
On the JuRoPA the SoA layout was used, and the scaling is nearly linear up to 64
nodes, which correspond to 512 cores. Then the eﬃciency decreases statically, which
indicates a lower network bandwidth beyond 512 cores. Using 4 096 cores (512 nodes),
the eﬃciency is 68%. Note that the simulation on 512 nodes with a domain size of
1403 is missing. This is due to memory problems when using many MPI processes.
On this machine the MPI system allocates at runtime an amount of memory for each
connection. This setting of the MPI system results in lack of memory for the user
data when many processes are used, and the program aborts.
JUGENE
On the JUGENE simulations with the previously used lattice domain sizes per core
are not possible due to a smaller amount of main memory per core. On this system,
a domain size of 403 lattice cell per core is used for the weak scaling test, which corresponds to 64 000 lattice cells per core. The results are illustrated in Table 9.5. For
1 000 time steps, the simulation takes around 45 seconds and shows excellent scalability over the whole range of processor cores considered. For the largest simulation
using 131 072 cores, the eﬃciency still is 100%, calculated based on the performance of
the reference simulation on 1 024 cores. A similarly near-perfect scaling was reported
by Clausen et al. [AC10], who benchmarked weak scaling on the Blue Gene/P system
in Argonne with their LBM implementation. They employed a significantly smaller
subdomain size of 323 = 32 768 lattice cells per core and achieved similar run-times
of 40-50 seconds for 1 000 time steps with up to 32 768 cores.
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Figure 9.10: Weak scaling on Woodcrest, HLRB 2 and JuRoPA with 1003 cells
per core using the most eﬃcient data layout and the Intel compiler.

1

Efficiency

0.75

0.5

0.25

0

1

Woodcrest
HLRB 2
Juropa

10

100

1000

Number of Nodes

Figure 9.11: Weak scaling on Woodcrest, HLRB 2 and JuRoPA with 1403 cells
per core using the most eﬃcient data layout and the Intel compiler.
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Number of Cores

Time to solution
(in s)

1 024
2 048
4 096
8 192
16 384
32 768
65 536
131 072

44.6
44.6
44.5
44.5
44.9
44.9
44.5
44.6

Table 9.5: Weak scaling of pure LBM simulations on JUGENE with 40 × 40 × 40
lattice cells per core and 1000 time steps.

The strong scaling experiment on JUGENE ranges from 64 processes and a domain
decoupling of 4 × 4 × 4 to 32 768 process with a decoupling of 32 × 32 × 32 for a
constant domain size of 320 × 320 × 320 lattice cells. By doubling the number of
cores, the domain is successively cut in the Cartesian directions. The decoupling is
shown in Table 9.6. The results of the strong scaling are shown in Table 9.7. For
a small number of cores, the speed-up values are near the ideal scaling. However,
when increasing the number of cores, the domain size per core is reduced. This
results in a large communication-to-computation ratio for large process counts. Due
to this reason, the eﬃciency for large number of cores is reduced. In the simulation
on 32 768 cores, the domain size per core is only 10 × 10 × 10 lattice cells. This results
in small loops and high communication eﬀort which both reduce the performance of
the simulation significantly.
Number of
cores

Domain size
per core

64
128
256
512
1 024
2 048
4 096
8 192
16 384
32 768

80 × 80 × 80
40 × 80 × 80
40 × 40 × 80
40 × 40 × 40
20 × 40 × 40
20 × 20 × 40
20 × 20 × 20
10 × 20 × 20
10 × 10 × 20
10 × 10 × 10

Table 9.6: Domain decoupling for the strong scaling test on JUGENE for diﬀerent
number of cores.
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Number of
cores

Simulation time
(in s)

Speed-up

Ideal speed-up

64
128
256
512
1 024
2 048
4 096
8 192
16 384
32768

170.13
85.75
44.31
22.70
12.64
6.70
3.80
1.85
1.59
1.22

1.00
1.98
3.84
7.49
13.46
25.40
44.71
91.78
106.68
139.69

1
2
4
8
16
32
64
128
256
512

Table 9.7: Simulation time and speed-up for 500 time steps of strong scaling of pure
LBM simulations from 64 to 32 768 compute cores on JUGENE.

9.4 Coupled LBM-Rigid Body Dynamics
In Section 3.2 numerical methods to perform fluid simulations interacting with rigid
bodies using an extended lattice Boltzmann method coupled to a physics engine are
presented. Additionally, two diﬀerent variants for the parallelization are introduced
in Section 5.2. In this section, first an evaluation of the parallelization using the
LCP solver is given. Then a comparison of both parallelization variants is shown and
finally large-scale simulations are presented.

9.4.1 Evaluation of the LCP-based Parallelization
For the evaluation of the LCP and the FFD parallelization variant, simulations of
fluidizations are performed. Rigid bodies with a random initial velocity are randomly
placed in a box with an inflow from bottom to top under gravity. Due to the particle
velocity, the gravity and the inflow, the particles collide right from the start. The
simulations are running 1 000 time steps.
As indicated in Subsection 5.2.1, during a parallel simulation with the LCP solver
only objects cut by process interfaces are treated by one dedicated global pe instance.
However, since all local workers must wait for the updated values from the global pe
instance before proceeding with their work, the performance of this approach strongly
depends on the number Nglobal of objects transferred and treated by the central
process. This number is a function of the overall number of rigid bodies, their size
and the lattice domain size of the local processes.
Eﬃciency measurements of the parallel algorithm simulating rigid bodies incorporated
in the flow, compared to simulations without rigid bodies are shown in Figure 9.12.
These were run on the HLRB 2 with up to 1025 processor cores. The eﬃciency for a
moderate number of objects is high (see Figure 9.12(a)), but drops down to 45% for
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Efficiency

Efficiency

around 14000 objects due to the additional computational steps for the objects and
the large number of objects treated by the central process. In order to simulate up
to 150 000 rigid bodies eﬃciently, in the second scenario shown in Figure 9.12(b) the
lattice domain size is larger, while the objects are smaller. When the overall number
of rigid bodies or their size is increased, Nglobal is also increasing, while enlarging the
lattice domain size of the local processes leads to a reduction of Nglobal . Additionally,
the simulation performs better when the number of rigid bodies in contact is low.
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(a) The fluid domain size per process is 75 ×
75 × 200 lattice cells, spheres are used with a
diameter of 10 lattice cells.
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40000

80000
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(b) The fluid domain size per process is 1803
lattice cells, spheres are used with a diameter
of 6 lattice cells.

Figure 9.12: Eﬃciency of simulations with rigid bodies incorporated in the fluid, compared to simulations of pure fluid flow, both measured on HLRB 2.

9.4.2 Comparison of LCP and FFD Parallelization Variant
The performance for the coupled simulation will obviously depend on the number
of rigid bodies, their size and shape and the number of contacts between these objects. Due to the additional computations and communication (see Table 9.8 for an
example) the performance in terms of MLUPS is lower, compared to a pure LBM
simulation. Additionally, in case of weak scaling with the FFD solver the utilized
domain partitioning in all Cartesian directions is well suited for the LBM solver, but
results in a performance drop of the pe part when compared to a domain partitioning
in only one direction. For parallel results of the pure pe part refer to Iglberger et
al. [IR09a].
To compare both parallelization variants, three diﬀerent scenarios are presented. For
these test cases, objects of spherical shape are used. Additionally, the objects are
equally distributed to the processes to balance the load of simulation at the beginning. A dynamic load balancing strategy is ongoing work.
In the first test case, the number of rigid bodies is increased while the number of
processor cores and the domain size remain constant. The flow solver uses a grid
with 75 × 75 × 200 lattice cells per core, and the rigid bodies are distributed randomly. Performance measures for 128 and 256 cores with both solvers are shown in
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Table 9.8: Computational time of diﬀerent modules in percent for a simulation with
1 098 304 objects of radius 6 lattice cells on 256 processes using the FFD
solver.
Module

% of compute time

LBM Communication
Stream Collide
Object Mapping
Force Evaluation
Physics Engine including communication

6.2
54.7
11.4
15.5
12.2

Figure 9.13. Up to around 14 000 objects, both variants show nearly similar behavior. However, increasing the number of bodies up to 25 000, the performance of the
coupled LBM-LCP solver deteriorates to a value of around 12% while the LBM-FFD
variant remains at 34%. This results from the global pe instance in case of the LCP
solver, which is a bottleneck for large number of objects.

1000
Coupled LBM-FFD solver using 128 cores
Coupled LBM-LCP solver using 129 cores
Coupled LBM-FFD solver using 256 cores
Coupled LBM-LCP solver using 257 cores

MLUPS

750

500

250

0
0

5000

10000

15000

20000

25000

Number of Obstacles

Figure 9.13: Performance of simulations with randomly distributed rigid bodies incorporated in the fluid measured on HLRB 2. The number of lattice
cells per processor core is 1.125 million, spheres with a diameter of 10
lattice cells are used as rigid objects.

In order to check the behavior for a larger amount of objects and a larger number
of processes, the second scenario is a weak scaling test, where each processor core
handles 510 rigid bodies on average together with 2 000 000 lattice cells for the flow
solver. The number of cores is increased from 64 to 8 192 (see Figure 9.14). As a
reference, the figure also shows the graph of an ideal scaling based on a performance of
4.46 MLUPS on one processor. Compared to the first scenario, the number of objects
is higher, which results in a much better performance of the FFD solver, while the
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LCP solver falls to a value of 6.4 MLUPS using 1 025 cores. In order not to waste
compute resources, no simulations for more than 1 025 cores were performed with the
LCP solver. In case of 1 025 processor cores with the LCP variant, each local process
treats around 510 objects, while the global pe instance is processing more than 58 000
objects in each time step. Due to this imbalance, the performance of the LCP solver
is extremely low. For the largest run on 8 192 cores, the simulation domain contains
a total of 4 630 184 objects and 16.384 billion grid cells, accounting to a total main
memory consumption of more than 6TB. Using 7 800 cores, one time step in the LBM
domain requires around 1.45 seconds, which enables a typical real-world simulation
of this scenario with 100 000 time steps in 40 hours on this machine. The figure shows
nearly linear eﬃciency up to 7 800 processor cores, but an eﬃciency drop for 8 192
cores compared to 7 800 cores. This results from the architecture of the HLRB 2
SGI Altix system. In the simulation with 8 192 cores, 292 cores have to share one
memory channel per four cores. Due to the lower memory bandwidth per core and
the resulting longer runtime per time step on these cores, the overall performance
deteriorates. This could only be compensated by a more involved load balancing
algorithm taking into account the bandwidth available for each processor core.

20000

MLUPS

16000

12000

8000
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0
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Coupled LBM-FFD solver
Coupled LBM-LCP solver
Ideal scaling

1024
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3072
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6144

7168
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Number of Cores

Figure 9.14: Weak scaling performance of simulations with rigid bodies incorporated
in the fluid measured on HLRB 2. The number of lattice cells per
processor core is 2 million, spheres with a diameter of 6 lattice cells are
used as rigid objects. For 8 192 cores more than 4.6 million objects are
simulated. Due to the architecture of the HLRB 2, 4 cores per memory
channel are used instead of 2 when running on more than 7 900 cores,
which reduces the performance.
To further increase the number of objects up to 37 008 576, a third test scenario is
set up, where the lattice domain size per core is four times higher compared to the
previous test case. In this scenario, the number of objects per core is approximately
2 100, and each core processes 8 000 000 lattice cells. For this simulations, only the
LBM-FFD variant is used. Figure 9.15 shows a good eﬃciency of more than 74%
on up to 7 800 processor cores as compared to the ideal scaling. The ideal scaling
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is calculated based on a performance of 3.09 MLUPS on one dual-core processor.
A real-world simulation of this scenario using 7 800 cores and 100 000 time steps
would require more than 193 hours on this system. This shows the ability to already
run such borderline simulations on this machine, but emphasizes the need for the
next generation of supercomputers. Real-world simulations of large scale on such a
supercomputer are illustrated in the next chapter. As in the previous scenario, the
eﬃciency of the simulation with 8 192 processor cores is significantly lower than using
7 800 cores due to the heterogeneous architecture of the HLRB 2 SGI Altix system.
In case of 8 192 processor cores, the simulation domain contains 65.536 billion grid
cells and is utilizing more than 23 TB of aggregate main memory.
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Figure 9.15: Weak scaling performance of simulations with rigid bodies incorporated
in the fluid measured on HLRB 2. The number of lattice cells per
processor core is 8 million, spheres with a diameter of 6 lattice cells are
used as rigid objects. For 8 192 cores more than 37 million objects are
simulated. Due to the architecture of the HLRB 2, 4 cores per memory
channel are used instead of 2 when running on more than 7 900 cores,
which reduces the performance.

9.4.3 Large-Scale Simulations of Particulate Flows
Simulations of large-scale particulate flows are performed on the JUGENE cluster.
Here, two diﬀerent scenarios are evaluated: One labeled case A with sparsely packed
particles, and one case B with densely packed particles representative for sedimentation or segregation processes as shown in Section 8.6. In both scenarios, particles of
a diameter of 6 lattice cells are placed in a box of height H. For the simulations, the
particles are arranged in two Cartesian directions (x and y) on a regular grid with
a given distance d (see Figure 9.16) and shifted by a random value, which is chosen
to randomly distribute the objects without interpenetrating themselves. In the third
Cartesian direction, shifted layers are created with a distance of c = 7 lattice cells.
The distance of the center of the first sphere to the west and south wall is also c = 7
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lattice cells. For the distance of the first and last layer to the bottom and top wall,
a value of e = 5 lattice cells is used. For case A the distance d is 16 lattice cells,
for case B d is 9 lattice cells, resulting in a fraction of particle volume of 6.3% and
19.8%, respectively. Additionally, two diﬀerent domain sizes per core are used. One
is 40 × 40 × 40 lattice cells, the other 80 × 80 × 80 lattice cells.
















Figure 9.16: Simulation setup of fluidization experiments.
As a first step, the single node performance of the coupled fluid-particle interaction
simulations is evaluated, which will obviously depend on the domain size per core and
the number of objects. The results are shown in Table 9.9, where the GFlop/s and
the memory bandwidth values are again measured using the automatically available
performance counters [LCC+ 08].
For the smaller domain size of 403 lattice cells per core, the performance is in general
lower than for domain size of 803 lattice cells. When the number of rigid bodies is
increased (case B), the computational eﬀort for mapping the objects to the grid, the
force evaluation, the movement and the collisions of the objects is higher compared to
simulations with smaller number of objects (case A), resulting in a lower performance
in terms of MLUPS for case B. Thus, the highest MLUPS value is obtained for
a domain size of 803 lattice cells and case A. For the same case, also the highest
measured values for GFlop/s and main memory bandwidth are achieved.
In order to evaluate the run-time of the diﬀerent computational tasks in case of
parallel simulations, measurements with 64 cores are performed. For that number
of cores and a domain decomposition of 4 × 4 × 4 the eight inner processes need to
communicate to all neighbors. The results are shown in Figure 9.17. For case A,
with sparsely packed particles, the LBM solver is clearly the dominant part. When
increasing the number of objects (case B), the necessary computations for mapping,
evaluating the force, moving and colliding the objects also increase. For case B, the
computing time for the force evaluation is nearly as high as for the stream and the
collide step. This is caused by the distributed access to the values in memory, because
the force is evaluated on the surface of each object, where the accessed cells are not
locally aligned. For the simulations with smaller domain sizes, the fraction of the
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Testcase

Lattice domain
size per core

MLUPS

% of peak GFlop/s
performance

% of peak memory
bandwidth

403
803
403
803

3.00
3.24
1.90
1.92

4.12
4.59
3.00
3.15

14.61
22.32
11.18
15.63

A
B

Table 9.9: Node performance of coupled fluid-structure interaction simulations on JUGENE.

Fraction of computing time in %

communication is also higher, compared to the larger domain sizes due to a larger
communication-to-computation ratio.

80
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Figure 9.17: Fraction of computing time of diﬀerent modules for two diﬀerent scenarios and two diﬀerent domain sizes per core measured on 64 cores of
the JUGENE cluster.

Weak Scaling
The weak scaling on JUGENE is performed with both scenarios and two diﬀerent
domain sizes per core. The experiment is again started at 64 cores with a decomposition of 4 × 4 × 4, when 8 processes communicate in all neighboring directions. Note
that the placement of MPI processes needs to be done according to the requested
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torus shape and thus the underlying network shape on the system to maintain a high
performance (for more information see [Arn10]). Otherwise, the performance can
drop significantly3 .
The weak scaling up to 294 912 cores of case A is presented in Figure 9.18. The
reference values for calculating the eﬃciency are 44.07 MLUPS for a domain size of
403 lattice cells per core and 47.31 MLUPS for a domain size of 803 lattice cells per
core for measurements with 64 cores. The lower eﬃciency for the smaller domain size
results from a higher communication-to-computation ratio. The figure illustrates a
high eﬃciency even at large processor counts.
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80x80x80 lattice cells per core
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Figure 9.18: Weak scaling on JUGENE from 64 to 294 912 compute cores for sparsely
packed particles (case A). The largest simulation utilizes more than 50
TB of main memory for 150 994 944 000 lattice cells and 83 804 982 rigid
objects of spherical type.

Figure 9.19 shows the weak scaling up to 294 912 cores for test case B. The eﬃciency is
based on measurements on 64 cores, which result in 23.06 MLUPS and 25.14 MLUPS
for domain sizes of 403 and 803 lattice cells per core, respectively. Over the whole
range of cores, the eﬃciency remains over 98% for a domain size of 803 lattice cells
per core. Again, the eﬃciency of the simulation with smaller domain size is lower,
compared to the simulation with larger domain size due to the communication-tocomputation ratio. Note that the largest simulation on 294 912 cores utilizes more
than 50 TB of main memory and contains 264 331 905 objects incorporated in the
flow.

3

For an incorrect placement, waLBerla suﬀered a performance drop of 9.7% for a simulation on
32 768 cores on the JUGENE.
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Figure 9.19: Weak scaling on JUGENE from 64 to 294 912 compute cores for densely
packed particles (case B). The largest simulation utilizes more than 50
TB of main memory for 150 994 944 000 lattice cells and 264 331 905 rigid
objects of spherical type.

Strong Scaling
The strong scaling of the coupled simulation for the JUGENE is performed according
to the domain decomposition previously described in Table 9.6. The simulation time
for both scenarios and the corresponding speed-up values are shown in Table 9.10.
From 64 to 4 096 cores an eﬃciency of around 50% is obtained for both scenarios.
However, when using a large number of processor cores, the time to solution can
not be reduced significantly any more. At high processor counts, the number of
lattice cells per core is low, but the fraction of communicated data to simulated data
for both fluid simulation and simulation of rigid objects is high, which reduces the
performance. This can be seen from Figures 9.20 and 9.21 for test cases A and B
respectively. The time spent to communicate LBM ghost data and the time in the
physics engine, which includes four steps of MPI communication in each time step,
increases for larger processor counts. For an ideal scaling, the time in these routines
should stay constant over the whole range of processes. This is nearly the case in the
weak scaling test (see Figures 9.22 and 9.23). However, for case A and 32 768 cores,
LBM communication and physics engine consume 87% of the time, compared to only
12% for the simulation with 64 cores.
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Number of

Case A

Case B

cores

Simulation time
(in s)

Speed-up

Simulation time
(in s)

Speed-up

64
128
256
512
1 024
2 048
4 096
8 192
16 384
32 768

362.9
177.0
95.5
51.5
28.6
18.5
12.1
7.6
5.7
4.7

1.00
2.05
3.80
7.05
12.69
19.62
30.00
47.75
63.67
77.21

669.8
341.4
182.3
96.1
52.6
31.1
20.0
12.9
8.8
6.9

1.00
1.96
3.67
6.97
12.73
21.54
33.49
51.92
76.11
97.07

Table 9.10: Strong scaling of coupled fluid-structure interaction simulations measured
for 500 time steps from 64 to 32 768 compute cores with scenarios A and
B on JUGENE.
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Figure 9.20: Fraction of computing time of diﬀerent modules for strong scaling with
sparsely packed particles (case A) on 64 to 32 768 compute cores of
the JUGENE using an overall domain size of 320 × 320 × 320 lattice
cells and 17 142 objects.
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Figure 9.21: Fraction of computing time of diﬀerent modules for strong scaling with
densely packed particles (case B) on 64 to 32 768 compute cores of
the JUGENE using an overall domain size of 320 × 320 × 320 lattice
cells and 53 607 objects.
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Figure 9.22: Fraction of computing time of diﬀerent modules for weak scaling with
sparsely packed particles (case A) on 64 to 32 768 compute cores of
the JUGENE using a domain size of 80 × 80 × 80 lattice cells per core.
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Fraction of computing time in %
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Figure 9.23: Fraction of computing time of diﬀerent modules for weak scaling with
densely packed particles (case B) on 64 to 32 768 compute cores of
the JUGENE using a domain size of 80 × 80 × 80 lattice cells per core.
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The proof of the pudding is in the eating.
Don Quixote updated

In previous chapters, the coupled fluid-rigid body simulation framework has proven
its numerical validity and shown its performance. However, the major point of such
a framework is the simulation of physically relevant, interesting and useful scenarios.
In this chapter, some of the applications are illustrated, including their motivation
and results.

10.1 Fluidization
The fluidization was previously discussed in Section 8.6 and describes the process,
when a packed bed of solid particles is transferred to a fluid-like state by an upward
fluid flow. This process is e.g. used in chemical reactors for an eﬃcient thermal
transport inside the system, to increase the contact between the solid particles and
the fluidization medium, or to enhance mixing. Depending on the inflow velocity, the
bed can be fixed (for very small inflow velocities), fluidized, or mobilized (for high
inflow velocities). The first example, illustrated in Figure 10.1 shows a fluidized bed
with 1 000 objects immersed in ethylene glycol in a horn with an external gravity
field. For the simulation spheres, capsules and boxes of diﬀerent sizes are used. The
fluid streams inwards from the inlet of the horn with a velocity of 0.12 m/s in an
upward direction, as denoted by the vectors in the figure. During the simulation, the
objects collide with each other and with the surface of the horn. This results in a
mixing of the objects. The simulation is running around 11h on 31 processes of the
LSS cluster [LSS11] using the LCP-based parallelization of the rigid body solver. The
LBM simulation domain is 400 × 400 × 400 lattice cells with a physical cell size of
1 · 10−3 m.
As a second example, a large-scale fluidization is shown in Figure 10.2. Here, more
than 1 million spherical objects of radius 2.4 · 10−4 m with a density of 1.485 kg/dm3
are simulated in water with an upstream velocity of 0.0134 m/s in earth gravity.
The LBM domain size is 896 × 896 × 1800 lattice cells with a physical cell size of
6 · 10−5 m, which results in more than 1.4 billion cells. This simulation is performed
with the FFD solver on 768 cores of the LIMA cluster [Lim11] at RRZE and is running
around 24h for 28 000 time steps. Note that rendering one image with the POV-Ray
raytracer [PR11] needs additional 2h due to the large number of objects.
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(a) At t = 0 s (initial setup).

(b) At t = 1.5 s.

(c) At t = 3 s.

(d) t = 4.5 s.

Figure 10.1: Example of a simulation with 1 000 objects of diﬀerent shape in a horn
using 31 processes and a fluid stream from bottom to top.
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(a) At t = 0 s (initial setup).

(b) At t = 0.32 s.

Figure 10.2: Fluidization simulation of 1 017 600 spheres simulated on 768 cores of the
LIMA cluster in a box. The spheres have a density of 1.485 kg/dm3 in
water with density 1 kg/dm3 and earth gravity. An inflow is used from
bottom to top with a lattice velocity of 0.0134 m/s.
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10.2 Segregation
In this section, three simulations of real-world segregation processes are shown. This
process can be exploited to concentrate the desired components. Please note, that
the size of the particles and hence the number of particles was chosen such that
single particles still can be identified in the resulting pictures. Additionally, both
simulation and visualization are highly computational time consuming for scenarios
with millions of objects. Thus, for very large numbers of particles only performance
results are shown and discussed in Section 9.4. In all cases, objects with density
values of 0.8 kg/dm3 and 1.2 kg/dm3 are immersed in water with density 1 kg/dm3
and undergo a gravitation field. Thereby light objects will rise to the top, while
heavy objects will sink to the ground. For the simulation the physical cell size ∆x =
6 · 10−5 m is used. Figure 10.3 shows a simulation with 242 200 objects of spherical
shape and a lattice domain size of 384 × 384 × 800 cells in a gravity field. The
simulation is running 12 hours on 32 768 processor cores of the JUGENE cluster
(see Subsection 9.2.4) with a main memory consumption of more than 60 GB. The
figure shows some light objects trapped at the bottom of the box. This phenomenon
might result from the higher momentum transfer from heavy to lightweight objects
during collisions, compared to the transfer from light to heavy objects and was also
experienced in an experiment set up with two diﬀerent sphere types (with the same
size, but diﬀerent densities) immersed in syrup (see Figure 10.7).
Figure 10.4 illustrates again the ability of the software to handle objects of more complex shape (for a closer look on the starlike objects, see Figure 10.5). It demonstrates
a simulation with 12 013 objects of spherical and starlike shape and 240 × 240 × 480
lattice cells calculated on 2 048 processor cores of JUGENE. A similar experiment
with 14 739 objects, but with randomly created agglomerates of spheres in a domain
of 240 × 240 × 576 lattice cells, is illustrated in Figure 10.6.

Figure 10.3: Segregation simulation of 242 200 spheres in diﬀerent time steps simulated on 32 768 cores in a box. Density values of 0.8 kg/dm3 and
1.2 kg/dm3 are used for the objects in water with density 1 kg/dm3 and
a gravitation field. Light particles (red) are rising to the top of the box,
while heavy particle (gray) sink to the bottom.
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Figure 10.4: Segregation simulation of 12 013 objects with two diﬀerent shapes in
diﬀerent time steps simulated on 2 048 cores in a box. Density values of
0.8 kg/dm3 and 1.2 kg/dm3 are used for the objects in water with density
1 kg/dm3 and a gravitation field. Light particles (red) are rising to the
top of the box, while heavy particle (yellow) sink to the bottom.

Figure 10.5: Detailed view on starlike objects used in the segregation simulation illustrated in Figure 10.4.

10.3 Swimmers
In a third example, the framework is used to simulate the motion of self-propelled
micro-devices in order to get a deeper insight into the motility of cells and microorganisms and to construct self-propelled micro-devices. These devices typically operate
in low Reynolds number regimes, where inertia eﬀects are small. When dropping the
inertia term in the momentum equation from Navier-Stokes equations (terms on the
left hand side of Equation 2.7), this leads together with the incompressibility condition from Equation 2.6 to the so-called Stokes flow regime. In Stokes flow, the viscous
forces are dominant, resulting in a laminar flow. The flow condition resulting from
Stoke’s condition is time-reversible, necessitating a time-irreversible propulsion strategy for the organism to gain net movement at all. This was first shown in Purcell’s
Scallop theorem [Pur77]. A time-reversible strategy would result in a motion of the
organism, but ends at the same position after one cycle.
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Figure 10.6: Segregation simulation of 14 739 objects with diﬀerent shapes in diﬀerent time steps simulated on 8 192 cores in a box. Density values of
0.8 kg/dm3 and 1.2 kg/dm3 are used for the objects in water with density 1 kg/dm3 and a gravitation field. Light particles (red) are rising to
the top of the box, while heavy particle (gray) sink to the bottom.

Figure 10.7: Experiment with metal and wood spheres in a bottle filled with sugar
syrup. Some light wood spheres are trapped at the bottom of the bottle.
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A few self-propulsive devices have been developed in recent years (e.g. [DBR+ 05,
KSZ07, CPPV07]). In our simulations, a simple swimming design is chosen, namely
three rigid objects connected by two springs shown in Figure 10.8. The design was
originally proposed by Golestanian and has been studied extensively by analytical
calculations [GA08]. The rigid bodies are driven by sinusoidal external forces, where
the force on one outer object is phase shifted by 90◦ to maintain a time-irreversible
propulsion (see Figure 10.9). The swimmer is in each time step (and thus also after
all cycles) force-neutral in order not to move the device purely by the external force.
This is achieved by adding the negative sum of the two forces of the outer objects
to the inner body. Previous analytical and numerical studies have been performed
to understand the behavior of a single or a couple of swimmers, often involving only
spherical particles [AGK04, JP09, AKO05]. The reason for the limitation on spherical particles is that Stokes equation can be solved explicitly only for very simple
geometries. However, with the waLBerla framework, more complex shapes can be
handled. The simulations show, that the motion of the swimmer highly depends on
the distances between the objects, the amplitude of the external force pulse and the
objects’ shape. The results are published in the paper [PGI+ 11], which also includes
a comparison with the results from Golestanian [GA08], a validation of the device in
vacuum and a calculation of a geometric factor to estimate the swimming velocity for
asymmetric designs analytically.

Figure 10.8: Sketch of a swimming device composed of three spheres and two springdamper systems. rsph denotes the radius of the spheres, msph the mass,
l0 the initial length of the springs, k the force constant of the spring and
δ the damping parameter. Courtesy of Kristina Pickl.

10.4 Porous Media
In a collaboration with the physical institute of the university in Stuttgart [Uni11],
the permeability of porous micro-models is evaluated using experiments, simulations
and analytical calculations. A porous micro-model is a thin porous structure with
continuous z-symmetry. The structures are created using soft lithography. For the
measurements diﬀerent micro-models are created with a dimension of 2 mm × 1 mm ×
6 µm using continuum percolation models (for more information on percolation theory
for flows in porous media see e.g. [HE09]), namely random overlapping of circles and
ellipses. This structures are placed between a rectangular in- and outflow channel,
which is connected to two water columns, creating a pressure diﬀerence which drives
the flow. The flow rates are measured using colloidal tracer particles. More on the
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(a) Diﬀerent states of the swimming device.

(b) Position plot of the simulation of the swimming device in one cycle.

Figure 10.9: Cycling strategy of a swimmer. To move the bodies, sinusoidal external
forces are applied. After one cycle, the device is displaced by ∆. Courtesy
of Kristina Pickl.
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measurements can be found in a technical report [SWB11]. With the measurements,
the relation between permeability and porosity is analyzed.
For the simulations, images of the micro-models are taken, which are used to describe
the noslip boundary. Here, also a pressure diﬀerence is applied to create the flow. The
geometry, the flow and the streamlines for a structure are shown in Figure 10.10. In
the experiments, the porosity can hardly be increased until the percolation threshold,
because here, the tracer particles get trapped in the structures. Additionally, the
result of the lithography process is error-prone, especially for high porosity values,
which results in diﬀerences of desired and generated geometries. Thus, instead of
experiments simulations near the percolation threshold are performed with diﬀerent
geometries. The structures, velocities and streamlines for two of these simulations
are shown in Figure 10.11. Currently, the permeability of these structures and the
dependency on the geometry is evaluated and compared to analytical calculations.
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(a) Geometry. Red indicates the structure, blue the fluid.

(b) Velocity in the structure. Red indicates large velocities, blue small
velocities.

(c) Streamlines of the flow in the structure.

Figure 10.10: Geometry of a porous structure created by spheres and the flow inside
the structure.
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(a) Geometry. Red indicates the structure,
blue the fluid.

(d) Geometry. Red indicates the structure,
blue the fluid.

(b) Velocity in the structure. Red indicates large velocities, blue small velocities.

(e) Velocity in the structure. Red indicates
large velocities, blue small velocities.

(c) Streamlines of the flow in the structure.

(f) Streamlines of the flow in the structure.

Figure 10.11: Geometry of porous structures created by spheres (left) and ellipsis
(right) and the flow inside these structure.
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11.1 Conclusions
In this thesis methods for massively parallel particulate flows, which allow a fully
resolved simulation of millions of objects in the flow, are presented. For an eﬃcient
simulation of real-world scenarios and a both detailed and accurate analysis of the
physical phenomena, the methods are applied, verified, improved and optimized. A
lattice Boltzmann method is used for the flow, while the rigid objects are handled by
a rigid body dynamics solver. The algorithms are integrated in a flexible framework,
called waLBerla, which is developed by a team of PhD students. This framework
allows verification and modification of existing engineering models, as well as direct
treatment of industrially relevant processes.
In order to build and maintain a large scale software framework for various applications, software development methodologies are evaluated in the waLBerla team
and applied during the whole process from planning to usage. General concepts for
the management of work packages, applications and data are devised and denoted
sweep concept, application concept and patch concept. The patch concept is used
for the data distribution, the parallelization and the reduction of the data size. The
application and the sweep concept enable a flexible management of diﬀerent applications and the management of work packages, respectively. The development process,
the software environment and the concepts are illustrated in Chapter 4. Extensive
software verification guarantees a high standard of software quality and assures a
stable operation of the framework. Here, a general concept describing the verification
process is used and extended as discussed in Chapter 6.
An existing method for the momentum exchange in the lattice Boltzmann method is
implemented and improved, which is discussed in Chapter 7. A new variant to reduce
discretization errors is proposed, and confirmed by numerical results. Furthermore,
a new method using the incompressible lattice Boltzmann method is motivated and
implemented. It proves to be superior with respect to stability and usability for
simulations taking gravity into account.
For the productive usage of the framework on supercomputers, the lattice Boltzmann method is eﬃciently implemented with both a single-relaxation time and a
two-relaxation time model. To this end it is fully parallelized and optimized for different architectures. Further, extensions for checkpointing and a scalable visualization
are implemented to support large scale machines. Additionally, two diﬀerent parallelization strategies for the rigid body solver are illustrated and discussed in detail
in Chapter 5. First, a variant with a global instance is developed. Second, a variant
using only next neighbor communication is coupled to the flow solver. The latter
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achieves a better scalability, especially on large scale systems.
To achieve a comprehensive numerical validation, the simulation results are compared
to analytical values, other simulations, and measurements as illustrated in Chapter 8.
Test cases for the drag force on a sphere are conducted, and the influence of the
domain size and the relaxation value are evaluated and discussed. The latter is
compared and explained for both single- and two-relaxation time models, where the
two-relaxation time model shows minor influences on the relaxation value. Terminal
and rising velocities for particles in a fluid are simulated and compared to analytical
values. Furthermore, scenarios for shear flows are analyzed. Finally, fluidization simulations are performed and compared to both, analytical values and measurements. All
validation cases are in good agreement with analytical calculations, other simulations
and experiments.
In Chapter 9 performance values are given on four current supercomputing platforms
for both, pure fluid and coupled fluid-particle simulations. Single-core and singlenode performance results are given, and optimizations are proposed. An excellent
weak and strong scaling behavior is shown up to 292 912 cores. All scaling results
are obtained using real-world scenarios, e.g. the segregation or fluidization of materials with varying density in water. Examples for the simulations are summarized in
Chapter 10.
In conclusion, I presented a highly eﬃcient, fully parallel and robust solver to simulate particulate flows. With this solver a detailed simulation of particulate flows in
challenging real-world scenarios is enabled, which is of key significance for a better
understanding of the involved processes.

11.2 Suggestions for Future Work
The field of fully resolved particulate flows and high performance computing are
current research topics and are permanently under development. In the following
the suggestions for future work, which are already partially mentioned in diﬀerent
chapters of this thesis, are summarized.
Software: waLBerla is already used by diﬀerent researchers for a wide range of
applications. To further increase the usage, the software will be freely or commercially
distributed. A first analysis of the market for a blood flow simulation software product
with waLBerla was conducted by a team of the Bayerische Eliteakademie [Bay11]
and led to a business plan.
Numerics: The framework will be extended by grid-refinement and a load balancing strategy. This can help to simulate real-world scenarios with higher accuracy
in less time. Currently a new method is developed by the group of Professor Manfred Krafczyk from university Braunschweig [GGK09], which will be implemented in
waLBerla. For the load balancing a collaboration with Henning Meyerhenke from
Georgia Tech [Geo11] was established. The method developed by him is based on dif-
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fusion and works only with nearest neighbors, which is especially useful for large-scale
simulations where a global instance cannot handle the load balancing.
Exa-scale: The software shows an impressive scaling behavior on the largest machines, currently available. To prepare for exa-scale systems, a hybrid parallelization
approach can help to maintain at this high performance. In the hybrid approach, two
diﬀerent granularities are used for the parallelization. On one node, e.g. a node-local
parallelization using OpenMP is used, and each node communicates by MPI. This
reduces the number of MPI processes and can help to improve the scalability and efficiency. Additionally, methods for fault tolerance (see e.g. [Cas10]) can be included,
which will become important when simulating on large processor counts. Finally, the
checkpointing can be modified by e.g. using the idea from Rector [RS10] to reduce
the amount of saved data, which will also be important on upcoming machines.
Model Extensions: waLBerla currently includes a wide range of applications and
methods, which can serve as a basis for further extensions. In the models for particulate flows, eﬀects of the electric field, or Brownian motion (see e.g. [CY08]) will be
added. Both extensions can help to simulate interesting physical phenomena, which
are hardly accessible by current simulation techniques.
Porting: The waLBerla framework will be ported to the latest supercomputing
machines. Currently, new peta-flop machines are e.g. set up in France (with the
Curie machine [Cur11]), and in Germany in Stuttgart (with the Hermit [Her11]) and
in Munich (with the SuperMuc [Sup11]). Additionally, the field of accelerators (e.g.
GPUs, the cell processor1 or FPGAs2 ) is emerging. GPUs are already supported by
waLBerla [Fei11], which has shown good performance results on diﬀerent machines.
This will further be extended and optimized to support hybrid machines, consisting
of diﬀerent processor types.

1

The cell processor was developed by Sony, Toshiba and IBM and was used in diﬀerent supercomputers and in the Playstation 3 from Sony.
2
Field Programmable Gate Array
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U. Rüde, Simulation and Animation of Complex Flows on 10,000 Processor
Cores, in: KONWIHR Results Workshop, Garching, Germany, 2009.
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