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Abstract
Hermitian methods, also known as Mehrstellenverfahren (MSV), are a class of finitedifference (FD) discretization schemes for partial differential equations (PDEs) that have
fourth or higher error order and lead to compact stencil operators. Their high order is
achieved by forcing the fulfillment of the governing PDE also at neighboring locations
of the current grid point, i. e., by averaging the right-hand side of the PDE.
Multigrid (MG) methods are efficient, iterative solvers for sparse linear systems, such
as those resulting from a PDE that is discretized with an MSV. Based on the combination of local smoothing methods, e. g. Gauss-Seidel iterations, with a coarse-grid error
correction, MG methods achieve efficient error elimination over all frequencies.
The focus of this thesis is on the derivation of MSV schemes and their application
to elliptic PDEs. Out of the various fields where these PDEs occur, examples from
quantum electro-chemistry are chosen. Here, interfaces are of special interest: These can
be found in the model equation, leading to a transition in the conductivity coefficient
of the PDE that can be either modeled by a smooth variation or by a jump, as well
as in the discretization, if hierarchical refined grids are coupled. For both cases, the
combination of MSV schemes with MG solvers leads to an efficient and precise solution
of the PDE. For interfaces in the model equation, different MSV schemes are developed
for both the smooth and the discontinuous coefficient, and experiments are performed
to compare these approaches. A systematic stencil generation algorithm is introduced,
based on Taylor expansions and least-squares optimization. This algorithm can produce
both variants.
Besides a comparison of the MSV scheme with linear finite elements, enhanced by
τ -extrapolation, the smooth and discontinuous schemes are compared before different
variants of MSVs are integrated into the RSDFT software. Within that framework
they are applied for the solution of the potential equation and for the calculation of
electron-electron interactions. The resulting systems of equations are solved by MG, in
particular, by applying V-cycles. Convergence properties, run times of different solver
configurations, and errors in the potential and energy terms are analyzed for different
MSV approaches. A staggered coefficient MSV variant that is very efficient to establish
competes with the aligned coefficient MSV in all means except the error in the potential.
For interfaces between grids, the fast adaptive composite (FAC) grid approach is used
to simulate open boundary conditions in the potential equation. Hence, grids of different
mesh widths are coupled, i. e., coarser grids expand the original domain. Error analysis
shows that the original FAC coupling does not preserve the error order of the discretization method, if the latter is not adapted at the interfaces between two grids. Therefore,
a slight change in the algorithm is made, introducing higher-order interpolation as the
prolongation operator. This approach can restore the original error order, demonstrated
for a seven-point FD as well as for the corresponding MSV discretization.
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Zusammenfassung
Hermitesche Methoden bzw. Mehrstellenverfahren (MSV) bezeichnen eine Klasse von
Diskretisierungen für partielle Differentialgleichungen (PDEs) mittels finiter Differenzen (FD), die vierte oder höhere Fehlerordnung besitzen und zu kompakten StencilOperatoren führen. Die hohe Ordnung wird dadurch erreicht, dass die Erfüllung der
PDE auch an benachbarten Gitterpunkten erzwungen wird, indem die rechte Seite der
PDE gemittelt wird. Mehrgittermethoden (MG) zählen zu den effizientesten iterativen
Lösungsverfahren für schwachbesetzte lineare Systeme, wie sie bei der Diskretisierung einer PDE mit MSV entstehen. Durch die Kombination eines lokalen Glätters, wie z.B. der
Gauß-Seidel-Iteration, mit der Fehlerkorrektur auf einem gröberen Gitter können MG
Fehler über alle Frequenzen eliminieren.
Im Mittelpunkt dieser Arbeit steht die Herleitung von MSV-Stencils sowie deren Anwendung auf elliptische PDEs. Es werden Beispiele aus der Quanten-Elektrochemie betrachtet, einer von vielen Disziplinen, in denen diese Differentialgleichungen Verwendung finden. Grenzflächen, bzw. Interfaces, sind hier von herausragender Bedeutung:
Sie können sowohl in den Modellgleichungen selbst auftreten, wobei sie zu einem variablen Koeffizienten führen, der entweder durch einen glatte Veränderung oder einen
Sprung modelliert werden kann, als auch in der Diskretisierung zwischen gekoppelten,
hierarchisch verfeinerten Gittern vorkommen. In beiden Fällen können MSV mit MG
kombiniert werden, um PDEs effizient und präzise zu lösen.
Für Grenzflächen in der Modellgleichung werden MSV sowohl für glatte als auch für
springende Koeffizienten entwickelt und anschließend experimentell miteinander verglichen. Basierend auf Taylor-Entwicklungen und der Methode der kleinsten Quadrate wird
ein Algorithmus zur systematischen Synthese von MSV-Stencils vorgestellt, der für beide
Varianten verwendet werden kann.
Das Fehlerverhalten des MSV wird mit dem der τ -Extrapolation verglichen. Darüber
hinaus werden die Schemata für glatte und springenden Koeffizienten einander gegenüber
gestellt, bevor die Integration verschiedener Varianten von MSV in die Software RSDFT
beschrieben wird. Hier werden die Diskretisierungen für die Lösung der Potentialgleichung und somit für die Berechnung von Elektron-Elektron-Wechselwirkungen verwendet. Die resultierenden linearen Gleichungssysteme werden dann mit einem MG gelöst,
indem V-Zyklen ausgeführt werden. Für die verschiedenen MSV werden Konvergenzraten, Laufzeiten für verschiedene Konfigurationen des Lösers sowie die Fehler im Potential und der Energie miteinander verglichen. Es zeigt sich, dass sich ein effizient zu
berechnendes MSV mit gestaffelten (staggered) Koeffizienten sich, bis auf den Fehler des
Potentials, genauso verhält wie die aufwändigere Variante, in der die Koeffizienten auf
einem ausgerichteten (aligned) Gitter diskretisiert sind.
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Für Grenzflächen bei der Kopplung von Gittern wird der sogenannte Fast Adaptive
Composite (FAC) Ansatz verwendet, um offene Randbedingungen in der Potentialgleichung zu simulieren. Dafür wählt man eine Gitterhierarchie, in der die gröberen Gitter das Simulationsgebiet vergrößern, und koppelt diese miteinander. Die Fehleranalyse
zeigt, dass die Fehlerordnung einer Diskretisierung mit dem ursprünglichen FAC ohne eine Anpassung der Diskretisierungsoperatoren an den Grenzflächen zwischen zwei Gittern
nicht erhalten werden kann. Jedoch kann unter Verwendung von Interpolationsverfahren
höherer Ordnung zur Prolongation die ursprüngliche Fehlerordnung wiederhergestellt
werden. Dies wird in Tests sowohl für den Sieben-Punkt-Stern als auch für das entsprechende MSV gezeigt.
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Notation
Variables
~x
x(i)
φ(~x)
~v (~x)

vector (usually with 2 or 3 components),
i-th component of ~x,
scalar field with variable ~x,
vector field with variable ~x.

Differential operators
f 0 (x), f (k) (x)
φx(i) (~x) = ∂x∂φ(i)
∇φ(~x)
∇~v (~x)
∆φ(~x)

first, k-th derivative of a function f : R → R.
partial derivative of φ(~x) in x(i) ,

T
gradient of scalar field φ(~x), i. e. ∇φ(~x) = ∂x∂φ(1) , . . . , ∂x∂φ(d) ,
Pd
divergence of vector field ~v (~x), i. e. ∇~v (~x) = i=1 ∂x∂~v(i) ,
Pd
Laplacian of scalar field φ(~x), i. e. ∆φ(~x) = ∇ · ∇φ(~x) = i=1

∂2φ
.
∂x(i) 2

Limits and jumps
x+ , x−

right resp. left limit to x: x+ = a→x
lim a, x− = a→x
lim a.
a>x

a<x

Discrete operators



Dhx ,hy

d0

d1 ]
x1 -direction

Dh = [d−1

discrete operator for discrete size h in 1D. If not
noted differently, this will be a three-point stencil,
i. e., it includes the direct left and right neighbor
points.
discrete operator for discrete sizes hx1 , hx2 in 2D,
i. e., 9-point stencil. Analogue, also in 3D.

Dh ∗ g(x)

P1
Discrete convolution, i. e., i=−1 di · g(x + i · h).
Note that here g(x) must be a grid function that
is discretized with the same step size as Dh . Analogue operators also in 2D and 3D.


d−1,−1 d−1,0 d−1,1 )
d0,0
d0,1 
=  d0,−1
d1,−1
d1,0
d1,1
|
{z
}
x2 -direction
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Chapter 1
Introduction
The accurate solution of partial differential equations (PDEs) is one of the central problems in the area of computational science and engineering (CSE). PDEs are a vital
model for processes and systems in virtually every scientific discipline. Since in most
cases, analytic solutions are not available, numerical methods have been developed for
the treatment of PDEs. Usually, the solution process consists of two parts: First, the
PDE is discretized, i. e., the solution function on continuous space is replaced by one
living on discrete fragments of the space. Since the continuous differential operator is replaced by one fitting to the discrete (or grid) function at the same time, the discretization
leads to a (linear or non-linear) system of equations. Solving this system of equations is
the second part of the overall solution process.
The solution method, of course, depends on the choice of the discretization. Thus,
some discretizations lead to systems of equations with favorable properties that can
be exploited in the solution process, whereas others do not. On the other hand, the
discretization method limits the accuracy that can be reached for even a perfect solver,
since it determines how well (or how badly) a solution function is approximated.
Restricting to classical spatial discretization methods, one can name three common
classes of methods: finite differences, finite elements and finite volumes. The key ideas
for these methods can be summarized as follows: In finite difference (FD) methods differential operators in the function are replaced by approximating difference formulas. The
function is sampled at certain grid points. In finite elements a weak solution is looked
for by demanding certain properties for the solution on subspaces. The solution is found
in a given function space (e. g., piecewise linear, quadratic). Finite volumes are based
on conservation laws: Here, the amount of an unknown quantity is conserved within
a volume. In order to guarantee the conservation, the Gaussian divergence theorem is
applied, and the fluxes across surfaces are considered.
This thesis focuses on the development, analysis and discussion of FD methods. In
my opinion it is a great advantage that they can be derived in a straightforward way,
and the theoretical basis is intuitive to understand. Developing FD schemes as well as
analyzing them can be settled upon the technique of Taylor expansions.
Compact fourth-order schemes which are also known as Mehrstellenverfahren (MSV)
and have been introduced by L. Collatz [27] are a class of FD schemes that are in the
focus of this thesis. Their basic idea is that the error order can be improved by forcing
the discrete PDE to be fulfilled not only at the current grid point, but also at neigh-
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boring ones. This can be achieved by introducing a second operator and applying it to
the right-hand side of the discrete equation system. Nowadays, with increased computational power and highly developed tools for symbolic math and analysis, it becomes
feasible to tailor FD methods to PDEs in scenarios where off-the-shelf approaches are
not applicable. This is done by applying iterative or direct optimization methods directly to the expansion of the discretization error, allowing a systematic synthesis of
MSV schemes. Thus, high-order FD methods also become available for problems on
unstructured domains, as demonstrated in [47]. Nevertheless, the cost of computing the
discretization scheme at each grid point is still quite high.
Regarding the second part of the solution process, i. e., the solver, MSV schemes are a
good choice. The resulting sparse matrices describing the linear systems enable efficient
solution with iterative solvers. Out of these solvers, geometric multigrid methods are
the means of choice. Based on hierarchical error correction and local smoothing, they
eliminate errors efficiently over the whole frequency spectrum. For the considered class of
problems, they reach convergence rates independent of the solution, meaning that a linear
problem from this class can be solved with a fixed number of iterations. This results
in a total complexity that is linear in the number of variables and thus asymptotically
optimal.
This thesis considers elliptic PDEs with different models for the coefficient, including
variable smooth and discontinuous (piecewise constant) ones. These PDEs are common
and appear in many physical problems. The example application that motivated my
research on MSVs is quantum electro-chemistry. Here, molecules are simulated, considering interactions between valence electrons and nuclei. In this application, the solution
of an elliptic PDE appears when the potential and the forces resulting from the electronelectron (Coulomb) interactions are needed. The ability of handling variable coefficients
corresponds to the efficient treatment of a sample in a solvent. Solvent molecules are
not of interest themselves, in contrast to their influence on the sample molecules. This
effect is modeled by variable coefficients, avoiding their explicit simulation. Thus, computational power can be saved, or larger ensembles can be simulated.
In the same way, adaptive techniques play a decisive role in saving computational
time. They allow to refine areas of interest (e. g., with high dynamics) and to coarsen
the rest. Locally refined grids can help to deal with open boundary conditions both efficiently and accurately at the same time. Many simulations would not even be possible
with fully refined grids due to their higher memory and run time requirements. One way
of combining the MSV discretization with the open boundary handling by hierarchical
grid expansion is shown here. Since, in my opinion, simpler methods should be preferred
whenever possible, the proposed expansion scheme does not need adapted discretization
stencils at the edges but utilizes (high-order) spline interpolation, e. g. with B-splines.
This makes life easier for developers since a standard method is applied for which efficient
implementations already exist. As a consequence, a robust solver can be built without
the need of adapted, practically error-prone discretization schemes at the coupling interfaces, but with library-based solutions instead. The introduced algorithm shows how
discretization, model, and solver can be designed together, providing an efficient holistic
solution.
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1.1 Implementational considerations

Development of efficient software is composed of two parts at least: The design of
algorithms that provide efficiency in terms of computational complexity, and the efficient
implementation on modern architectures in awareness of caches, instruction units, and
parallelism. However, these processes should rather be seen as one co-design process
than as two separate ones. A careful algorithmic design leads to a more efficient implementation. One example: The MSV scheme is preferable from an algorithmic view: It
leads to a smaller bandwidth of the system matrix compared to the non-compact FD
approach. But it also has advantages for the implementation since the compact stencil
is contiguous in cache and therefore increases the cache utilization. Furthermore, the
parallel communication can be reduced compared to non-compact FD schemes as only
one ghost layer is required in each dimension. Therefore, the programmer has to consider
both perspectives: the big picture of the algorithmic setup as well as the lower level view
on the balanced utilization of hardware features.
This thesis focuses on the algorithmic view most of the time. Of course, the implementation, in particular on parallel architectures, plays a more important role in practice.
Performance analysis in a similar application field as done in (cf. [74, 57]) is not discussed here, in order to focus on algorithms for MSV schemes. In the following section,
the deployed implementation tool box will be discussed as well as the current available
means and paradigms for programming within the CSE field will be reviewed to give
some orientation.

1.1 Implementational considerations
The choice of the best programming paradigms to meet central requirements on the
software is an essential step in designing software. Furthermore, in selecting the means
appropriate for the paradigms, the major decision is on the programming languages.

1.1.1 Programming paradigms in scientific computing
For a long time, codes in scientific computing have been written mainly in imperative
languages like Fortran 1 and C 2 . This has historical reasons as well as practical ones: The
direct mapping of hardware to language features enables efficient programming relatively
easily. Furthermore, high-performance codes have been running on supercomputers with
a limited software environment. C and Fortran compilers are always available there.
With increasing complexity of the software, a shift to object-oriented programming
happened. Nowadays, many simulation codes are written in the C++ 3 language. It embeds (almost) all features of the C language, hence enabling the continued employment
of previous codes. Object orientation offers better modularity, makes larger simulation frameworks more manageable compared to the previous imperative paradigm. The
1

http://www.nag.co.uk/sc22wg5/
http://www.open-std.org/jtc1/sc22/wg14/
3
http://www.cplusplus.com
2
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template mechanism of C++ enables efficient static polymorphism whenever types are
known at compile-time. Furthermore, since the C++11 standard, C++ provides nowadays all capabilities of a modern, object-oriented language and offers more programming
comfort to the programmer (e.g., auto-typing, lambda expressions).
Classically, MATLAB 4 and alike programming environments for numerical computations are very strong assistants in engineering and science since they offer a simple
way of dealing with matrices, analyzing numerical equations, and solving linear systems.
Furthermore, they offer visualization facilities and optimized packages for numerous application fields and are therefore often called domain-specific languages.
The programming language python 5 plays an increasing role in scientific computing.
Being an interpreted language that combines a number of programming paradigms, it
can be used in an object-oriented, declarative, or functional way. It is very flexible,
and various extensions by a lively community enable it to enter virtually any domain of
computer science. “Foreign” compiled code can be embedded very easily. This allows
to implement computation-intensive routines in an optimized, more performant C-code
version, while at the same time high-level access and manipulation of objects are possible
in python.
A package that utilizes these facilities is numpy 6 (short form of numerical python).
Here, matrix and vector operations are performed in an highly efficient way by internally
optimized and vectorized codes. At the same time, the matrix manipulation, access
and slicing, as well as the analysis of matrices and the solution of linear system is
as simple as in MATLAB. In the molecular dynamics simulation software Real-Space
Density Functional Theory (RSDFT7 ), which I extended as described in Chapter 4, python
as well as numpy are used. Furthermore, also user-written C-code is embedded there,
e. g., in its Poisson solver module. The details of this are discussed in Section 4.3.
If more powerful symbolic evaluation is required for mathematical analysis, often computer algebra packages, e. g. Maple 8 or Mathematica 9 , are applied. These provide mechanisms for the solution of systems of equations in a symbolic way, allowing the evaluation
of differential and integral operators on functions etc. Among other packages for linear
algebra, Maxima 10 is notable, since it was applied under my supervision by M. Heisig
in [48] for the calculation of MSV stencil weights. It is based on Common Lisp, and
therefore programs have the typical LISP syntax of nested lists. The MSVTools package
I developed is implemented in Maple and incorporates the ideas presented in Chapter 3.
One essential programming paradigm (or rather class of paradigms) was not mentioned until now: Nowadays, processors are intrinsically parallel and, therefore, also
computer programs have to be mapped to these parallel architectures. Since the first
supercomputers came up in the 1960s, different concepts and layouts of organizing pro4

http://www.mathworks.de/products/matlab/
http://www.python.org
6
http://www.numpy.org
7
http://www.rsdft.org
8
http://www.maplesoft.com
9
http://www.wolfram.com/mathematica/
10
http://maxima.sourceforge.net
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cessors and memory have emerged. Some of them have been existing successfully for
decades, whereas others are quite new.

1.1.2 Parallelism
Classically, there are shared-memory and distributed-memory layouts. The first one
roughly reflects the situation of a multi-core (or even multi-socket) workstation, where
every processor can access the same piece of memory at (almost) the same speed. The
latter one corresponds to several computers connected via a networking device. Wired
communication is possible and takes by far more time compared to memory access.
For utilizing shared-memory, the OpenMP 11 API is commonly used, while distributedmemory parallelism is often handled via the Message-Passing Interface (MPI)12 . Optimally, both methods are combined in a hybrid approach on modern supercomputers.
There are approaches that want to bring together both worlds by introducing a uniform address space on distributed memory computers. These parallel global address space
(PGAS) methods provide data structures that allow easy access to arrays distributed
over several compute nodes. Since it has found its way into the Fortran 2008 standard,
Co-Array Fortran 13 (CAF) [72] is in my opinion the mature variant of these methods.
Other PGAS languages, as Unified Parallel C 14 (UPC) that provides a PGAS extension
of the C language, and the Chapel Parallel Programming Language 15 (Chapel), which
is a high-level parallel language developed by Cray, are not found on every supercomputer. A study [5] on a linked-cell algorithm, implemented in different PGAS languages,
showed that even if they are available, they are usually not competitive to an MPIparallel implementation today. As they basically add an abstraction layer on top of a
distributed-memory system (a virtual global address space), but still use the same physical layer for the communication, PGAS-parallel implementations will run slower anyway.
Besides those task-parallel approaches which are called multiple instruction multiple
data (MIMD) parallelism since they are executed on several compute units and different
pieces of data at the same time, the single instruction multiple data (SIMD) parallelism
exists. Here, the same instruction is applied to a larger chunk of data, containing
several floating-point or integer numbers. There are variants of SIMD methods available
on different platform, e.g., Intel’s SSE and AVX16 extensions as well as NVIDIA’s17
single instruction multiple thread (SIMT) mechanism, which is despite its name SIMD
parallelism.
Those different paradigms exist not just in software, but reflect underlying variants
of parallel hardware. Intel’s way has been the introduction of wider and wider registers
into CPUs holding several floating-point numbers at the same time and thus allowing
11

http://www.openmp.org
http://www.mpi-forum.org
13
http://www.co-array.org
14
http://upc.lbl.gov
15
http://chapel.cray.com/
16
https://software.intel.com/sites/landingpage/IntrinsicsGuide/
17
http://www.nvidia.com/object/cuda_home_new.html
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simultaneous operation on multiple numbers in such a register. For enabling the SIMD
operations on Intel hardware, special intrinsics are available. In simple programs (like
addition of two vectors) modern compilers can automatically vectorize the command. For
more advanced codes (especially those with data dependencies) automatic vectorization
will often fail. In these cases one has to optimize the code by hand.
In the NVIDIA nomenclature several cores belong to one multi-processor. A GPU
incorporates a number of these multi-processors. The instruction unit is shared among
the cores of a multi-processor, so all of them can only execute the same instruction at
one time. Additionally, there are strong restrictions to memory alignment on the data
that is processed within the same multi-processor. If those are met, all compute cores
will perform the operation on data successfully. If not, the code will run partially or
even fully sequential.
Regarding the software, NVIDIA provides CUDA, a C/C++-style language which
allows to write code that is executed on each core of an NVIDIA GPU. A CUDA program
consists of so-called kernel functions that run on one of the GPU cores. The CUDA
runtime library spawns a huge number of CUDA threads, each operating on a small
piece of data within a larger workgroup of threads that are executed at the same time
in one multi-processor, a warp. These threads are much more lightweight than classical
POSIX threads. Reconsidering the previous implications, loops of variable length or
diverging branches of if-statements within a kernel will break the parallel execution and
lead to sequential sections.
Concluding, both approaches require careful design and implementation to deliver
good performance since even modern compilers cannot always do automatic optimization
in non-trivial cases. Therefore, quite a lot of effort has to be invested in the performance
optimization of kernels.

1.2 Structure
The thesis is structured the following way.
In Chapter 2, the multigrid method is explained in detail. Therefore, the important ideas of recursive restriction and iterative smoothers are introduced. The residual
equation as well as grid-transfer operators are discussed. Furthermore, the asymptotic
optimal complexity of the method is derived and compared to other linear solvers. In addition, an overview over extensions and improvements of the classical multigrid method
is given.
Chapter 3 introduces MSV methods, first giving a general background on Taylor expansions and the derivation of FD schemes, and then providing MSV schemes in 1D,
2D, and 3D for constant, smooth variable, and jumping coefficients. While for the Poisson problem closed formulas for the stencil weights can be calculated also in 2D and
3D problems, this is not possible for the generalized PDEs. Therefore, two (one direct,
one iterative) algorithms are introduced and described. They can compute the optimal
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stencil weights at each grid point of the domain, enabling a systematic derivation of highorder schemes that can furthermore be adapted to specific test cases. Several models for
interpolating the variable coefficients are compared in terms of accuracy. Also one test
is performed that compares the jumpy coefficient to the smooth variable one. Finally,
results achieved for MSV in a jumpy coefficient test are matched to those achieved for
linear finite elements with τ -extrapolation, a technique that enhances the error order by
estimating the expected discretization error and correcting it.
In Chapter 4, the previously introduced methods are demonstrated in practice. Hence,
the variable coefficient MSV has been integrated into the RSDFT software, a code that
can simulate quantum-electrical effects on the atomic scale and solves the correspondent
mathematical problems in real space. The necessary background on molecular dynamics
in general and for quantum electro-chemistry in particular is given before the implementation of the software and its extension are explained. Using an analytic test problem,
convergence as well as error results are presented for MSV schemes based on two different variable coefficient models. Two variants of adapted MSV-MG solvers are presented:
One that applies pre-computed stencil, the other one calculates them on-the-fly from the
coefficient. The latter is also deployed for the solution of an irregular simulation setup
from molecular dynamics.
Chapter 5 provides an efficient and accurate method for the treatment of open boundary conditions, which are also occurring in molecular dynamics. The method is based
on hierarchical grid expansion, and coupling of the grids is done in a way that naturally
enables solution with a multigrid method. This approach is known as the Fast Adaptive
Composite grid method. One of its drawbacks is that it does not reproduce the error
order of the discretization itself. Therefore, an improved variant is introduced that uses
high order interpolation at the boundary, avoiding an adaptation of the discretization
stencil while preserving the error order. With this technique it is also possible to naturally integrate MSV schemes into the grid expansion scheme as is discussed at the end
of the chapter.
In Chapter 6, the achieved progress is reviewed, and conclusions are drawn. In particular, it is discussed how the next steps in bringing MSVs efficiently into more applications
can be achieved, regarding the second, implementation-oriented part of software development.
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Chapter 2
The multigrid method
The multigrid (MG) method is actually a class of numerical solvers for linear equation
systems. It was originally introduced for the numerical solution of elliptic boundary
value problems, i. e. for the linear systems resulting from discretized partial differential
equations. These methods show asymptotically optimal complexity, i.e. a linear time and
memory consumption. For that reason, they are among the preferred methods whenever
large linear systems have to be solved. Their basic idea is to improve a solution for
a linear problem iteratively by splitting the error into different frequency bands and
treating them separately. Usually, the high frequency error parts are reduced by the
application of relaxation methods, such as Jacobi- or Gauss-Seidel-iterations, whereas
the low frequency parts are re-sampled with a lower sampling rate, or - in multigrid
terms - coarsened and treated with a recursive application of the multigrid. If the
method is properly designed, the error is reduced by a factor that does not depend on
the problem size, i.e. a constant convergence rate. Design and parametrization are not
straightforward, and optimal methods are only known for some specific cases.
After the introduction of the reference problem and some general comments on linear
systems, I will give an overview over the ideas and concepts in multigrid methods and
review the state-of-the-art. Generalized multigrid ideas that play no role for the rest of
the thesis will be discussed briefly. The interested reader is referred to [91, 22, 45, 96,
19] for thorough reference on multigrid methods.

2.1 Systems of linear equations and reference problem
Since the discretization of PDEs plays a role in Chapter 3, within this chapter general
sparse systems are assumed and it is skipped how the discretization stencils are set up.
Wherever necessary, short comments on the matrix structure will be made, though. For
a comprehensive introduction into linear algebra, see e. g. [15, 46, 89, 30].
A system of n linear equations is defined as
A~u = ~b,

(2.1)

with system matrix A ∈ Rn×n , solution vector ~u ∈ Rn and right-hand side vector ~b ∈
Rn . Within the scope of this thesis, A results from a discretized (partial) differential
equation, if not mentioned otherwise. So, A satisfies several conditions that will be
mostly discussed in Chapter 3. In particular, it is sparse, i. e. it has O(n) non-zero
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entries in total and O(1) entries per row. Furthermore, ~u represents a function on a
grid, and each element corresponds to a given grid position. All non-zero entries in
the i-th row of A belong to (direct) neighbors of the grid position associated with ui .
Basically, these entries form the stencil, which is just another notation for Eqn. (2.1)
that is aware of the regular geometric structure of the discretization grid.
The discretization of elliptic PDEs, which are of most interest within this thesis,
implies that A is a so-called M-Matrix, i. e. its off-diagonal entries are negative and
the real parts of its eigenvalues positive. This class of matrices has been analyzed and
understood quite well.
Note that the discretization of the PDE can be accomplished either node- or cellcentered. Basically, in the first ones the unknowns are located at the grid points whereas
they reside on the intervals between the grid points in the latter case. The classical
approach is the node-based one, whereas the cell-based formulation came up later [95,
54, 69, 68]. A good review over the approaches is given in [67], detailed comparisons are
found in [96]. In [4], D. Bartuschat, U. Rüde and I integrated a cell-centered approach
into the waLBerla framework for the simulation of electrostatic forces in micro-scale
flows with charged particles. I will comment on differences between both approaches
sometimes, but stick to a node-centered notation if not mentioned otherwise.

2.2 Basic principles
Within the following, I discuss the general ideas and properties of multigrid methods.
First, the underlying recursive paradigm is discussed, before a closer look is given to
numerical smoothers. Then, the residual equation is discussed. An overview over some
grid-transfer operators is shown and finally, the complexity of multigrid methods is
reviewed.

2.2.1 Multigrid methods and recursion
The multigrid method or, to be more precise, the class of multigrid methods has become
very popular since the 1960s when it was first mentioned in [34, 35, 2, 16]. Remarkable on multigrid is its fundamental algorithmic design pattern: It solves a problem by
applying the technique of recursion, i.e. the problem is simplified applying the same
procedure over and over again, until it has been reduced to a problem that can be solved
trivially. Recursion has been a popular technique in algorithms even before the invention
of computers, e.g. for calculating series like Fibonacci’s numbers, and, being a subclass
of self-references, recursion has fascinated people who were considered with language
and logic since ages.
Self-references in language can introduce paradoxes, as is shown in examples like
the ”barber of Seville”, who shaves every man except those who shave themselves. If
self-references shall be used in algorithms, they have to be restricted, i. e. we have to
exclude paradox situations or infinite loops. In the case of recursion that means that
the arguments of a recursive function call have to contract, such that the call finally
ends in a situation that can be resolved by a trivial rule. In the example of Fibonacci’s
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numbers that means that the calculation rule f (n + 1) = f (n) + f (n − 1) ∀n > 0, is the
recursive rule, besides that the closure rules f (0) = 1 and f (1) = 1 have to be provided.
Therefore every calculation eventually reaches the closure rules and stops. In general,
we need a contraction condition in the sequence of arguments of the recursion, i.e. these
have to follow a partial order.
In the case of multigrid and other multi-level methods, this contraction corresponds to
a shrinking size of the problem. Shrinking size is equivalent to assessing the problem on
another level. In multigrid terms, the problem is a system of linear equations Eqn. (2.1),
and its size is equivalent to the number of variables in the system. Descending the
recursion eventually leads to a linear problem that is so small that it can be solved
without a lot of effort. Somehow, information on the problem structure has to be
propagated to the next smaller (coarser) level before the recursive call is performed, and
information on the solution has to be propagated to the previous larger (finer) level at
its end. In MG notation, the first process is called restriction, the latter one is known
as prolongation. If the recursion is performed in the previously described way (starting
at the finest level, recurring until the coarsest one and back), we have its most simple
structure, the so-called V-cycle (since the recursion path can be visualized as the letter
V). Different recursion patters that provide advantages over the V-cycle can also be
constructed. The recursion principle is depicted in Figure 2.1.
One can look at the recursive scheme of multigrid methods from a slightly different
point of view: We split the solution of the problem into two different parts: One part is
performed immediately, while solving the second part is postponed until the recursion has
been executed. How this splitting is designed and implemented efficiently is explained
in the following.

2.2.2 Iterative smoothers
The classical direct approach for the solution of Eqn. (2.1) is the Gaussian elimination.
Here, equivalence operations (i. e. addition of multiples of a row to other rows) are
applied to set the lower diagonal entries of A to zero. Afterwards, one can use backward
substitution to find the solution vector. However, this approach has disadvantages in
terms of complexity and stability. It has a cubic complexity O(n3 ): The number of
2
entries that have to be eliminated is n2 − n in the worst case, whereas the complexity for
the elimination of one entry is O(n). Since in this process non-zero entries will be created
in A (so called fill-in effect), we cannot expect to get a significant improvement in the
overall complexity for sparse matrices either. In Subsection 2.2.5 it will be explained
that although the complexity decreases in the sparse case, it is not suitable for large
problems. Furthermore, the pure form of Gaussian elimination is not backward stable,
i. e. it is prone to numerical inaccuracies. Although the algorithm can be stabilized by
pivoting strategies, i. e. swapping rows such that always the largest candidate is chosen for
elimination and round-off errors are minimized, the complexity issue persists. Therefore,
the Gaussian elimination is not the method of choice for large sparse systems.
Iterative solvers are an attractive alternative in that case. The schemes are constructed
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Figure 2.1: Principle of multigrid recursion. The example shows the execution of a
V(2,1)-cycle on the domain Ω = [0; 1]2 . The solution is the quadratic function u(x1 , x2 ) = (x1 − 0.5)2 + (x2 − 0.5)2 . Therefore, the right-hand side
b(x1 , x2 ) = −∆u(x1 , x2 ) = −4. We initialize the domain boundaries ~u|δΩ
with the analytic solution (Dirichlet) and set the right-hand side to −4. At
the inner points ~u is initialized with uniform random values in the interval
[0; 0.5].
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by splitting up the system matrix A = B + (A − B) so that B is an approximation of
A that can be inverted efficiently. In the most simple case, B = diag(A) can be used.
Then, B −1 is a diagonal matrix with just the reciprocal entries. Applying this splitting
to Eqn. (2.1), we can establish the fix-point equation
B~u + (A − B)~u = ~b
m
~u = B

−1~

b−B

−1

(A − B)~u = (Id − B −1 A)~u + B −1~b

This equation is now applied iteratively:
~u(i+1) = (Id − B −1 A)~u(i) + B −1~b
Actually, it depends on the eigenvalues of (Id − B −1 A) if the approximation u(i)
converges to the analytic solution ~u for i → ∞: If all eigenvalues of that expression have
an absolute value of less than 1, then the iteration is convergent and will tend towards ~u
for any initial guess ~u(0) . As mentioned before, the eigenvalues of A are positive since it
is an M-matrix in the elliptic case. Additionally, it is (strictly) diagonal dominant, and
it can be shown that the iteration schemes introduced in the following converge in this
case. A discussion of the eigenvalues of A and the convergence proof are given, e. g. in
chapter 2 of [22].
There are two classical iterative schemes: the Jacobi and the Gauss-Seidel (GS) iteration. They differ in the way A is split. With D being the diagonal of A and L its lower
triangular, we can define the Jacobi scheme as BJAC := D, and the Gauss-Seidel scheme
as BGS := D + L. This means that in the Jacobi case u(i+1) is updated simultaneously,
whereas it is updated element-wise in the Gauss-Seidel case. In other words, for calculating the next iteration of the j-th component of ~u(i+1) , the Jacobi iteration uses the
old values ~u(i) , while the Gauss-Seidel iteration uses updated values wherever possible,
i. e. the first j − 1 components from ~u(i+1) .
For the implementation this implies that the Jacobi iteration commonly works with
two copies of the vector where one is the input and the other one is the output vector.
The Gauss-Seidel iteration can use one vector that is updated in-place. A consequence
of that is that the Jacobi method is trivially parallel, whereas the Gauss-Seidel isn’t.
However, parallel Gauss-Seidel schemes can be constructed at least for special cases (i. e.
given stencils) by resorting the unknowns and splitting them into sets within those all
updates are equivalent. These schemes then profit from both the higher efficiency (and
lower memory consumption) of the Gauss-Seidel scheme and the intrinsic parallelism of
the Jacobi scheme. The simplest example for such a scheme is the red-black ordering
(RBGS) that works for stencils that include only direct neighbors (3-, 5- resp. 7-point
stencil) and separates the variables into odd and even indices. For larger stencils, more
”colors” (more disjoint sets) can be used. An overview over the updating schemes can
be found in Figure 2.2.
Basically, the numerical properties of the RBGS are slightly different than that of the
one with lexicographic ordering. A good property for our problems is that the symmetry
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Figure 2.2: Overview over ordering of variables (indicated by color) and updates (indicated by number) in (a) Jacobi, (b) lexicographic Gauss-Seidel, (c) red-black
Gauss-Seidel and (d) four-color Gauss-Seidel methods for a 2D regular grid.
In the Jacoby case all updates are written to another array and thus can be
executed at the same time. In the Gauss-Seidel cases independent sets have
to be constructed and updated one after the other. Hence, the lexicographic
ordering is not well-suited for parallel execution. For a five-point stencil, at
least two independent sets are necessary, for a nine-point stencil four sets are
required.
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of A is preserved for RBGS. The Gauss-Seidel iteration has the advantage that it converges faster than the Jacobi iteration. This can be illustrated with a mind experiment:
Assuming a tridiagonal A, then one RBGS iteration is equivalent to two Jacobi iterations. In terms of computational efficiency it is, however, not clear that Gauss-Seidel
is executed faster. So on many architectures, optimization techniques like the splitting
of the red and black entries into different arrays have to be applied for achieving high
speed. In the last two decades, thorough investigations have been performed on how to
hardware-optimize those iterations within our work group, cf. [60, 90, 88, 74].

2.2.3 The residual equation and smoothing properties
After i steps of an iterative scheme, the error is ~e(i) := ~u − ~u(i) . Since, ~e(i) cannot be
determined, the residual is introduced.
Definition 2.1. Let ~u(i) ∈ Rn be an approximate solution for Eqn. (2.1). Then the
residual is defined as
~r(i) := ~b − A~u(i) .
(2.2)
Rewriting Eqn. (2.1) as A~u − ~b = ~0 and adding it to Eqn. (2.2), we get the residual
equation.
A~u − A~u(i) = A~e(i) = ~r(i) .
So, the residual is a measure for the error of our solution, and it can be calculated
simply and efficiently. Since it is coupled to the error by a constant factor (that depends
on A), one often assumes that the reduction behavior of both the residual and the error
are the same in an iterative scheme. There is an interesting implication (and motivation
for multigrid methods): Relaxing the original Eqn. (2.1) with a random initial guess is
equivalent to relaxing the residual equation with a zero initial guess. This is a strong
motivation for solving the residual equation instead of the original equation.
Note that with the residual, the general form of an (arbitrary) iterative method can
be written as
~u(i+1) = ~u(i) + B ~r(i) .
Since B is nonsingular if A is an M-matrix, the fixed point is reached if and only if
r(i) = 0.
The interesting question is: How is the error behavior when a (Jacobi or Gauss-Seidel)
iteration is applied? Basically the convergence order of Gauss-Seidel and Jacobi is linear
in the number of unknowns, i. e. we need a number of iterations that scales with the size
of our system of equations. However, some components of the error are reduced much
faster: those who have a rough, dynamic behavior. For their elimination the iteration
schemes are very efficient, and a small number of iterations is sufficient to obtain an
accurate solution. On the other hand, error components that are smooth decrease only
slowly when iterations are applied: In signal processing terms, the iteration schemes
have a low-pass behavior.
Since the iteration schemes provide methods to eliminate high-frequency error components, one applies a small number of those before (and after) the recursive multigrid

15

Chapter 2 The multigrid method
call. In the call itself, the mesh width of the grid is increased—or the problem is downsampled Furthermore, on that coarser level, not the problem equation itself, but the
residual equation is solved. Here, the error frequencies are relatively higher, i. e. more
components of the errors can be removed by applying a few smoother iterations. The result of the recursion is a correction vector that can be prolongated to the fine-grid (after
some smoother iterations) and is added to the approximate fine-grid solution. Applying
this scheme recursively, eventually leads to a system of equations that is so small that
it can be solved efficiently. Here, either a direct method such as Gaussian elimination,
a number of smoother iterations or other known methods for solving linear systems can
be applied.

2.2.4 Restriction and prolongation operators in multigrid methods
The restriction and prolongation operators (also known as grid-transfer operators) allow
to transform a vector of one given resolution into another one. From here, assume a fine
grid and a coarse grid with resolutions hk and hk+1 = 2hk . Applying the restriction
operator to a fine-grid vector yields a coarse-grid vector and, vice versa, applying a prolongation operator to a coarse-grid vector gives a fine-grid vector. Mathematically, both
operations can be expressed as matrices, but (at least in the case of regular grids) they
can be expressed as local stencils that are constant across the computational domain.
To keep the operators simple, we stick to 1D examples within the following. Basically,
operators can be constructed for more dimensional problems in analogy. Note that the
grid-transfer operators introduced here are specific for node-centered multigrid, i. e. for
a cell-centered approach other operators have to be chosen.
In the simplest case, the restriction is done via injection, i.e. a subset of the fine-grid
points is selected as coarse-grid points. The restriction operator R is a matrix with
one non-zero entry (1 to be more specific) per row. The notation Ih2h emphasizes the
character of R acting as transfer function from fine grid to coarse grid.


1 0 ...
0 0
1 0 ... 


2h
Rinj = Ih =  .
 ∈ Rnh ×n2h .
.
.

0 ...

0

1

Often, the prolongation operator P is chosen such that for a constant c
P = c RT .

(2.3)

For the injection, the selection of P is not unique: Basically, all fine-grid points that
have not been injected to the coarse grid, could have arbitrary values. Since interpolating
behavior is wanted, an averaging of the neighbors can be chosen:


1 0 ...
1 1

0 ...
2 2



h
Plin = Iˆ2h
=  ...
(2.4)
 ∈ Rn2h ×nh .


1
1
0 . . .
2
2
0 ...
0 1
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If Plin is transposed, we get the full-weighting scheme as another restriction operator:
In contrast to the injection, here all the fine-grid points are considered. Those that do
not correspond to coarse-grid points are weighted with the factor 12 , though:

Rfw = Iˆh2h

1

1
2

1 1
2

=  ...

0 . . .
0 ...



0 ...
1
0 ...
2
0

1
2

0

1
1
2




 ∈ Rnh ×n2h .

1
2
1

(2.5)

In practice, often the previously mentioned R and P operators are used, but also higherorder interpolation can be applied in P and analogously R. Often constant factors are
applied to normalize the weights in each (interior) row of R to 1, e.g. 12 . This assures
that the error size is invariant to the current level.
For the experiments in Chapter 5 B-splines of a given order p are used for the prolongation, i. e. the fine grid correction is modeled piecewise as polynomial of degree p that
has continuous derivatives up to order p − 1 at the connecting points (which in this case
are identical to the coarse grid points). In the case of prolongating between two aligned,
regular grids with mesh widths h and 2h, the d-dimensional spline interpolation can be
replaced by d univariate interpolations. Each of those requires the solution of a banded
system of equations is required with a bandwidth (see below Eqn. (2.6)) corresponding
to the degree p. The size of the system of equations is equal to the number of coarse grid
points per spatial direction. Spline interpolation of order 1 is identical to bi-/tri-linear
interpolation.

2.2.5 Optimality of multigrid methods
The complexity of a specific solver is of great importance in scientific computing. In
practice, only methods that are of O(n) or O(n log n) complexity can be applied to large
systems. Algorithms of complexities O(nk ) with k ≥ 2 are unfeasible for large problems.
Other complexity classes than polynomial ones will not be considered in the following.
First of all, consider the shape of our matrices: For FD-discretized PDEs, the system
is a band matrix. The bandwidth of a matrix is generally defined as
k := klow + kup + 1, with j < i − klow ∨ j > i + kup ⇒ aij = 0,

(2.6)

where aij are the entries of the matrix. Note that in a band-matrix k  n. In awareness
of those properties, the solution becomes simpler than in the general case.
With Gaussian elimination, all entries in the lower triangular have to be eliminated.
As discussed before, overall O(n3 ) operations are necessary for that in the general,
dense case. In the sparse case, the complexity depends on the bandwidth of A. Fill-in
of entries within the bands cannot be avoided, so that it is assumed that all entries
within the bandwidth have to be eliminated. For 1D elliptic problems and a standard
FD discretization, a tridiagonal matrix results, and there are only n − 1 entries to be
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eliminated with a special version of the Gaussian elimination that is known as Thomas
algorithm and that has only a linear (O(n)) overall complexity.
Already in the 2D case, the complexity of a Gaussian elimination increases strongly.
Here, the bandwidth of the matrix is 2 · n(1) + 1 (or 2 · n(2) + 1 depending on the
√
ordering). Note that in the following, it is assumed that n(1) = n(2) = n. If entry
ai,i−n(1) is eliminated, which is the first entry in row i, the entry ai,i−n(1) +1 is filled-in,
if that one is eliminated in the next step, ai,i−n(1) +2 is filled-in and so on. Therefore, in
the worst case n2 eliminations have to be performed. Actually, since each row applied
in an elimination step has only a constant number of entries, this is also the overall
complexity for the solution of a 2D Poisson problem discretized by the five-point stencil
√
with Gaussian elimination. With n(1) = n(2) = n(3) = 3 n, the bandwidth of A is given
2
4
as 2·n 3 +1 in the 3D case, and n×n 3 entries in total are filled-in. The overall complexity
7
is given as n 3 therefore.
If the iterative Gauss-Seidel method is applied, a different complexity results: Since
each row has a constant number of entries, the application of one GS sweep costs O(n)
operations. We know that the error decreases linearly in the number of iterations and
that the information propagates only to the direct neighbors, so that in general, O(n)
iterations have to be done until a given error threshold is reached. Therefore, the overall
complexity is O(n2 ). In contrast to Gaussian elimination, the complexity of this method
doesn’t grow in the multi-dimensional cases.
In multigrid methods on level l, a fixed (small) number of (pre- and post-) smoothing steps is applied, what corresponds to O(n) operations. The restriction also needs
O(n) operations as well as the prolongation and correction steps. This means that all
operations in a V-cycle except the coarse grid solution need in d dimensions O(n + 2nd +
n
+ . . . ) = O(n) operations. Since coarsening can be done until the problem is so small
4d
that the number of unknowns is bounded, the complexity of the coarse grid solution is
O(1). Therefore, an overall linear complexity per V-cycle can be achieved. Note that the
complexity constant in multigrid methods decreases for more spatial dimensions since
the upper bound for the series 1 + 21d + . . . decreases.
For solving a linear system numerically, n operations only for the update of the solution vector ~u are required. If any method is able to solve linear problems in the same
complexity class (O(n)) then it is said to be asymptotically optimal. Besides multigrid,
there is another class of solvers that can be asymptotically optimal for certain linear
systems based on the conjugate gradient (CG) method. Here, Eqn. (2.1) is reformulated
as quadratic (optimization) problem, and two ideas are combined for the solution: the
steepest descent method and the clever construction of search directions such that the
whole problem space is covered within a small number of steps. Conjugate directions
provide a way to do such a construction efficiently. Since we solve a quadratic problem the original method works only for symmetric, positive definite systems (convexity).
The CG method and its generalizations are known as Krylov subspace methods. Note,
however, that the asymptotic optimality cannot be achieved by a pure CG method for
elliptic problems, but only if a CG is combined with an MG-like preconditioner. This
corresponds to the fact that the speed of sound is infinite in elliptic problems, i. e. infor-
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mation needs to be exchanged on a global scale for their efficient solution.

2.3 Variants of multigrid methods
Within the last decades, a wide range of MG methods was developed. In the following
only the ideas are sketched, and the reader is referred to [91, 22] for in-depth discussion.
MG was generalized in different ways. First, one can consider to extend the construction
of the coarse problem for unstructured linear problems. This leads to algebraic multigrid
(AMG) methods. They use the weights and connectivity in Ah to construct AH as well
as uH (resp. the restriction operator R). Although this approach allows the solution of a
larger set of problems and some black-box solvers have been implemented, in many cases
it is unknown if efficient AMG methods exist. In general, AMG methods have higher
computational cost, both in floating-point operations and in bandwidth, since the system
matrix A has to be stored explicitly. Second, for cases where a normal V-cycle does not
provide (good) convergence, other recursion schemes, such as the W-cycle and the full
multigrid cycle have been created that enhance the efficiency and stability. Additionally,
with the full approximation scheme (FAS), introduced in [17], there is the possibility to
solve problems resulting from non-linear PDEs in an efficient way. Alternatively, FAS can
be used to apply methods that improve the order of accuracy (e.g. with τ -extrapolation
[10, 40, 59]) or to enable special types of boundary conditions (such as open ones that
will be discussed in Chapter 5).

2.3.1 Algebraic and geometric multigrid
Until here, geometric multigrid schemes were considered. Those are often used when the
linear system results from the discretization of a PDE on a structured domain with FD.
In that case the same stencil is applied everywhere within the domain, leading to identical
bands within the matrix Ah . Therefore, Ah is not stored explicitly. Additionally, the
coarse grid system matrices A2h, , A4h , ... have the same entries again. Of course, this
holds only in simple cases like Poisson’s equation. However, in cases with variable
coefficients and immersed interfaces this is not true: Here, also the stencil weights vary
over the domain. In the variable coefficient case, however, a relative simple and efficient
calculation rule for the stencil weights can be given, so that these entries can be calculated
on-the-fly from the coefficients whenever the stencil is applied. Then, they do not have to
be stored explicitly. In interface problems, on-the-fly calculation is usually too expensive
at least in the immediate neighborhood of jumps. Here, larger systems of equations or
linear programs have be solved for each grid point so that the stencil entries are stored.
We will discuss these problems and discretization methods in Chapter 3. Note that
an adaption of the stencil entries can also be necessary for a Poisson problem at the
domain boundary. Here, asymmetric stencils may occur especially on coarser grids.
These systems of equations still have a regular geometric structure, so that the stencil
shapes (neighborhood relations) will be the same everywhere. The calculation of the
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coarse grid operator A2 h could be performed with the so called Galerkin condition:
A2h = R · Ah · P.

(2.7)

In the structured case, the grid-transfer operators are known a-priori and have the
previously mentioned form.
In contrast, the PDE could also be discretized on an unstructured grid (e.g. with FD
or FE methods) resulting in a sparse matrix that is not structured. (Or, more generally
the sparse system does not even result from a discretized PDE.) Also in those cases,
one can try to construct a multigrid method, i. e. an algebraic multigrid (AMG). Here,
the relevant problem is to find efficient mappings for the restriction and interpolation.
Before the weights themselves can be determined, it has to be analyzed, which entries
shall be used as ”coarse-grid” representation. Therefore the set of variables is being
divided into coarse- and fine-grid variables: ~u = ~uC ∪ ~uF . That splitting directly leads to
an injection-like restriction operator R. If that is known, Eqn. (2.3) and Eqn. (2.7) can
be used to calculate the prolongation and coarse-grid operators. The difficulty is now to
find that splitting, to determine the grid-transfer operators and to tune the algorithm.
For more detail on AMG, see [18, 21, 87].

2.3.2 Variants of multigrid recursion schemes
Besides the V-cycle other variants of multigrid schemes have been constructed. Those
other recursion patterns can have better convergence properties than the V-cycle at
higher computational cost per iteration.
The W-cycle is similar to the V-cycle, but it differs in the way the error correction is
performed. The coarse-grid corrections are executed twice in a nested way, such that the
resulting pattern can be visualized as the letter W. If not two, but µ nested iterations
are done, the scheme is also known as µ-cycle (though only the special cases V-cycle
(µ = 1) and W-cycle (µ = 2) play a role).
The Full Multigrid (FMG) is a scheme that starts with relaxing the problem on the
coarsest grid until an accurate solution on that level is found and then successively solves
the next finer problem. This is done by applying V-cycles of increasing depth. After
that scheme has executed one V-cycle on the finest level, an accurate fine-grid solution
has been found. Therefore, the FMG is rather a direct solver than an iterative one.

2.4 Summary of multigrid methods
In the last 50 years multigrid methods have become more and more popular for solving
equation systems. Since they have asymptotically optimal complexity, they are among
the most efficient methods for many (linear) problems. From their beginning, multigrid methods have been extended to solve not only systems of equations resulting from
boundary-value problems on structured grids, but also for more general (sparse) problems. These nowadays include unstructured problems, nonlinear problems and specific
indefinite problems. Also black-box solvers based on the AMG approach have been
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introduced that can be applied to many problems. However, these methods are not
efficient in all cases unless they are tuned to a specific problem. In these cases finding a
good trade-off between operator size and accuracy for the restriction and interpolation
operators depends strongly on the specific system. Hence, tweaking and adapting the
multigrid to one’s application is crucial within the design process.
Krylov-subspace methods like the CG method are not optimal for elliptic problems
unless they are combined with MG preconditioning. Since both classes were invented
around the same time (they are from the 1950s, cf. [61, 50, 86, 76]), there has been
quite some progress in those, too. They were generalized to non-symmetric problems,
are relatively robust and can be used as black-box solvers. The BiCGStab [36, 93, 97,
85] and GMRES [28, 75, 79] methods belong to this class.
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Mehrstellenverfahren for elliptic partial
differential equations
3.1 Introduction
Hermitian methods, in German better known as “Mehrstellenverfahren”1 for the numeric
integration of differential equations were introduced by L. Collatz in [27] in the 1960s.
The German name results from the idea that these methods in fact are employing a
differential relationship for an unknown function at several points, compared to a single
point in standard finite-difference schemes. In mathematical terms this technique corresponds to a generalization of Taylor expansions that was originally introduced by Charles
Hermite in [49, p. 438]. A derivation of Hermite’s formula from Taylor’s expansion theorem can be found in [27, p. 19f]. This derivation is based on applying iterative partial
integration to a function that is sufficiently smooth. For two given points a, b ∈ R, it
reads


k
m
k
m
X
X
hν ν
hν ν
ν (ν)
(ν)
(−1) f (b)
f (a)
=
 + Rk,m ,
ν! k+m
ν! k+m
ν

ν=0

where
Rk,m =

(−1)k+m
(k + m)!

Z

ν=0

ν

b

(x − a)k (x − b)m f (k+m+1) (x) dx.

a

For k = 0, one gets the well-known Taylor expansion. The expression describes how a
(special) sum of a function f and its derivatives up to order k can be approximated by
a similar sum of that function and its derivatives evaluated at another position. The
remainder R gives an approximation for the error and its order. The derivation of MSV
schemes will be explained in detail within this chapter.
The methods developed by Collatz present an interesting way of discretizing partial
differential equations (PDEs) with high accuracy while preserving compact stencils. In
the face of the numerical solution of PDEs on parallel machines, where non-compact
stencils imply the propagation of more than one boundary layer across the processors,
hence, they provide an elegant alternative. Although there has been quite some research
on higher-order methods for PDEs, to the best of my knowledge there are no extensions around that work for a potential equation with variable permittivity coefficient
1

A direct translation would be “several-points” or “multi-points methods”. Note that the (German)
abbreviation MSV will be used in the following since it has some tradition also in English literature.
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discretized on a rectangular, but non-uniform (i. e. h1 6= h2 6= h3 ) grid. This equation
reads as
− ∇ · ε(~x)∇Φ(~x) = f (~x),
(3.1)
with given scalar fields ε : Ω → R and f : Ω → R, domain Ω ⊂ Rd (d ∈ 1, 2, 3) and the
unknown scalar field Φ : Ω → R. The discussion will be restricted to domains with a
rectangular respectively cuboid shape in the following.
The general approach for establishing MSVs is to develop Taylor series around points
identical to or near the discretization positions. The degrees of freedom provided by the
left-hand side (differential) operator D~h (x) and the right-hand side (averaging) operator
M~h (x) are used to eliminate as many derivatives of Φ(~x) as possible to achieve the
highest possible order of consistency.
Since the expressions become lengthy, application of symbolic math software, e. g.,
Maple or Maxima for the derivation of the MSV stencils is of advantage. Note that in
the case of a varying and continuous ε(~x) also derivatives of that function will appear in
the terms. For cases where ε(~x) is not known analytically, these have to be eliminated
or approximated (e. g., by interpolation). In the case of a jumping, piece-wise constant
ε(~x), one has to make sure not to develop a series across the jump. In that case, the
approach introduced in chapter 6 in [65], which is there called fourth-order immersed
interface method, is equivalent to the MSV.
The novelty of the introduced approaches is that a fully systematic setup of the stencils is developed. Applying optimization techniques decreases the discretization error
further compared to schemes that just determine the possible error order and zero free
coefficients then. Several examples are provided, and the sketched ideas can of course
be extended and adapted to the reader’s needs.
Since FD methods are among the most popular ways of discretizing differential equations, there has been a lot of research during the last decades (and even before). One
approach I want to mention briefly is the one by Bengt Fornberg [39, 38]. Here, classical high-order FD schemes are set up and rearranged to compact stencils, leading to
the same schemes as the MSV approach for Poisson’s equation. They can be derived
efficiently, however, it is unclear how to generalize them to the variable coefficient cases.
A comparison between MSV schemes and Fornberg’s approach has been done under my
supervision in [48].
It is well-known that consistency and stability imply convergence of a numerical
scheme, cf. [89]. The rest of this chapter deals with analyzing the consistency orders
of numerical schemes and does not focus on stability. A short comment on stability is
hence given in the following. A discretization is stable if for the system matrix Ah and
a compatible norm || · || the relation
||A−1
h || < C,
i. e., if the norm of its inverse is bounded (independent of h). It can be shown that
this relation holds for the regular discretizations discussed in the following. If the MSV
approach is applied to more general unstructured cases, however, stability should be
assessed carefully.
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3.2 General remarks for deriving MSV schemes
MSV schemes share their theoretical basis with classical finite differences. Both need less
theoretical background than, e.g., finite element methods. In the following, the required
definitions are given: First, assume functions to have specific smoothness properties
within an area that will be needed to perform the Taylor expansions afterwards).

3.2.1 Basic definitions
The smoothness of a function f (~x) is based on continuity: Mathematically, continuity
can be defined in different, equivalent ways. In the following, the definition based on
sequences is given, since it covers also the multivariate case.
Definition 3.1. A function f (~x) is continuous in domain Ω ⊂ Rd if the following
implication holds for all sequences (~xn )n∈N with d components:
∀(~xn )n∈N ⊂ Ω : lim ~xn = ~c ∧ ~c ∈ Ω ⇒ lim f (~xn ) = f (~c).
n→∞

n→∞

Let Ω be a closed set from here. With the concept of continuity, continuity classes C k ,
k ∈ {0, 1, . . . ∞} can be defined:
Definition 3.2. A function f (~x) belongs to continuity class C k {Ω} if the function itself
and all derivatives up to order k exist and are continuous on Ω, i. e.,
∀~i = (i1 , ..id )T ∈ Nd0

d
X

ij ≤ k :

j=1

d
Y
∂ ij f
j=1

i
∂x(j) j

: continuous on Ω ⇒ f (~x) ∈ C k {Ω}.

It is well-known that a function f (~x) ∈ C k {Ω} can be expanded into a Taylor series
around a point ~x0 ∈ Ω.
Definition 3.3. Taylor series of one-dimensional function
With fixed expansion point x0 ∈ Ω, a function f (x) : R → R, f ∈ C k+1 {Ω} can for
arbitrary x ∈ Ω be expressed as
f (x) =

∞
X
(x − x0 )i
i=0

i!

f (i) (x0 )

= f (x0 ) + (x − x0 ) · f 0 (x0 ) + · · · +
|
{z
=:Tk {f (x),x0 }

+

(x − x0 )k (k)
f (x0 )
k!
}

(3.2)

(x − x0 )k+1 (k+1)
f
(ξ),
(k + 1)!
|
{z
}
=:Rk {f (x),x0 }

where ξ lies between x0 and x. Tk {f (x), x0 } is referred to as Taylor approximation of
order k, while Rk {f (x), x0 } is the remainder term of order k.
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Define h := x0 − x. If f (x) is bounded between x0 and x, and introducing the Landau
big-O notation
g(x) = O(h(x)) ⇒ ∃C : ∀x : |g(x)| ≤ C · h(x),
the error order of a Taylor approximation can be expressed as

f (x) = Tk {f (x), x0 } + Rk {f (x), x0 } = Tk {f (x), x0 } + hk+1 ·

f (k+1) (ξ)
(k + 1)!
| {z }
=:C

= Tk {f (x), x0 } + O(hk+1 ).
For reasons of brevity, the following simplified notation is introduced: In the multivariate case define ~h = ~x0 −~x and assume that h1 , h2 and h3 are not equal, but of similar
size, i. e. define a “virtual h”, such that h1 = O(h), h2 = O(h) and h3 = O(h).
Definition 3.4. Taylor series of a multivariate function
For a fixed expansion point ~x0 ∈ Ω, a function f (~x) : Rd → R, f ∈ C k+1 {Ω} can be
expressed as
f (~x) =

∞
X

···

i1 =0

=

∞
X
hi11 · ... · hidd
∂ i1
∂ id
f (~x0 )
·
...
i1 ! · ... · id ! ∂x(1) i1 ∂x(d) id
id =0

i1 +···+idX
≤k i1
X
h1 · ... · hidd
∂ i1
∂ id
···
·
f (~x0 )
...
i ! · ... · id ! ∂x(1) i1 ∂x(d) id
i1 =0
id =0 1
|
{z
}
=:Tk {f (~
x),~
x0 }

+

X hi1 · ... · hid
∂ i1
∂ id
1
d
f (~x0 )
...
·
i1 ! · ... · id ! ∂x(1) i1 ∂x(d) id
i1 +···+id >k
{z
}
|
X

···

=:Rk {f (~
x),~
x0 }

= Tk {f (~x)} + O(hk+1 )
for arbitrary ~x ∈ Ω.
The Taylor expansion is extensively applied to determine the coefficient in our MSV
schemes.

3.2.2 Derivation of finite difference schemes
Essentially, the setup of finite differences starts with the definition of the derivative of a
function f (x):


f (x + h) − f (x)
df
0
f (x) = lim
=
.
h→0
h
dx
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If h is approximated by a finite value h > 0, f 0 (x) can be approximated as
f 0 (x) ≈

f (x + h) − f (x)
.
h

This is known as the forward difference. With the help of the Taylor expansion (Eqn. (3.2)),
the error can be estimated as:
2

(f (x) + hf 0 (x) + h2 f 00 (x) + . . . ) − f (x)
f (x + h) − f (x)
=
=
h
h
= f 0 (x) +

h 00
f (x) + · · · = f 0 (x) + O(h).
2

The order of the finite difference scheme can be improved if choosing the centered scheme:
f 0 (x) ≈

f (x + h) − f (x − h)
=
2·h

=
−

f (x) + hf 0 (x) +

h2 00
2 f (x)

+

h3 000
6 f (x)

+ ...

f (x) − hf 0 (x) +

h2

00
2 f (x) −
2·h

h3 000
6 f (x)

+ ...

2·h

= f 0 (x) +

(3.3)

h2 000
f (x) + · · · = O(h2 ).
6

Here, the order of the approximation is increased by exploiting that terms of even degree
cancel out when subtracting the Taylor expansions of f (x + h) and f (x − h). This is due
to the symmetry of the stencil and is used heavily in the derivation of MSV and other
FD schemes.
The so-called stencil notation lists the weights that are applied to the function evaluations at f (x) and its neighboring points. For the centered scheme, the stencil notation
is


1
1
1
centered
Dh
= −
0 +
=
· [−1 0 1] .
2h
2h
2h
1
Common terms as 2h
in this case are often factored out.
Also for the second derivative which plays an important role in elliptic PDEs, a finite
difference scheme can be easily derived. In the following, two different ways of computing
it (including the error estimation) are shown.
The central difference Eqn. (3.3) can be applied twice (with half step size h2 ) to get an
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FD expression for the second derivative:
f 00 (x) =

=

=

d d
d f (x + h2 ) − f (x − h2 )
f (x) =
+ O(h2 )
dx dx
dx
h
f (x+h)−f (x)
h

−
h

f (x)−f (x−h)
h

(3.4)

+ O(h2 )

f (x + h) − 2f (x) + f (x − h)
+ O(h2 ).
h2

This is the classical way of deriving the scheme for f 00 (x). It has error order two and
function values at three points are taken into consideration. Note that the iterative
application of two schemes with a given error order leads again to a scheme with the
same order.
The alternative calculation of the scheme is longer, but it is useful in order to understand the calculation of MSV schemes. Analogue to the stencil notation for the first
derivative, assume that a three-point stencil Dhsec = [d−1 d0 d1 ] ) approximates the
second derivative f 00 (x), sum up the weighted Taylor expansions (i. e. the convolution of
the stencil with the discretized function) up to a certain order and reorder the sum in
terms of f (x) and its derivatives:
f 00 (x) ≈
≈

d−1 f (x − h) + d0 f (x) + d1 f (x + h)

2
3
d−1 f (x) − hf 0 (x) + h2 f 00 (x) − h6 f 000 (x) +
+ d0 
f (x)

+ d1 f (x) + hf 0 (x) +
=

(d−1 + d0 + d1 )
+ (−d−1 + d1 )
+ (d−1 + d+1 )
+ (−d−1 + d1 )
+ (d−1 + d+1 )

·
·
·
·

h2 00
2 f (x)

h
h2
2
h3
6
h4
24

·
·
·
·
·

+

h3 000
6 f (x)

f (x)
f 0 (x)
f 00 (x)
f 000 (x)
f (4) (x).

+

h4 (4)
(x)
24 f





h4 (4)
(x)
24 f

(3.5)

Now, the stencil entries are used to approximate f 00 (x). Hence, the corresponding multiplier equal one, whereas the others are set to zero in ascending order:
(d−1 + d0 + d1 ) = 0,
h (−d−1 + d1 )
h2
(d−1 + d1 )
2

= 0,
= 1.

The second equation implies that d−1 = d1 . The third equation implies that d1 =
from the first equation it follows that d0 = − h22 . The stencil therefore is


1
2
1
sec
.
Dh = 2 − 2
h
h
h2
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For the estimation of the error, look at the higher-order terms in Eqn. (3.5).
h3
(−d−1 + d1 )
6
h4
(d−1 + d1 )
24

= 0,
=

h4 2
h2
· 2 =
,
24 h
12

and the result is
f (x − h) − 2f (x) + f (x + h)
h2
= f 00 (x) + f (4) (x) + · · · = f 00 (x) + O(h2 ).
2
h
12
The calculated scheme for the second derivative is of order two. Compared to the first
way of calculating, this approach provides the advantage that it can simply be generalized
to other differential operators (this is equivalent to set other terms in the sum unequal
zero), and one can be sure that the calculated scheme has the best possible error order for
a given stencil shape. MSV schemes are developed by generalizations of this approach.

3.2.3 Derivations of MSV schemes in one dimension
Until now, only functions and the numerical approximation of derivatives have been
considered. Actually, finite difference schemes shall be applied to approximate functions
Φ(x) : R → R described by a differential equation
Φ(n) (x) = f˜(x, Φ(x), . . . , Φ(n−1) (x)).
In the one-dimensional case, this is the general explicit form of an ordinary differential
equation (ODE) of degree n. In the following only linear ODEs are under consideration.
If the right-hand side f˜ only depends linearly on Φ(i) , i ∈ {0, . . . , n − 1}, then the
equation is often rearranged to
L{Φ(x)} = f (x),

(3.6)

with
L{Φ(x)} = ζ0 (x) · Φ(x) + ζ1 (x) · Φ0 (x) + · · · + ζn (x) · Φ(n) (x),
where ζi (x) : R → R.
In addition to the governing equation, appropriate boundary conditions are required
for Φ and its derivatives: For an ODE of order n, in total n boundary values are necessary.
Although there exist solutions for specific ODEs, in particular in the linear case, in
general closed solutions are not known so that a numerical approach is often necessary.
Therefore, the functions Φ(x) and f (x) are approximated as grid functions. In 1D,
intervals of length h are selected, so that the functions are only evaluated on positions
xi = a + ih. Let the discrete domain be defined as
Ωh = {a, a + h, . . . , a + (N − 1) · h, a + N · h =: b}.
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The continuous domain is denoted Ω. This definition will be extended where it is required. If not mentioned otherwise, boundary conditions are given linearly at both
boundary points a and b of the domain. For even degree n = 2ν as Φ(a) = κ0 , Φ0 (a) =
κ1 , . . . , Φ(ν−1) (a) = κν−1 , Φ(b) = λ0 , Φ0 (d) = λ1 , . . . , Φ(ν−1) (d) = λν−1 , i. e., for secondorder ODEs this corresponds to Φ(a) = c, Φ(b) = d.
In the MSV ansatz, stencils on both sides of Eqn. (3.6) are applied to get a higher
approximation order. The general algorithm is:
1. Select a stencil shape for the discretization of L. In 1D, this is typically the
previously introduced three-point stencil Dh for uniform grid functions. Taylorexpand the expressions around the center point until degree k. Usually one has to
choose k ≥ n + r with n being the ODE’s degree, and r the desired error order.
Define L := Dh ∗ Tk {Φ(x), x0 }, where the ∗-operator is a discrete convolution, i. e.
the application of Dh .
2. Select a second stencil that is applied to the discrete right-hand side f (x). In 1D,
choose the same shape for this operator: Mh = [m−1 m0 m1 ]. Note that the
governing equation, Eqn. (3.6), holds in every point within Ωh , in particular in the
points x − h, x and x + h:
Mh ∗ f (x) = Mh ∗ L{Φ(x)} ≈ Mh ∗ T(k−l) {L{Φ(x)}, x0 } =: R,
where l is the lowest-order derivative of Φ(x) that appears in L{Φ(x)}. Note that
in general also other shapes are possible for Mh .
3. Since L and R model both sides of Eqn. (3.6), it is known that
L − R ≈ 0.
More precisely, for known error order r of the approximation,
L − R = O(hr ).

(3.7)

This expression forms a sum of terms that are products of coefficients dδ and
mµ , with δ, µ ∈ {−1, 0, 1}, monomials in h and the function Φ(x) or one of its
derivatives. The sum isPsorted by the order of the derivatives resulting in the
(i)
representation L − R = ∞
i=0 si (h) · Φ (x).
4. The lowest possible polynomial order in the summand si (h) is i. Therefore,
Eqn. (3.7) is fulfilled by putting si (h) := 0, ∀i ∈ {0, . . . , m}. This can be done
in a straightforward way since the si (h) are linear combinations of the stencil entries. These provide in total six degrees of freedom (dof s), and one can at least
set this many coefficients to zero. Occasionally, due to symmetry some of these
conditions are linearly dependent, so that additional coefficients can be eliminated.
Additionally, a normalization condition has to be chosen, typically, for the righthand side operator Mh the condition m−1 + m0 + m1 = 1. Otherwise, the linear
system of equations is homogeneous, and the trivial solution would be feasible.
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For the one-dimensional Poisson case, the situation is easy to analyze, whereas
in the multi-dimensional case and for more general operators the analysis needs
more care. One approach is to solve the resulting linear system successively for
increasing order until the error order cannot be increased anymore without loosing
the feasibility of the solution.
As will be demonstrated in the following, there are cases when for given order of accuracy
and stencil shape not only one MSV can be found, but a whole class exists. Here, one
has to determine which of the feasible MSVs provides advantages over others.

3.2.4 Derivations of MSV schemes in several dimensions
Basically, MSV schemes for functions in several variables and partial differential equations can be derived in analogy to the 1D case. Of course, one has to deal with stencils
that are higher-order tensors, multivariate Taylor expansions, partial derivatives that
lead to a higher number of unknowns and to a more complicated structure of the set
of equations that need to be solved for establishing the stencil. Hence, careful analysis
will be used in the multi-dimensional cases. If some dofs for the stencils are left over,
but not enough to increase the order of the method, an optimization strategy may be
appropriate to determine the best possible stencil weights. In the multi-dimensional
case many questions are open, though the basic ideas have been around for some time
already. These questions are addressed individually in the following sections.
Another topic of interest is how efficiently the system of equations resulting from the
discretized PDE can be solved. Assuming classical methods like LU-decomposition, this
efficiency depends on the bandwidth of the system matrix that is directly connected to
the entries in the stencil Dh . In Table 3.1 the bandwidth and the number of entries
in the system matrices for the standard finite difference (FD1), the two-neighbor finite
difference stencil (i. e. the one involving two neighbors in each direction, FD2), and the
MSV in one to three dimensions (for
Qdthe Poisson-case), are compared. Here, it is assumed
that the domain has |Ω| = N = i=1 Nd grid points, and a row vector of the system
matrix for an inner grid point is structured like this in the 2D case (analogous for higher
dimensions):
Ai = (0 . . . 0, d−1,−1 , d−1,0 , d−1,1 , 0 . . . 0, d0,−1 , d0,0 , d0,1 ,
0 . . . 0, d1,−1 , d1,0 , d1,1 , 0 . . . 0) ,
with the stencil entries dj,k .
The table shows the following facts:
• In 1D, the systems of equations resulting from FD1 and MSV are equivalent, i. e.,
the solution of the MSV system costs no extra effort. The only extra-effort that has
to be done is that the right-hand side stencil Mh has to be applied (this corresponds
to 3 multiplications plus 2 additions per unknown).
• In 2D, the number of non-zero entries in FD2 and MSV is the same, i. e., the
sparsity of the system matrix is the same. However, the bandwidth is almost
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Table 3.1: Comparison of the system matrix bandwidth and non-zero entries per row for
different FD approaches.
d

1

2

3

n>3

method

# entries Dh

# entries Mh

bandwidth of A

FD1

3

1

3

FD2

5

1

5

MSV

3

3

3

FD1

5

1

2 · N2 + 1

FD2

9

1

4 · N2 + 1

MSV

9

5

2 ·(N2 + 1) + 1

FD1

7

1

2 · N3 · N2 + 1

FD2

13

1

4 · N3 · N2 + 1

MSV

19

7

FD1

1+2·n

1

FD2

1+4·n

1

MSV

3n − 2n

1+2·n

2 · (N3 + 1) · N2 + 1
Q
2 · ni=2 Ni + 1
Q
4 · ni=2 Ni + 1
Q
2 · (Nn + 1) · n−1
i=2 Ni + 1

50% smaller in the MSV case. Therefore, the cost for solving the system should
be approximately the same with slight advantage for the MSV. Of course, the
right-hand side operator must also be applied in case of the MSV.
• In 3D and higher dimensions, the density of the system matrix is considerably
higher in the MSV case. However, its bandwidth is smaller. The application of the
stencil is therefore more costly in the MSV case. Still the MSV stencil provides
some practical advantages: The compactness makes the (parallel) implementation
easier since it doesn’t require adapted stencils near the domain boundaries and
saves communication time. Furthermore, there is good hope that the compact
memory access pattern is more efficient in computational terms.

3.3 MSV schemes for Poisson’s equation
For a constant coefficient ε(x) ≡ c, the development of the MSV scheme is straightforward. Eqn. (3.1) reduces to
− ∇(c∇Φ(~x)) = −c∆Φ(~x) = f (~x).
Without loss of generality, assume c ≡ 1 from here.
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(3.8)

3.3 MSV schemes for Poisson’s equation

3.3.1 MSV for the 1D Poisson equation
In 1D, Eqn. (3.8) can also be formulated as
− c · Φ00 (x) = f (x).

(3.9)

Assume a uniform discretization with step width h of the domain Ω = [a : b]. and further
b−a = (N −1)·h with N ∈ N so Ωh = {a, a+h, . . . , b−h, b} = {x1 , x2 , . . . , xN −1 , xN }. For
any xi with i ∈ {2, 3, . . . , N − 1}, the stencils Dh = [d−1 d0 d1 ] and Mh = [m−1 m0 m1 ]
can be calculated in the following way: The left-hand side of Eqn. (3.9) is approximated
by
L := d−1 · Φ(xi−1 ) + d0 · Φ(xi ) + d1 · Φ(xi+1 ),
(3.10)
and the right-hand side is approximated by
R := m−1 · f (xi−1 ) + m0 · f (xi ) + m1 · f (xi+1 ) =
m−1 · (−c · ∆Φ(xi−1 )) + m0 · (−c · ∆Φ(xi )) + m1 · (−c · ∆Φ(xi+1 )). (3.11)
The equation for R reveals why the MSV is more exact than the standard FD scheme:
The discrete PDE is not forced to be fulfilled exactly at the position xi , but the fulfillment
of it is distributed on neighboring points as well. In other words, the additional degrees
of freedom m−1 , m0 and m1 are used to eliminate higher-order error terms. To do so,
Φ(xi±1 ) and its derivatives are replaced by Taylor expansions of Φ around xi , L − R =
0 + O(h5 ) is set up, and the coefficients of Φ(xi ), Φ0 (xi ), Φ00 (xi ), Φ000 (xi ) and Φ(4) (xi ) are
set to zero. The normalization condition m−1 + m0 + m1 = 1 is added as sixth linear
equation for six unknowns. Then those equations are solved for Dh and Mh .
For Eqn. (3.8),

h2
h3
L = d−1 · Φ(xi ) − h · Φ0 (xi ) +
· Φ00 (xi ) −
· Φ000 (xi )
2
3!

h4
h5
(4)
(5)
(6)
+
· Φ (xi ) −
· Φ (xi ) + Φ (ξ1 )
4!
5!
+ d0 · Φ(xi )

h2
h3
+ d1 · Φ(xi ) + h · Φ0 (xi ) +
· Φ00 (xi ) +
· Φ000 (xi )
2
3!

h4
h5
· Φ(5) (xi ) + Φ(6) (ξ2 )
+ · Φ(4) (xi ) +
4!
5!
=
Φ(xi ) · (d1 + d0 + d−1 )
+ h · Φ0 (xi ) · (d1 − d−1 )
00
h2
2 · Φ (xi )
3
+ h3! · Φ000 (xi )
4
+ h4! · Φ(4) (xi )
5
+ h5! · Φ(5) (xi )

+

+

h6
6!

·Φ

(6)

· (d1 + d−1 )
· (d1 − d−1 )
· (d1 + d−1 )
· (d1 − d−1 )

(ξ1 ) · d−1 +

h6
6!

· Φ(6) (ξ2 ) · d1
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and

h2
h3
(4)
(5)
(6)
R = m−1 · Φ (xi ) − h · Φ (xi ) +
· Φ (xi ) −
· Φ (xi ) + Φ (ξ3 )
2
3!
+ m0 · Φ00 (xi )


h3
h2
(4)
(5)
(6)
00
000
+ m1 · Φ (xi ) + h · Φ (xi ) +
· Φ (xi ) +
· Φ (xi ) + Φ (ξ4 )
2
3!
=
Φ00 (xi ) · (m1 + m0 + m−1 )


00

000

+ h · Φ000 (xi ) · (m1 − m−1 )
+
+
+

h2
2
h3
3!
h4
4!

· Φ(4) (xi ) · (m1 + m−1 )
· Φ(5) (xi ) · (m1 − m−1 )
· Φ(6) (ξ3 ) · m−1 +

h4
4!

· Φ(6) (ξ4 ) · m1

are calculated.
Rearrangement leads to the following system of equations for Dh and Mh (including
the normalization condition for Mh ):
d1 +d0
d1
d1
d1
d1

+d−1
−d−1
+d−1 + h22 · m1 + h22 · m0
−d−1 + h62 · m1
+d−1 + h122 · m1
m1
+m0

+ h22 · m−1
− h62 · m−1
+ h122 · m−1
+m−1

= 0,
= 0,
= 0,
= 0,
= 0,
= 1.

The resulting stencils are:


1
Dh = − 2
h

1
Mh =
12

2
h2
10
12


1
− 2 ,
h

1
.
12

This means that the operator Dh is identical to the standard finite difference method.
The only difference of the MSV is that Mh has to be applied to the right-hand side. The
solution is unique. Therefore, application of the MSV is ideal in the 1D Poisson case
since averaging the right-hand side directly leads to a higher error order. Note that the
weights in Mh do not depend on the mesh width

3.3.2 MSV for the 2D Poisson equation
When switching from 1D to 2D, Poisson’s equation becomes
!
∂ 2 Φ(x(1) , x(2) ) ∂ 2 Φ(x(1) , x(2) )
−
+
= f (x(1) , x(2) ).
(∂x(1) )2
(∂x(2) )2
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Basically, the approach stays the same compared to Subsection 3.3.1. First, L and R
are set up with the stencil shapes:




d−1,−1 d−1,0 d−1,1
0
m−1,0
0
d0,0
d0,1  and M~h = m0,−1 m0,0 m0,1  .
D~h =  d0,−1
d1,−1
d1,0
d1,1
0
m1,0
0
In total, 14 degrees of freedom are available. The crucial question is, up to which degree
derivatives in the difference L − R can be eliminated. In theory, a function Φ : R2 → R
hasP
i+1 ith (partial) derivatives. Considering the derivatives up to order 4 results in total
in 4i=1 i + 1 = 15 conditions for these unknowns. Adding the normalization condition
for the right-hand side leads to the 16 × 14 system of equation shown in Table 3.1. This
system has a unique solution for given ~h = (h1 , h2 )T :





1
1
1
1 1
1
1
1
5 1
+
+
−
+
− 12
−
6 h21
6 h22
12 h21
h21
h22
h22






 5 1
1
1 1
5
1
5 1
1 1 
D~h =  − 6 h2 + 6 h2
+
−
+
3 h21
6 h22
6 h21 
h22
2
1







1
1
1
1
− 65 h12 + 16 h12 − 12
+ h12
+ h12
− 12
h2
h2
1

and

2

1



0

1
M~h =  12
0

1
12
2
3
1
12

2

0

1

2



1 
12 .

0

This means that a constant MSV stencil can be established for discretizing Poisson’s
equation with high accuracy. The normalization condition excludes the trivial solution.
Like in the 1D case, the weights in Mh are independent of the resolution. Therefore, the
leading terms in L + R will be sixth order (fifth-order terms cancel out due to stencil
symmetry), so that the order of the MSV is four.
Note, that also an MSV with a nine-point stencil on the right-hand side is possible,
and one can try to achieve higher accuracy with applying that stencil. This (9, 9)-MSV,
however, is not as popular as the previously discussed (9, 5)-MSV, since the order cannot
be increased. Instead, the sum of the leading (sixth order) coefficients is minimized, with
making an implicit assumption about the corresponding derivatives. The error norm can
be reduced by approximately one order of magnitude for the (9, 9)-MSV compared to the
(9, 5)-MSV, but this highly depends on the specific test case. Whenever, the term MSV
is used in the following chapters, implicitly the (9,5)-MSV is mentioned for 2D cases
since it is the most common variant. In [48], several 2D MSV schemes are compared for
specific test setups.
In the Poisson case the system of equations can be solved explicitly for h 6= ~0, so
that a general solution is known. The condition number of the system of equations,
however, grows with O(h−2 ). This will be very similar in other cases for MSVs, in which
the system cannot be solved generally. Therefore, a numerically robust method for the
solution of the MSV equation has to be chosen, and one cannot rely on symbolic solvers,
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Figure 3.1: Equations for the setup of the MSV in the 2D Poisson case. We use 16 equations for the 14 unknowns, the first
15 equations eliminate the 0th to 4th derivatives of Φ, the last one is the normalization for the right-hand side.

36

3.3 MSV schemes for Poisson’s equation
such as Maple’s solve() method that shows unstable behavior already for the Poisson
case for small ~h. This is a main motivation for splitting the MSV derivation into two
phases.

3.3.3 MSV for the 3D Poisson equation
In the three-dimensional case, exactly the same approach, but for slightly different stencil
shapes is followed. Poisson’s equation in 3D is in analogy to the 1D and 2D case given
as
!
∂ 2 Φ(x(1) , x(2) , x(3) ) ∂ 2 Φ(x(1) , x(2) , x(3) ) ∂ 2 Φ(x(1) , x(2) , x(3) )
−
+
+
(∂x(1) )2
(∂x(2) )2
(∂x(3) )2
= f (x(1) , x(2) , x(3) ).
A common choice is to use a 19-point stencil for Dh , i. e., all neighboring points on a
3D grid, excluding the space diagonals and the seven-point stencil for Mh . This gives
in total 26 dofs that are sufficient to eliminate the in total (1 + 3 + 6 + 10 + 15) = 35
derivatives up to order 4. The system to be solved for the (19, 7)-MSV is depicted in
Figure 3.2.
Again, an explicit solution can be calculated:
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+
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−
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+
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Figure 3.2: Equations for 3D MSV in Poisson case (without the normalization condition
for Mh ). Here, we use 35 equations for the (19, 7)-MSV.
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This scheme produces results of fourth-order accuracy. In 3D there are several more
possibilities to choose the stencil shapes for D~h and M~h . The (19, 7)-MSV is popular,
because it enables proven fourth-order accuracy at the lowest possible dofs and preserves
symmetry.
In the case of Poisson’s equation, MSV schemes can be set up explicitly once and for
all. The derivation gets of course more interesting and challenging for problems with
variable coefficients. In the following, approaches for smooth variable coefficients and
for jumping coefficients, so called interface problems, will be discussed. For the variable
coefficient case, different types of schemes are provided: The aligned coefficient schemes
have a high computational effort since the stencils are calculated for each position separately. Alternatively, one can use a staggered approach that uses the stencils from
the Poisson case, but potentially leads to a lower order of accuracy. For the jumping
coefficient case, a closed-form solution for the stencils can be found in 1D, whereas multidimensional problems require a calculation of adapted stencils near the interface of the
jump. Basically, the same numerical solver respectively optimizer can be applied as for
the variable coefficient case, only the setup of the equations is performed in a different
way.

3.4 MSV schemes for problems with smooth variable
coefficients
Within this section, MSV schemes for elliptic PDEs with smooth variable coefficients
will be developed. In that case, the underlying equation corresponds to
− ∇ · (ε(~x)∇Φ(~x)) = f (~x).

(3.12)

The difference to Poisson’s equation is that ε(~x) is varying over the domain. Assume
that ε(~x) is a smooth function, i.e. that all relevant derivatives exist and are continuous.
Typically, there are quite different setups: In some, ε(~x) is very dynamic in some regions
of the domain, while it may be more or less constant in other areas. In others, ε(~x) is
varying everywhere around a certain value. A suitable scheme must be designed in a
way that is equivalent to the standard Poisson scheme areas with no dynamics in ε(~x),
i. e., it shall be a generalization of the Poisson scheme.
Regarding the coefficient ε(~x), there exist different possibilities how it is provided.
Either it is defined as a grid function, or it is given explicitly as mathematical function.
In the first case, it matters at which points ε(~x) is given, i.e., if it is given at the same
positions as the unknown function Φ(~x) and right-hand side f (~x), or at other positions.
This will lead to differences in the Taylor expansions and therefore possibly in the error
order of the scheme. On the other hand, if ε(~x) is given explicitly, there are more
possibilities for analysis, since also its derivatives are known. In this case, it is also
trivial to sample the coefficient on a grid. In many applications it will, however, be
given as a grid function, and the user may not have influence on the available grid
positions either: ε(~x) can be the result of another simulation, in the worst case it may
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even be coupled non-linearly with Φ(~x) and vice versa.
As known from classical approaches, different combinations of the grids for both
functions exist, and their advantages will be discussed. Analogue to the structure of
Section 3.3, first the 1D case will be investigated before approaches in several dimensions are introduced.

3.4.1 MSV for smooth variable coefficients in 1D
In one dimension, Eqn. (3.12) reduces to


0
dΦ(x)
d
ε(x)
= − ε(x)Φ0 (x) = f (x).
−
dx
dx

(3.13)

From calculus it is known that in principle the chain rule could be applied to Eqn. (3.13):
0
− ε(x)Φ0 (x) = −ε(x)0 Φ(x) − ε(x)Φ00 (x).
However, this discretization of the expression by replacing all derivatives by the corresponding centered finite difference expressions for the first and second derivative is a
common pitfall since this approach ignores the nature of the problem.
An example: Assuming Φ(x) corresponds to the temperature, then the gradient ∇Φ(x)
corresponds to the heat flux, and ε(x) corresponds to the conductivity which is a material
property. Then Eqn. (3.12) contains a conservation law for the heat flux. Therefore, both
∇ operators shall be modeled separately by a centered finite difference. This approach
corresponds to Eqn. (3.4), implying immediately that ε(x) has to be discretized at the
grid positions x ± h2 :
d
−
dx





dΦ(x)
d ε x + h2 · Φ0 (x + h2 ) − ε x − h2 · Φ0 (x − h2 )
ε(x)
=
+ O(h2 )
dx
dx
h
=ε x+

h
2

 Φ(x + h) − Φ(x)
 Φ(x) − Φ(x − h)
·
− ε x − h2 ·
+ O(h2 ).
2
h
h2

Reformulated as stencil and with the abbreviated notation εi± 1 = ε(x ± h2 ),
2

Dh =

1 h
ε 1
h2 i− 2

i
− (εi− 1 + εi 1 ) εi+ 1 .
2

2

2

Analogous to the Poisson case, the first guess for the MSV approach is to use just the
same stencil and find a right-hand side operator that improves the order of the scheme.
Furthermore, it can be shown also for the variable ε(x) case that the right-hand side
operator is constant and is given as


1 5 1
Mh =
.
12 6 12
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Obviously, this scheme is a generalization of the Poisson case. In the following, the
derivation is shown. It is done in analogy to the previous section. The convolution of
the Taylor expansions of Φ and ε (the left-hand side of the equation) with a general
operator Dh = [d−1 d0 d1 ] gives

L=

d1 · Tk {ε, xi }(xi− 1 ) · Tk {Φ, xi }(xi−1 )
2

1
+ d0 ·
Tk {ε, xi }(xi− 1 ) + Tk {ε, xi }(xi+ 1 ) · Φ(xi )
2
2
2
+ d1 · Tk {ε, xi }(xi+ 1 ) · Tk {Φ, xi }(xi+1 ),
2

if one sets d−1 = d1 which is necessary for the generalization requirement (in regions
with constant ε(x) this is the only way to get the symmetric scheme again).
With the abbreviation εi := ε(xi ), expanding the expressions results in

 

h 0 h2 00 h3 000
h2 00 h3 000
0
L = d1 · εi − εi + εi − εi + . . . · Φi − hΦi + Φi − Φi + . . .
2
8
48
2
6


h2 00
h4 (4)
+ d0 · εi + εi +
ε . . . · Φ(xi )
8
384 i



h2 00 h3 000
h 0 h2 00 h3 000
0
Φi + hΦi + Φi + Φi + . . . .
+ d1 · εi + εi + εi + εi + . . .
2
8
48
2
6


This can be simplified to

 

h4 (4)
h2 00
h2 00 h4 (4)
L = 2d1 ·
εi + εi +
ε + . . . · Φi + Φi + Φi + . . .
8
384 i
2
24
!

 

h3
h 0 h3 000
+
εi + εi + . . . · hΦ0i + Φ000
+
.
.
.
2
48
6 i


h2 00
h4 (4)
+ d0 εi + εi +
ε + . . . Φi .
8
384 i


Reordering the sum in Φi and its derivatives and removing all terms that are higher
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than fourth-order yields


h2 00
h4 (4)
L=
(2d1 + d0 ) · εi + (2d1 + d0 ) · εi + (2d1 + d0 ) ·
ε + . . . · Φi
8
384 i


h4 000
2 0
+ d1 · h εi + d1 · εi + . . . · Φ0i
24


h4 00
2
+ d1 · h εi + d1 · εi + . . . · Φ00i
8


4
h
+ d1 · ε0i + . . . · Φ000
i
6


h4
(4)
+ d1 · εi + . . . · Φi .
12
In the same manner, set m−1 = m1 for the right-hand side operator and


R = m1 · − ∇ Tk {ε, xi }(xi− 1 ) · ∇ Tk {Φ, xi }(xi−1 )
2




1
+ m0 · −∇
Tk {ε, xi }(xi− 1 ) + Tk {ε, xi }(xi+ 1 ) · ∇Φ(xi )
2
2
2


+ m1 · − ∇ Tk {ε, xi }(xi+ 1 ) · ∇ Tk {Φ, xi }(xi+1 )
2

=

d
m1 ·
dx



dTk {Φ, xi }(xi−1 )
− Tk {ε, xi }(xi− 1 ) ·
2
dx

d
+ m0 ·
dx


 dΦ(x ) 
1
i
− Tk {ε, xi }(xi− 1 ) + Tk {ε, xi }(xi+ 1 ) ·
2
2
2
dx

d
+ m1 ·
dx



dTk {Φ, xi }(xi+1 )
− Tk {ε, xi }(xi+ 1 ) ·
2
dx



= − m1 · Tk {ε0 , xi }(xi− 1 ) · Tk {Φ0 , xi }(xi−1 ) + Tk {ε, xi }(xi− 1 ) · Tk {Φ00 , xi }(xi−1 )
2

− m0 ·

2


1
Tk {ε0 , xi }(xi− 1 ) + Tk {ε0 , xi }(xi+ 1 ) · Φ0 (xi )
2
2
2
!

1
00
+
Tk {ε, xi }(xi− 1 ) + Tk {ε, xi }(xi+ 1 ) · Φ (xi )
2
2
2



− m1 · Tk {ε0 , xi }(xi+ 1 ) · Tk {Φ0 , xi }(xi+1 ) + Tk {ε, xi }(xi+ 1 ) · Tk {Φ00 , xi }(xi+1 ) .
2

2
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Note that in the Taylor series of Φ(x) there appear only derivatives, so it could be
truncated at order k − 1, if the others are expanded until order k. Replacing the series
by the expansions and substituting xi expressions by h gives the right-hand side operator

 

h 00 h2 000
h2 000
0
0
00
R = − m1 ·
εi − εi + εi − . . . · Φi − hΦi + Φi − . . .
2
8
2

 
!
2
h 0 h2 00
h
(4)
+ εi − εi + εi − . . . · Φ00i − hΦ000
Φ − ...
i +
2
8
2 i
!




h2 00
h2 000
0
00
0
− m0 ·
εi + εi . . . · Φ i + εi + εi . . . · Φ i
8
8

 

h 00 h2 000
h2 000
0
0
00
− m1 ·
εi + εi + εi + . . . · Φi + hΦi + Φi + . . .
2
8
2
 
!

2
h
h 0 h2 00
(4)
Φ + ...
+ εi + εi + εi + . . . · Φ00i + hΦ000
i +
2
8
2 i




h 00
h2 000
0
0
ε + . . . · hΦ00i + . . .
= − 2m1 ·
εi + εi + . . . · Φ i +
8
2 i
!




h 0
h2 00
00
000
ε + . . . · hΦi + . . .
+ εi + εi + . . . · Φ i +
8
2 i
!




2
2
h
h
− m0 ·
ε0i + ε000
. . . · Φ0i + εi + ε00i . . . · Φ00i .
8 i
8

Again, terms with negative sign cancel out such that the sum gets a bit more compact.
Rearranging the sum in the derivatives of Φ(x) leads to


h2
R=
(−2m1 − m0 ) · ε0i + (−2m1 − m0 ) · ε000
+
.
.
.
Φ0i
8 i


h2 00
+ (−2m1 − m0 ) · εi + (−10m1 − m0 ) · εi − . . . Φ00i
8


h4
+ −2m1 · h2 ε0i − m1 · ε000
−
.
.
.
Φ000
i
6 i


7h4 00
(4)
2
+ −m1 · h εi − m1 ·
εi − . . . Φi .
24
As in the previous section, the difference L − R is set up and rearranged to eliminate
or minimize the coefficients for the derivatives. In contrast to the Poisson case, some
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higher-order terms remain in the coefficients since the derivatives of εi are not zero at
the expansion point. So, the following conditions have to be fulfilled to get an overall
scheme of fourth-order:
(2d1 + d0 )εi + (2d1 + d0 ) ·

h2 00
ε ≈ 0,
8 i

(2m1 + m0 + d1 · h2 )ε0i + (6m1 + 3m0 + d1 · h2 ) ·

h2 000
ε ≈ 0,
8 i

(2m1 + m0 + d1 · h2 )εi + (10m1 + m0 + d1 · h2 ) ·

h2 00
ε ≈ 0,
8 i

(3.14)

(12m1 + d1 · h2 ) · h2 εi ≈ 0.
Not all the terms can be eliminated, therefore a selection needs to be made. The most
important ones are those belonging to the lowest-order derivatives of Φi and εi . The
following conditions are selected:
d0

+

2d1
d1 · h2
d1 ·

h2

= 0,
+ m0

+

+

2m1

= 0,

12m1 = 0,
m0

+

2m1

= 1.

1
5
1
These equations have the solution Dh = [− h12 h22 − h12 ] and Mh = [ 12
6
12 ]. The
remaining error terms from Eqn. (3.14), if applying this stencil, can be calculated as

L−R=

h2 00 00 h2 000 0
· ε · Φi +
· εi · Φ + O(h4 ).
12 i
4

The accumulated differential order appearing in the h2 term is four, such that the hope
is that they play only a minor role. In contrast, for constant ε(x), the error behavior is
O(h4 ) as already discussed. The advantage of this staggered scheme is that the entries
do not change compared to the Poisson case.
After the derivation of the scheme for an ε(x) that resides on a grid, an alternative
derivation of a scheme for ε(x) being a continuous function is given. Although in most
applications ε is a grid function, this scheme can be useful nevertheless. So in the multidimensional case, the grid-based derivations get more complex than those based on an
analytic function.
If a grid-based ε(x) is interpolated, e. g. with B-splines of sufficient order, an MSV
scheme can be developed for the analytic form of the interpolating function. In developing the scheme one learns which derivatives are required with which accuracy and at
which position. This information is used to determine a high-order solution of Φ(x). This
approach is well-suited for the derivation of a variable coefficient MSV since it works for
several discretizations of ε(x) the same way, and an error estimate can be given more
easily. Furthermore, interpolation is straightforward, and off-the-shelf implementations
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exist also for 2D and 3D. A derivation of the MSV scheme with variable coefficients as
grid functions is given in [65], but the role of the discretization of ε(x) is not discussed
in depth there.
Following this approach, L is constructed in analogy to Eqn. (3.14) as

L=

d−1 · ε(xi−1 ) · Tk {Φ, xi }(xi−1 )
+ d0 · ε(xi ) · Φ(xi )
+ d1 · ε(xi+1 ) · Tk {Φ, xi }(xi+1 ).

Expansion of L and re-ordering of the terms in derivatives of Φ(x) yields

L=

(d−1 · ε(xi−1 ) + d0 · ε(xi ) + d1 · ε(xi+1 )) · Φi
+ (−d−1 · ε(xi−1 ) + d1 · ε(xi+1 )) · hΦ0i
+ (d−1 · ε(xi−1 ) + d1 · ε(xi+1 )) ·

h2 00
Φ
2 i

+ (−d−1 · ε(xi−1 ) + d1 · ε(xi+1 )) ·
+ (d−1 · ε(xi−1 ) + d1 · ε(xi+1 )) ·

h3 000
Φ
6 i

h4 (4)
Φ
24 i

+ ...

Obviously, for constant ε, all terms of odd order cancel out.
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Setting up R leads to the expression

R=

m−1 · (− ∇ ε(xi−1 ) · ∇ Tk {Φ, xi }(xi−1 ))
+ m0 · (−∇ ε(xi ) · ∇Φ(xi ))

+ m1 · (− ∇ ε(xi+1 ) · ∇ Tk {Φ, xi }(xi+1 ))



h2 000 h3 (4)
0
0
00
= − m−1 · ε (xi−1 ) · Φi − h · Φi + Φi − Φi + . . .
2
6


h2 (4) h3 (5)
+ ε(xi−1 ) · Φ00i − h · Φ000
+
Φ
−
Φ
+
.
.
.
i
2 i
6 i

− m0 · ε0 (xi ) · Φ0i + ε(xi ) · Φ00i



h2 000 h3 (4)
0
0
00
− m1 · ε (xi+1 ) · Φi + h · Φi + Φi + Φi + . . .
2
6


h2 (4) h3 (5)
+ ε(xi+1 ) · Φ00i + h · Φ000
+
Φ
+
Φ
+
.
.
.
i
2 i
6 i

=
−m−1 · ε0 (xi−1 ) − m0 · ε0 (xi ) − m1 · ε0 (xi+1 ) · Φ0i




0
0
+ −m−1 · ε(xi−1 ) − h · ε (xi−1 ) − m0 · ε(xi ) − m1 · ε(xi+1 ) + h · ε (xi+1 ) · Φ00i


!

h 0
h 0
+ −m−1 · −ε(xi−1 ) + · ε (xi−1 ) − m1 · ε(xi+1 ) + ε (xi+1 )
· hΦ000
i
2
2



! 2
h 0
h (4)
h 0
+ −m−1 · ε(xi−1 ) − · ε (xi−1 ) − m1 · ε(xi+1 ) + · ε (xi+1 )
· Φi
3
3
2
+ ...,

if one stops after the fourth derivative of Φ(x). In the Poisson case, R collapses to
the previously discussed scheme with m−1 = m1 , and d−1 = d1 . It is notable that the
expressions with ε0 (x) have a polynomial degree that is higher by one compared to the
terms with ε(x).
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Composing the total expression, replacing differences of the coefficient by Taylor series,
L−R=

(d1 · ε(xi+1 ) + d0 · ε(xi ) + d−1 · ε(xi−1 )) · Φi


+ d1 · h · ε(xi+1 ) − d−1 h · ε(xi−1 ) + m1 · ε0 (xi+1 ) + m0 · ε0 (xi ) + m−1 · ε0 (xi−1 ) · Φ0i
+

d1 ·

h2
h2
· ε(xi+1 ) + d−1 ·
· ε(xi−1 )
2
2
!
0



+ m1 · ε(xi+1 ) + h · ε (xi+1 ) + m0 · ε(xi ) + m−1 · ε(xi−1 ) − h · ε0 (xi−1 )
+

+

· Φ00i

h2
h2
· ε(xi+1 ) − d−1 ·
· ε(xi−1 )
6
6


!

h 0
h 0
· hΦ000
+ m1 · ε(xi+1 ) + ε (xi+1 ) + m−1 · −ε(xi−1 ) + · ε (xi−1 )
i
2
2
d1 ·

h2
h2
· ε(xi+1 ) + d−1 ·
· ε(xi−1 )
12
12


! 2

h 0
h (4)
h 0
· Φi
+ m1 · ε(xi+1 ) + · ε (xi+1 ) + m−1 · ε(xi−1 ) − · ε (xi−1 )
3
3
2
d1 ·

+ ...,
and, if the conditions are formulated as system of equations, one gets


0

 εi−1

 hεi−1
 2
 h
 2 εi−1
 h2
 6 εi−1
h2
12 εi−1

0
0
1
1
1
εi
εi+1
0
0
0
0 −hεi+1
ε0i−1
ε0i
ε0i+1
h2
0
εi−1 − hε0i−1 εi εi+1 + hε0i+1
2 εi+1
h2
0 − 6 εi+1 −εi−1 + h2 ε0i−1 0 εi+1 + h2 ε0i+1
h2
0
εi−1 − h3 ε0i−1 0 εi+1 + h3 ε0i+1
12 εi+1

 
  
d−1
1
  d  0
  0   
 
 
  d1 
 = 0 .
·


  m−1  
0
 


0
m0

0
m1

In many cases, i. e., if entries do not collapse to zero, this system has a unique solution.
A Maple routine that expands the derivatives and sets them to zero under the assumption
that an analytic formula of ε(x) is known has been implemented within the MSVTools
package.
In Subsection 3.6.1, the staggered and aligned approaches are compared for several
test cases.

3.4.2 MSV for smooth variable coefficients in 2D
As mentioned before, MSV schemes in multiple dimensions can be constructed for several
combinations of operators D~h and M~h : In 2D, D~h has to be the 9-point stencil, while M~h
can be a 5- or 9-point stencil. The question which combinations are preferable depends
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on the number of conditions that one has to eliminate for achieving a given order in
a trade-off between effort and accuracy. Beyond the theoretical error order, differences
between schemes of the same order exist.
A major disadvantage in the development of schemes for several dimensions and for
more general problems than the Poisson problem is their non-uniqueness for the maximal
order. Often one or several coefficients are set to zero if dofs for the scheme are left.
However, this approach is not perfect. First, it means that symmetries in the stencil get
lost, and second, one has to determine the number of free parameters as well.
Therefore, in the following two different approaches for the optimization of MSV schemes
are introduced. Those algorithms are very general and can be used for various models
of the coefficient and stencil shapes. Algorithm 3.1 has been presented in [48], where M.
Heisig (under my supervision) implemented it in Maxima, whereas Algorithm 3.2 has
been incorporated into my MSVTools package in Maple.
Note that these algorithms are a generalization of the MSV scheme construction as
introduced up to here for cases in which unique solutions do not exist. For more general
problems, when there is no knowledge on the regularity of the partial (linear or optimization) problems, they provide a way to find the best fitting scheme without imposing
restrictions.
Some details of the algorithms must be explained out of the listing: The stencil entries are renamed to d1 . . . dδ and m1 . . . mν for simplicity of notation. Both algorithms
lead to MSV schemes that can be used efficiently, however, they share the property of
relatively high cost for their setup. Both approaches share the method that an underdetermined system of equations is solved (by a least square (LS) solver), and the remaining free parameters are used to optimize the scheme in some way. The iterative
approach uses an unconstrained minimization of the leading term(s) in the Taylor expansion discretization error for an MSV. The direct approach is more flexible, and my
idea is to optimize stencil entries (if possible they can become zero, decreasing the stencil
sizes) using a linear target function, i. e., solving a linear program (LP). At the same
time certain (non-)negativity properties within the stencils are assured via constraints.
These are, e. g., negativity of non-center entries in D~h and non-negativity of entries in
M~h .
The optimization part of Algorithm 3.1 is straightforward. The only thing one can
adapt is the weighting of minimization of the different derivatives that have the leading
error order in the Taylor expansion. Here, knowledge on the solution Φ(~x) could be
considered to decrease the error of the method. One advantage of this approach is that
one does not need to know a priori which error order a scheme should achieve. Instead,
the expansion can be continued dynamically for the next degree only until no solution
can be found for the new conditions anymore (and going back one step then). The
disadvantage connected directly to this procedure is that the systems of equations always
have to be solved symbolically since free variables have to be identified. Symbolic solution
is generally an expensive procedure; however, the number of unknowns decreases from
step to step, making later iterations cheaper. Nevertheless, the effort for the solution is
significantly higher compared to the second approach.
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Algorithm 3.1 Iterative least-square MSV generator for δ-point stencil D~h and µ-point
stencil M~h in n dimensions .
1: Taylor expand L and R to orders l and r, where r is the difference between l and
the lowest differential order of Φ in the differential operator.
2: With ij ≥ 0 ∀j ∈ 1 . . . n, re-order
L−R=

l
X

X

ci1 ...in (D~h , M~h ) ·

ν=1 i1 +···+in =ν

∂ ν Φ(x)
,
∂ i1 x(1) · . . . · ∂ id x(d)

where
(δ)

(1)

(δ+1)

(δ+µ)

ci1 ,...,in (D~h , M~h ) = γi1 ,...,in · d1 + · · · + γi1 ,...,in · dδ + γi1 ,...,in · m1 + · · · + γi1 ,...,in · mµ
= ~γi1 ,...,in · (d1 , . . . , dδ , m1 , . . . , mµ )T =: ~γi1 ,...,in · ~u,

3:

i. e. linear combination of the unknowns.
Initialize the system of equations with the normalization condition:
A0 ← (0, . . . , 0 1, . . . , 1), f~0 ← (1).
| {z } | {z }
µ times

δ times

4:
5:
6:
7:
8:
9:
10:
11:

for i := 0; i ← i + 1 do
~
Ãi ← empty matrix, f˜i ← empty vector
for all i1 . . . in where i1 + · · · + !
in = i do


~
˜
Ãi
~
fi
Ãi ←
, f˜i ←
~γi1 ...in

0

end for 


Ai
Ai+1 ←
Ãi
Solve Ai+1 · ~ui+1 = f~i+1
if ~ui+1 = ∅ then

12:

~ui+1 ← min

X
i1 +···+in =i+1

return ~ui+1
end if
15: end for

13:

14:
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(~γi1 ...in · ~ui )2

3.4 MSV schemes for smooth variable coefficients
Algorithm 3.2 Direct linear program MSV generator
1: Steps 1 – 3 from Algorithm 3.1
2: for i := 0; i ← i + 1; i ≤ l do
3:
for all 
i1 . . . in where
i1 +

· · · +
 in = i do
~
A
f
4:
A←
, f~ ←
~γi1 ...in

5:
6:
7:
8:
9:
10:

0

end for
end for
Determine least-squares solution of A · ~u = f~.
if rank(A) < δ + µ then
Set up appropriate constraints and find optimal ~u∗ by solving LP.
end if

Algorithm 3.2 offers more flexibility in the optimization and therefore the procedure
has been left vague in the pseudo-code description. For different number of dimensions,
models of ε(~x), and stencil shapes, the target function and constraints are also adapted.
The algorithm allows furthermore to add more variables than necessary and to minimize some of them to zero by adding positive weights for them in the target function.
This approach offers more robustness and flexibility than choosing the smallest possible
number of variables from the beginning, and it included in the MSVTools package. On
the other hand, it leads to higher computational cost per grid point. In contrast to
Algorithm 3.1, one has to know a priori which order of accuracy shall be used to set up
the conditions.
Since these equations are solved at once in the next step, this step can be performed
completely numerically, allowing to split the setup of the scheme into two parts: First,
the Taylor series are expanded, summed up, and Φ(~x) and its derivatives are zeroed,
and these conditions are put into a local matrix. For a model of the coefficient ε(~x)
that is given as a formula, even if it is a general spline form or something like that, the
first part has to be performed only once to set up a general local matrix. For getting
the actual solution, first all local parameters are replaced by their actual values, and
then the numerical solver is executed for every grid point in the domain. With that
separation, the run time of the solver is reduced by more than one order of magnitude,
compared to running the whole setup for every grid point, even though the numerical
solver is also executed in a Maple program.
Mainly due to this speed advantage, Algorithm 3.2 will be the one in focus from here,
though Algorithm 3.1 provides a very elegant way of solving the scheme generation
problem as well.
To give an example for the LP setup, assume that a 2D (9, 5)-MSV scheme treating
a smooth variable coefficient ε(~x) shall be obtained. The stencil shapes can be chosen
bigger initially as mentioned before, i. e.,




d1 d2 d3
m1 m2 m3
D~h =  d4 d5 d6  and M~h =  m4 m5 m6  .
d7 d8 d9
m7 m8 m9
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Therefore, ~u ∈ R18 , and, in particular, ~u = (d1 , . . . , d9 , m1 , . . . , m9 )T . On the other
hand, for forcing all derivatives up to order 4 to zero, one needs 1 + 2 + 3 + 4 + 5 = 15
conditions plus the normalization, such that A ∈ R16×18 .

After step 7 of Algorithm 3.2, the matrix N = n1 . . . n16−rank(A) with column
vectors n1 . . . n16−rank(A) = span{Null(A)} is set up. All solutions of A · ~u = f~ have the
form
~u~λ = ~u + [λ1 , . . . , λ16−rank(A) ] · N ,
with row vector ~λ. In this case, the non-negativity of the
additional constraint. With matrix

n(10,1) . . . n(10,16−rank(A))

..
..
N̂ = 
.
.

m1 , . . . , m9 ≥ 0 is used as


,

n(18,1) . . . n(18,16−rank(A))
i. e., the sub matrix with columns of the null space corresponding to the right-hand side
operator entries, and row vector
~c = [1, 0, 1, 0, 0, 0, 1, 0, 1] · N̂ ,
the optimal scheme ~u∗ = ~u + ~λ∗ · N can be calculated by solving the LP
λ∗ = arg min ~c · ~λT


m1


s.t. − N̂ · ~λT ≥  ...  .
m9

(3.15)

The target function is used to minimize the corner entries of M~h and, indeed, they are
found to be equal zero up to numerical accuracy. The advantage of the approach over
just performing the LS solution is that additional conditions can be imposed on the
operators. In experiments, where the computational efficiency is decisive, often only the
solution of the LS problem is preferred.
In practice, the previously introduced generator algorithms work for calculating MSVs
for variable ε(~x) if ε(~x) is known as analytic function. If not, it still can be calculated as
a bivariate spline function (since the spline problem is separable in several dimensions
by computation of 1D splines). The same methods work in 3D as well, with changes in
the practical implementation that will be discussed below.
Analogue to the 1D setup in Subsection 3.4.1, instead of the aligned schemes also the
2D Poisson MSV scheme from Subsection 3.3.1 can be extended to a staggered MSV
grid. Here, in contrast to the 1D case, the shape of the left-hand side operator D~h of
the staggered MSV is different from that of the FD1 operator. Therefore, ε has to be
known also at the diagonal neighbors of the grid points, or it has to be interpolated
there. This issue will be discussed in Chapter 4 for 3D test setups since it doesn’t differ
methodologically in the 2D case.
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3.4.3 MSV for smooth variable coefficients in 3D
Basically, the 3D variant of the MSV scheme creation is analogue to the 2D one, and
largely Algorithm 3.2 and Algorithm 3.1 can be applied. In 3D, the efficiency of the
approach plays a much larger role: Solving a 3D problem requires more time for the
linear solver which cannot be executed fast enough in Maple. Therefore, the numerical
tests that are performed to validate the schemes as well as their discussion is deferred to
Chapter 4. This has the side effect that the discussions of the efficiency, i. e., performance
measurements, can be made there, and additionally it can be shown that the multi-grid
method is an efficient solver for that kind of mathematical problems.
For the aligned coefficient case a scheme can be derived with the direct generator
Algorithm 3.2. The following approach is chosen: In contrast to the 2D setup, the
stencil shape is not chosen larger than it should be in the end, i. e., D~h is the 19-point
stencil and M~h is the 7-point stencil. For the optimization of the stencils, solution of
the LS problem is sufficient. The calculation of one solution vector numerically requires
roughly 6 ms with the Maple LS optimizer. Hence, the stencil weights can be calculated
in acceptable time also for relatively large setups.

3.5 MSV schemes for problems with interfaces
The modeling of the coefficient as a piece-wise constant function might seem awkward
at a first glance since usually non-smooth functions are avoided in numerical simulation.
Furthermore, in electro-chemical applications a smooth model seems to be preferable
because variations of the permittivity coefficients are changing slowly relative to the grid
resolution. However, the jumpy model describes a discrete interface between constant
coefficients on either sides of the interface. One advantage over the smooth model is that
all derivatives of ε(~x) vanish when establishing the MSV. Analogue to the Section 3.4
where the variable coefficient scheme collapses to the Poisson stencil for the constant
case, it will also be shown that the jumping coefficient scheme is the limit case of the
smooth variable scheme.

3.5.1 MSV for piece-wise constant coefficients in 1D
In the following, assume that ε(x) is piece-wise constant with a jump at position x = α:
(
ε− x < α
ε(x) =
ε+ x ≥ α.
In contrast to the previous sections, a Taylor expansion of Φ(x) is not longer possible at
all positions since the stencils must be adapted near the jump.
As shapes for discretization stencils, the standard 3-point stencils Dh = [d−1 d0 d1 ]
and Mh = [m−1 m0 m1 ] are chosen. While one Taylor expansion was required before,
the stencil expressions now have to be expanded in two series, depending on which side
of the jump the associated grid point is located.
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In analogy to Eqn. (3.10) and Eqn. (3.11) in Subsection 3.3.1, the left- and right-hand
side expansions L and R are set up, and their difference is set equal zero. In analogy to
the definition of the coefficient, let
(
Φ− (x) x < α
Φ(x) =
Φ+ (x) x ≥ α.
The model in the case of a jumping ε(x) is a continuous solution Φ(x) that is nondifferentiable at x = α. Hence, at the jump position x = α, both possibilities could
be chosen, and the use of Φ+ (x) is just convention here. The term ε(x) · Φ0 (x) is the
conserved one, i. e. the function itself as well as its derivatives are smooth. This property
is also the key to the calculation of the jump conditions in the multi-dimensional case,
as will be shown later.
From these assumptions, the following conditions can be established:
Φ(x+ ) = Φ(x− )
ε+ Φ0 (x+ )
ε+ Φ00 (x+ )
ε+ Φ000 (x+ )
ε+ Φ(4) (x+ )

continuity condition

= ε− Φ0 (x− ) 


= ε− Φ00 (x− )
jump conditions.
−
000
−
= ε Φ (x ) 


= ε− Φ(4) (x− )

(3.16)

A sixth equation is the normalization condition m−1 + m0 + m1 = 1 for Mh .
After L−R has been set up, all occurrences of Φ− and its derivatives are substituted by
+
Φ (to do it vice versa would be equivalent), following the jump conditions Eqn. (3.16).
0
00
000
Afterwards, the coefficients of Φ+ , Φ+ , Φ+ , Φ+ , and Φ+ (4) are set to zero. Assuming
the jump at a position α = x + s · h, where s ∈ [−1; 1], and solving the resulting system
of equations results in the entries for Dh and Mh :
d−1 =
d0 =
d1 =
m−1 =
m0 =
m1 =

−2 · ε− (ε− s − ε+ s − ε− )
h2 (ε− s2 − ε+ s2 + ε− s − ε+ s − 2 ε− )
2 · (ε− s − ε+ s − ε− − ε+ ) ε−
h2 (ε− s2 − ε+ s2 + ε− s − ε+ s − 2 ε− )
2 · ε− ε+
h2 (ε− s2 − ε+ s2 + ε− s − ε+ s − 2 ε− )
1 ε− s4 − ε+ s4 − 2 ε− s3 + 2 ε+ s3 + 3 ε− s − 3 ε+ s − 2 ε−
·
12
ε− s 2 − ε+ s 2 + ε− s − ε+ s − 2 ε−
−
4
+
4
1 ε s − ε s − 6 ε− s2 + 6 ε+ s2 − 5 ε− s + 5 ε+ s + 10 ε−
·
6
ε+ s2 − ε− s2 + ε+ s − ε− s + 2 ε−
1 ε− s4 − ε+ s4 + 2 ε− s3 − 2 ε+ s3 − ε− s + ε+ s − 2 ε−
·
,
12
ε− s2 − ε+ s2 + ε− s − ε+ s − 2 ε−

if feasible. This adaption of the stencil is only required near the jump, i. e., at the
remaining positions the normal Poisson MSV can be applied.
Whereas a closed form can be provided in 1D, this changes if several dimensions are
taken into consideration.
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3.5.2 MSV for piece-wise constant coefficients in 2D
If switching to 2D, the approach of jump conditions that have to be fulfilled to get an
MSV scheme still works. The difference is that the jump point becomes an interface
curve Γ, and this has two implications:
• The selection of the expansion point ~xd is no longer unique: Basically, any point
on the interface near the current center point of the stencil can be chosen.
• How the jump conditions have to be fulfilled in detail depends on the actual differential variable(s) of a derivative, i. e., jump conditions hold only across the
interface, while parallel to the it, continuity conditions have to be fulfilled.
Therefore, the MSV cannot be set up directly for a PDE at all points near the interface,
but instead the following approach is performed:
• One point ~xd ∈ Γ near the center grid point is chosen as expansion point.
• A local coordinate transform is performed T (x, y) → (χ, η), such that T (~xd ) = ~0
and that χ ⊥ Γ(0) and η k Γ(0).
• A parametrization of Γ ≈ C(η) near ~xd is determined. Without loss of generality,
C is chosen such that C(0) = 0 in the (χ, η)-coordinates. In particular, near ~xd it
holds for the coordinates of points on the interface that χ = C(η). By construction
of the coordinate system and with the smoothness of C, C 0 (0) = 0 is implied.
The local parametrization C(η) for Γ can be constructed using interpolation techniques
if it is not given directly. Since the derivatives of C(η) occur in the jump conditions,
those also must be approximated precisely, the interpolation must be of sufficient order. Furthermore, the interface must be smooth enough, i. e., Γ ∈ C 4 , such that those
derivatives exist. The solution function Φ(~x) can be expressed as Φ(C(η), η) near the
0
expansion point on the interface. So the implicit differentiation dΦ
dη = Φχ · C + Φη leads
to the incorporation of the interface curvature into the jump conditions.
The advantage of this approach is that only derivatives including the coordinate χ at
least once have to fulfill jump conditions, and for the other derivatives, continuity holds.
This makes the method of setting up the jump conditions much easier. Note that this
ansatz works because the Laplace operator is invariant to rotation and translation, such
that the derivatives in (x(1) , x(2) ) are equivalent to the ones in (χ, η). The conditions are
derived by the original PDE as well as from conservation laws that hold for the fluxes
on either side (ε · Φη ) and across (ε · Φχ ). Also, the continuity of Φ across the interface
leads to one condition.
Hence, this approach allows to separate the setup of the MSV into two phases. The
first one is the parametrization of Γ and the coordinate transform. This part has been
well described in [64, 65, 83] and will not be further discussed here. The second part
is setting up the jump and continuity conditions and solving the resulting system of
equations. This part was described as well in the previously mentioned work, but the
systematic treatment of the system of equations has not been described in full detail: If
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variables are undetermined after the maximal order of accuracy has been reached, then
those are often set to zero. This can lead to asymmetric stencil shapes and can be more
problematic if further equations collapse and the rank of the local matrix decreases. The
application of Algorithm 3.1 or Algorithm 3.2 is of advantage in this case and provides
a fully systematic synthesis of MSV stencils, offering the possibility to minimize error
terms.
In detail, the following conditions (cf. [83, p. 80]) are established for the elimination
of the Φ− expression.2
The first five conditions result from continuity of Φ and implicit differentiation in the
η-direction:

Φ− = Φ+
+
Φ−
η = Φη
+
00
+
−
Φ−
ηη = Φηη + C · (Φχ − Φχ )
+
000
+
−
00
+
−
Φ−
ηηη = Φηηη + 3 C · (Φχη − Φχη ) · C + (Φχ − Φχ )
+
00
+
−
000
+
−
Φ−
ηηηη = Φηηηη + 6 C (Φχχη − Φχχη ) + 4 C · (Φχη − Φχη )
−
(4)
−
+ 3 (C 00 )2 · (Φ+
· (Φ+
χχ − Φχχ ) + C
χ − Φχ ).

The next five conditions result from the conservation of flux across the interface and the
according derivatives in χ-direction.

ε+
· Φ+
χ
ε−

1
00
+ +
− −
= − · ε+ · Φ +
χη + C · (ε Φη − ε Φη )
ε
1
00
+ +
− −
= − · ε+ Φ +
χηη − 2 C · (ε Φηη − ε Φηη )
ε

− −
000
+ +
− −
+ C 00 · (ε+ Φ+
χχ − ε Φχχ ) − C · (ε Φη − ε Φη )
1
00 +
+
+
+
−
−
−
−
= − · ε+ Φ +
χηηη − 3 C (ε (Φηηη + Φχχη − Φηη ) − ε (Φηηη + Φχχη − Φηη ))
ε
− −
000
+ +
− −
− 3 (C 00 )2 · (ε+ Φ+
χη − ε Φχη ) + C · (ε Φχχ − ε Φχχ )

− −
− C (4) · (ε+ Φ+
η − ε Φη ) .

Φ−
χ =
Φ−
χη
Φ−
χηη

Φ−
χηηη

2

The derivation in [65] is slightly different: Here, instead of using up to the fourth derivative of the
interface parametrization, a set of projected points on the interface is used for the construction, i. e.,
forcing the conditions on several points of the interface. Therefore, they only require up to the second
derivative of the interface.
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The remaining five equations can be formulated directly from the original PDE by differentiation.
Φ−
χχ =
Φ−
χχχ =
Φ−
χχχχ =
Φ−
χχη =
Φ−
χχηη =
Φ−
χχχη =

ε+
ε−
ε+
ε−
ε+
ε−
ε+
ε−
ε+
ε−
ε+
ε−

+
−
· (Φ+
χχ + Φηη ) − Φηη
+
−
· (Φ+
χχχ + Φχηη ) − Φχηη
+
−
· (Φ+
χχχχ + Φχχηη ) − Φχχηη
+
−
· (Φ+
χχη + Φηηη ) − Φηηη
+
−
· (Φ+
χχηη + Φηηηη ) − Φηηηη
+
−
· (Φ+
χχχη + Φχηηη ) − Φχηηη .

In the Maple implementation, this elimination is executed by successively substituting
all expressions of Φ− those of Φ+ . If that approach is chosen, the order of replacement is
important to get all terms of Φ− removed. One has to start with the highest derivatives
and the to move on with the lower ones.
After the elimination process, all 15 derivatives up to order four of Φ+ are set equal
zero. As before, the normalization of the right-hand side provides a 16th condition. So,
in theory, the system of equations could be over-determined for the 14 unknowns in the
(9, 5)-MSV. However, in practical applications, Algorithm 3.2 can construct a stencil
that satisfies the conditions at sufficient accuracy.

3.5.3 MSV for piece-wise constant coefficients in 3D
In 3D, the calculation of an MSV can basically be performed in analogy to Subsection 3.5.2. The interface Γ becomes a surface that has to be modeled by a parametric
function C(η, ζ), such that C(0, 0) = 0. and ∇C(0, 0) = ~0 The local coordinate system
is given as (χ, η, ζ) now, such that χ ⊥ Γ, η k Γ, ζ k Γ and η ⊥ ζ. Note that in this
case the selection of the local coordinate system with origin at ~xd is no longer unique.
Again, a sufficient number of conditions for Φ can be established from the continuity of
the solution, its smoothness in the η- and ζ-directions, the smoothness of the flux across
the interface, i. e., in χ-direction, and the PDE plus its differentiation. Of course, the
expressions get more complex, and the derivatives of C become partial ones as well. In
the following, the simpler conditions for a flat or planar interface are provided, since
numerical tests have been performed for this type of interface and for reasons of brevity.
First, the conditions that result from the continuity of Φ and the smoothness of the
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derivatives in η- and ζ- direction, are given:
Φ− = Φ+
+
Φ−
η = Φη
+
Φ−
ζ = Φζ
+
Φ−
ηη = Φηη
+
Φ−
ηζ = Φηζ
+
Φ−
ζζ = Φζζ
+
Φ−
ηηη = Φηηη
+
Φ−
ηηζ = Φηηζ
+
Φ−
ηζζ = Φηζζ
+
Φ−
ζζζ = Φζζζ
+
Φ−
ηηηη = Φηηηη
+
Φ−
ηηηζ = Φηηηζ
+
Φ−
ηηζζ = Φηηζζ
+
Φ−
ηζζζ = Φηζζζ
+
Φ−
ζζζζ = Φζζζζ .

Next, the equations that are derived from the smoothness of the flux in χ-direction
read:
ε+
· Φ+
Φ−
=
χ
χ
ε−
+
ε
+
Φ−
χη = − · Φχη
ε
ε+
· Φ+
Φ−
=
χζ
χζ
ε−
+
ε
+
Φ−
χηη = − · Φχηη
ε
ε+
=
· Φ+
Φ−
χηζ
χηζ
ε−
+
ε
+
Φ−
χζζ = ε− · Φχζζ
ε+
+
Φ−
χηηη = − · Φχηηη
ε
ε+
· Φ+
Φ−
=
χηηζ
χηηζ
ε−
+
ε
+
Φ−
χηζζ = ε− · Φχηζζ
ε+
+
Φ−
χζζζ = ε− · Φχζζζ .
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Finally, the equations resulting from differentiation the PDE are given as:
Φ−
χχ =
ε+ Φ +
χχχ =
ε+ Φ+
χχη =
ε+ Φ +
χχζ =
ε+ Φ+
χχχχ =
ε+ Φ +
χχχη =
ε+ Φ +
χχχζ =
ε+ Φ +
χχηη =
ε+ Φ +
χχηζ =
ε+ Φ +
χχζζ =

ε+
ε−
ε+
ε−
ε+
ε−
ε+
ε−
ε+
ε−
ε+
ε−
ε+
ε−
ε+
ε−
ε+
ε−
ε+
ε−

+
−
+
−
· (Φ+
χχ + Φηη + Φζζ ) − Φηη − Φζζ
+
−
+
−
· (Φ+
χχχ + Φχηη + Φχζζ ) − Φχηη − Φχζζ
+
−
+
−
· (Φ+
χχη + Φηηη + Φηζζ ) − Φηηη − Φηζζ
+
+
−
−
· (Φ+
χχζ + Φηηζ + Φζζζ ) − Φηηζ − Φζζζ
+
−
+
−
· (Φ+
χχχχ + Φχχηη + Φχχζζ ) − Φχχηη − Φχχζζ
+
−
+
−
· (Φ+
χχχη + Φχηηη + Φχηζζ ) − Φχηηη − Φχηζζ
+
+
−
−
· (Φ+
χχχζ + Φχηηζ + Φχζζζ ) − Φχηηζ − Φχζζζ
+
−
+
−
· (Φ+
χχηη + Φηηηη + Φηηζζ ) − Φηηηη − Φηηζζ
+
+
−
−
· (Φ+
χχηζ + Φηηηζ + Φηζζζ ) − Φηηηζ − Φηζζζ
−
−
+
+
· (Φ+
χχζζ + Φηηζζ + Φζζζζ ) − Φηηζζ − Φζζζζ .

Here, the model for the coefficient is
(
ε−
ε(χ) =
ε+

χ<α
otherwise.

Therefore, the interface equation is given as
χ = α.
Although this is a strong restriction to the general interface problem, for the tests within
RSDFT and for comparison with the smooth coefficient this model was applied.
It has to be mentioned that for the MSV setup in the 3D jumping coefficient case, an
ansatz with 27 variables for both D~h and M~h is made, and the system is optimized with
Algorithm 3.2, where the eight space-diagonal entries in D~h and all diagonal entries
in M~h are put into the target function and are minimized to values below 1 · 10−9 .
Neglecting those, one achieves a (19, 7)-MSV scheme as in the previous cases. Here the
solution of the 3D equivalent to Eqn. (3.15) for the two 27-point stencils is more robust
than choosing the (19, 7)-scheme right away.3
3

In MAPLE, the LP solver works more robust than the direct solution method that tends to instabilities
in systems of equations with large codition naumbers.
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Table 3.2: Overview of the different test cases for the 1D variable coefficient tests. In
the tests, the parameter β = 10 was used.
Test case

ε(x)

Φ(x)

f (x)

1

cos x

sin x

2

cos x

1
1+e−βx

−2 · cos x sin x

· sin x + β cos x ·

3

1+

1
1+e−βx

sin x

4

1+

1
1+e−βx

1
1+e−βx

βe−βx
(1+e−βx )2

sin x +

1
1+e−βx

β 2 e−βx
(1+e−βx )4

e−βx −1
e−βx +1


· sin x − cos x ·



βe−βx
1+e−βx

· 2 − 2e−βx − e−2βx





3.6 Basic MSV tests
In total, the introduced tool set provides methods for the setup of MSV stencils for a
large class of elliptic PDEs, i. e., different models for the coefficient ε(~x), that can be
re-arranged and adapted to the specific needs for accuracy and computational effort.
Within the following, some basic tests for simplified numerical problems are presented.
First, the different approaches (i. e. aligned and staggered setups of varying orders) for
the smooth variable coefficient model are shown. Next, the jumping and the smooth
models for variable ε are compared in a simple test scenario. Finally, the accuracy to a
finite element solver in combination with τ -extrapolation, a technique that can enhance
the error order of a multigrid solver by estimation and correction of the discretization
error, is presented. For more application-oriented test cases, see Chapter 4, where 3D
setups are simulated.

3.6.1 Comparison of different approaches for variable coefficients
In order to compare the different variants for modeling a smooth variable coefficient,
introduced in Section 3.4, and, in particular, to demonstrate that they are applicable if
ε(x) is given as a grid function that is interpolated with B-splines, several experiments
have been performed. Two different models, a sine/cosine and a logistic function were
used for either of the functions ε(x) and Φ(x) for in total 4 smooth coefficient test
problems as shown in Table 3.2.
The difference is that in test cases 1 and 2 the coefficient is varying over the whole
simulation area Ω = [−1; 1], while it is varying fast around x = 0 in test cases 3 and 4 and
stays constant at other positions. Thus, it can be demonstrated with those experiments
that the variable coefficient schemes are equivalent to the Poisson MSV scheme where
ε(x) is constant. The numerical errors for these discretization schemes are compared:
• The FD1 (second-order) staggered grid scheme,
• the staggered MSV grid scheme,
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• the aligned MSV scheme assuming that the analytical ε(x) is known,
• the aligned MSV scheme with ε interpolated by quadratic,
• by cubic and
• by quintic B-splines.
Error plots for all these tests are displayed in Figure 3.3 – 3.10. The whole data set
(error norms, orders and condition numbers) is also found in Appendix A. In general,
one can observe the following trend on the error orders over all test cases: For the infinity
norm the error order is higher by 0.5 than for the L2 norm of the error.
For the test runs with aligned coefficient, the order of the spline interpolation plays a
crucial role: If quadratic splines are applied, the error orders are 2 and 2.5, i. e., similar to
the order of the splines. The same holds for the interpolation with cubic splines. If those
are applied, the error orders are 3 and 3.5. The interpolation with quintic (fifth-order)
splines shows the error orders 4 and 4.5. Since this corresponds to the error order in the
aligned coefficient MSV case, it follows that for quintic splines the interpolation is no
longer the dominating error source. However, the error is slightly smaller for the analytic
case, especially at lower resolutions (for the highest resolution the error norms for both
the quintic spline interpolation and the analytic scheme reach the machine precision).
The test runs for the staggered grid schemes both show the same error order of 2
(2.5). The scheme that includes the application of Mh on the right-hand side produces
an error that is smaller than for the MSV scheme. This factor varies depending on the
test case.
The condition number of the system matrix depends on  (and is not sensitive to the
chosen scheme). It is by 70% larger in logistic case, where it varies from 170 to 170, 000,
compared to the cosine case where it ranges from 100 to 100, 000. This corresponds to
a h12 behavior of the condition number as it has been expected from the matrix entries.
The errors for test case 1 are shown in Figure 3.3 and Figure 3.4. Here, one can
observe the following properties: Both error norms are largest for the aligned coefficient
scheme with quadratic spline interpolation. The staggered grid schemes perform slightly
better, but there is only little advantage of applying the MSV version. The cubic spline
interpolation is considerably less accurate than both the exact aligned scheme and the
quintic splines. There is a significant difference between the 5th order splines and the
exact modeled ε test run. Both error norms show quantitatively the same behavior.
In Figure 3.5 and Figure 3.6 the error norms for test case 2 are provided. Despite the
same error orders as in test case 1 there are some remarkable differences. In particular,
here, the staggered MSV is considerably more accurate than the staggered FD1 version.
The error norms of the staggered MSV compare quantitatively to the aligned schemes
at lower resolutions. The aligned MSV schemes show a different behavior than before.
They are all in the same order of accuracy independent of the interpolation order of the
coefficient.
The results for test case 3 are shown in Figure 3.7 and Figure 3.8. All schemes of
second error order (quadratic splines aligned, staggered FD1, staggered MSV) result
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Figure 3.3: MSV schemes for variable coefficients: L2 error norms for test case 1.
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Figure 3.4: MSV schemes for variable coefficients: infinity error norms for test case 1.
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Figure 3.5: MSV schemes for variable coefficients: L2 error norms for test case 2.
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Figure 3.6: MSV schemes for variable coefficients: infinity error norms for test case 2.
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Figure 3.7: MSV schemes for variable coefficients: L2 error norms for test case 3.
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Figure 3.8: MSV schemes for variable coefficients: infinity error norms for test case 3.
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Figure 3.9: MSV schemes for variable coefficients: L2 error norms for test case 4.

in errors of roughly the same size. The errors for the cubic spline interpolation are
significantly smaller, and the errors for the quintic splines are the same as for the exactly
modeled coefficient.
The results for test case 4 are provided in Figure 3.9 and Figure 3.10. In the following
points, the error behavior deviates from the other test cases: For both the FD1 staggered
scheme and the aligned scheme with quadratic interpolation, the errors are comparable
and relatively large. For the MSV staggered scheme they are considerably smaller.
Between the cubic spline aligned scheme and both the quintic and exact aligned schemes
there is a significant difference in both norms. The latter two schemes show the same
error behavior and values. For both norms there is an outlier for the quadratic spline
scheme at a problem size of 16 unknowns, where this scheme is far better than predicted.
From the previous observations, the following conclusions are drawn: The influence
on the interpolation order and the selection of a scheme in general is crucial. However,
the best choice highly depends on the numerical problem. In particular, if ε is varying
everywhere within the domain, as it was in the trigonometric function cases (cf. Table 3.2,
test cases 1 and 2), the order plays a significant role, i. e., the staggered MSV scheme
doesn’t increase the accuracy much. In contrast, if ε varies only locally (as for the
logistic function), already quadratic splines are accurate enough, and the error cannot
be decreased further by increasing the order for the aligned scheme. In addition, the
staggered MSV scheme is way better here than the FD1. Practically, it has the great
advantage of being much simpler than all of the aligned MSV schemes and may be
preferred over those, hence. In the logistic test case one has the additional advantage
that all selected schemes collapse to the fourth-order Poisson MSV scheme in the areas
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Figure 3.10: MSV schemes for variable coefficients: infinity error norms for test case 4.
where ε is not varying. Therefore, the decreased error order at the transitions of ε has
only limited practical influence.
Since the best selection of the scheme depends on the simulation case (presumably
also in the higher dimensional cases), staggered MSV as well as the aligned schemes are
tested in 3D within RSDFT in Chapter 4.

3.6.2 Piece-wise constant vs. smooth variable model
As mentioned before, there are cases in which the coefficient ε is switching from one value
to another. From physics it is not always clear if a transition is abrupt or gradually. So
for the dielectric constant in molecular dynamic setups often a smooth model is applied
without really knowing where and how the change between two states happens exactly.
Therefore, it is possible to apply a smooth variable model such as the logistic function
(cf. Table 3.2) or a piece-wise constant model. Both models have their advantages and
disadvantages that will be compare the following. Here, a specific test case is set up in
order to find out if, and in more detail, when the models are equivalent in the limit, i. e.,
for β → ∞.
The test case is a 1D setup with simulation domain Ω = [−10; 10] and Dirichlet
boundary conditions at the lower and upper domain boundaries. The model for the
coefficient is a transition of one order of magnitude (from ε− = 1 to ε+ = 10 at α = 0).
The right-hand side is a Gaussian that has its peak at the jump position:
x2
1
> f (x) = − √
· e− 2 .
2π
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Table 3.3: Comparison of L2 error norms for discontinuous and smooth MSV.
h

Jumpy
model

β=1

β=2

smooth model
β=4
β = 10

1

1.7 · 10−4

2.9 · 10−2

1.6 · 10−2

6.4 · 10−3

1
2
1
4
1
8
1
16
1
32

6.5 · 10−6

2.1·10−2

1.1·10−2

2.8·10−7

1.5·10−2

1.3·10−8

β = 20

β = 40

0.15

0.46

1.1

4.9·10−3

7.1·10−3

5.8·10−2

0.17

7.9·10−3

3.3·10−3

1.2·10−3

2.7·10−3

2.1·10−2

1.1·10−2

5.6·10−3

2.3·10−3

5.2·10−4

3.3·10−4

9.7·10−4

5.6·10−10

7.6·10−3

4.0·10−3

1.6·10−3

3.7·10−4

1.0·10−4

1.0·10−4

2.7·10−11

5.3·10−3

2.8·10−3

1.2·10−3

2.6·10−4

7.2·10−5

2.0·10−5

Then, the exact solution Φ for the jumping coefficient model calculates as

q
√
x · erf( 2 x) + 2 e− 12 x2
π q
 2

√
Φ(x) =
 1 · x · erf( 2 x) + 2 e− 12 x2 +
10
2
π

x<0
9
10

·

q

2
π

x ≥ 0,

Rx
2
with the error function erf(x) := √2π 0 e−t dt.
As already mentioned, the smooth coefficient model is a logistic function:
ε(x) =

ε+ − ε−
+ ε− .
1 + e−βx

Since an analytic solution can be determined only for the jumping coefficient model, all
errors are in comparison to that, and the continuous model is expected to produce larger
errors.
The L2 error norms for the different setups are depicted in Table 3.3. For the given
problem, only the analytic solution for the jumpy coefficient is known, so that one can
only calculate the error for that exactly. The error norms for the smooth coefficient tests
contain a model error in addition to the discretization error. Therefore, it is clear that
the errors for the smooth model are generally larger.
However, for sufficiently high resolutions one can get small errors for the smooth model
if β is chosen large enough. Then the solution gets relatively close to the analytic one.
On the other hand, the error explodes for the large β values at low resolutions (depicted
in red). Here, the problem is that the transition is so sharp that it cannot be resolved
anymore, such that the smoothness property for ε is no longer fulfilled. To illustrate
that, see Figure 3.11 – 3.12. At low resolution and for large β ≥ 10, there is actually
no smooth transition, but all values left and right of the origin are constant.
As a rule of thumb: The smooth model can be applied (more or less) accurately when
the transition of the coefficient ranges over at least three grid points. Otherwise the
model errors become so large that the jumping coefficient model should be preferred.
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Figure 3.11: Logistic function for different values of parameter β for h = 1.

x-position

Figure 3.12: Logistic function with β = 40 sampled at different resolutions.
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In total, one can conclude that although the smooth model of the coefficient is equivalent to the jumping one in the limit, the application of the wrong variant can lead
to large numerical results. Therefore, the selection of the best variant is crucial. The
smooth coefficient scheme should only be applied if there really is a smooth transition of
at least the width of the stencil. Therefore, the spatial resolution has to be high enough
for the application of the smooth scheme.

3.6.3 MSV discretization vs. linear finite elements with
τ -extrapolation
Here, the MSV scheme is compared to another technique for improving the error order:
the τ -extrapolation. For that purpose, a comparison against simulation results from the
hierarchical hybrid grids (hhg) framework [7, 8, 41, 42], a finite-element-based, massively
parallel solver, is shown in the following. The results for hhg have been produced by
B. Gmeiner with whom I presented them at the 16th Copper Mountain Conference for
Multigrid Methods in 2013.
τ -extrapolation [19, 53, 11, 10] is a technique for correcting the discretization error by
extrapolating the local truncation error in the presence of a multi-level solver. Therefore,
the discretization error has to be estimated on each level of refinement. This implies that
a simple V-cycle cannot be applied, since the coarse-grid representation of the solution
Φ isn’t calculated with that. Instead, an FAS solver (cf. Chapters 2 and 5) is used.
The estimation of the local truncation error works the following way: Given a PDE
with a differential operator L:
L(Φ) = f,
the problem is restricted with operator R to
R(L(Φ)) = R(f ).
If a discrete differential operator (on level k) applied to the coarse-grid solution Lk (R̂(Φ))
is added, one gets
Lk (R̂(Φ)) = R(f ) + Lk (R̂(Φ)) − R(L(Φ)) .
|
{z
}
local truncation error τh

Now an efficient estimator for the local truncation error can be calculated by first solving
the coarse-grid equation
Lk+1 (wk+1 ) = R(fk − Lk (uk )) +Lk+1 (R̂(uk )),
{z
}
|
defect dk−1

and correcting the solution on the fine grid by (wk−1 − R̂(uk )). Rearranging the righthand side yields
Lk+1 (wk+1 ) = R(fk ) + Lk+1 (R̂(uk )) − R(Lk (uk )) .
{z
}
|
relative truncation error τh2h
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Then, τh2h is used as an approximation of the local truncation error
τh = Nk+1 (R̂(Φ)) − R(N (Φ))
for the coarse grid.
For the comparison, the following 3D test setup is chosen: The domain is given as
Ω = [−0.5; 0.5] × [0; 1] × [0; 1]. For brevity, ~x = (x, y, z)T in the following. With
(
ε− = 1,
x<0
ε(x, y, z) =
(3.17)
+
ε = 100, x ≥ 0
and

√
b = sinh( 2π), a =

√
cosh( 2π)
,
100

it follows that
(
√
x<0
sinh (π 2(x + 1)) · sin (πy) · sin (πz)
√
√
Φ(x, y, z) =
(a sinh (π 2x) + b cosh (π 2x)) · sin (πy) · sin (πz) x ≥ 0
satisfies
− ∇ε(x, y, z)∇Φ(x, y, z) = 0

on Ω.

(3.18)

Exact Dirichlet boundary conditions are imposed at all boundaries.
Cross-sections through the (y, z)-plane of the coefficient as well as the of solution
values are plotted in Figure 3.13. It shows that there is a kink in the solution at x = 0
and that there is a jump in the coefficient by two orders of magnitude.
The Poisson solver from RSDFT, that is introduced in Chapter 4, is utilized for the
solution in the MSV case. In detail, V(3, 1)-cycles with a Jacobi iteration as pre- and
post-smoother were applied until the L2 norm of the residual had converged to less than
10−10 . This was reached after 14 V-cycles in all experiments.
For the τ -extrapolation, 20 FAS(3, 1)-cycles with a Gauss-Seidel smoother were applied
in each test run within the hhg framework. In addition, the same tests without τ extrapolation were repeated in hhg.
From the finite element point of view, this comparison is interesting with respect to
the performance of the extrapolation scheme: In [53] it was shown for 2-D unstructured
triangular meshes that one step of multigrid τ -extrapolation for linear C 0 finite element
methods is equivalent to using quadratic elements. However, it is known that a lack of
regularity (such as introduced by jumping coefficients) causes larger discretization errors
at the interfaces between two structured regions [11]. Therefore, one wants to know how
severe these errors are in practice.
Comparisons of MSV schemes and τ -extrapolation have also been performed by [59]
for Poisson’s equation in the same application field that will be described in Chapter
4. There the result was that the error order of both methods was equivalent, but the
absolute error was smaller for MSV.
For the proposed setup, the construction of the adapted MSV schemes left and right
of the jump had to be executed only once for a plane since they depend only on the
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Figure 3.13: Cross-section through (y, z)-plane of the analytic solution and the coefficient
for the test setup described in Eqn. (3.17)–(3.18).
x-position. Furthermore, only the direct neighbor points need serious computation since
at all other grid points the Poisson MSV scheme can be applied.
As results of the numerical experiments, the norms of the errors are displayed for
hhg (linear tetrahedral elements), hhg with τ -extrapolation, and MSV in Table 3.4. In
addition, the reduction rates of the errors are shown in Table 3.5.
The ∞-error norm is more relevant in this test case since the error is largest near the
jump positions, i. e., near the irregularity. For the lowest resolution, the error with the
MSV is smaller by a factor of ∼ 50 than that for the regular hhg solution. In contrast,
the τ -extrapolation reduces the error by ∼ 3. If the resolution is increased, the errors
shrink significantly faster for the MSV and for hhg with τ -extrapolation due to the higher
error order.

Table 3.4: Error norms for the jumping coefficient test setup using different solver
methods.
Size

hhg | · |∞

93
173
333
653
1293

1.77
4.48 · 10−1
1.13 · 10−1
2.82 · 10−2
7.05 · 10−3

hhg+τ | · |∞
6.41 · 10−1
5.53 · 10−2
4.00 · 10−3
2.69 · 10−4
1.73 · 10−5

MSV | · |∞
3.68 · 10−2
2.31 · 10−3
1.45 · 10−4
9.05 · 10−6
5.66 · 10−7

MSV | · |2
5.02 · 10−4
1.31 · 10−5
2.89 · 10−7
6.39 · 10−9
1.41 · 10−10
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Table 3.5: Error reduction rates for the jumping coefficient test setup using different
solver methods.
Sizes
93 → 173
173 → 333
333 → 653
653 → 1293

hhg | · |∞

hhg +τ | · |∞

MSV | · |∞

MSV | · |2

3.95
3.96
4.00
4.00

11.6
13.8
14.9
15.5

15.9
15.9
16.0
16.0

38.9
45.3
45.2
45.3

How fast the errors decrease can actually be seen more detailed in Table 3.5. The
regular hhg achieves an order of exactly two (reduction rate four) as expected. Out
of the two higher-order approaches, the MSV performs better, yielding fourth order
accuracy, whereas the order of hhg with τ -extrapolation is between third and fourth
order. As expected, the L2 norms, which are only shown for the MSV, have even better
error behavior since the accuracy is higher in most regions that are not direct neighbors
of the jump position. One has of course also to consider that the computational effort
for the MSV construction and evaluation is more costly than the τ -extrapolation.

3.7 Review of MSV schemes
Within this chapter, ways of deriving MSV schemes for different elliptic differential
operators have been introduced. Whereas for Poisson’s equation MSV stencils can be
calculated once and for all in 1D, 2D and 3D, the situation changes in the case of variable
coefficients.
For smooth coefficients, as well as for interface problems, the derivation of MSVs is
more costly in multi-dimensional setups: Here, the stencil weights cannot be calculated
generally, hence, two MSV-generation algorithms were introduced (one iterative, one
direct) that produce optimal stencils for given shapes.
These generators work for smooth as well as for jumping coefficients, and the resulting stencils are generalizations of the Poisson MSV. Which conditions are fed into the
generators highly depends on the properties of the coefficient ε. In the smooth variable
case, results were shown for configurations where the coefficient grid is aligned with the
solution grid as well as for staggered grids. For setups where the dynamic areas of the
coefficient cover small parts of the domain only, the much more efficient staggered approach can cope with the aligned one in terms of accuracy. For the application of the
aligned scheme with the coefficient given on a grid, high-order interpolation is necessary
to get a precise solution.
It was also discussed in which cases the interface scheme is preferable over the smooth
coefficient one if ε changes from one value to another. Here, the smooth coefficient
scheme is inaccurate when the dynamics in the coefficient are too high relatively to the
spatial resolution.
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Furthermore, the MSV was compared in terms of accuracy to the technique of enhancing a low-order scheme with τ -extrapolation. The computationally cheaper extrapolation
method does not perform as well as the MSV discretization, that can resolve a jump
with fourth order accuracy.
In total, MSV schemes provide high accuracy; however, their setup for variable coefficient problems is relatively expensive. Therefore, their construction pays off only if the
precision is required, or a numerical problem has to be solved over and over again for
the same coefficient ε(~x). An exception is the pragmatic staggered MSV approach, that
will be evaluated for 3D simulation setups in Chapter 4.
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Chapter 4
An example application from
electro-chemistry
The methods presented in Chapter 3 can be integrated into existing frameworks. An example for that is shown within this section. The RSDFT package (named after real space
density functional theory) has been extended, enabling more realistic simulation scenarios and, hence, more accurate results. RSDFT is a software package for the numerical
simulation of atoms. An integral part is the calculation of potentials and forces induced
by the charges of the nuclei and electrons. Essentially developed by R. Schmid and his
group, the unique feature of RSDFT among other codes in computational chemistry is
that the wave functions ψi are discretized in real space. In contrast, most other available molecular dynamics (MD) packages apply frequency space methods for solving this
problem. The package includes a geometric MG solver that can solve Poisson’s equation
discretized with an MSV scheme. This part has been created and integrated into RSDFT
by H. Köstler and S. Bergler in the 2000s [9, 59, 82].
My major extension was to include modules for the solution of variable coefficient
problems. Therefore, I added methods, in analogy to the existing poisson module that
can apply a multigrid solver for arbitrary (19,7)-MSV stencils. A wrapper class for
variable stencils which are calculated off-line e. g., with Maple scripts implementing the
MSV setup explained in Chapter 3, has been added as well. For exchange of data between
the codes, the binary HDF5 container format1 [37] has been chosen, since it provides
a good trade-off between usability and efficiency; it is used within RSDFT anyway and
its integration into C and python codes is straightforward. A second module was added
that does an on-the-fly computation of an MSV scheme, that can be applied without
generating the stencils off-line.
In this chapter, first a general introduction into MD is given, and it is motivated
why the solution of the potential equation plays an important role within the field of
MD simulations. After this general MD part, the physical models within RSDFT, i. e.,
the electro-chemical force laws and potentials, are described in more detail. Then, the
general structure of the implementation is reviewed, and the code extensions by me are
explained. After that, the results for a numerical test case are presented and analyzed.
Besides a study on the numerical accuracy, the convergence properties and timing results
of the proposed MG solver are reviewed as well. A modified version of the MG solver
is presented that is adapted for a more advanced problem setup from MD. Finally, a
conclusion on the experiments is drawn.
1

http://www.hdfgroup.org/HDF5/
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4.1 Molecular dynamics: The physical principles of
RSDFT
Before the details within RSDFT are discussed, the fundamental mechanics in MD are
provided. Therefore, I give an introduction and a motivation why the solution of PDEs
is an essential part of it. A lot of research has been and is still performed within
MD, and therefore only a review on the main ideas is sketched in the following. A
more comprehensive, CSE-oriented introduction into MD and the underlying numerical
methods is given in [44].

4.1.1 The N -body problem, Newtonian mechanics and time integration
The goal in MD and, more general, in N-body dynamics is the simulation of large ensembles of discrete particles that are interacting with each other in various ways. Classical
(Newtonian) mechanics state that the trajectories for three or more particles cannot
be calculated exactly, and the so-called three-body problem cannot be solved generally.
Therefore, simulations are a common tool to gain insight in such systems.
The physical basis for molecular dynamics consists of two parts: The first part is
Newton’s second law that states
¨,
F~ (t) = m · ~a(t) = m · ~x

(4.1)

i. e., the acceleration of a particle is proportional to an acting force, with the mass
m being the proportionality factor. This law holds for every particle, and integrating it
twice with respect to the time t leads to the relation

Z t
Z τ
~x(t) = ~x(t0 ) +
~v (t0 ) +
~a(θ) dθ dτ.
t0

t0

Replacing the integrals by a numerical integration scheme, like the Verlet integrator
[92], leads to an update rule for each particle if initial conditions for the positions (~x(t0 ))
and the velocities (~v (t0 )) are known.
The second physical part is to apply one or several force laws for getting the acceleration ~a(t) = F~ (t)/m of the particles. These force laws are either external forces (e. g.,
gravitation) or interactions between particles. In the latter case, the laws can depend
on two particles (electrostatic forces, van der Waals forces, spring-damper forces etc.),
or three particles (angular springs which model atomic bonds etc.), or on even more
particles. For getting the total force acting on a particle, all single forces have to be
summed up (which is the most expensive part of the total algorithm, as will be discussed
later).
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One possibility for implementing the Verlet time-stepping scheme (with time step δt)
is the Velocity Verlet scheme, that is executed for each particle as
!
δt F~ (t)
~x(t + δt) ← ~x(t) + δt · ~v (t) +
,
·
2
m
F~ (t + δt) ← {update according to force law(s)},
F~ (t + δt) + F~ (t)
~v (t + δt) ← ~v (t) + δt ·
.
2·m
This variant of the Verlet integrator is numerically stable and determines both position
and velocity at synchronized points in time (in contrast to other variants) at the price of
storing one extra value of the force. The scheme has the property of being symplectic,
i. e., being energy-conserving: The simulation of planets around a central star leads
to closed trajectories in contrast to the classical (explicit and implicit) Euler as well as
Runge-Kutta integration schemes, even those that have a higher integration order. More
general, the numerical results one gets when applying symplectic methods correspond
to the exact solution of a slightly perturbed Hamiltonian system. Note that the Verlet
scheme is also time-reversible.
In general, the goal in molecular dynamics is to simulate very precisely the statistical
properties, like temperature or energy which result from a large ensemble of particles.
On the other hand, the individual properties of each particle may not be so important,
such that the second error order of the Verlet scheme is sufficient in many cases. There
exist also symplectic integration schemes of higher error order (like the one used in RSDFT
which is of fourth order).

4.1.2 Force laws and the linked-cell algorithm
After selecting a time-stepping scheme, one needs appropriate force laws. As mentioned
before, force models are often defined by pair potentials V (~rij ), where ~rij = ~xj − ~xi is
the distance vector between two particles i and j. Force laws depending on the velocities
of the particles, e. g., dashpot forces, and three-particle forces will not be considered in
the following. The forces can be calculated from the potential by differentiation; they
are equivalent to the negative gradient of the potential:
F~ (~rij ) = −∇V (~rij ).
One general drawback of this approach is that for setting up the force acting on
particle i, N − 1 force terms have to be summed up:
F~ (~xi ) =

N
X

F~ (~rij ).

(4.2)

j=1
j6=i

For all particles in the simulation, this leads to O(N 2 ) operations per time step. By
exploiting the symmetry of the forces, i. e., Newton’s third law F~ (~rij ) = −F~ (~rji ), the
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number of operations can be halved, but, of course, the complexity class remains the
same. Therefore, this formulation of the problem cannot be solved for large N , but other
ways have to be found in order to decrease the complexity.
How a reduction of complexity can be achieved depends on the characteristic behavior
of the force law. Many forces drop rapidly above a certain threshold rcut , allowing to
consider only particles at a distance less than rcut :
F~i ≈

N
X

F~ (~rij ).

(4.3)

|~
rij |<rcut
i6=j

If the particles are ordered in a way that corresponds to their spatial distribution, a
proximity condition can be found efficiently, and the evaluation of Eqn. (4.3) is more
efficient than that of Eqn. (4.2). One popular example is the linked-cell algorithm: Here,
rectilinear cells of cell length l ≥ rcut are established throughout the domain, and each
particle is assigned to a cell according to its position. Within these cells, the particles are
organized in linked lists, such that the condition |~rij | < rcut only has to be checked for
all particles j that are in the 27 cells surrounding the cell in which particle i is located
(including that cell). If it is assumed that the particle distribution over the domain
is approximately uniform and the number of cells is proportional to N , the linked-cell
method provides an O(N ) complexity, indeed.
It has to be explained which interactions drop fast enough such that they can be
treated with the linked-cell algorithm or equivalent approaches. In order to classify the
interactions, the following distinction is made:
1. Short-range potentials are those that drop faster than the function r1d , where d is
the dimensionality (usually d = 3) for r → ∞. To this class belong, e. g. spring,
dashpot, Lennard-Jones (modeling van der Waals forces) and most of the other
forces occurring in molecular dynamics.
2. Long-range potentials are those that drop proportional to r1d or slower. In atomic
simulation, these are typically the Coulomb forces (modeling electrostatic interactions), and, if MD are used for astrophysical simulations, the gravitational longrange force, in analogy.
This classification is identical to the definition of integrability of a function, i. e., if the
integral of the latter over the space Rd exists. The classification can be motivated by the
following consideration (for d = 3)2 : First, assume a case in that the interactions of all
particles within distance rcut , i. e., in a sphere around a particle position, are considered.
Next, extend this sphere to radius rcut + δr. This leads to an increase of the considered
volume by
 4

4
3
2
δS = π · (rcut + δr)3 − rcut
= π 3rcut
δr + 3rcut δr2 + δr3 .
3
3
2

A mathematically stringent formulation can be found in [44], the following explanation is rather a
gedankenexperiment.

78

4.1 Principles of molecular dynamics
If a uniform particle distribution is assumed, this means that, with constant density
γ > 0, additionally γ · δS particles contribute to the computation, compared to the first
case. If the potential is of long-range type, i. e., V (r) = r13 in the limiting case, and
assuming strictly monotone decrease of the potential for r > rcut , the additional amount
of interactions can qualitatively be estimated by
δΥ(δr) =

γ · δS
,
(rcut + α · δr)3

where α ∈ [0; 1]. Using the monotony, and with γ̂ = 43 π · γ, the lower bound
δΥ(δr) ≥

2 δr
δr3 + 3rcut δr2 + 3rcut
δS
=
γ̂
·
2 δr + r 3
(rcut + δr)3
δr3 + 3rcut δr2 + 3rcut
cut

can be established. The limit calculates as
lim δΥ(δr) = γ̂ > 0,

δr→0

independent of rcut . Since the term Υ(δr) is the measure for the error that is made
additionally when neglecting the interactions with particles in the hollow ball with radii
rcut and rcut +δr, the total error is not bounded. This demonstrates that for a long-range
potential no cut-off radius can be introduced in the force calculation.

4.1.3 Treating long-range forces
Since the linked-cell approach cannot be applied for long-range forces, one has to find
another way to reduce the O(N 2 ) complexity of the force calculation to O(N log N ) or
even O(N ) complexity. The central idea for efficient treatment of long-range interactions is a shift from pair-wise to global potentials: Instead of considering one potential
V (r~ij ) for each pair of particles, potentials Φ(~x) that are induced by all particles in the
simulation are taken into account. This induction is given by a differential relationship
between a density ρ(~x) and the potential itself. If electro-static interactions are modeled,
Φ(~x) is the Coulomb potential, and ρ(~x) is the charge density.
With constant 0 , the potential field Φ(~x) is given by the following integral equation:
Z
1
1
Φ(~x) =
ρ(~y )
d~y
(4.4)
4π0
|~y − ~x|
Rd

Alternatively, the potential can be established also in an equivalent differential formulation, i. e., Poisson’s equation:
− ∆Φ(~x) = −∇ · ∇Φ(~x) =

1
ρ(~x).
0

(4.5)

The resulting force on particle i is given as its gradient F~i (~xi ) = −∇~xi Φ(~x), so the force
summation can be avoided in contrast to Eqn. (4.2). This approach can be evaluated
efficiently, if Φ(~x) can be calculated efficiently.
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The integral formulation, Eqn. (4.4), as well as the differential one, Eqn. (4.5), can be
used as basis for efficient long-range solvers. In the first case, the integral is replaced by
summation and the hierarchical construction of larger pseudo-particles, i. e., structured
aggregation of the interactions lead to so-called tree-based methods, like the Barnes-Hut
method [3] with O(N log N ) complexity, or the fast multipole method [1, 24, 43] with
O(N ) complexity. These methods will not be further discussed within this thesis.
The numerical solution of the differential formulation Eqn. (4.5) is the basis for another
class of efficient methods for treating long-range forces: the so-called grid-based methods.
In contrast to the tree-based ones, the simulation domain is discretized on a regular grid,
here, and the charge density ρ(~x) is sampled on this grid. Then, the differential equation
can be solved with an efficient numerical solver, and from the resulting potential Φ(~x)
the force terms can be derived and interpolated to the particle positions.
Although this principle is quite simple, the actual implementation requires careful
tuning, and various methods have been developed: e. g., (smooth) particle-mesh Ewald
((S)PME) [29, 33], particle-particle particle-mesh (P3 M) [32, 51], which deploy spectral
methods (discrete Fourier transforms) for the solution of Eqn. (4.5). Other approaches,
like RSDFT, solve the PDE in real space, e. g., with multigrid methods.
It should be mentioned, that the right-hand side ρ(~x) often does not fulfill smoothness
properties which are necessary to get an accurate solution numerically. This is a result of
the particles being modeled as point charges (and masses), leading to Dirac impulses on
the right-hand side of the PDE. These δ-distributions are generalized functions, defined
by the properties
δ(x) = 0 for x 6= 0
Z ∞
δ(x)dx = 1,
−∞

that therefore have a singularity at x = 0. Due to the lack of smoothness, numerical
solution may introduce additional errors. This problem can, however, be resolved in
different ways:
1. The discretization can be adapted to handle singular source terms more accurately,
e. g., by Zenger correction [97, 58]. This approach allows to model non-smooth
source terms by adding them to the nearest neighbors on the grid, while preserving
a given error order. This implies that the sampling of the charges onto the grid is
very efficient since only the eight nearest neighbors are involved in 3D.
2. The potential itself is split into a smooth, long-range part and a non-smooth,
short-range part. The idea is, that at sufficient distance (in the far field ) a smooth
function like a Gaussian has the same behavior as the δ-distribution, so that the
latter only has to be taken into account in the near field. If this is done, an
additional force term that accounts for the difference between the smooth and the
δ functions has to be considered. It can be shown that this term is of short-range,
so that all non-smooth terms can be handled with the linked-cell algorithm at
sufficient accuracy. The sampling of the charges onto the grid can involve more
grid points than in the previous approach.
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3. The force law itself is changed so that all interactions are not happening between
two point charges, but between two smoothed ones, such that the introduction of
the additional short-range term is not required. This approach is used by longrange potentials in RSDFT. The global modeling of the charges as smooth functions
is indeed physical, since one deals with electrons and nuclei that have dislocated
charges.
In all three cases, the PDE Eqn. (4.5) is solved after its right-hand side has been established For that purpose, several methods exist. In case of frequency-space approaches,
the Laplace operator ∆ can be inverted directly: In the Fourier space, it transforms
into a diagonal matrix, corresponding to a scaling factor for each unknown. So, the
transformed right-hand side can simply be divided by this factor to get the transformed
solution, followed by the back-transform.
If one wants to solve the potential equation in real space, ∆ has to be discretized
first. For the discretization, e. g., FD methods like the MSV from Chapter 3 can be
applied. This is the approach that will be followed here. For the efficient solution of
the resulting linear systems, geometric multigrid schemes are a good choice. Real space
methods have some advantages over spectral methods by offering more flexibility in
mixing different boundary conditions, handling unbalanced charges in the right-hand
side, and allowing variable stencils in the differential operator. How discretizations with
varying coefficients come into play will be explained in the following, where detailed
information on the models in RSDFT is given.

4.2 Modeling and solution of electro-dynamic potentials in
RSDFT
The model within RSDFT follows the Car-Parrinello approach, in the sense that both,
electrons Ne and nuclei Nn , are simulated as discrete charged particles. Mechanics of
electrons and ions are modeled in a Newtonian way, i. e., quantum effects are neglected
in the momentum equations. Nevertheless, quantum mechanics provides the physical
basis for the relevant force laws. In the following, the derivation of Car-Parrinello MD
from these principles is given. A slightly more detailed variant of it has been described
in [56].

4.2.1 Fundamental laws from quantum mechanics
The fundamental model for describing the dynamics of a quantum system in a domain Ω
over time is the time-dependent Schrödinger equation [84]
i~ ·

∂
Ψ = ĤΨ,
∂t

(4.6)

where i is the imaginary unit, ~ is the reduced Planck constant, and Ĥ is the Hamiltonian
operator. This operator is specific for the energy in the system. The complex wave
function Ψ characterizes the quantum state of an elementary particle. The probability
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density function for an electron calculates as |Ψ|2 . A particle’s quantum state can also
be expressed as a state vector having a simple representation, like the first quantum
number of an electron within an atom. For a complete description of the quantum state,
on the other hand, the four quantum numbers energy, angular momentum, magnetic
moment, and spin are required.
For a setup consisting of Ne electrons and Nn nuclei, the wave function Ψ depends
on the coordinates of all those particles, such that Eqn. (4.6) becomes a time-dependent
PDE in 3 · (Ne + Nn ) spatial dimensions. This system is hard (if not impossible) to solve,
even for small ensembles. With the Born-Oppenheimer approximation [14], the problem
can be simplified by splitting the interactions into one part each for the nuclei and for
the electrons, and solving them separately. Here, the key idea is exploiting the large
difference between electron and nuclei masses that leads to different inertia and, hence,
velocities: For the electrons that move much faster, the nuclei positions are assumed to
be fixed. Their effect on the electrons is modeled by an external potential in the first
step. On the other hand, the influence of the fast moving electrons with their low masses
on the nuclei does also not depend on the individual position, but on the summarized
electronic state. This can be modeled by a potential as well. This potential is applied
for moving the nuclei in a second step. Thus, the problem is reduced to two independent
PDEs that depend on the time and are 3 · Ne - resp. 3 · Nn -dimensional.
Often, the Hamiltonian Ĥ is modeled to be independent of the time. Then, the wave
function can be split to
Ψ(~x, t) = ψ(~x) · τ (t),
and the derivative term simplifies to an energy eigenvalue 
i~

∂
= .
∂t

With that approximation, Eqn. (4.6) becomes the time-independent Schrödinger equation, which is in fact an eigenvalue problem for Ĥ:
 ψ(~x) = Ĥ ψ(~x).

(4.7)

Due to symmetries in the electronic structure of electrons and nuclei, Eqn. (4.7) can
be further simplified. For that purpose, the Kohn-Sham density functional theory [52,
55] provides suitable models. This approximation assumes that electrons do not interact
with each other, and yields the Kohn-Sham equation


~2
2
i ψi (~x) = −
∇ + Φeff (~x) ψi (~x).
(4.8)
2 · mi
The effective external potential Φeff is known as Kohn-Sham potential. In [26], a possibility for the solution of the Kohn-Sham equation with a locally refined multigrid method
is provided.
The resulting energy from Ĥ can be calculated as the sum of the potential energy
terms and kinetic energy of the electrons.
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4.2.2 The energy functional and Car-Parrinello molecular dynamics
The wave functions ψi for one electron correspond to an atomic orbital with the orbital
energy i . Hence, the (charge) density of a system can be calculated as the sum
ρ(~x) =

Ne
X

|ψi (~x)|2 .

i=1

Thus, the density, that serves as the right-hand side of the potential can be directly
calculated from the wave functions. With the conjugate-complex wave functions ψi∗ (~x),
the total energy in the system is given by the functional
Etot (ρ(~x)) =

Ne Z
X

ψi∗ (~x)

i=1 Ω

|



Z
~2
2
−
∇ ψi (~x)d~x + Φext (~x) · ρ(~x)d~x
2 · mi
|
{z
} Ω
{z
}
=:Ekin

=:E

ion
Z
1
+
Φee (ρ(~x))ρ(~x)d~x +Exc (ρ(~x)). (4.9)
2
{z
}
| Ω

=:Eee

This term includes (from left to right): the kinetic energy Ekin (ρ(~x)), potential (Coulomb)
energy Eion = Enn (R) + Ene (ρ(~x), R) modeling the interactions between nuclei and electrons and induced by an external potential Φext , potential energy Eee (ρ(~x)) resulting
from the electron-electron interactions, and the exchange-correlation energy Exc (ρ(~x))
that includes all the other many-body interactions considered in the simulation, including non-linear ones, cf. [25, 71]. The parameter ρ(~x) indicates a dependence on the
density, and R one on the nuclei positions.
In RSDFT, the non-linear eigenvalue problem Eqn. (4.7) is solved numerically with CarParrinello molecular dynamics [23] (CP-MD). In this approach, fictitious masses are
assigned to the wave functions, and the dynamics of both the nuclei and the electrons
are simulated together with Newtonian mechanics. If the nuclei positions are denoted
by Ri , the following Lagrangian describes the Car-Parrinello dynamics:
N

N

n
e
X
1X
L=
Mi Ṙi2 +
µi
2

i=1

i=1

Z

|ψ̇i (~x)|2 d~x − Etot (ρ(~x), R).

Ω

Mi denote the masses of the nuclei, and µi the fictitious mass of the wave functions. In
analogy to Eqn. (4.1), the equations of motion are given by
µi · ψ̈i (~x) = −

X
∂Etot
+
Λij ψj (~x)
∂ψi∗ (~x)
j

Mi · R̈i = −

∂Etot
∂Ri

(4.10)

for all wave functions and nuclei, if they are considered as dynamical with time. They
are integrated by a Verlet solver of order four.

83

Chapter 4 An example application from electro-chemistry
The Lagrange multipliers Λij enforce the wave equations to be orthonormal:
Z
ψi (~x)ψj∗ (~x)d~x = δij ,
Ω

where δij is the Kronecker symbol. They are determined by the SHAKE algorithm [78].
In practice, only the valence electrons are modeled with CP-MD since the ones in lower
orbitals are not so important in chemical bonds. Those can be considered in a pseudopotential that is included in Ene .

4.2.3 Electron-electron interactions and the potential equation
Until now, the role of the potential solver has not been mentioned. Basically, it appears
in the gradient of Etot in Eqn. (4.10) that makes it necessary to compute it. Recalling
that the total energy is given as Eqn. (4.9), one has to model the following potentials
xc
in addition to the kinetic energy: Φext , Φee , and ∂E
∂ψi∗ to get the total potential. For
the first and the third terms, direct approximations are possible, whereas Φee can be
calculated by solving the Poisson equation:
− ∇2 Φee (~x) = 4π · ρ(~x).

(4.11)

In case of modeling a particle ensemble within a solvent, the computational effort
of simulating the solvent molecules (e. g. water) together with the atoms of interest
gets too high. On the other hand, neglecting the effect of the solvent introduces large
numerical errors. It is an alternative to include the dielectricity of the solvent in a
variable coefficient ε and to solve
− ∇ · ε(~x)∇Φee (~x) = 4π · ρ(~x).
instead. In [81], a coefficient in dependence of ρ(~x) is proposed as


1 − (ρ(~x)/ρ0 )2β
ε∞ − 1
1+
ε(ρ(~x)) = 1 +
,
2
1 + (ρ(~x)/ρ0 )2β

(4.12)

(4.13)

with ε∞ being the permittivity of the bulk solvent, ρ0 is the threshold density for the
cavity, and β scales how fast the transition is. In this model, ε depends explicitly on the
density ρ(~x).
In RSDFT, an MSV-based MG solver is available that solves Eqn. (4.11) in each time
step of the simulation. Within the following, it is explained how it has been extended
to be able to solve Eqn. (4.12).

4.3 Implementation
The implementation of RSDFT is moderately parallel in the sense that most data- and
computation-intensive parts are treated in a memory-distributed way. However, not all
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parts are parallelized, and there are severe restrictions to the number of atoms that
can be modeled efficiently since the SHAKE algorithm for the selection of the proper
wave-functions in Eqn. (4.8) has O(|Ne + Nn |2 ) complexity and does not scale to large
setups, hence. As a consequence, typical ensembles contain around 100 atoms.
In contrast, the actually interesting part of RSDFT within this thesis, the MSV-based
MG solver in the poisson module, has linear scaling with the number of unknowns:
Here, the Hartree potential Φee is calculated by solving Poisson’s equation. Since the
number of unknowns is much larger than the number of atoms, i. e., in the 105 to 106
range, it makes sense to distribute the workload of the solver at moderate level.

4.3.1 Review of RSDFT and basic technologies
The underlying technology is the programming language python 3 , primarily the numerical extensions numpy and scipy. The main feature of numpy4 [62, 63] is the introduction
of a multi-dimensional array structure, the ndarray, which can be accessed and manipulated almost with the performance of a compiled language. Basically, numpy allows
high-level access to array data (slicing and operations on array data like in, e. g., MATLAB) at high efficiency. This is achieved by its internal routines being implemented in
optimized kernels in a compiled language. Scipy5 [20] adds functionality for scientific
computation tasks like interpolation, optimization, statistics, etc.
Python offers various possibilities to interface it with compiled code and, therefore,
performance-critical parts such as the multigrid components are written in C. The interfacing between both parts is managed by the Simplified Wrapper and Interface Generator 6 (SWIG) [6]. In other parts of the code, e. g., for the numerical integration of the
potential energy according to Eqn. (4.9), the library C Basic Linear Algebra Subroutines
(CBLAS)7 [31] is glued to RSDFT in the same manner.
For parallelism on distributed memory systems, RSDFT deploys the message-passing
interface 8 (MPI) [70] for synchronizing algorithms and shared data structures. Synchronization is required after the application of stencil operations to grid data, where one or
several boundary layers (the so-called ghost or halo points) have to be exchanged and
whenever global measures, like energy terms or residual norms, are calculated and need
to be reduced over all processes.
The RSDFT program executable itself is a python shell that loads a number of specific
modules on startup. Simulation runs are therefore set up by python scripts that can
make use of standard and customized modules as well as of the RSDFT-specific ones. This
allows great flexibility, while simplifying the configuration for users who are familiar with
python at the same time. The additional RSDFT modules that are loaded into the python
shell include among others:
3

http://www.python.org
http://www.numpy.org
5
http://www.scipy.org
6
http://www.swig.org
7
http://www.netlib.org/clapack/cblas/
8
http://www.mpi-forum.org
4
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• core
Here, the wrapper for the python shell is defined. Command-line arguments are
evaluated to decide if the program is executed in interactive or batch mode. In
the latter, it is furthermore detected if it is called with several MPI processes, and
MPI is initialized.
• rsmpi
This module includes the routines for MPI support, i. e., wrappers for the communication patterns occurring in RSDFT such as the exchange of one or several ghost
layers and reduction kernels.
• grid
Here, this MPI functionality is used heavily. The module defines that grid data
is implemented as a set of 3D numpy ndarrays and implements helper functions
for generating grid layouts for coarse grids in an MG scheme. Furthermore, I/O
functions for reading and writing grids into netcfd and HDF5 file format. On
creation, grids are registered in a grid manager that allows to access them by their
name/ID from other parts of the simulation script. Parallel grids are distributed
in chunks of approximately the same size. The decomposition is done in several
dimensions, if this is possible with the number of MPI processes, so that the
communication (corresponding to the face area between the sub-domains) keeps
relatively small.
• poisson
This module implements solvers for Poisson’s equation. On instantiation, a hierarchy of grids is created, if the MG method is selected as solver. Besides that
also an SOR as well as a Jacobi solver are available, e. g., for testing or validation
purposes. The __call__ method invokes the Poisson solver and has two parameters: First, the right-hand side grid ρ is passed, then a second grid with the same
dimensions is passed. Into the latter, the solution Φee is written. The return value
is the energy Eee that is induced by Φee . Besides the actual solver, also the handling of Dirichlet, Neumann and periodic boundary conditions is included in the
module. All stencil operations on the grids are implemented in C functions, that
are passed the memory addresses of the grid data. However, MPI communication
is triggered from the python code whenever it is necessary, i. e., after the execution
of a grid update by the C code.
• lap
This module includes methods for numerical differentiation of grid functions.
Therefore, high-order schemes for derivatives are implemented. Since for these
differentials several neighboring points are considered, the module deploys rsmpi
for exchanging several halo layers with neighboring processes.
Since RSDFT has currently version number 5, the implementation is quite mature and the
underlying data structures are very appropriate. In the following, it is explained how
they can be extended with relatively low effort to solve problems with arbitrary stencil
values.
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4.3.2 Extension of RSDFT for variable stencils
For being as flexible as possible with the MSV stencils, I decided to add complete grids
for the D~h - and M~h -operators, that were introduced in Chapter 3, into the adapted solver
module poissonvar. These can either be read from a file or be filled from other sources
within the code. Since the stencils are 4D structures (Nx ×Ny ×Nz ×#entries), one could
use a collection of #entries 3D grids directly in RSDFT. However, this approach was not
chosen since the stencil entries for the same grid point, but different directions would
then be stored in two different grids. As these values are usually accessed contiguously,
they are also stored in that order. So, a stencil is internally implemented by a 3D grid
with dimensions Nx × Ny × (Nz · #entries). The stencil can also be distributed in the
same way as all other grids, except that the dimension of the last slice is multiplied by
#entries. The instantiation of a stencil is therefore only a wrapper for the creation of
a grid with that changed layout.
For reading a stencil from an HDF5 file, also a different logic than for reading in a
standard grid is required. In HDF5, it makes sense that the stencil is saved as a 4D
array, so that it cannot be imported the wrong way by accident. Therefore, a reading
method has been added to the stencil module that fills existing stencil objects with
content from HDF5 files. In the example in Section 4.4, these files were created off-line
by helper programs that generate the stencils. When the program is run in parallel, i. e.,
on multiple MPI processes, the stencil is allocated accordingly and is distributed to
the corresponding sub-domains at the reading time.
With the help of the stencil, the poissonvar module was implemented. A large
portion of the functionality could be re-used from the poisson module, and only the parts
directly depending on the stencil had to be extended: These include the initialization,
the execution of the solver, the coarse-grid correction and the kernels for smoothing as
well as for the residual calculation (which are written in C). Note that an adaptation
of the MPI communication is not necessary: The stencils are distributed across the
processes when they are read in, and the halo communication in the solution and the
residual grids are done at the same points of the V-cycle as in the original Poisson
solver.
The generation, registration and filling of the stencil objects has to be done before
creating the solver for the variable coefficient problem. Since this involves a whole
hierarchy of stencil objects, it makes the setup more complicated, but, on the other
hand, allows flexibility for their creation. On initialization of a psv_msd object within
the poissonvar module, i. e., a solver instance, the stencil object belonging to the
fine-grid operator is picked from the grid manager by its ID that follows a given naming
convention. Since the solver initialization triggers the recursive initialization of the grid
hierarchy, also the coarse-grid stencils are picked via the grid manager in the same
way. The PDE is discretized with the (19,7)-MSV on all grid levels in the hierarchy.
Within the solver C code, consisting of subroutines for the single steps within a V-cycle,
the following parts have been changed: In the function that applies M~h to the righthand side (psvmsd_smooth_rhs), the right-hand side operator is an additional parameter
and its entries are considered in the stencil. In analogy, the stencil D~h included in the
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functions for executing a GS smoothing step (psvmsd_sweep) and for calculating the
residual (psvmsd_calc_res resp. psvmsd_calc_rmsres).
In total, the adaption of RSDFT for solving variable stencil problems was straightforward and did not add a lot of overhead. For the numerical tests that are shown in the
next section, one needs additional helper functions that generate the stencils and that
are executed once off-line, possibly requiring more time than the actual solution. These
experiments shall show the numerical validity of the methods under consideration. For
a more practical integration of variable stencils into RSDFT, see the on-the-fly approach
described in the following subsection.

4.3.3 Extension of RSDFT for staggered coefficient schemes
In applications, often the off-line setup of stencils is infeasible due to efficiency reasons.
Furthermore, it makes sense that the coefficient is known only on the finest grid and the
coarse-grid values of ε(~x) are derived from those fine-grid values by restriction. Hence,
the module poissonstag was integrated into RSDFT by extending the poisson solver
again. The interesting properties of the staggered coefficient MSV, that will be discussed
in Section 4.4, are another reason for implementing this variant. The poissonstag
module makes a staggered coefficient MSV available in which the stencils are calculated
on-the-fly whenever the residual is computed or a smoother step is executed. This
calculation is performed in a C-code kernel in the same manner as in the python script
listed in Appendix B.3.
Most adaptations are analogues to those for the poissonvar module. Of course,
additional data structures are required for ε(~x). I decided to store the coefficient (on
every level) in three additional grid instances: εx is shifted in x-direction by − h2x , and
εy as well as εz are shifted in analogy. The coefficient grid dimensions are larger by one
than those of the solution grid in the displaced direction; in the other directions, the
dimensions of both grids are identical. The grids also have a ghost layer at all boundaries.
In case of Dirichlet boundary conditions, those are filled with a copy of the values in the
layer next to this boundary, since ε(~x) is assumed to exist only inside the domain. This
straightforward extrapolation is required for the restriction of the coefficient. For the
restriction, arithmetic averaging between two neighboring fine-grid values is done. Here,
for the calculation of the coarse grid coefficients, only the fine grid values from the same
grid instance (εx , εy , or εz ) are used.
Whereas the poissonvar module is used for assessing the error orders for the analytic
test case described in Section 4.4, the purpose of the tests with the poissonstag module
is to study how the convergence rates (and the timings) change, if ε(~x) is approximated
on the coarse-grid levels. The error norms themselves don’t change since the numerical
problem on the fine grid is identical for both solver approaches.
In addition, a more complex test setup was simulated, incorporating the model for
ε(~x) in [81], cf. Eqn. (4.13). This leads to some numerical challenges, that are analyzed
and discussed in Section 4.5.
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4.4 Numerical validation experiment
In the following, the numerical accuracy of the stencil class is demonstrated in combination with the poissonvar module that handles MSV schemes that are tailored for a
specific variable coefficient problem and model. In contrast to the tests in Section 3.6,
here a 3D variant is tested where the stencil values differ at each grid point and, thus,
are passed to the MG solver. Making this possible in a Maple script required the splitting of the generator code into a setup phase and a solver phase, as explained already
there. Furthermore, as discussed before, the binary HDF5 file format was chosen to
store and load the stencils in order to keep I/O times small. However, the generation
of the aligned scheme takes approximately 2 hours for a 129 × 129 × 129 setup due to
the relatively slow Maple solver. The corresponding Maple code for the MSV generator
is given in Appendix B.1, the script for writing the stencils to an HDF5 file in the test
case described below is provided in Appendix B.2.
The staggered MSV generation is much more efficient: Here, the python/numpy script
provided in Appendix B.3 calculates all the stencil weights in approximately a minute.
The I/O, in contrast, takes only in the order of seconds for these sizes (for a 1293
resolution, the dataset for the stencil hierarchy has a size of ∼ 500 MB). The staggered
variant could be implemented much more efficiently by calculating it on-the-fly from the
staggered coefficients: The approach I implemented requires the same sampling positions
for the variable coefficient as the staggered FD1 (standard) approach: The coefficient is
only given at the faces of the cubic box around the considered grid point. The coefficient
values at the edges and the center point are then interpolated from these values. The
arithmetic mean turned out to lead to better convergence properties than harmonic and
geometric mean, which are therefore not considered further. In Figure 4.1, the different
positions are shown as well as the numbering scheme that is used in the code for the
according entries. The blue square illustrates the face coefficients, i. e., the ones that
are naturally needed. The green x-markers show the positions of the edge coefficients.
These are interpolated as the arithmetic mean of the four faces touching that edge. Note
that these edges can belong to a neighboring ‘cell’: So, for calculating ε1 for the cell with
indices (i, j, k), one has to average between ε7 from cells (i, j, k) and (i − 1, j, k) as well
as ε3 from cells (i, j, k) and (i, j − 1, k). For determining the center weight ε10 , all other
weights that belong to the same cell are averaged. Note that with this notation, ε values
are stored redundantly: The same edge weights belong to four neighboring cells, the face
values to two cells. This approach was nevertheless chosen to create stencils that comply
with the format generated by the aligned version, so that both variants can be tested in
the same implementation.
Besides the achieved accuracy which depends on the discretization schemes, also the
convergence properties of the applied MG solver for these discretizations are discussed.
In total, the MSV schemes are very well suited for geometric MG: The convergence
is much better than that of the FD1 scheme. Also timing results are presented to
evaluate which number of pre- and post-smoothing steps leads to the shortest time to
solution. Finally, since global measures play an important role in MD, also the error in
the potential energy Eee is discussed.
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Figure 4.1: Positions where the coefficients are required for the staggered MSV.
For comparing the accuracy, also experiments with the staggered FD1 standard scheme
are shown in the following. They were calculated with the same code using different
stencils, i. e., the code was not optimized for the simpler scheme and, hence, timing
results are only shown for the MSV experiments.

4.4.1 Setup description
For the validation of the modules added to RSDFT, the following test is performed: The
domain is Ω = [−1; 1]3 . It is discretized uniformly, i. e., h = h1 = h2 = h3 , where
1 1 1
h ∈ { 81 , 16
, 32 , 64 }, so that the number of grid points varies from 173 to 1293 (including
boundary points). As explained before, this size is limited by the performance of the
stencil generator for the aligned MSV schemes.
For brevity, let ~x = (x, y, z)T . The coefficient is modeled as
ε(~x) = 100 · (cos x + 2) · (cos y + 2) · (cos z + 2).

(4.14)

For that coefficient, the potential
Φ(~x) = sin πx · sin πy · sin πz

(4.15)

is simulated, resulting in the right-hand side
ρ(~x) = −∇ · ε(~x)∇Φ(~x) =

100π · sin πy (cos y + 2) · sin πz (cos z + 2) (sin x cos πx + π · sin πx (cos x + 2))
+ sin πx (cos x + 2) · sin πz (cos z + 2) (sin y cos πy + π · sin πy (cos y + 2))

+ sin πx (cos x + 2) · sin πy (cos y + 2) (sin z cos πz + π · sin πz (cos z + 2)) .
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As boundary conditions, homogeneous Dirichlet boundaries are set at δΩ.
Besides the mentioned adaption of the stencils within RSDFT, no further changes are
made regarding the MG solver, so in all tests V-cycles are used. The coarsest grid has
always dimension 9 × 9 × 9, so that the tests with resolution 173 correspond to a two
levels, 333 to three levels, etc. On the coarsest grid, a sufficient number of smoother
steps are applied. The latter itself is a Gauss-Seidel iteration scheme with lexicographic
ordering. Since no parallel tests are done, this is preferred over a four-color ordering.
The restriction is done with full weighting (cf. Eqn. (2.5)), whereas the prolongation is
performed (cf. Eqn. (2.4)) with tri-linear interpolation. On all grid levels, the same type
of discretization (aligned MSV, staggered MSV or staggered FD1) is applied. If not
mentioned otherwise, V(3,1)-cycles are executed. The initial solution is set to zero.
The multigrid solver stops after the L2 norm of the residual is less than 10−10 . Therefore, the residual norm is calculated after each V-cycle, which creates a certain overhead
in the solver times. The timings are measured on an Intel Core i7-2600 CPU with four
cores running at 3.40 GHz clock speed. The simulation runs are executed single-threaded.

4.4.2 Convergence rates
First, the convergence rates of the V-cycle are under investigation. Later, results for
different numbers of smoother steps are presented.
In Figure 4.2, the evolution of the residual L2 norms is displayed for the three considered discretization schemes: the aligned exact MSV, the staggered MSV, and the
staggered FD1 which serves as a reference. It can be seen that both MSV schemes
have the same behavior and converge faster, i. e., require less iterations before meeting
the stopping criterion. Furthermore, it can be seen that the convergence rate is not
completely independent of the resolution, but that all schemes converge faster at low
resolutions.
Figure 4.3 shows the same plots again for the two staggered schemes only, but for
all simulated resolutions. Here, one can see that the convergence rate is indeed better
for the MSV scheme, so it needs significantly less iterations than the FD1 scheme.
As mentioned above, the convergence slows down for higher resolutions. This is also
illustrated in Figure 4.4, where the convergence rates of the last V-cycle is shown for
all discretization schemes over the spatial resolution of the simulation. The convergence
rate of the MSV schemes is approximately half as large as that for the FD1 scheme.
Both MSV schemes show the same rate. It can also be seen that the increase in the
convergence rate from 173 to 333 unknowns is the largest, and it slows down when
further increasing the resolution. At the resolution 1293 , the convergence rates for the
MSV schemes are about 0.06, whereas that of the FD1 scheme is almost 0.11.
Tests have been performed for different numbers of pre- and post-smoothing iterations.
The convergence rates for 1293 unknowns are shown in Figure 4.5. Here, the convergence behavior of both MSV schemes is identical in all cases. For all tested strategies,
the convergence rates of the MSV schemes are significantly smaller than those of the
FD1 scheme. In some cases the difference is more than 50%, in others it is less, but
the MSV schemes always converge substantially faster. An increase of the number of
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Figure 4.2: Reduction of L2 residual norms over V-cycle iterations for different discretizations at lowest and highest resolution (test case: cosine-shaped ε). Normalization has been applied after the first V-cycle.

1

staggered MSV, 173
staggered MSV, 333
staggered MSV, 653
staggered MSV, 1293
staggered FD1, 173
staggered FD1, 333
staggered FD1, 653
staggered FD1, 1293

relative L2 norm of residual

0.01

0.0001

1e-06

1e-08

1e-10

1e-12
0

2

4

6
8
#V-cycles

10

12

14

Figure 4.3: Reduction of L2 residual norms over V-cycle iterations for staggered FD1
and MSV discretizations (test case: cosine-shaped ε). Normalization has
been applied after the first V-cycle.
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Figure 4.4: Convergence rate of the last V-cycle before fulfilling the stopping criterion
for different discretizations and resolutions (test case: cosine-shaped ε).
smoothing iterations has the expected effect of decreasing the convergence rate indirectly
proportional. However, if the sum of pre- and post-smoothing steps is fixed (e. g. equals
six), the different strategies (e. g., V(3,3), V(4,2) and V(5,1)) show slightly different convergence rates for the MSV schemes: Here, the one with the most post-smoothing steps
has the best behavior. On the other hand, the FD1 scheme is completely insensitive to
this variation. Here, the convergence rates are identical for all three strategies.
Besides the convergence rate (or the number of solver iterations until convergence),
the time-to-solution is of great interest. How this evolves for the different strategies will
be under investigation in the next subsection.

4.4.3 Timing
Although the multigrid solver in RSDFT is not performance-optimized, the timing results
still are an indicator for the selection of the solution strategy. Note that for the selected
stopping criterion (L2 norm of residual below 10−10 ), there is some overhead due to the
residual calculation at the end of each V-cycle. This can be avoided by using the residual
value that is calculated after the pre-smoothing phase for the coarse-grid correction (at
the price of executing one extra V-cycle at the end). This change would, however, favor
the strategies with only a few smoothing iterations, since here the overhead is relatively
large.
Figure 4.6 shows the run times of different V-cycle strategies in RSDFT. The times are
measured with RSDFT’s on-board timer functions. The displayed values were measured
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Figure 4.5: Convergence rate of the last V-cycle before fulfilling the stopping criterion for
different discretizations and cycling strategies at resolution 1293 (test case:
cosine-shaped ε).

for 173 unknowns, i. e., at low resolution, and the applied discretization is the aligned
MSV scheme (the plot for the staggered one would be identical). Here, the strategies
with a high number of pre- and post-smoothing steps perform best: The shortest runtime is achieved by the V(4,4)-strategy; the V(5,5)- and V(3,3)-strategies are slightly
slower. The V(1,1)- and V(2,2)-cycles need the longest time, being slower by 30% than
the fastest scheme. At those low resolutions, initial errors in the solution are of relative
high frequency and can efficiently be removed by the GS smoother. The coarse-grid
correction is less important here, and the previously mentioned overhead penalizes the
strategies with only few smoothing steps.
The situation changes completely when switching to higher resolutions. In Figure 4.7,
the run times for 1293 unknowns are shown. Here, the strategies with more pre- and
post-smoothing iterations are considerably slower. The fastest variant is the V(1,1)-cycle,
followed by the V(2,1) and V(2,2) cycle. The V(3,3)-cycle is slower by approximately
20% than the fastest strategy, whereas those with more smoothing steps (not displayed)
are even slower. Due to the high resolution, the smoothing steps on the fine grid can
no longer remove the error efficiently over the whole frequency band. Therefore the
coarse-grid correction becomes the crucial part of the multigrid solver. Even though the
overhead for the V(1,1)-cycle is the largest, it is in total the fastest solving strategy at
high resolutions.
In Figure 4.8, the run times per V-cycle for different resolutions and cycling strategies
are shown. The run time scales almost linearly for 333 and more unknowns, leading to
a linear time complexity for the V-cycle, as it could be expected. For 173 unknowns,
the run time per grid point is higher than for larger setups. This effect results from the
large computational overhead for small grid sizes that dominates the program execution
and can be seen often in numerical codes.
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Figure 4.6: Run times until convergence for different pre- and post-smoothing steps,
resolution 173 , aligned MSV (test case: cosine-shaped ε).

100

V(1,1)
V(2,1)
V(2,2)
V(3,1)
V(3,3)

1

L2 norm of residual

0.01
0.0001
1e-06
1e-08
1e-10

stopping criterion

1e-12
0

0.5

1

1.5

2
2.5
run time in s

3

3.5

4

Figure 4.7: Run times until convergence for different pre- and post-smoothing steps,
resolution 1293 , aligned MSV (test case: cosine-shaped ε).

95

Chapter 4 An example application from electro-chemistry
1e+00

run time in s

1e-01

1e-02
V(1,1)
V(2,2)
V(3,3)
V(4,4)
V(5,5)

1e-03
17

33
65
#unknowns per direction

129

Figure 4.8: Run times for one V-cycle for different cycling strategies and resolutions,
aligned MSV (test case: cosine-shaped ε).

4.4.4 Error behavior
After having discussed the convergence rates and the different solver strategies, the
numerical errors which depend on the discretization scheme are in the focus. Some
considerations have already been discussed in Subsection 3.6.1 for the 1D case. Besides
the error in the solution Φee (~x), also the error in the potential energy that calculates for
the considered test case as
Z
Eee = 0.5 Φee (~x) · ρ(~x) d~x ≈ 34 223.5,
Ω

is presented and discussed.
Figure 4.9 and 4.10 show the error norms of the solution Φee (~x). In Table 4.1, the
reduction rates and error orders are given additionally to the error norms. Both staggered
discretization schemes show the same error order in both norms. Nevertheless, for the
staggered MSV scheme, both norms are smaller by more than one order of magnitude
for all resolutions under consideration.
The aligned MSV scheme achieves a very small error already at low resolution and
has a significantly higher error order, so it outperforms both staggered schemes in terms
of accuracy. As it could be observed already in Subsection 3.6.1, the error orders are
different for the two norms. In the L2 norm, both staggered schemes achieve an order of
3.5, whereas they achieve exactly error order 2 in the infinity norm. On the other hand,
the aligned MSV scheme yields the error orders 5.5 and 4.
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Figure 4.9: L2 error norms for different discretizations (test case: cosine-shaped ε).

1e-01

aligned MSV
staggered FD1
staggered MSV

1e-02

Infinity norm of error

1e-03
1e-04
1e-05
1e-06
1e-07
1e-08
17

33
65
#unknowns per direction

129

Figure 4.10: Maximum error norms for different discretizations (test case:
shaped ε).
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Table 4.1: Error norms and orders in potential for different discretizations (test case:
cosine-shaped ε)

MSV,
aligned

173
333
653
1293

1.53 · 10−6
3.02 · 10−8
6.34 · 10−10
1.37 · 10−11

–
50.7
47.6
46.4

–
5.66
5.57
5.53

2.31 · 10−4
1.42 · 10−5
8.85 · 10−7
5.53 · 10−8

–
16.2
16.1
16.0

–
4.02
4.01
4.00

MSV,
staggered

∞ error norm
norm
factor order

173
333
653
1293

3.85 · 10−6
2.89 · 10−7
2.43 · 10−8
2.09 · 10−9

–
13.3
11.9
11.6

–
3.74
3.57
3.53

7.06 · 10−4
1.41 · 10−4
3.29 · 10−5
8.31 · 10−6

–
5.02
4.27
3.96

–
2.33
2.10
1.99

FD1,
staggered

#unknowns

L2 error norm
norm
factor order

173
333
653
1293

8.94 · 10−5
7.12 · 10−6
5.99 · 10−7
5.17 · 10−8

–
12.6
11.9
11.6

–
3.65
3.57
3.53

1.34 · 10−2
3.33 · 10−3
8.31 · 10−4
2.08 · 10−4

–
4.03
4.00
4.00

–
2.01
2.00
2.00

Table 4.2: Potential energy Eee values and relative errors for different discretizations and
resolutions (test case: cosine-shaped ε)
#unknowns
173
333
653
1293

MSV, aligned
Eee
rel.err.
34 243.8
34 229.8
34 225.2
34 223.9

0.0594%
0.0182%
0.0048%
0.0012%

MSV, staggered
Eee
rel.err.
34 243.8
34 229.8
34 225.2
34 223.9

0.0594%
0.0182%
0.0048%
0.0012%

FD1, staggered
Eee
rel.err.
34 709.1
34 343.8
34 253.5
34 231.0

1.4189%
0.3515%
0.0877%
0.0219%

Since the solution of the potential is embedded into a larger simulation, not only
the accuracy of Φee (~x) matters, but also other, global measures play an important role.
Therefore, also the error in the potential energy Eee is looked at for the different discretization schemes. In Figure 4.11, the analytic solution for Eee and the numerical
results for the discretization schemes are given at different resolutions. In contrast to
Φee (~x), the energy term Eee is identical for both MSV schemes (aligned and staggered
one). The result for the FD1 scheme is so far off at lower resolutions that it is not visible
in the plot. At 1293 unknowns, the FD1 scheme achieves around the same error as the
MSV schemes at 333 .
In Table 4.2, the relative errors are shown in addition to the values of Eee . Compared
to the error order in Φ(~x) that was different for MSV and FD1 schemes, the error is of
second order for all three schemes. However, the error is, in absolute figures, larger for
the FD1 scheme by a factor of approximately 20.
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Figure 4.11: Potential energy Eee for different discretizations and resolutions (test case:
cosine-shaped ε).
In total, the staggered MSV shares many of the good properties of the aligned one
without the disadvantage of the high effort in the generation. Its drawback is, however,
the lower error order in the solution. In the following, convergence experiments with
the poissonstag scheme, i. e., for on-the-fly computation of the stencils from ε(~x), are
shown.

4.5 Experiments with on-the-fly stencil calculations
The numerical behavior of the solvers in the poissonstag (on-the-fly stencil calculation)
and the poissonvar (off-line stencil calculation) is identical except round-off errors, as
long as ε(~x) is known exactly. If it is approximated on the coarse grid by interpolation,
which is the only option in many applications, the convergence rates are expected to
increase since the coarse-grid problem is perturbed, and the coarse-grid correction gets
less efficient. For the previously introduced cosine ε(~x) test case, cf. Eqn. (4.14), (4.15),
and (4.16), the convergence behavior as well as the timings are studied in comparison to
the results from Section 4.4. Later on, the same measures are presented and discussed
for an example setup that is numerically more challenging.

4.5.1 Cosine coefficient setup
The shift from an exactly known ε(~x) on the coarse grids to the approximation by
averaging leads to a change in the convergence rates. Note that besides the adaption
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Figure 4.12: Convergence rate of the last V-cycle before fulfilling the stopping criterion
for on-the-fly and off-line calculation of the stencil at resolution 1293 (test
case: cosine-shaped ε).

of stencil calculation and application, all components of the MG solver are identical to
those mentioned in Section 4.4. Figure 4.12 shows the convergence rates for the off-line
calculation with the poissonvar module as well as for the on-the-fly calculation with
the poissonstag module at a resolution of 1293 grid points. Whereas the convergence
rates of both variants are identical or similar for V(1,1)-, V(2,1)-, and V(2,2)-cycling
strategies, they behave different for more than two pre-smoother iterations. Here, the
convergence rates for the scheme calculated off-line are considerably smaller. Adding
more pre- or post-smoother iterations, increases the difference in the convergence rates.
For the V(5,5)-cycle, the convergence rate of the on-the-fly stencil calculation variant is
more than three times larger.
Another observation is that the convergence rate of the on-the-fly variant cannot
be reduced, if more than two pre- and post-smoother iterations are applied. So the
convergence rate of 0.071 is measured for the V(2,2)-cycle and it is identical to that of the
V(3,3)-, V(4,4)-, and V(5,5)-cycles. In contrast to the experiments in Subsection 4.4.2,
additional smoother iterations do not lead to convergence in less V-cycles for the onthe-fly variant. Summarized, the perturbation in the approximated coarse coefficient
implies an error in the coarse-grid correction, leading to poorer convergence properties
compared to the case in which the coefficient is known exactly.
In Figure 4.13, the run times for the V(1,1)-, V(2,1)-, and V(2,2)-cycles of both variants are compared for a resolution of 1293 grid points. For both variants, these are the
most efficient strategies. The time-to-solution of the experiments with stencil calculated
on the fly is by 50% higher than of those with the one calculated off-line. This holds
also for the run times per V-cycle. Within the on-the-fly variant, the V(1,1)- and the
V(2,1)-cycles achieve the same convergence over time ration. The run time of the V(2,2)cycle until convergence is by almost 10% higher, and for the other cycling strategies (not
shown) it increases considerably.
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Figure 4.13: Run times until convergence for different pre- and post-smoothing steps
with on-the-fly and off-line stencil calculation at resolution 1293 , (test case:
cosine-shaped ε).

In total, the high computational cost for on-the-fly stencil calculation in every smoother
iteration and residual calculation leads to larger times per V-cycle in all cases under consideration. Here, it is worthwhile to note that the implementation of the computational
kernels was done in a straightforward way, so it could be performance-optimized by
applying techniques presented in [88, 60]. This could lead to better, thus acceptable,
performance of the on-the-fly variant.

4.5.2 Charged particles in solvent setup
In contrast to the previous setup, there exists no analytic solution in the setup presented
in the following. The coefficient ε(~x) is not known analytically as well and has to be
approximated on the coarser grids, hence. Although the applied model for the coefficient
has some theoretical drawbacks, as discussed in [80], it is used as a stress test for the
solver. For the test case under investigation, it creates a highly irregular coefficient.
The simulated domain is a box of dimensions 11.32 Å × 11.32 Å × 41.6 Å, that is
resolved with 64 × 64 × 239 unknowns, leading to ~h = (0.176875, 0.176875, 0.174059)T Å,
i. e., a (slightly) non-uniform discretization. These dimensions are chosen to enable
periodic boundary conditions in x- and y-direction. The boundaries in z-direction are
both set as homogeneous Dirichlet boundary conditions. The charge density ρ(~x) is
induced by the valence electrons of in total 64 germanium atoms. The density values
lie in the interval [−0.0591; 0.1437] and are visualized in Figure 4.14. Here, only the
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Figure 4.14: Coefficient ε(~x) and density ρ(~x) for charged particles test case.

positive range is visible, whereas the negative density is not displayed. Those negative
values are found in the transparent regions inside the cloudy structures, actually.
In addition, the figure shows a visualization of the coefficient ε(~x). This is calculated
from the density with Eqn. (4.13). The parameters are defined as bulk permittivity
ε∞ = 80, exponent β = 1.3, and density threshold ρ0 = 3 · 10−4 . The idea is to
model the electrostatic influence of a solvent by the coefficient ε(~x). In areas, where
the charge density is lower than the threshold, ε(~x) → ε∞ . The areas where ε(~x) is
large are colored in yellow in Figure 4.14, whereas blue areas indicate ε(~x) ≈ 1. The
isosurface ε(~x) = 70 is plotted as well. Note that there are many jumps in ε(~x) which
are visualized in scattered yellow dots: Here, the density changes its sign, leading to a
locally increased permittivity according to the model. The chosen value for β results
in a steep transition of ε(~x). Since ε(~x) is modeled on a staggered grid, one has to
interpolate it to the staggered positions first. This is done by first evaluating ε(ρ(~x))
at all aligned grid points. Then, the values on the staggered grid are calculated by
arithmetic averaging of the nearest two grid point values on the aligned grid. Of course,
higher-order interpolation schemes could be used instead. Regarding the MG solver, the
same components have been used as in the cosine  test case.
A slice of the induced potential for this setup is displayed in Figure 4.15. Again, the
isosurface for ε(~x) = 70 is plotted in gray. It can be seen that the potential is zero
outside the area of the charges. Local maxima and minima of the potential are found at
the center positions of the atoms . The fast drop of the potential is a result of the high
permittivity of the bulk solvent.
The potential has been calculated with the poissonstag module by the application
of V-cycles. However, the discontinuous dynamics of the coefficient pose a much harder,
irregular problem than the smooth cosine ε(~x) in the test case discussed before. In
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Figure 4.15: Potential Φee for charged particles test case.
Table 4.3: Convergence rates for V(µpre , µpost )-cycles in the charged particle test case.
For “div.” the strategy diverges, cases with “–” were not studied.
µpre
µpost

1
2
3
4
5

1

2

3

4

5

div.
–
–
–
–

div.
div.
–
–
–

div.
0.924
0.798
–
–

0.952
0.780
0.796
0.795
–

0.805
0.794
0.794
0.793
0.792

Table 4.3, the convergence rates for different numbers of pre- and post-smoother iterations are provided. For one and two pre-smoothing steps, the solver diverges, i. e.,
no solution can be found. V(νpre , νpost )-cycles converge only at acceptable rates if
νpre + νpost ≥ 6. For those, the convergence rates are approximately 0.8; increasing
the number of smoother iterations further does not lead to smaller rates.
Figure 4.16 shows the time-to-solution for different numbers of smoother iterations.
V(3,3)-cycles lead to the shortest run times, followed by V(4,2)-cycles. V(4,3)- and
V(5,2)-cycles are more costly to apply and achieve almost same convergence rates, so
they have slightly higher run times in total. The V(2,2)-scheme diverges slowly after an
initial phase in which the residual can be reduced. In all schemes that are shown, the
convergence is faster in the first few iterations before it slows down to the asymptotic
rate. This behavior could not be observed for the cosine coefficient test case.
Although the convergence properties might look disappointing at a first glance, the
results are not bad. In addition to the error made in the approximation of the coarse-grid
coefficient, the numerical problem is irregular due to jumps in the coefficient by almost
two orders of magnitude. Furthermore, the periodicity in the x- and y-directions also
slows down the convergence of the MG solver compared to Dirichlet boundary conditions.
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Figure 4.16: Run times until convergence for different pre- and post-smoothing steps
(test case: charged particles in solution).
For restricting the coefficient, geometric averaging was considered as well. However, it
does not work properly for this setup: For geometric averaging, νpre + νpost ≥ 8 in order
to get convergence. The convergence rates for a V(4,4)-cycle with geometric averaging
in the coefficient are approximately the same as for arithmetic averaging and the V(3,3)cycle.

4.6 Summary
Within this chapter, an application scenario of high-order FD methods for elliptic PDEs
was shown. After a general introduction of the tasks in MD and an explanation of
the models for potentials and force laws in electro-chemistry, the Car-Parrinello model
which is deployed in the RSDFT software package was derived. Next, it was demonstrated
how a variable coefficient MSV solver can be integrated into this software that already
featured a Poisson solver and, hence, provides many of the required data structures.
Therefore, the necessary adaptations are limited to the introduction of a variable stencil
class that is taken into consideration in the MG solver of the program. Furthermore,
helper functions have to be added for creating stencils from the different models that
are compared in the numerical tests.
In terms of the convergence rates, both MSV schemes show the same behavior: The
convergence rates are 50% below those for the FD1 scheme. The increased cost for
applying the 19-point left-hand side operator is partly compensated by requiring less
V-cycles for the solution. The convergence rates are not independent of the resolution,
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but increase slightly. Figure 4.4, however, suggests that this trend slows down for higher
resolutions, such that it plays only a role for problems at low resolutions.
The summary on the experiments with different cycling strategies is that for the
implementation in RSDFT the V(1,1)-cycle is the preferred strategy for MSV schemes
since it offers the best convergence-per-time ratio. All other variants are slower at
larger resolutions which are necessary for realistic simulations. If the stopping criterion
(residual norm) is not computed at the end of each V-cycle, but the value from the
previous restriction phase is used instead, the advantage of the V(1,1)-cycle will increase.
In schemes with several pre- and post-smoothing steps one should favor more postsmoother iterations for MSV discretized PDEs (so prefer the V(2,2)- over the V(3,1)cycle). In FD1 discretized tests, no difference was found between the two schemes.
In the numerical tests, two MSV schemes and one FD1 scheme were compared in
a setup with smooth variable coefficients where an analytic solution is known. The
aligned MSV that is generated using Algorithm 3.2 shows the smallest error norms in
the solution as well as the highest error orders (≥ 4) in both considered error norms
and therefore achieves the predicted accuracy. The staggered MSV scheme only has
second-order accuracy (as well as the staggered FD1 scheme), but it is much faster to
set up. In absolute numbers, the errors for the staggered MSV are smaller by more than
one order of magnitude than for the FD1 scheme. Therefore, the application of the MSV
has some advantages.
If considering the error in the energy which is approximated by numerical integration
of the product of solution and right-hand side, both MSV schemes show exactly the same
behavior: Both have second error order, and the relative errors in the shown test case
are around 10−5 for high resolutions. Here, the FD1 discretization has the same error
order, but the errors in the energy are larger by more than one order of magnitude.
After assessing the error orders of the staggered MSV, a variant was also tested that
directly sets up the stencil from the coefficient within the solver algorithm on-the-fly.
In contrast to the first variant, ε(~x) is restricted directly from the fine-grid values, so it
only has to be given as a grid function. For V-cycles with a few pre- and post-smoother
iterations this does not change the convergence rate. For V-cycles with more smoothing
iterations applied, the modified variant is less efficient, however. Regarding the run
times, the on-the-fly stencil variant is slower by 50%.
The modified variant was also applied to an irregular problem from MD that includes
a slight anisotropy in the discretization as well as periodic boundaries. Here, V-cycles
lead to convergence only for a large number of pre- and post-smoothing steps. Hence,
the strategies that were found to be relatively inefficient in the previous (smooth) test
case, are the only ones that work here. Here, the application of alternative MG schemes
as W- or F-cycles should be investigated in order to improve the convergence.
In total, the staggered MSV, though not achieving the same error order for the solution
of the PDE, can be an efficient option for solving variable coefficient problems. One
should also consider that the coefficient has to be known as a function in the aligned
MSV, so it has to be given analytically or to be interpolated with sufficiently high order.
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Chapter 5
Grid expansion for open boundary
problems
A large part of this chapter has already been published as [73] under the title Experimental analysis of an FAC-based grid expansion scheme for open boundary problems.
This work was done under the supervision of Ulrich Rüde who had the idea and pointed
to the relevant sources. My contribution is the implementation of the FAC multigrid
solver, the notation that makes the coupling of the different levels straightforward in
my opinion and the numerical experiments. Sections 1–4 of [73] have been taken in
compliance with paragraph C.3.b in the terms of Wiley-Interscience1 , and form Sections
5.1–5.3. They have been left identical, except changes that are mentioned in footnotes.
The goal within this chapter is to introduce a way of treating open boundary conditions
that play a role in applications like electro-chemistry. Sections 5.4 and 5.5 have been
added after the later integration of the MSV into the grid expansion scheme. There
it is shown that drawbacks in terms of accuracy of the originally proposed scheme can
be removed for constructing higher order grid expansion schemes for FD discretization.
The error norms of this improved schemes are shown and discussed for second- and
fourth-order finite difference schemes in Section 5.4. How the proposed enhanced FAC
compares to the original variant is discussed in Section 5.5.

5.1 Introduction
Hierarchically coarsened grids play an important role in applications where problems
need to be solved on a global domain. A variety of methods has been developed, starting
either from a global coarse grid or from a local fine one to enable hierarchical structures
with different grid sizes. One of these approaches is the Fast Adaptive Composite grid
algorithm (FAC) that was introduced by Steve McCormick in [66]. It is a method that
is very accurate in mathematical terms and can be implemented efficiently. This means
that only regular stencil operations are executed on one grid level at a time (except the
grid transfer operations prolongation and restriction).
We developed a code capable of 2D and 3D calculations in the scripting language
python to evaluate the numerical properties of the FAC in detail. The language was chosen due to its vectorization capabilities (similar syntax as MATLAB), its free availability
and portability and the fact that the results can easily be visualized.
1

http://onlinelibrarystatic.wiley.com/central/cta/UKscta.pdf
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This chapter2 delivers an introduction to the model problem in Section 5.2. The
governing equation is covered as well as our concept of hierarchical grid coarsening.
For this purpose, we introduce the necessary notation. In Section 5.3 we describe and
evaluate two setups that were run for analysis of convergence rates and the discretization
errors of the FAC. Furthermore, we compare our approach to previous variants of the
FAC scheme.3

5.2 Model description
Poisson’s equation is a partial differential equation that appears in various problems in
physics and engineering. In the following, a motivation from molecular dynamics (MD)
is given. We consider 2D and 3D problems, i. e. x ∈ Rd , d ∈ {2, 3}.

5.2.1 Poisson’s equation on unbounded domains
Assume a set of N charged particles that are located within a bounded area. The
particles are approximated as point masses mi at positions xi (i ∈ {1, 2, . . . N }). The
charge ρi of a particle can be modeled either by a point source (then ρi is a Dirac impulse
at position xi ) or by a smooth function with local support around xi (e. g. a spline or a
Gaussian function to some extent). In the first case, numerical treatment is impractical
due to the discontinuity at xi so that methods like the Zenger correction were developed
([97, 58]). These distribute the charge to direct neighboring grid points of xi if the space
is discretized.
Let ρ(x) be the superposition of all the particle charges ρi . From potential theory it is
known that the forces acting at position x can be derived from a global potential Φ(x)
that is induced by ρ(x). The governing equation for Φ(x) (Poisson’s equation) is given
as
1
∆Φ(x) = − ρ(x),
ε0
P
∂2Φ
with the dielectric constant ε0 and the Laplace operator ∆Φ = di=1 (∂x
(i) )2 .
From here, we will assume that the right-hand side ρ(x) is modeled in an appropriate
way (Zenger correction or smooth function) and that ε0 is constant. We define f (x) :=
− ε10 ρ(x) for reasons of simplicity.
In molecular dynamics the domain of Φ(x) is often considered to be unbounded, we
also speak of open boundary conditions. Although the particles are moving within a
bounded area, the induced field resides on an unbounded domain. If we are dealing with
long-range interactions (e. g. Coulomb forces) this fact has to be considered in order to
avoid unpredictable errors. The overall problem (including the b.c.s) can be formulated
as
∆Φ(x) = f (x), x ∈ Rd , with Φ(x) → 0 for kxk → ∞
(5.1)
2
3

“article” in the original publication.
Compared to [73], one sentence referring to the original conclusion of the article has been removed.
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where supp(f ) ⊂ Ω is a bounded subset of Rd . Ω is also considered to be bounded and we
will restrict to a square in the following. The boundary conditions are a generalization
of zero Dirichlet boundary conditions at infinity. A discrete formulation of this problem
is given as
∆h Φ(x) = f (x), x ∈ {x|x = h · z, z ∈ Zd }, with Φ(x) → 0 for kxk → ∞,

(5.2)

where h > 0 is the grid size of the discretization and ∆h is the discrete 5- resp. 7-point
(1) 
Laplace operator. In 2D it is defined at each grid point x = xx(2) as
x(1)
∆h Φ (2)
x



:=

Φ

x(1) +h
x(2)

+Φ

x(1) −h
x(2)

+Φ

x(1)



x(2) +h

h2

+Φ

x(1)



x(2) −h

− 4Φ

x(1)
x(2)


.

Equation (5.2) constitutes a system of equations with an infinite number of unknowns.
A finite hierarchical coarsening approach can be applied in order to generate a problem
of finite size.

5.2.2 Previous work
Our hierarchical coarsening approach is a variant of the method described in [94] and
extended in [12]. In this approach coarser grid levels are introduced that have a larger
physical length than the finest grid. The previous methods apply an expansion rate
α ≈ 1.6 for the coarsening, so that the number of grid points is reducing on the coarser
levels. We perform the coarsening without decreasing the number of grid points, i. e. the
physical length of the domain is doubled (α = 2) from a level to the next coarser one.
This leads to an identical number of unknowns on the coarser levels. After applying
several of those extending coarsening steps, we can use standard coarsening without
domain extension in order to calculate the solution.
After a number of expansion steps the solution on the boundaries of the largest grid
is set either to zero [94] or to values calculated by an approximation formula [12]. The
latter is a numerical integration of Green’s function over the finest domain that has to be
performed for every boundary point of the coarsest grid. We will neglect the influence
of the boundary values and set them always exactly, since an approximation formula
would behave exactly the same for our analytical test cases.
The largest difference to the previous methods is the treatment of the interfaces between a coarse and a fine grid. In [12, 94, 91] a conservative scheme is used to calculate
the solution values on the boundary. This is implemented using one ghost layer and
imposing interface values to the finer grid as Dirichlet type. The values are computed
from the neighboring coarse and fine grid points using a cubic scheme that conserves the
flow across the interface. In contrast, our approach utilizes two ghost layers to impose
the interface values from coarse to fine.
One advantage is that the prolongation step therefore only depends on the coarse
grid values. Furthermore, the proposed method applies only regular stencils (also at the
interfaces) and therefore a straight-forward, efficient implementation on parallel architectures, such as GPGPUs is enabled without a separate treatment of the interfaces.
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5.2.3 The Fast Adaptive Composite grid method for hierarchically
coarsened grids
In [66] the FAC was introduced for adaptive refinement, but it can be applied just the
other way round for hierarchical coarsening. Let us define a hierarchy of K (continuous)
domains as the squares
k
k
Ωk := [− 22 ; 22 ]d ,
Ωk is the square that has the origin at its center and the length 2k · l, i. e. the subscript
k parametrizes its diameter.
We now switch to discrete grids: Choose a mesh width h (for the finest grid) and
define hk := 2k · h, k ∈ {0, 1, . . . K − 1}. Let
Ωhk := Ωk ∩ {x|x = h · z, z ∈ Zd }
be the subset of the grid with mesh width h that has the physical dimensions of Ωk . The
superscript specifies the grid level, we are considering. To emphasize this even more we
say that k describes the region of the grid and h its mesh width.
Let + Ωhk denote the grid Ωhk plus an additional outer layer of grid points (called ghost
layer or halo). Accordingly, ++ Ωhk is Ωhk plus two halo layers and − Ωhk is the interior of
Ωhk . Note that the + and − always refer to the width hk which belongs to k, not to h.
The point sets required at level k are shown in Figure 5.1.
For solving Eqn. (5.2) a hierarchical grid structure is created. Our FAC approach
works with the following components:
• Pre-smoothing — using a red-black Gauss-Seidel (RBGS) smoother — is done on
the interior − Ωhk k on the according level k.
• The residual is calculated on the domain and the first border, i. e. + Ωhk k and
h

• is transfered to the coarse grid frame + Ωk k+1 . This means for the restriction that
all values on + Ωhk k are taken into account (even of the halo), but the boundary of
+ Ωhk+1 is identical to that of Ωhk (since the halo points on the fine grid have no
k
k
corresponding physical points on the coarse grid, see Figure 5.1).
• After (recursively) solving the problem on the coarse grid, correction terms are
h
prolongated from ++ Ωk k+1 to the fine domain and its first and second border
++ Ωhk .
k
• Finally, post-smoothing (RBGS) is done on the interior − Ωhk k again.
The implemented method is more complex: Since it may be necessary for our application to set non-zero boundary conditions on the coarsest grid, we do not restrict and
solve the residual equation, but the original equation. This solution scheme is known
as Full Approximation Scheme (FAS) [17]. Let I˜kk+1 be the full weighting restriction
operator from level k to level k + 1, Iˆkk+1 the according direct injection operator and
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Fine grid point sets:
No
corresponding
fine grid

− Ωhk
k

+ Ωhk
k

Ωhk k

++ Ωhk
k

Coarse grid point sets (below corresponding fine grid set):

No
corresponding
coarse grid

h

h

Ωk k+1 or + Ωk k+1

++ Ωhk+1
k

Figure 5.1: Overview over different required level point sets.
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k
Ik+1
the bi-linear interpolation operator (from level k + 1 to k). ∆h is the five-point
Laplace operator with mesh width h. νpre and νpost are the numbers of pre- resp. postsmoothing steps. The values on the coarser levels Φk , rk and fk for k ∈ {1, 2, . . . K − 1}
are initialized with 0. As before let hk = 2k · h. Then, a formal definition of the FAC
method with K levels is given in Algorithm 5.1.

Algorithm 5.1 FAC method
FAC(k, K, νpre , νpost , h):
1: if (k = K − 1) then
2:
Calculate Φk exactly.
3:
return
4: else
5:
smooth Φk on − Ωhk k for νpre times
6:
compute residual on + Ωhk k : rk ← fk − ∆hk Φk
h
7:
restrict residual r(k+1 ← I˜kk+1 rk for rk+1 ∈ + Ωk k+1
h
Iˆkk+1 Φk Φk+1 ∈ ++ Ωk k+1
8:
restrict Φk+1 ←
Φk+1
otherwise
(
h
rk+1 + ∆hk+1 Φk+1 Φk+1 ∈ ++ Ωk k+1
9:
set fk+1 ←
fk+1
otherwise
10:
call FAC(k + 1, K, νpre , νpost , h)
hk+1
11:
compute error ek+1 ← Iˆkk+1 Φk − Φk+1 on Ωk+1
h

++ Ω k+1
k e
prolongate ek ← Ik+1
k+1 for ek+1 ∈
k+1
13:
correct Φk ← Φk + ek on Ωhk k
14:
smooth Φk on − Ωhk k for νpost times
15: end if

12:

5.2.4 The FAC as restricted refinement scheme
One major advantage of adaptive refinement is saving computational time compared to
a fully refined approach without the loss of accuracy. We compared the convergence
rates of our approach to those of a fully refined scheme. The formulation of the FAC
as restricted refinement scheme is given in [66] and [77] for a slightly different setup.
In our notation, the fully refined scheme can be formulated as sequence of the grids
2K−1 h , Ω2K−2 h , . . . Ωh
ΩK−1
K−1
K−1 . This describes a global refinement of the domain ΩK−1 with
K−1
mesh size 2
h. Applying this scheme leads to a classical multi grid scheme.
As an intermediate step between the FAC and the fully refined scheme we introduce
the smoothed interior scheme: Here, the relaxation (i. e. pre- and post-smoothing) is
restricted like in the FAC scheme: On level k it is now only performed on the subdomain − Ωhk k .
The difference to the FAC is subtle: Basically we allocate a large number of grid points
that are actually useless (since no relaxation is performed there). It is quite obvious that
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the behavior of such a scheme should be equivalent to the FAC scheme. This will be
shown empirically within the next section.

5.3 Numerical results
Our goals within the result section are to compare our approach to previous work, to
analyze the behavior of the FAC compared to a fully refined scheme and to determine
how the error evolves for different setups. For the comparison to previous methods a
3D test was executed. The estimation of the smoothing properties was performed with
a noisy setup for the initial solution. The error analysis was done via a setup where
the right-hand side is given by a Gaussian distribution. We varied the spreading, i.e.
scaled the width of the peak on the right-hand side and also the influence of position
and number of the grid interfaces to the accuracy was taken into consideration. After
the 3D comparison, we restrict to 2D tests, but the results are valid also in 3D.

5.3.1 Comparison to previous approaches
Our method was compared to the methods described in subsection 5.2.2. We ran 3D
tests with a setup described in [13] and later applied in [12]. This example uses a B-spline
for the right-hand side f (x):

f (x) =

 −486|x|2 +162R2


32πR5

486|x|2 −972|x|R+486R2



0

64πR5

|x| <

R
3

R
3

≤ |x| ≤ R
R < |x|

The analytic solution of the Poisson problem for this example is given as:

243|x|4 −270|x|2 R2 +195R4 )

|x| < R3


320πR5
5
4
3
2
4
5
R +405|x|R −2R
R
Φ(x) = −243|x| +810|x| R−810|x|
3 ≤ |x| ≤ R
640πR5


 1
R < |x|

(5.3)

(5.4)

4π|x|

The plot of a centered cross-section through the solution can be seen in Figure 5.2. The
tests were executed with R = 0.25 (this is obviously the setup used in [12] (Fig. 4.1.
p.77) for different resolutions and between one and ten grid levels. The length of the
finest domain was 2.0. In each experiment ten V(1,1)-cycles were executed. The error
norms for the tests are shown in Figure 5.3. Note, that within this test we consider
norms of the absolute error (since Bolten uses the same measure). In the other tests, we
will also discuss the relative error. The errors are almost independent on the number of
grid levels, i.e. the solution accuracy is only slightly disturbed by additional interfaces.
In the case of more than five grid levels the error is even shrinking. Furthermore, the
error shows an O(h2 ) behavior. In Table 5.1 our results are compared to those of [12]
(Table 4.1, p. 78). Our method achieves around the same accuracy as Bolten’s method.
We did not test more than seven grid levels in this case.
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Figure 5.2: Solution on finest grid for reference problem at a 333 resolution (cut through
z = 0 plane).

Figure 5.3: Maximum error norms for different resolutions and numbers of grid levels.

Table 5.1: Maximum error norms for our method compared to Bolten’s method.
h0
1/16
1/32
1/64
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Bolten’s method
# levels
||e0 ||∞
8
11
14

2.11010 · 10−2
5.078421 · 10−3
1.251313 · 10−3

Our method
# levels
||e0 ||∞
7
7
7

2.27170 · 10−2
5.23483 · 10−3
1.04918 · 10−3
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Figure 5.4: Error at interfaces for 333 resolution and four grid levels (cut through z = 0
plane).
In order to show that our method solves the composite problem, a plot of the error is
shown in Figure 5.4. It clearly shows that the error is largest near the origin, due to the
highest dynamic in the solution there and that the error is much smaller on the coarser
levels. Especially, the error is small near the interfaces. This indicates that the method
indeed solves the problem on the composite domain.

5.3.2 Convergence rates
For getting an estimate for the convergence properties of the algorithm, we ran tests
with the three different schemes using the following configuration: Two grid levels were
used (one level of extension) and a V(3,3)-cycle was applied (i. e. three pre- and postsmoothing sweeps each). The following general setup was tested: The initial values of
Φ0 (x) are set to uniformly distributed values between 0 and 1, while f0 (x) = 0. The
boundary conditions are set to Φh (xδ ) = 0 for xδ ∈ δΩhKK 4 . The exact solution is Φ0 (x) =
0. Since the approximate solution converges against zero, we get underflow effects when
reaching the machine accuracy. To be able to execute more V-cycles, the elements of
the approximate solution vector are divided by its L2 norm after each iteration.
We ran this test with the three different schemes introduced in subsection 5.2.4 for
different sizes. The convergence rates are very similar in all cases and they are identical
for the FAC and the smoothed interior scheme and differ only very slightly from the ones
in the fully refined scheme. For 332 unknowns, the convergence rate is 0.025 after a few
iterations, for 652 and 1282 it is 0.027. This shows experimentally that the FAC achieves
the same convergence behavior as the fully refined scheme at a reduced computational
4

Define the boundary as δΩhKK := ΩhKK \− ΩhKK
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Figure 5.5: Convergence rates over iterations for Gaussian noise setup and two grid levels.

Table 5.2: Convergence rates dependent on ν = νpre = νpost .
Number of smoothing sweeps ν
1
2
3
4
5
Convergence rate

0.071

0.040

0.027

0.021

0.017

cost: The total number of unknowns on the finest grid is quartered already in the case
of two grids.
Figure 5.5 shows the convergence rates for the first 15 V-cycles for the FAC at different
grid resolutions. The convergence rates are almost identical for all resolutions and the
convergence is far better during the first iterations due to oscillations in the initial
solution.
We are interested in the convergence behavior for different numbers of pre- and postsmoothing sweeps. The idea is that an increased number of smoothing steps on each level
yields a decreased residual, so the convergence should be better for more smoothing steps.
In Table 5.2 the convergence rates for different numbers of pre- and post-smoothing
sweeps are displayed. These were generated with a grid resolution of 1292 . As expected,
the convergence is better for more smoothing sweeps.
In Figure 5.6 the L2 Norm of the residual is plotted against the run time for different
V-cycles. The best ratio between the convergence and the run time can be achieved for
the V(1,1)-cycle. Multiple pre- and post-smoothing steps are relatively too expensive for
the benefit they provide. So the most efficient solver for our problem is the V(1,1)-cycle.

5.3.3 Experimental error analysis for a setup from molecular dynamics
Now a setup is tested that reflects a typical situation in molecular dynamics: A charged
particle is placed at the origin and is modeled by a Gaussian function in the following
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Figure 5.6: Run time of V-cycles vs. L2 norm of residual for a 1292 problem.
way: The right-hand side is set to
f (x) =

4
2
rcut



 ||x||2
||x||2
−
− 1 e rcut ,
rcut

where rcut scales the width of the distribution. The smooth analytical solution is
Φ(x) =

1
rcut

−

e

||x||2
rcut

(if the boundary values are set accordingly). Effectively, the boundary values can be
set to zero for our tests since Φ(x) decays very fast. In case of long-range interactions,
1
however, the potential behaves like ||x||
for large x and therefore an approximation
formula may be required for real-world applications.
Several tests were run with two, three and four grid levels and rcut ∈ {0.01, 0.02, 0.04,
0.08}. V-cycles with three pre- and post-smoothing steps were executed for each number
of grid levels. The L2 and maximum norms of the errors were calculated after each Vcycle and were found to remain constant after four iterations of the FAC. So all errors
in the following are evaluated after five V-cycles.
The first test case was a step-wise shrinking of the refinement area: Starting point is
the domain [−2; 2]2 and a grid with mesh width h. We solve the problem on a fully refined
grid without any expansion. Consider now a grid of mesh width h and domain [−1; 1]2
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Figure 5.7: Errors norms for shrinking refinement area (different spreading parameters).

and the next coarser grid on [−2; 2]2 with mesh width 2h. We can extend this hierarchy
to more levels, halving the length (i.e. quartering the area) that is fully resolved with
every additional level. This experiment was done for a resolution of the fully refined grid
1
of 1292 unknowns (h = 32
) and between one and four grid levels (i.e. for one level the
finest domain has size [−2; 2]2 , for two grid level [−1; 1]2 , for three grid levels [− 21 ; 12 ]2
and for four grid levels [− 14 ; 41 ]2 ). The spreading parameter rcut was varied from 0.01 to
0.08. The maximum norms of the relative errors || Φ0 (x)−Φ(x)
||∞ for this experiment are
Φ(x)
shown in Figure 5.7.
If only one or two levels are considered the refined area is relatively large and the error
is mainly the discretization error. Since an increasing rcut yields a broader distribution
of the right-hand side values it also yields a smoother solution and hence a smaller
discretization error. Therefore, the overall error is smallest for large rcut and few levels.
For more than two grid levels, the situation changes: Here the error grows larger,
reaching its maximum for large values of rcut . In this case, the spreading of the righthand side is as large as the size of the domain: The original condition that the support
of the right-hand side is a subset of the finest grid domain is violated seriously in that
case.
In Figure 5.8 this is illustrated: The right-hand sides for different values of rcut are
shown. For the four grid hierarchy where the length of the refined area is 0.5, the righthand sides for all tests are non-vanishing near the interface to the next coarser level,
therefore we get a large error for all the test with four grid levels. For the three level
hierarchy, the right-hand side is small enough for rcut = 0.01 and rcut = 0.02, while we
get an increasing error for the large values again. Note that the increasing error is not
a result of the number of grid levels, but of the smaller refinement area.
In order to make our results clearer, we now vary the resolution of the finest grid and
compare the errors for a different number of grids in the hierarchy. First, this experiment
is done in the part of the parameter space where the discretization error dominates: The
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Figure 5.8: Right-hand side for different spreading parameter in correlation to the length
of the finest grid.

fine grid domain Ω0 = [− 12 : 12 ]2 and rcut = 0.02 so that there is no additional error
from the spreading as shown before. The resulting error maximum norms are shown in
Figure 5.95 .
This figure shows that the maximum norms of the error quarter roughly when the
mesh width is doubled, i. e. an error order of O(h2 ) is induced. The number of grid
levels does not play an important role: The error we do at the interfaces is negligible
compared to the discretization error. However, the situation changes if we use other
values for rcut : In Figure 5.10 also larger values of the spreading parameter are taken
into account6 .
The curves for rcut ∈ {0.01, 0.02} show a second-order error behavior. For the broader
distributions, the error does not decrease for increasing resolution. Again, this results
from the violation of the right-hand side restriction to local support. Here the error from
this violation dominates the behavior. This error is independent of the mesh width.
In total, we could show that coarsening with FAC-based schemes is efficient and accurate for the tested setup. The error behavior is O(h2 ) for a smooth right-hand side
with local support.

5
6

Figure changed compared to journal article (originally function plot instead of bar chart).
Figure changed compared to journal article (originally function plot instead of bar chart).
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Figure 5.9: Error norms for changing fine mesh width (different number of grid levels).

Figure 5.10: Error norms for changing fine mesh width (different spreading parameter).
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5.4 MSV schemes coupled with the FAC approach
In the following, the FAC scheme is extended to a scheme of higher order without losing
its main advantage that the same stencil operations have to be applied everywhere. This
extension has been developed considerably after the publication of the first part of this
chapter. The improved order of the advanced coupling scheme will be demonstrated
for the 5-point stencil and the compact 9-point stencil in 2D, as well as for the 7-point
stencil and 19-point stencil in 3D. The key to higher accuracy is high-order prolongation.

5.4.1 General accuracy of the FAC scheme in grid expansion
Though providing good accuracy for many problems, the FAC scheme introduced before
is not perfect at all. If it is considered to be a local refinement scheme, the error
decreases when adding additional, finer levels: The purpose of refinement is to improve
the accuracy without introducing too much additional computations. The opposite
happens, however, if one thinks in terms of coarsening, i. e. expanding the domain: Here,
the motivation is to significantly decrease the computational effort without loosing too
much accuracy. It can be observed that the interface introduces an error compared to
the non-expanded scheme even in cases where the FD-discretization reproduces the exact
solution.
Although this error is relatively small in other cases (e. g., typical MD setups) its
existence nevertheless has some serious implications. It is quite a flaw in the method
that elliptic problems which can be solved exactly with a fully refined grid and the same
discretization (e.g. if u(x, y) is a quadratic function) cannot be solved accurately when
several grids are coupled. The situation gets even worse if the problem is discretized at
a higher order (e. g. with MSV).
In order to find out where the error results from, reconsider the inter-grid transfers
at the edge of a refined area. It is implied by the residual equation that the residual at
h
the boundary, i. e. at δΩk k+1 , determines the size of correction term at that point. So
the correction is accurate at points that belong to both grids, but not to those that are
only fine-grid points (i. e. hanging nodes).
To get an impression of that effect, consider Poisson’s equation Eqn. (5.1) with cubic
solution
Φ(x, y) = x3 − 3 · x2 · y − 3 · y 2 · x + y 3 .
(5.5)
In this example a two-grid FAC setup is considered.
Here, the right-hand side is zero such that the PDE is homogeneous. The exact
boundary conditions are imposed on the coarsest grid of the expansion. The fine and
coarse residual after one V-cycle are shown in Figure 5.11.
In the area of coupling between both grids, the fine residual is wiggly. On the other
hand, its coarse grid version is smooth and close to zero. The accuracy on the interior
of the fine domain − Ωhk k is directly influenced by the boundary, i. e. the thick lines in
the graph, where a residual with significant magnitude exists.
It can be observed that this residual persists after the application of several V-cycles
(see Figure 5.14). This is consistent with the design of the scheme: Whereas the residual
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Figure 5.11: Surface plot of the fine and restricted residual at the interfaces for the two
level FAC scheme and the cubic test setup. The thick lines show the data
right at the boundary of the refined area.

vanishes on the coarse grid after some iterations (it has been comparatively small there
from the beginning), its fine grid representation virtually doesn’t decrease at all.
The persisting residual at the boundary of the fine domain corresponds to a nonzero error there, and therefore the solution is permanently disturbed from the boundary
conditions imposed on the fine grid. Basically, this perturbation can be observed as a
shift of the numerical solution against the analytical one. Such a shift leads to L2 and
infinity norms of the error that are both in the same order of magnitude. In Table 5.3
the error norms are shown, and the factor between them is roughly two. Basically an
adaption of the discretization at the hanging nodes can be performed, and this is what
is suggested by [66] and followed by [12]. Adapting the stencil corresponds to distorted
elements (or volumes) at the boundary, and in the following another way of fixing the
grid coupling is chosen.

5.4.2 Enhanced interpolation FAC scheme
In order to reduce the error at the hanging nodes, the correction term there has to
be improved. If the stencil is not changed there, the prolongation must be adapted.
Instead of bi-linear interpolation of the correction, cubic spline interpolation is chosen
in the interface area, i. e. the boundary, the first and the second border. In practice, the
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Figure 5.12: Plot of the fine and restricted residuals at the interface for the cubic test
setup and the two-level FAC scheme. The residuals after the first and fourth
V-cycle are shown for the x = −0.5 boundary.
h

k+1
is changed. The rest of the FAC
prolongation operator for the complete mask ++ Ωk+1
scheme, as shown in Algorithm 5.1, remains unchanged, i. e. the order of operations and
in particular the selection of the sub-domain masks are the same as before. In the test
cases shown below, ten V(2,1)-cycles are executed each.
Figure 5.13 shows that both the fine and the coarse grid representation of the residual
are close to zero for the modified scheme already after the first V-cycle. In Figure 5.14
the residuals for the enhanced and normal FAC are plotted. In the enhanced scheme,
the residuals, that persist in the normal scheme, are zero (up to machine accuracy), thus
the problem is solved exactly.
In Figure 5.15 and Figure 5.16 it is demonstrated that the modification of the expansion scheme is the key to accuracy: For the cubic test function and the enhanced scheme,
the numerical error is in the order of the machine precision. For the normal FAC scheme,
in contrast, an error of second order exists, i. e. one that scales proportional to h2 . The
red arrow shows where the threshold of machine precision is located.
Note that the discretization of Poisson’s equation with the five-point stencil yields
the exact solution of the test problem: This is illustrated by the green reference curve
that shows the error norm for one level only. Recalling that a standard V-cycle scheme
with Dirichlet boundary conditions is applied that includes bi-linear interpolation only
then, one can see that the additional error is indeed only an effect of the coupling of two
grids. This implies that the higher-order prolongation error only has to be applied at
the fine grid boundary. Within the fine domain the precise solution will be calculated
by smoother iterations anyway.
The supposed growth in the error norm for growing problem sizes in the enhanced
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Figure 5.13: Surface plot of the fine and restricted residual at the interfaces for the cubic
test and the enhanced FAC scheme. The thick lines show the data right at
the boundary of the refined area.
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Figure 5.14: Comparison of the residuals at the interface for the cubic test setup and
two grid levels for normal and enhanced FAC coupling.
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Table 5.3: L2 and maximum error norms for FAC scheme in cubic test setup.
resolution
172
332
652
1292

Two levels
L2
L∞
1.36 · 10−3
3.55 · 10−4
9.02 · 10−5
2.27 · 10−5

2.55 · 10−3
7.00 · 10−4
1.83 · 10−4
4.69 · 10−5

L2

four levels
L∞

1.47 · 10−2
7.7 · 10−3
1.96 · 10−3
4.96 · 10−4

3.18 · 10−2
1.71 · 10−2
4.38 · 10−3
1.11 · 10−3

1e+00
1e-02
1e-04
2

L2 Norm of error

O(h )
1e-06
1e-08
1e-10
≈0

FD 1 reference, 1 level
1st order ipo., 2 levels
1st order ipo., 4 levels
3rd order ipo., 2 levels
3rd order ipo., 4levels

1e-12
1e-14
1e-16
1e-18
10

100
#unknowns per direction

Figure 5.15: L2 norms of error for the cubic test setup in 2D.
scheme which is still within the machine accuracy is just an effect of summing up more
and more near-zero floating point numbers, when calculating the norm. Also for an
increasing number of grid levels the errors grow. This results from the extreme values of
the solution that increase in the same way, see Table 5.4. These error factors are also the
same for the normal and enhanced FAC, as shown by the fact that the distance between
the corresponding graphs is roughly the same.
The experiment shows that with the modification of the FAC, the original order of the
discretization can be restored for the composition of two or more grids. In the following,
we develop a coupling scheme also for a higher-order FD discretization.

5.4.3 MSV-FAC scheme
After constructing the enhanced scheme, the same idea can be applied to construct one
that preserves a higher-order accuracy with the help of the MSV scheme introduced
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Figure 5.16: Maximum norms of error for the cubic test setup in 2D.
in Chapter 3. As for the enhanced FAC, B-spline interpolation is used. However, the
degree of the interpolating B-spline has to be increased at least to four. In the following,
even an interpolation order of five was chosen for the MSV-FAC scheme. The rest of
the algorithm is left unchanged, except the fact that a Jacobi smoother is used instead
of a Gauss-Seidel one and therefore the number of pre- and post-smoothing steps within
a V-cycle is doubled. This is done because in the numpy code of the experiments a
four-color Gauss-Seidel update of the solution is by far more expensive to calculate than
two Jacobi updates. The code listing for the MSV-FAC in 2D is found in Appendix B.5,
while that of the according V-cycles used for the solution on the coarsest expanded grid
is provided in Appendix B.4. Ten V(4,2)-cycles are executed in each of the following
experiments.
First, test problems in 2D and 3D are shown and discussed. An overview over the test
cases and some of their properties is given in Table 5.4. With the MSV-FAC scheme,
it is possible to reconstruct a fourth-order polynomial solution, e. g. Poisson’s equation
with
Φ(x, y) = x4 + y 4 − 6 · x2 · y 2 .
The error norms for this test case and the enhanced FAC for both FD1 and MSV
discretization are shown in Figure 5.17 and Figure 5.18. The red arrow again illustrates
where the threshold for numerical accuracy is located.
The FD1 discretization is not accurate enough to solve the test problem exactly. This
is fundamentally different from the cubic test case and is illustrated by the fact that the
green curve for the problem without grid expansion is considerably large. The errors for
two and four grids are by one resp. three orders of magnitude larger than that for one
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Table 5.4: Overview over properties of the test cases for the enhanced FAC schemes.
Due to symmetry of the test setups, the values at the outermost points are
the function values at the corners of the coarsest expanded grid.
name
cubic
fourth-order
MD (Bolten)

dim.

Homogen.
rhs.

2D
2D
3D

yes
yes
no

absolute value of Φ at outermost point
1 level
2 levels
4 levels
4
4
4.59 · 10−2

24
64
2.30 · 10−2

2, 048
16, 384
5.74 · 10−3

1e+02
1e+00
1e-02

L2 Norm of error

1e-04
O(h2)

1e-06
1e-08
1e-10

≈0

FD 1 3rd order ipo., 1 level
FD 1 3rd order ipo., 2 levels
FD 1 3rd order ipo., 4 levels
MSV 5th order ipo., 1 level
MSV 5th order ipo., 2 levels
MSV 5th order ipo., 4levels

1e-12
1e-14
1e-16
1e-18
10

100
#unknowns per direction

Figure 5.17: L2 norms of error for the fourth-order polynomial 2D test setup with the
enhanced FD1- and MSV-FAC schemes.
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Figure 5.18: Maximum norms of error for the fourth-order polynomial 2D test setup with
the enhanced FD1- and MSV-FAC schemes.

grid only. I strongly suppose that this is a result of the solution function itself that is
increasing rapidly for larger domains. All three plots for the FD1 discretization show an
O(h2 ) behavior.
In contrast, the MSV-based FAC can solve the problem exactly despite numerical
errors due to limited machine precision. Again they grow for larger problem sizes,
basically since more values are summed up in the norm calculation then. Similar to the
graphs for FD1 discretization, the errors increase by one resp. three orders of magnitude
for two resp. four expansion levels. The reproduction of this behavior is another indicator
that the error results from the fast growth of the solution on several grids.
Besides those tests in 2D, also the MD test case as used in [12], i. e. Eqn. (5.3)
and Eqn. (5.4) with R = 0.25 was looked at. Error norms for this test are shown in
Figure 5.19–5.22 for two and four levels of grid expansion. Here, error norms for different orders of interpolation are plotted for varying resolutions and fixed number of
expansion levels within each figure. To get an overall impression, all measured values
and the exact orders are also displayed in Table 5.5–5.8.
The error norms for two level expansion are shown in Figure 5.19 and Figure 5.20.
Additionally to the test plots, the FD1 and MSV reference lines show the discretization
error for the test problem without interfaces. In the infinity norm (see Figure 5.19) the
FD1 reference implementation shows an error behavior of slightly better than O(h2 ),
whereas the MSV reference line shows behavior between O(h3 ) and O(h4 ). When increasing the resolution from 1293 to 2573 , the order considerably improves. In this test
case, the order of interpolation does not play a role for the infinity norm; all variants of
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Figure 5.19: Maximum error norms for the 3D MD setup, two expansion levels and
different orders of interpolation.
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Figure 5.20: L2 error norms for the 3D MD setup, two expansion levels and different
orders of interpolation.
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Figure 5.21: Maximum error norms for the 3D MD setup, four expansion levels and
different orders of interpolation.

the MSV-FAC reach the same accuracy as the reference version with only one grid.
However, the picture changes if one takes into consideration the L2 norms (see Figure 5.20). Here, the MSV-FAC variant with tri-linear interpolation performs not as well
as the versions with higher orders at the highest resolution, and none of the two-grid setups reaches the accuracy of the reference setup. In contrast to the previous experiment
with the fourth-order polynomial, quadratic splines are accurate enough to interpolate
the solution on the interfaces such that cubic and fifth-order splines do not increase the
accuracy further. The behavior of the L2 error norms is significantly higher than that
of the infinity norms: Here, orders around 5–6 are achieved.
In the test case with four levels of expansion the interpolation order plays also an
increased role for the maximum norms (displayed in Figure 5.21). For this norm, the
error order of the at least quadratic interpolation variants is significantly higher at
relatively low resolutions, whereas no difference was visible in the test with two grid
levels for those. For the tri-linear interpolation, the error order drops to roughly 3, so
that the errors are one order of magnitude larger than the reference value for the highest
resolution. Similar to the results with two grids, the errors for all higher interpolation
orders are almost the same. The error order is approximately 4 for these variants and
increases for the highest resolution.
The L2 norms of the error in the four levels test case are shown in Figure 5.22 and show
an even larger difference between the first and the higher-order variants of the MSV-FAC.
Already at a resolution of 333 grid points, a gap is visible that widens drastically with
increasing resolution: For 2563 points the factor between both curves is approximately
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Figure 5.22: L2 error norms for the 3D MD setup, four expansion levels and different
orders of interpolation.

50. Basically, the error order of the tri-linear interpolation scheme with MSV drops
to the same level (≈ 3.5) as for the FAC with 7-point discretization. In contrast, the
error order of the quadratic and higher order interpolation variants is clearly above 5.
Compared to the MSV reference, the errors of MSV-FAC schemes with at least quadratic
interpolation are roughly by one third larger (almost independent of the resolution). The
behavior of all variants with at least second order interpolation is identical again.
Additionally to the values shown in the figures discussed before, Table 5.5–5.8 include
also error norms for the FAC discretized with the 7-point stencil for tri-linear and cubic
spline interpolation (i. e.the enhanced FAC scheme). In contrast to the 2D polynomial
test setup (Eqn. (5.5)), the order of the interpolation does not change any of the results
for that discretization. Furthermore, the error norms are independent of the number of
expanding grid levels and match the FD1 reference line exactly. This implies that the
dominating error term is the discretization error of the 7-point stencil in these cases.
The results demonstrate that the order of interpolation plays a key role in the FAC
coupling of grids and is an alternative to adapting the discretization stencils at hanging
nodes. The negative effect of low-order interpolation on the error strongly depends
on the number of expansion levels, since slight errors from the coarse grid interfaces
are propagated through the grid hierarchy and sum up on the finest grid, polluting the
solution. Although the interpolation order plays a role at high resolutions for setups with
few grids, its importance increases for adding more expansion levels. If an appropriate
order is chosen, the error order of the discretization (MSV and 7-point stencil) can be
reached in L2 and infinity norms. The necessary prolongation order can depend on the
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Table 5.5: Maximum error norms for MD setup and two resp. four levels of grid expansion. Factor shows how the error is decreased when the grid is refined from
half the resolution, and order is the corresponding order in that norm.
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MSV,
1st order

173
333
653
1293
2573

7.95 · 10−3
6.99 · 10−4
6.34 · 10−5
5.91 · 10−6
2.69 · 10−7

–
11.4
11.0
10.7
22.0

–
3.67
3.54
3.46
4.48

8.28 · 10−3
7.68 · 10−4
7.62 · 10−5
9.00 · 10−6
1.04 · 10−6

–
10.8
10.1
8.5
8.6

–
3.58
3.41
3.12
3.13

MSV,
2nd order

173
333
653
1293
2573

8.04 · 10−3
7.11 · 10−4
6.50 · 10−5
6.11 · 10−6
2.93 · 10−7

–
11.3
10.9
10.6
20.8

–
3.50
3.45
3.41
4.38

8.28 · 10−3
7.45 · 10−4
6.71 · 10−5
6.26 · 10−6
2.89 · 10−7

–
11.1
11.1
10.7
21.0

–
3.47
3.47
3.42
4.39

MSV,
3rd order

173
333
653
1293
2573

8.04 · 10−3
7.11 · 10−4
6.50 · 10−5
6.11 · 10−6
2.93 · 10−7

–
11.3
10.9
10.6
20.8

–
3.50
3.45
3.41
4.38

8.27 · 10−3
7.44 · 10−4
6.70 · 10−5
6.25 · 10−6
2.98 · 10−7

–
11.1
11.1
10.7
21.0

–
3.47
3.47
3.42
4.39

MSV,
5th order

order

173
333
653
1293
2573

8.07 · 10−3
7.11 · 10−4
6.50 · 10−5
6.11 · 10−6
2.93 · 10−7

–
11.4
10.9
10.6
20.8

–
3.51
3.45
3.41
4.38

8.34 · 10−3
7.45 · 10−4
6.70 · 10−5
6.25 · 10−6
2.98 · 10−7

–
11.2
11.1
10.7
21.0

–
3.48
3.47
3.42
4.39

FD1
first order

order

four grids
norm
factor

173
333
653
1293
2573

9.56 · 10−2
2.12 · 10−2
5.13 · 10−3
1.27 · 10−3
3.16 · 10−4

–
4.5
4.1
4.1
4.0

–
2.17
2.05
2.02
2.01

9.61 · 10−2
2.14 · 10−2
5.16 · 10−3
1.28 · 10−3
3.18 · 10−4

–
4.5
4.1
4.0
4.0

–
2.17
2.05
2.02
2.01

FD1,
3rd order

Two grids
norm
factor

173
333
653
1293
2573

9.56 · 10−2
2.12 · 10−2
5.13 · 10−3
1.27 · 10−3
3.16 · 10−4

–
4.5
4.1
4.1
4.0

–
2.17
2.05
2.02
2.01

9.62 · 10−2
2.14 · 10−2
5.15 · 10−3
1.27 · 10−3
3.17 · 10−4

–
4.5
4.1
4.1
4.0

–
2.17
2.05
2.02
2.01

5.5 Review of expansion

Table 5.6: Maximum error norms for MD setup: reference values for MSV and FD1
without grid expansion.
MSV, one grid
norm
factor order
173
333
653
1293
2573

7.72 · 10−3
6.66 · 10−4
6.23 · 10−5
5.92 · 10−6
2.87 · 10−7

–
11.6
10.7
10.5
20.6

–
3.53
3.42
3.40
4.37

FD1, one grid
norm
factor order
9.52 · 10−2
2.12 · 10−2
5.12 · 10−3
1.26 · 10−3
3.15 · 10−4

–
4.5
4.1
4.1
4.0

–
2.17
2.05
2.02
2.01

test problem. For the MD setup discussed in this subsection, appropriate orders are
second for the MSV and first for the 7-point stencil.

5.5 Review of expansion
Within this chapter, a way for designing a multi-grid scheme was shown that models
open boundary conditions. This is achieved by hierarchical coarsening and expansion.
After an introduction of notation necessary for the description of the grid hierarchy, the
algorithm was formulated as Algorithm 5.1. It was shown in experiments that the FAC
provides as good convergence properties as a fully refined scheme. It was also evaluated,
to what extent the right hand side can be spread while still allowing accurate results.
The design goal of the introduced FAC scheme is that it only applies regular stencils
to different subsets of the computational domain, which is itself composed of grids with
different spatial resolutions and diameters. A drawback of the method introduced in the
first half of the chapter is that it does not reproduce the error order of the discretization.
One could solve that problem by adapting the discretization at the boundary layers as
was proposed in the original FAC (cf. [66, 12]).
The proposed work-around is higher-order interpolation at the interfaces between
grids, and it was shown for polynomial test problems that this enables the original order
again. However, in test problems where the discretization error dominates (as in the
last test case for the 7-point stencil), increasing the interpolation order is not necessary
and does not change anything. The idea is very useful nevertheless: More accuracy
in the interpolation improves the solution if the FAC is combined with MSV and the
discretization error itself is very small and of high order. In the presented FAC-MSV,
quadratic splines are required to recover the error order of the MSV (as shown in the last
test case) and fourth-order splines are required for prolongation to reconstruct the exact
solution for the fourth-degree polynomial test case. The absolute value of the error’s
L2 norm, however, increases for the FAC-MSV with the number of expansion levels. In
contrast to the schemes with first-order prolongation, this factor is independent of the
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Table 5.7: L2 error norms for MD setup and two resp. four levels of grid expansion.
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MSV,
1st order

order

173
333
653
1293
2573

1.27 · 10−5
5.29 · 10−7
1.01 · 10−8
2.33 · 10−10
6.57 · 10−12

–
24.0
52.6
43.2
35.5

–
4.58
5.72
5.43
5.15

1.71 · 10−5
8.78 · 10−7
3.36 · 10−8
2.31 · 10−9
1.90 · 10−10

–
19.5
26.1
14.5
12.2

–
4.29
4.71
3.86
3.61

MSV,
2nd order

four grids
factor

173
333
653
1293
2573

1.37 · 10−5
5.78 · 10−7
1.20 · 10−8
2.94 · 10−10
3.35 · 10−12

–
23.7
48.3
40.6
87.8

–
4.57
5.59
5.34
6.46

1.70 · 10−5
7.43 · 10−7
1.53 · 10−8
3.77 · 10−10
4.26 · 10−12

–
22.9
48.5
40.6
88.6

–
4.51
5.60
5.34
6.47

MSV,
3rd order

norm

173
333
653
1293
2573

1.36 · 10−5
5.76 · 10−7
1.19 · 10−8
2.93 · 10−10
3.33 · 10−12

–
23.7
48.3
40.6
88.0

–
4.57
5.59
5.34
6.46

1.69 · 10−5
7.39 · 10−7
1.52 · 10−8
3.75 · 10−10
4.21 · 10−12

–
22.8
48.5
40.6
89.0

–
4.51
5.60
5.34
6.48

MSV,
5th order

order

173
333
653
1293
2573

1.40 · 10−5
5.76 · 10−7
1.19 · 10−8
2.93 · 10−10
3.33 · 10−12

–
24.3
48.3
40.6
88.0

–
4.60
5.60
5.34
6.46

1.76 · 10−5
7.41 · 10−7
1.52 · 10−8
3.75 · 10−10
4.22 · 10−12

–
23.8
48.6
40.6
89.0

–
4.57
5.60
5.34
6.48

FD1
first order

Two grids
factor

173
333
653
1293
2573

4.35 · 10−5
3.11 · 10−6
2.46 · 10−7
2.09 · 10−8
1.82 · 10−9

–
14.0
12.7
11.8
11.5

–
3.80
3.66
3.56
3.52

4.72 · 10−5
3.39 · 10−6
2.63 · 10−7
2.23 · 10−8
1.94 · 10−9

–
13.9
12.9
11.8
11.5

–
3.80
3.69
3.56
3.52

FD1,
3rd order

norm

173
333
653
1293
2573

4.40 · 10−5
3.13 · 10−6
2.46 · 10−7
2.09 · 10−8
1.82 · 10−9

–
14.0
12.7
11.8
11.5

–
3.81
3.67
3.56
3.52

4.72 · 10−5
3.33 · 10−6
2.56 · 10−7
2.17 · 10−8
1.88 · 10−9

–
14.2
13.0
11.8
11.5

–
3.82
3.70
3.56
3.53

5.5 Review of expansion

Table 5.8: L2 error norms for MD setup: reference values for MSV and FD1 without
grid expansion.
MSV, one grid
norm
factor order
173
333
653
1293
2573

1.04 · 10−5
4.01 · 10−7
8.42 · 10−9
2.08 · 10−10
2.43 · 10−12

–
25.8
47.6
40.6
85.3

–
4.69
5.57
5.34
6.41

FD1, one grid
norm
factor order
4.22 · 10−5
3.04 · 10−6
2.43 · 10−7
2.07 · 10−8
1.80 · 10−9

–
13.9
12.5
11.7
11.5

–
3.79
3.65
3.55
3.52

resolution and can be acceptable in cases where the exact boundary values are unknown,
and the expansion helps to save computing time.
One issue that should be discussed is that the splines for the interpolation contradict the original design goal to use only local stencils on different subsets. For the
calculation of the spline coefficients, the solution of a system of equations (with a band
structure) is required. Since the calculation of the coefficients can be separated into
univariate splines, the computational effort may be comparably low, though. From the
programmer’s view, the splines offer one clear advantage compared to setting up adapted
discretization stencils at the interfaces: The calculation of the coefficients is a standard
method in computer science and in many applications and efficient implementations are
around even on GPUs, while setting up asymmetric MSV stencils at the boundary points,
is not a standard method. (Of course it is possible, e. g. with the tool set introduced in
Chapter 3). Switching to a higher order discretization scheme means that one simply
has to adapt the order of the splines for the prolongation in addition. However, there are
some pitfalls: In my code it turned out that it is better to use several univariate splines
instead of one multivariate, since the available 3D spline implementations from image
processing were only approximating the coarse grid values and not necessarily interpolating them (i. e. the prolongated value at a coarse grid point location was not equal
to the coarse grid value anymore). Furthermore, one has to use the correct boundary
conditions to avoid wiggles near the interfaces. As the prolongated field is a correction,
I chose all derivatives of the interpolating spline to be zero at the first and last point of
the prolongation (which is also known ”constant extrapolation” sometimes).
In total, the proposed variant of the FAC method is well-suited for FD methods
with compact stencils. For those, its great advantage is that all operations are local
stencils that have to be applied to a certain mask of the grid. Determining these masks
is crucial, but despite that part, the algorithm can be easily implemented in parallel
languages like OpenCL, since the idea of using kernels for the computation perfectly
fits its needs. Furthermore, efficient interpolation implementations are also available on
these platforms. For other discretization methods, like FE, there could be other, more
efficient options. In frameworks like hhg [7, 42], the interface would be modeled as a
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separate primitive that couples two grids of different resolution and that is treated on
its own.
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Chapter 6
Conclusion
Different facets of high-order FD schemes, more precisely MSV schemes, were discussed.
Milestones of this development are summarized here, before future steps for research on
high-order FD methods are proposed.

6.1 Review
Regarding the theory of MSVs, the major outcome of my research is the introduction
of the optimal stencil generation algorithms Algorithm 3.2 and Algorithm 3.1, demonstrating that the systematic and robust synthesis of compact fourth-order FD schemes is
possible. For the second approach it was shown that, having a model description for the
coefficient in a PDE, the generation can be split into two parts, where the second part
consists merely of the solution of a least-squares problem. In a Maple implementation,
this second part was executed fast enough to apply it at every position in the domain
for a problem with more than 106 grid points.
For the application software RSDFT it was demonstrated that the staggered coefficient
MSV approach proves to be an interesting alternative, having the same convergence
properties as the (costly to calculate) aligned exact coefficient MSV version that is
favorable in terms of the error order. Compared to a staggered seven-point discretization
of second order, the MSV converges about twice as fast for identical cycling strategies.
The convergence and the higher accuracy are two advantages of all investigated MSV
schemes that compensate for its higher computational cost per cycle. If the stencil is
calculated on-the-fly, those convergence properties can be preserved for V-cycle schemes
with few pre- and post-smoother steps. For highly irregular setups those show, however,
divergence. Here, adapted cycling strategies are necessary.
In the field of grid coupling and local refinement schemes, it was shown how the
FAC scheme can be improved in two ways: First, adapted discretization stencils at
the grid interfaces were avoided by increasing the interpolation order in the expansion
phase, so that erroneous behavior in the residuals at the interfaces vanishes. Second,
integration of the MSV discretization was performed. Using the previous idea of highorder interpolation, the integration works without any problems. The applied multigrid
solver, the expansion strategy, and the MSV accord very well.
It is worthwhile to note that there is a subtle difference between grid refinement and
expansion: Considering refinement, the goal is to reduce the error by better resolving
part of the computational domain. Due to better discretization in this area, the error
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there decreases. Even if the coupling is not done correctly and some extra error is
introduced by it, the overall error can still be smaller than the original one. Also the
asymptotic behavior, i. e., the error order, can suffer from that. In an expansion problem
the task is to decrease the resolution of a certain part of the domain without increasing
the total error. If an error is made when the two sub-domains are coupled, the total error
will be larger than in the original problem, even if the errors in the coarsely resolved
part of the domain are not. This should be kept in mind, whenever refinement schemes
are applied for reducing the computational cost.
Finally, I think that MSV schemes have the potential to play a decisive role within
scientific computing in the future.

6.2 Future steps
Two central ideas form the basis for efficient implementation in my opinion: the splitting
of the stencil generator algorithms into two parts and the selection of a high-order
prolongation operator in the enhanced FAC.
The first idea enables us to enhance the stencil creation: By applying code generation
techniques, an adapted least-squares solver can be generated from the solution of the
general setup for a given coefficient model. This solver code can be a program in C
(or another compiled language), already adapted to the numerical problem. With this
approach, the speed of the stencil creation could be increased significantly. Since this
generated code is a procedural description of the stencil, it could also be included into
the multigrid components and be executed on-the-fly. However, the performance of
this approach needs to be investigated. Furthermore, the second phase (solution of
least squares problem) depends only on local data and can therefore be parallelized in a
straightforward way. In RSDFT, where the communication of halos is already implemented
and the solution and coefficient data arrays are synchronized via that mechanism, not
even additional communication in the solver iteration is needed.
In a heterogeneous environment like RSDFT, where control flow is executed in python,
it is no problem to execute the first, general part of the stencil calculation, to compile
the generated (C-)code for the second part, and then to execute the latter. This works
as well for, e. g., OpenCL code, if the solution of the least squares problem is executed
in device code.
With the second idea, the adaptation of the stencils near the interfaces of the composite
grid can be avoided. This is of advantage since its replacement is a standard technique:
spline interpolation. Hence, ready-to-use implementations of it exist on various hardware
and software platforms, including efficient and parallel versions. The experiments showed
that tri-cubic splines provide sufficient accuracy for typical setups in MD, improving the
situation further, as those are commonly used in other tasks, e. g., image processing,
therefore being well studied. Other interpolation could be applied efficiently as well.
As multigrid methods can be parallelized efficiently and scale up to almost arbitrary
sizes, the parallelization of the MSV generation is the next logical step. All components
proposed are intrinsically parallel, requiring a ghost layer around the data patches at
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some points. It has to be mentioned that the high-order interpolation can require more
than one halo or alternatively several communication steps during the computation. In
total, the integration of these components into parallel codes is possible with moderate
effort. The combination of MSV schemes and geometric MG solvers is very promising,
i. e., convergence properties are better than those of low-order schemes.
In total, the staggered MSV variants should not be underestimated. They provide a
good trade-off between accuracy and setup cost. Depending on the problem area and the
tolerance for errors, they should be taken into consideration when selecting a suitable
discretization method.

139

Appendix A
Tables
In the tables on the following pages, error norms, reduction rates and convergence orders
in the L2 and infinity norms of the test cases described in Subsection 3.6.1 are shown as
well as the condition numbers of the system matrices. The setups have been provided
in Table 3.2.
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Table A.1: Error norms of variable coefficient test case 1, cf. Table 3.2.
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norm

Aligned,
2nd order

9
17
33
65
129
257

–
5.68
5.65
5.65
5.66
5.66

–
2.51
2.50
2.50
2.50
2.50

6.25 · 10−3
1.72 · 10−3
4.55 · 10−4
1.17 · 10−4
2.97 · 10−5
7.47 · 10−6

–
3.63
3.79
3.89
3.94
3.97

–
1.86
1.92
1.96
1.98
1.99

Aligned,
3rd order

9
17
33
65
129
257

4.72 · 10−4
4.02 · 10−5
3.49 · 10−6
3.07 · 10−7
2.70 · 10−8
2.38 · 10−9

–
11.76
11.49
11.39
11.35
11.34

–
3.56
3.52
3.51
3.50
3.50

8.10 · 10−4
9.45 · 10−5
1.17 · 10−5
1.46 · 10−6
1.82 · 10−7
2.27 · 10−8

–
8.57
8.09
8.03
8.01
8.00

–
3.10
3.02
3.01
3.00
3.00

Aligned,
5th order

9
17
33
65
129
257

106
427
1, 714
6, 861
27, 450
109, 806

2.36 · 10−5
1.03 · 10−6
4.44 · 10−8
1.94 · 10−9
8.48 · 10−11
4.58 · 10−12

–
22.95
23.15
22.95
22.83
18.51

–
4.52
4.53
4.52
4.51
4.21

5.90 · 10−5
3.96 · 10−6
2.51 · 10−7
1.56 · 10−8
9.25 · 10−10
8.21 · 10−11

–
14.87
15.83
16.06
16.87
11.26

–
3.89
3.98
4.01
4.08
3.49

Aligned,
exact

9
17
33
65
129
257

106
427
1, 714
6, 861
27, 450
109, 806

2.91 · 10−6
1.30 · 10−7
5.75 · 10−9
2.55 · 10−10
1.22 · 10−11
3.87 · 10−12

–
22.43
22.60
22.57
20.87
3.15

–
4.49
4.50
4.50
4.38
1.66

5.54 · 10−6
3.60 · 10−7
2.26 · 10−8
1.46 · 10−9
1.33 · 10−10
6.86 · 10−11

–
15.39
15.96
15.49
10.98
1.93

–
3.94
4.00
3.95
3.46
0.95

Staggered,
FD1

cond(A)

norm

107
429
1, 716
6, 863
27, 452
109, 808

2.54 · 10−3
4.47 · 10−4
7.91 · 10−5
1.40 · 10−5
2.47 · 10−6
4.37 · 10−7

106
427
1, 714
6, 861
27, 450
109, 806

∞ norm
factor

order

9
17
33
65
129
257

106
427
1, 714
6, 862
27, 451
109, 806

8.27 · 10−4
1.47 · 10−4
2.60 · 10−5
4.59 · 10−6
8.12 · 10−7
1.27 · 10−7

–
5.63
5.65
5.65
5.66
6.39

–
2.49
2.50
2.50
2.50
2.68

1.58 · 10−3
4.07 · 10−4
1.02 · 10−4
2.56 · 10−5
6.39 · 10−6
1.41 · 10−6

–
3.87
4.00
3.98
4.00
4.54

–
1.95
2.00
1.99
2.00
2.18

Staggered,
MSV

L2 norm
factor

Size

order

9
17
33
65
129
257

106
427
1, 714
6, 862
27, 451
109, 806

4.75 · 10−4
8.72 · 10−5
1.55 · 10−5
2.75 · 10−6
4.87 · 10−7
1.02 · 10−7

–
5.45
5.61
5.65
5.66
4.75

–
2.45
2.49
2.50
2.50
2.25

9.05 · 10−4
2.42 · 10−4
6.10 · 10−5
1.53 · 10−5
3.84 · 10−6<
1.15 · 10−6

–
3.74
3.97
3.98
3.99
3.33

–
1.90
1.99
1.99
2.00
1.74

Table A.2: Error norms of variable coefficient test case 2, cf. Table 3.2.

norm

Aligned,
2nd order

9
17
33
65
129
257

–
78.24
20.31
23.17
18.66
8.50

–
6.29
4.34
4.53
4.22
3.09

3.35 · 10−2
1.00 · 10−3
7.82 · 10−5
4.75 · 10−6
2.67 · 10−7
3.06 · 10−8

–
33.34
12.84
16.47
17.74
8.74

–
5.06
3.68
4.04
4.15
3.13

Aligned,
3rd order

9
17
33
65
129
257

1.45 · 10−2
1.90 · 10−4
9.45 · 10−6
4.18 · 10−7
2.03 · 10−8
1.18 · 10−9

–
76.68
20.08
22.62
20.54
17.23

–
6.26
4.33
4.50
4.36
4.11

3.33 · 10−2
1.05 · 10−3
8.42 · 10−5
5.63 · 10−6
3.95 · 10−7
2.99 · 10−8

–
31.69
12.49
14.96
14.24
13.23

–
4.99
3.64
3.90
3.83
3.73

Aligned,
5th order

9
17
33
65
129
257

106
427
1714
6861
27450
109806

1.45 · 10−2
1.89 · 10−4
9.35 · 10−6
4.01 · 10−7
1.76 · 10−8
7.76 · 10−10

–
76.83
20.23
23.31
22.79
22.70

–
6.26
4.34
4.54
4.51
4.50

3.31 · 10−2
1.01 · 10−3
7.88 · 10−5
4.95 · 10−6
3.11 · 10−7
1.95 · 10−8

–
32.82
12.81
15.90
15.94
15.97

–
5.04
3.68
3.99
3.99
4.00

Aligned,
exact

9
17
33
65
129
257

106
427
1714
6861
27450
109806

1.45 · 10−2
1.89 · 10−4
9.35 · 10−6
4.01 · 10−7
1.76 · 10−8
7.76 · 10−10

–
76.87
20.23
23.31
22.79
22.70

–
6.26
4.34
4.54
4.51
4.50

3.31 · 10−2
1.01 · 10−3
7.88 · 10−5
4.95 · 10−6
3.11 · 10−7
1.95 · 10−8

–
32.84
12.81
15.90
15.94
15.95

–
5.04
3.68
3.99
3.99
4.00

Staggered,
FD1

cond(A)

norm

107
429
1716
6863
27452
109808

1.48 · 10−2
1.89 · 10−4
9.33 · 10−6
4.03 · 10−7
2.16 · 10−8
2.54 · 10−9

106
427
1714
6861
27450
109806

∞ norm
factor

order

9
17
33
65
129
257

106
427
1714
6862
27451
109806

7.72 · 10−3
2.80 · 10−3
4.80 · 10−4
8.39 · 10−5
1.48 · 10−5
2.61 · 10−6

–
2.76
5.84
5.72
5.67
5.67

–
1.46
2.55
2.52
2.50
2.50

1.84 · 10−2
1.37 · 10−2
3.23 · 10−3
7.94 · 10−4
1.98 · 10−4
5.01 · 10−5

–
1.35
4.25
4.06
4.01
3.94

–
0.43
2.09
2.02
2.01
1.98

Staggered,
MSV

L2 norm
factor

Size

order

9
17
33
65
129
257

106
427
1714
6862
27451
109806

1.44 · 10−2
1.72 · 10−4
9.18 · 10−6
1.42 · 10−6
2.73 · 10−7
7.90 · 10−8

–
83.47
18.77
6.45
5.21
3.46

–
6.38
4.23
2.69
2.38
1.79

3.31 · 10−2
9.22 · 10−4
5.55 · 10−5
8.98 · 10−6
2.32 · 10−6
1.27 · 10−6

–
35.88
16.61
6.19
3.87
1.82

–
5.16
4.05
2.63
1.95
0.86

143

Appendix A Tables

Table A.3: Error norms of variable coefficient test case 3, cf. Table 3.2.

144

norm

Aligned,
2nd order

9
17
33
65
129
257

–
4.71
6.41
5.76
5.68
5.66

–
2.24
2.68
2.53
2.50
2.50

3.61 · 10−3
1.08 · 10−3
2.94 · 10−4
7.47 · 10−5
1.88 · 10−5
4.70 · 10−6

–
3.33
3.69
3.93
3.98
3.99

–
1.73
1.88
1.97
1.9
2.00

Aligned,
3rd order

9
17
33
65
129
257

4.86 · 10−3
2.55 · 10−4
1.09 · 10−5
9.68 · 10−7
8.53 · 10−8
7.49 · 10−9

–
19.08
23.42
11.24
11.36
11.38

–
4.25
4.55
3.49
3.51
3.51

1.34 · 10−2
1.27 · 10−3
7.74 · 10−5
1.09 · 10−5
1.37 · 10−6
1.71 · 10−7

–
10.56
16.39
7.12
7.94
8.01

–
3.40
4.03
2.83
2.99
3.00

Aligned,
5th order

9
17
33
65
129
257

173
690
2759
11038
44154
176619

2.20 · 10−3
2.64 · 10−5
9.57 · 10−7
4.15 · 10−8
1.83 · 10−9
8.13 · 10−11

–
83.35
27.57
23.04
22.71
22.50

–
6.38
4.78
4.53
4.50
4.49

7.98 · 10−3
2.04 · 10−4
9.81 · 10−6
5.83 · 10−7
3.60 · 10−8
2.26 · 10−9

–
39.15
20.77
16.82
16.18
15.95

–
5.29
4.38
4.07
4.02
4.00

Aligned,
exact

9
17
33
65
129
257

172
690
2759
11038
44154
176619

4.34 · 10−3
2.63 · 10−5
9.65 · 10−7
4.16 · 10−8
1.83 · 10−9
8.10 · 10−11

–
165.10
27.23
23.19
22.75
22.61

–
7.37
4.77
4.54
4.51
4.50

1.29 · 10−2
2.02 · 10−4
1.00 · 10−5
5.88 · 10−7
3.61 · 10−8
2.28 · 10−9

–
63.89
20.16
17.03
16.27
15.87

–
6.00
4.33
4.09
4.02
3.99

Staggered,
FD1

cond(A)

norm

172
689
2759
11038
44154
176619

1.27 · 10−3
2.69 · 10−4
4.19 · 10−5
7.28 · 10−6
1.28 · 10−6
2.27 · 10−7

173
689
2759
11038
44154
176619

∞ norm
factor

order

9
17
33
65
129
257

172
690
2759
11038
44154
176619

3.48 · 10−3
2.88 · 10−4
5.02 · 10−5
8.86 · 10−6
1.56 · 10−6
2.80 · 10−7

–
12.06
5.74
5.67
5.68
5.57

–
3.59
2.52
2.50
2.51
2.48

1.13 · 10−2
1.50 · 10−3
3.60 · 10−4
8.91 · 10−5
2.22 · 10−5
5.61 · 10−6

–
7.52
4.17
4.04
4.01
3.96

–
2.91
2.06
2.01
2.00
1.98

Staggered,
MSV

L2 norm
factor

Size

order

9
17
33
65
129
257

172
690
2759
11038
44154
176619

1.07 · 10−3
1.97 · 10−4
3.56 · 10−5
6.33 · 10−6
1.12 · 10−6
1.95 · 10−7

–
5.41
5.53
5.63
5.63
5.76

–
2.43
2.47
2.49
2.49
2.53

2.52 · 10−3
1.03 · 10−3
2.72 · 10−4
6.88 · 10−5
1.73 · 10−5
4.27 · 10−6

–
2.46
3.77
3.96
3.98
4.05

–
1.30
1.92
1.98
1.99
2.02

Table A.4: Error norms of variable coefficient test case 4, cf. Table 3.2.

norm

Aligned,
2nd order

9
17
33
65
129
257

–
132.73
1.38
4.66
5.41
5.60

–
7.05
0.46
2.22
2.44
2.48

1.34 · 10−1
2.52 · 10−3
1.46 · 10−3
4.38 · 10−4
1.15 · 10−4
2.91 · 10−5

–
53.34
1.73
3.33
3.81
3.95

–
5.74
0.79
1.74
1.93
1.98

Aligned,
3rd order

9
17
33
65
129
257

4.16 · 10−2
1.28 · 10−3
8.84 · 10−5
4.51 · 10−6
2.79 · 10−7
2.27 · 10−8

–
32.61
14.42
19.61
16.16
12.31

–
5.03
3.85
4.29
4.01
3.62

1.08 · 10−1
5.93 · 10−3
5.61 · 10−4
4.35 · 10−5
3.55 · 10−6
3.24 · 10−7

–
18.19
10.56
12.89
12.27
10.97

–
4.19
3.40
3.69
3.62
3.46

Aligned,
5th order

9
17
33
65
129
257

173
690
2759
11038
44154
176619

5.76 · 10−2
1.05 · 10−3
4.14 · 10−5
1.82 · 10−6
8.03 · 10−8
3.57 · 10−9

–
54.84
25.37
22.77
22.64
22.47

–
5.78
4.67
4.51
4.50
4.49

1.40 · 10−1
4.17 · 10−3
2.86 · 10−4
1.76 · 10−5
1.09 · 10−6
6.86 · 10−8

–
33.65
14.60
16.29
16.06
15.93

–
5.07
3.87
4.03
4.01
3.99

Aligned,
exact

9
17
33
65
129
257

172
690
2759
11038
44154
176619

4.24 · 10−2
8.02 · 10−4
3.85 · 10−5
1.78 · 10−6
7.99 · 10−8
3.56 · 10−9

–
52.93
20.83
21.57
22.33
22.44

–
5.73
4.38
4.43
4.48
4.49

1.04 · 10−1
3.36 · 10−3
2.72 · 10−4
1.73 · 10−5
1.09 · 10−6
6.85 · 10−8

–
31.07
12.38
15.68
15.90
15.91

–
4.96
3.63
3.97
3.99
3.99

Staggered,
FD1

cond(A)

norm

172
689
2759
11038
44154
176619

5.43 · 10−2
4.09 · 10−4
2.96 · 10−4
6.36 · 10−5
1.17 · 10−5
2.10 · 10−6

173
689
2759
11038
44154
176619

∞ norm
factor

order

9
17
33
65
129
257

172
690
2759
11038
44154
176619

5.10 · 10−2
2.79 · 10−3
4.74 · 10−4
8.29 · 10−5
1.46 · 10−5
2.58 · 10−6

–
18.27
5.88
5.72
5.67
5.66

–
4.19
2.56
2.52
2.50
2.50

1.37 · 10−1
1.53 · 10−2
3.61 · 10−3
8.91 · 10−4
2.24 · 10−4
5.60 · 10−5

–
8.93
4.24
4.05
3.98
4.00

–
3.16
2.08
2.02
1.99
2.00

Staggered,
MSV

L2 norm
factor

Size

order

9
17
33
65
129
257

172
690
2759
11038
44154
176619

4.77 · 10−2
4.93 · 10−4
1.06 · 10−4
1.92 · 10−5
3.42 · 10−6
6.00 · 10−7

–
96.79
4.64
5.53
5.61
5.70

–
6.60
2.21
2.47
2.49
2.51

1.11 · 10−1
2.84 · 10−3
9.43 · 10−4
2.47 · 10−4
6.25 · 10−5
1.55 · 10−5

–
39.17
3.01
3.82
3.95
4.02

–
5.29
1.59
1.93
1.98
2.01
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B.1 Generator for aligned variable coefficient MSV in 3D
with (VectorCalculus):
with (ArrayTools):
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#########################################################################
#procedure for calculating the a Mehrstellen-scheme in the 3D case for #
#a known, smooth and analytic coefficient eps.
#
#The procedure takes the following parameters:
#
# eps
: epsilon, given as a function
#
# hx, hy, hz : step sizes in the three dimensions
#
# xc, yc, zc : the coordinates of the center point
#
# taylorder : order until which the Taylor expansions are performed
#
#
optional, default 5
#
#########################################################################
MSV3DSchemeContDetEq := proc(eps, hx, hy, hz, xc, yc, zc, taylorder:=5)
local phi, tphi_lhs, tphi_rhs, teps_lhs, teps_rhs, pde_lhs,
msv_eq, msv_lhs, msv_rhs, taylphi, pde_pos,
diffSten, d1, d2, d3, d4, d5, d6, d7, d8, d9,
d10, d11, d12, d13, d14, d15, d16, d17, d18, d19,
mSten, m1, m2, m3, m4, m5, m6, m7,
i, j, k, l, eqs,
xpos, ypos, zpos,
eqMat, coeffSol, rhsVector, subjEq, flatC,
numEqs, numVar, sizeD, sizeM;
#assume phi to be a function.
declare(phi(x,y,z)):
#create the required taylor expansions
tphi_lhs := convert(mtaylor(phi(x,y,z), [x=xc,y=yc,z=zc], taylorder),
polynom):
tphi_rhs := convert(mtaylor(phi(x,y,z), [x=xc,y=yc,z=zc], taylorder),
polynom):
teps_lhs := convert(mtaylor(eps(x,y,z), [x=xc,y=yc,z=zc], taylorder),
polynom):
teps_rhs := convert(mtaylor(eps(x,y,z), [x=xc,y=yc,z=zc], taylorder),
polynom):
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pde_lhs := - Nabla. (teps_rhs * (Nabla(tphi_rhs, [x,y,z]))):
#set up the stencils
diffSten := Array(
[[[ 0, d1,
0], [ d2, d3, d4], [ 0, d5,
0]],
[[ d6, d7, d8], [ d9, d10, d11], [d12, d13, d14]],
[[ 0, d15,
0], [d16, d17, d18], [ 0, d19,
0]]]);
mSten :=
Array(
[[[ 0,
0,
0], [ 0, m1,
0], [ 0,
0,
0]],
[[ 0, m2,
0], [ m3, m4, m5], [ 0, m6,
0]],
[[ 0,
0,
0], [ 0, m7,
0], [ 0,
0,
0]]]);
#set up "L" and "R"
msv_lhs := 0;
msv_rhs := 0;
for i from 1 to 3 do:
xpos := evalf(xc + (i-2)*hx);
for j from 1 to 3 do:
ypos := evalf(yc + (j-2)*hy);
for k from 1 to 3 do:
zpos := evalf(zc + (k-2)*hz);
taylphi := eval( tphi_lhs, [x=xpos, y=ypos, z=zpos]);
pde_pos := eval( pde_lhs, [x=xpos, y=ypos, z=zpos]);
msv_lhs := msv_lhs + diffSten(i,j,k) * taylphi;
msv_rhs := msv_rhs + mSten(i,j,k) * pde_pos;
end do:
end do:
end do:
#construct the difference
msv_eq := - msv_lhs + msv_rhs:
msv_eq := expand(msv_eq);
#eliminate the coefficients of the derivatives up to order 4
#first, set up the equations
eqs := [coeff(msv_eq, phi(xc, yc,zc))=0];
#function value itself.
#first derivatives
for i from 1 to 3 do:
eqs := [op(eqs), D[i](phi(xc,yc,zc)) = 0];
end do:
#second derivatives
for i from 1 to 3 do:
for j from i to 3 do:
eqs := [op(eqs), D[i,j](phi(xc,yc,zc)) = 0];
end do:
end do:
#third derivatives
for i from 1 to 3 do:
for j from i to 3 do:
for k from j to 3 do:
eqs := [op(eqs), D[i,j,k](phi(xc,yc,zc)) = 0];
end do
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end do:
end do:
#fourth derivatives
for i from 1 to 3 do:
for j from i to 3 do:
for k from j to 3 do:
for l from k to 3 do:
eqs := [op(eqs), D[i,j,k,l](phi(xc,yc,zc)) = 0];
end do:
end do
end do:
end do:
#normalization condition
eqs := [op(eqs), m1+m2+m3+m4+m5+m6+m7 = 1];
#construct the condition matrix
numVar := 26;
sizeD := 19;
sizeM := 7;
#the following Array holds the entries of both stencils
flatC := Array([ d1, d2, d3, d4, d5, d6, d7, d8, d9, d10,
d11, d12, d13, d14, d15, d16, d17, d18, d19,
m1, m2, m3, m4, m5, m6, m7]);
numEqs := numelems(eqs);
eqMat := Matrix(numEqs, numVar);
rhsVector := Vector(numEqs, datatype = float[8]);
#extract matrix and rhs entries from equations
for i from 1 to numEqs do:
rhsVector(i) := rhs(eqs[i]);
subjEq := lhs(eqs[i]);
for j from 1 to numVar do:
eqMat[i,j] := coeff(subjEq, flatC[j]);
end do:
end do:
#return the condition matrix and the right-hand side vector.
return (eqMat, rhsVector);
end proc;

B.2 Script for setup of the aligned MSV stencils for the
cosine-coefficient test
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with(MSVTools);
with(ArrayTools):
with(LinearAlgebra):
#Wrapper function for HDF 5 interface (C library)
write3DStenH5 := define_external(’write3DStenH5’,
filename::string,
dat_name::string,
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xSize::integer[4],
ySize::integer[4],
zSize::integer[4],
directions::integer[4],
data::(ARRAY(datatype=float[8])),
RETURN::integer[4],
LIB="libh5io.so");
#sizes -> cubical test setup
sizeX := 129;
sizeY := sizeX;
sizeZ := sizeX;
xMin := -1.;
yMin := -1.;
zMin := -1.;
#define epsilon
epsilon := (x, y, z) -> 100*(cos(x)+2) * (cos(y)+2) * (cos(z)+2);
#create data sets for all the grid sizes between 129 and 9
while (sizeX >= 9) do
#stepwidths
hx := 2./(sizeX-1);
hy := 2./(sizeY-1);
hz := 2./(sizeZ-1);
#two matrices are needed due to replacement strategy
#this one contains the float values
MatAfloat := Matrix(1..36,1..26,datatype=float[8]);
#this is a copy of the matrix with expressions provided by the generator
CopMatA := Matrix(1..36,1..26);
#set up the determining equations for the given resolution
(MatA, VecRHS) := MSV3DSchemeContDetEq (epsilon, hx, hy, hz, xx, yy, zz);
#name of the stencil data sets in the HDF5-file
dName := sprintf("/D19_%dx%dx%d", sizeX, sizeY, sizeZ);
mName := sprintf("/M7_%dx%dx%d", sizeX, sizeY, sizeZ);
#Arrays for the stencils
Darr := Array(1..sizeX,1..sizeY,1..sizeZ,1..19,
datatype=float[8], order=C_order);
Marr := Array(1..sizeX,1..sizeY,1..sizeZ,1..7,
datatype=float[8], order=C_order);
for i from 1 to sizeX do
xpos := evalf(xMin + (i - 1) * hx);
for j from 1 to sizeY do
ypos := evalf(yMin + (j - 1) * hy);
for k from 1 to sizeZ do
zpos := evalf(zMin + (k - 1) * hz);
#copy matrix, substitute and evaluate.
CopMatA[1..36,1..26] := MatA[1..36,1..26];
subs[inplace](xx=xpos, yy=ypos, zz=zpos,
x=xpos, y=ypos, z=zpos, CopMatA);
MatAfloat[1..36,1..26] := evalf(CopMatA[1..36,1..26]);
AllVals := LeastSquares(MatAfloat, VecRHS);
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#copy the important values to the according stencils.
Darr[i,j,k,1..19] := AllVals(1..19);
Marr[i,j,k,1..7] := AllVals(20..26);
end do;
end do;
end do;
#write to hdf5 file
write3DStenH5("stencils.hdf", dName, sizeX, sizeY, sizeZ, 19, Darr);
write3DStenH5("stencils.hdf", mName, sizeX, sizeY, sizeZ, 7, Marr);
#half the size
sizeX := (sizeX-1)/2+1;
sizeY := (sizeY-1)/2+1;
sizeZ := (sizeZ-1)/2+1;
end do;
quit;

B.3 Script for setup of the staggered MSV stencils for the
cosine-coefficient test
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import numpy
import h5py
from math import cos, sin, exp
xmin = -1.
ymin = -1.
zmin = -1.
def ipoedge(v1, v2, v3, v4):
return (v1 + v2 + v3 + v4)/4.
#the coefficient epsilon
def eps_func(x, y, z):
return (100.* (cos(x)+2.) * (cos(y)+2.) * (cos(z)+2.))
#stencils are larger by two...
file_name = "staggered_stencils.hdf5"
stenf = h5py.File(file_name, "w")
for gridsize in [9, 17, 33, 65, 129]:
print ("Creating stencils for grid size %d!\n" %gridsize)
hx = 2./(gridsize-1.)
hy = 2./(gridsize-1.)
hz = 2./(gridsize-1.)
#d and m
lhs_op = numpy.zeros([gridsize, gridsize, gridsize, 19])
rhs_op = numpy.zeros([gridsize, gridsize, gridsize, 7])
#basic stencil weights
ihx2 = 1./(hx*hx)
ihy2 = 1./(hy*hy)
ihz2 = 1./(hz*hz)
cc
= 4.0/3.0*(ihx2+ihy2+ihz2)
cnx = -5.0/6.0*ihx2 + cc/8.0
cny = -5.0/6.0*ihy2 + cc/8.0
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cnz = -5.0/6.0*ihz2 + cc/8.0
csxy = -1.0/12.0*(ihx2+ihy2)
csxz = -1.0/12.0*(ihx2+ihz2)
csyz = -1.0/12.0*(ihy2+ihz2)
rhs_poiss = [1./12., 1./12., 1./12., 1./2., 1./12., 1./12., 1./12.]
lhs_poiss = [csxy, csxz, cnx, csxz, csxy, csyz, cny, csyz, cnz, cc,
cnz, csyz, cny, csyz, csxy, csxz, cnx, csxz, csxy]
#epsilons need additional halo...
epsilon= numpy.zeros([gridsize+2, gridsize+2, gridsize+2, 19])
for i in xrange(gridsize+2):
x = xmin + hx*(i-1)
for j in xrange(gridsize+2):
y = ymin + hy*(j-1)
for k in xrange(gridsize+2):
z = zmin + hz*(k-1)
epsilon[i,j,k,2] = eps_func(x-hx/2.,y
,z)
epsilon[i,j,k,6] = eps_func(x
,y-hy/2.,z)
epsilon[i,j,k,8] = eps_func(x
,y
,z-hz/2.)
epsilon[i,j,k,10] = eps_func(x
,y
,z+hz/2.)
epsilon[i,j,k,12] = eps_func(x
,y+hy/2.,z)
epsilon[i,j,k,16] = eps_func(x+hx/2.,y
,z)
#the "edge" and "center" epsilons have to be calculated from this
#so that one gets the stenil weights. Now only for the inner ones.
for i in xrange(1, gridsize+1):
x = xmin + hx*(i-1)
for j in xrange(1, gridsize+1):
y = ymin + hy*(j-1)
for k in xrange(1, gridsize+1):
z = zmin + hz*(k-1)
epsilon[i,j,k,0] = ipoedge(epsilon[i,j,k,6],
epsilon[i-1,j,k,6],
epsilon[i,j,k, 2],
epsilon[i,j-1,k, 2])
epsilon[i,j,k,1] = ipoedge(epsilon[i,j,k,2],
epsilon[i,j,k-1,2],
epsilon[i,j,k, 8],
epsilon[i-1,j,k, 8])
epsilon[i,j,k,3] = ipoedge(epsilon[i,j,k,2],
epsilon[i,j,k+1,2],
epsilon[i,j,k, 10],
epsilon[i-1,j,k, 10])
epsilon[i,j,k,4] = ipoedge(epsilon[i,j,k,2],
epsilon[i,j+1,k,2],
epsilon[i,j,k, 12],
epsilon[i-1,j,k, 12])
epsilon[i,j,k,5] = ipoedge(epsilon[i,j,k,6],
epsilon[i,j,k-1,6],
epsilon[i,j,k, 8],
epsilon[i,j-1,k, 8])
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epsilon[i,j,k,7] = ipoedge(epsilon[i,j,k, 6],
epsilon[i,j,k+1, 6],
epsilon[i,j,k, 10],
epsilon[i,j-1,k, 10])
epsilon[i,j,k,11] = ipoedge(epsilon[i,j,k, 8],
epsilon[i,j+1,k,8],
epsilon[i,j,k, 12],
epsilon[i,j,k-1, 12])
epsilon[i,j,k,13] = ipoedge(epsilon[i,j,k,12],
epsilon[i,j,k+1,12],
epsilon[i,j,k, 10],
epsilon[i,j+1,k, 10])
epsilon[i,j,k,14] = ipoedge(epsilon[i,j,k, 6],
epsilon[i+1,j,k, 6],
epsilon[i,j,k, 16],
epsilon[i,j-1,k, 16])
epsilon[i,j,k,15] = ipoedge(epsilon[i,j,k,16],
epsilon[i,j,k-1,16],
epsilon[i,j,k, 8],
epsilon[i+1,j,k,8])
epsilon[i,j,k,17] = ipoedge(epsilon[i,j,k,16],
epsilon[i,j,k+1,16],
epsilon[i,j,k, 10],
epsilon[i+1,j,k,10])
epsilon[i,j,k,18] = ipoedge(epsilon[i,j,k,16],
epsilon[i,j+1,k,16],
epsilon[i,j,k, 12],
epsilon[i+1,j,k, 12])
epsilon[i,j,k,9] = (2.*(
epsilon[i,j,k,2]
+ epsilon[i,j,k,6]
+ epsilon[i,j,k,8]
+ epsilon[i,j,k,10]
+ epsilon[i,j,k,12]
+ epsilon[i,j,k,16])
+ epsilon[i,j,k,0]
+ epsilon[i,j,k,1]
+ epsilon[i,j,k,3]
+ epsilon[i,j,k,4]
+ epsilon[i,j,k,5]
+ epsilon[i,j,k,7]
+ epsilon[i,j,k,11]
+ epsilon[i,j,k,13]
+ epsilon[i,j,k,14]
+ epsilon[i,j,k,15]
+ epsilon[i,j,k,17]
+ epsilon[i,j,k,18])/24.
#set the operators...
lhs_op[i-1,j-1,k-1,:] = epsilon[i,j,k,:]*lhs_poiss[:]
rhs_op[i-1,j-1,k-1,:] = rhs_poiss[:]
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#write stencils to file
lhs_name = "/D19_%dx%dx%d"% (gridsize, gridsize, gridsize)
rhs_name = "/M7_%dx%dx%d"% (gridsize, gridsize, gridsize)
dset1 = stenf.create_dataset(lhs_name,
[gridsize, gridsize, gridsize, 19],
dtype=’float64’)
dset1[:] = lhs_op[:]
dset2 = stenf.create_dataset(rhs_name,
[gridsize, gridsize, gridsize, 7],
dtype=’float64’)
dset2[:] = rhs_op[:]
#done with writing
stenf.close()

B.4 2D multigrid for Poisson’s equation and Dirichlet
boundary conditions discretized with MSV
#! /usr/bin/python
# python class for 2D MG with Dirichlet b.c.s using the MSV scheme
import math, sys, numpy
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class mg2dmsv:
"This class holds the nessecary structures for a 2D multigrid"
#the initialization creates matching grids in a way so
#that the coarsest grid has 5x5 grid points
def __init__(self,
size,
maxlev=5,
pmt =1.,
nupre=2,
nupost=1,
omega=1.):
sizelist = [size]
self.lev = 1
self.pmt = pmt
self.rng = [[1, size-1]]
while ((size>5) and (self.lev<maxlev)):
size = (size-1)/2 + 1
sizelist.append(size)
self.lev += 1
self.rng.append([1, size-1])
self.sizes = numpy.array(sizelist)
self.h = numpy.zeros(self.lev)
self.f = []
self.e = []
self.d = []
self.u = []
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#number of pre- and post-smoothing steps
self.nupre = nupre
self.nupost = nupost
#coarse grid iterations:
self.nutot = self.sizes[-1]*self.sizes[-1]
self.omega = omega
#generate grids and mesh size for coarser levels
for i in range(self.lev):
self.f.append(numpy.zeros([self.sizes[i],self.sizes[i]]))
self.u.append(numpy.zeros([self.sizes[i],self.sizes[i]]))
self.e.append(numpy.zeros([self.sizes[i],self.sizes[i]]))
self.h[i] = self.pmt/(float(self.sizes[0])-1.) * (2. ** i)
return
#omega-jacobi smoother (four-color Gauss-Seidel is not efficient)
def omjac(self, u, f, h, curLev):
lower = self.rng[curLev][0]
upper = self.rng[curLev][1]
u[lower:upper, lower:upper] = ( self.omega * 3./10.0 *
(2./3. * ( u[lower-1:upper-1,lower:upper]
+ u[lower:upper,lower-1:upper-1]
+ u[lower+1:upper+1,lower:upper]
+ u[lower:upper,lower+1:upper+1])
+ 1./6. * ( u[lower+1:upper+1,lower+1:upper+1]
+ u[lower+1:upper+1,lower-1:upper-1]
+ u[lower-1:upper-1,lower+1:upper+1]
+ u[lower-1:upper-1,lower-1:upper-1])
+ h * h * f[lower:upper,lower:upper]) +
(1. - self.omega) * u[lower:upper,lower:upper])
#restriction (direct injection)
def dirinj(self, fine, coarse, curLev):
coarse[:, :] = fine[::2, ::2]
return
#calculate the residual
def compres(self, u, f, r, h, curLev):
lower = self.rng[curLev][0]
upper = self.rng[curLev][1]
r[lower:upper,lower:upper] = ( ( 2./3. * (
u[lower-1:upper-1,lower:upper]
+ u[lower:upper,lower-1:upper-1]
+ u[lower+1:upper+1,lower:upper]
+ u[lower:upper,lower+1:upper+1])
+ 1./6. * ( u[lower+1:upper+1,lower+1:upper+1]
+ u[lower+1:upper+1,lower-1:upper-1]
+ u[lower-1:upper-1,lower+1:upper+1]
+ u[lower-1:upper-1,lower-1:upper-1])
- 10./3. * u[lower:upper,lower:upper]) / (h * h) +
f[lower:upper,lower:upper])
return
#interpolate points to finer grid....
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def ipo(self, fine, coarse, curLev):
fine[::2, ::2] = coarse[:,:]
#linear interpolated points
fine[1:-1:2, ::2] = 0.5 *(fine[0:-2:2, ::2] + fine[2::2, ::2])
#bilinear interpolated points
fine[:, 1:-1:2] = 0.5 *(fine[:, 2::2] + fine[:, :-2:2])
return
def solve(self):
self.vcycle(0)
return
#recursive vcycle
def vcycle(self, curLev):
for i in xrange(self.nupre):
self.omjac(self.u[curLev],
self.f[curLev],
self.h[curLev],
curLev)
#compute defect on fine grid
self.compres(self.u[curLev],
self.f[curLev],
self.e[curLev],
self.h[curLev],
curLev)
self.dirinj(self.e[curLev], self.f[curLev+1], curLev)
#recursive call!
self.u[curLev+1][:] = 0.
if (curLev == self.lev-2):
for i in xrange(self.nutot):
self.omjac(self.u[curLev+1],
self.f[curLev+1],
self.h[curLev+1],
curLev+1)
else:
self.vcycle(curLev+1)
self.ipo(self.e[curLev], self.u[curLev+1], curLev)
self.u[curLev][:]= self.u[curLev][:] + self.e[curLev][:]
for i in xrange(self.nupost):
self.omjac(self.u[curLev],
self.f[curLev],
self.h[curLev],
curLev)
return
def resnorm(self):
self.compres(self.u[0], self.f[0], self.e[0], self.h[0], 0)
self.resmax = numpy.amax(abs(self.e[0]))
self.resl2 = (math.sqrt(numpy.sum(self.e[0]*self.e[0]))/
self.e[0].shape[0]/self.e[0].shape[1])

B.5 2D MSV-FAC multigrid for open boundary conditions

B.5 2D MSV-FAC multigrid for Poisson’s equation for
open boundary conditions
#! /usr/bin/python
# python script for testing new interface and b.c. discretization
# program creates a 2-D model creates the MG structure as required
# and executes FAS steps
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import math, sys, numpy, os, mg2dmsv
class mg2dopenmsv:
"This class holds the nessecary structures for a 2D multigrid"
def __init__(self,
gridMask,
maxLev=9999,
pmt=1.,
rad = 0.2,
nupre=4,
nupost=2,
omega=1.):
self.pmt = pmt
self.lev = 1
#parameter for test setups.
self.radius = rad
#self.rng defines which elements are "inner points" on level i.
#the idea is that the indices are the same
#(except a factor 2^n on each level)
#using of a "grid mask" now that gives the virtual size of the
#finest grid.
#first all the masks are constructed, while for the coarsest
#it holds that mask == size, i.e. virtual and physical match
self.masks = [gridMask]
while (1):
if (self.lev<maxLev):
self.lev += 1
self.masks.append(gridMask)
else :
break
#now compute sizes ....
self.sizes = range(self.lev)
self.rng = []
for i in range(self.lev):
self.rng.append(([0, 0]))
self.sizes[self.lev-1] = self.masks[self.lev-1]
self.rng[self.lev-1]= [((self.sizes[self.lev-1]+3)/2
-(self.masks[self.lev-1]-1)/2+1),
((self.sizes[self.lev-1]+3)/2
+(self.masks[self.lev-1]-1)/2+1)]
for i in range(self.lev-2,-1,-1):
self.sizes[i] = 2*(self.sizes[i+1]-1)+1
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self.rng[i]= ([(self.sizes[i]+3)/2-(self.masks[i]-1)/2+1,
(self.sizes[i]+3)/2+(self.masks[i]-1)/2+1])
self.h = numpy.zeros(self.lev)
self.savSpac=[]
self.f = []
self.u = []
self.e = []
self.d = []
#pre and post smoothing steps
self.nupre = nupre
self.nupost = nupost
#omega for jacobi smoother
self.omega = omega
#exact solution...
self.ustar = numpy.zeros([self.masks[0]+6,self.masks[0]+6])
#generate multigrid structure
for i in range(self.lev):
self.f.append(numpy.zeros([self.masks[i]+6,self.masks[i]+6]))
self.u.append(numpy.zeros([self.masks[i]+6,self.masks[i]+6]))
self.e.append(numpy.zeros([self.masks[i]+6,self.masks[i]+6]))
self.d.append(numpy.zeros([self.masks[i]+6,self.masks[i]+6]))
self.h[0] = pmt/float(self.masks[0]-1)
self.savSpac.append(self.rng[0][0]-3)
for i in range(1,self.lev):
self.h[i]=2.*self.h[i-1]
self.savSpac.append(self.rng[i][0]-3)
self.singular = False
#global counter
self.it = 0
return
#omega-jacobi smoother...
def omjac(self, u, f, h,curLev):
lower = self.rng[curLev][0]+1-self.savSpac[curLev]
upper = self.rng[curLev][1]-self.savSpac[curLev]
u[lower:upper, lower:upper]= ( self.omega * 3./10. * (
+ 2./3. * ( u[lower-1:upper-1,lower:upper]
+ u[lower:upper,lower-1:upper-1]
+ u[lower+1:upper+1,lower:upper]
+ u[lower:upper,lower+1:upper+1])
+ 1./6. * ( u[lower+1:upper+1,lower+1:upper+1]
+ u[lower+1:upper+1,lower-1:upper-1]
+ u[lower-1:upper-1,lower+1:upper+1]
+ u[lower-1:upper-1,lower-1:upper-1])
+ h*h * f[lower:upper,lower:upper])
+ (1. - self.omega) * u[lower:upper,lower:upper] )
#restriction (direct injection)
def dirinj(self, fine, coarse, curLev, addoff=0):
lowerC = self.rng[curLev][0]/2-1-addoff-self.savSpac[curLev+1]+2
upperC = self.rng[curLev][1]/2+2+addoff-self.savSpac[curLev+1]+2
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lowerF = self.rng[curLev][0]-2-2*addoff-self.savSpac[curLev]
upperF = self.rng[curLev][1]+3+2*addoff-self.savSpac[curLev]
coarse[lowerC:upperC, lowerC:upperC] = fine[lowerF:upperF:2,
lowerF:upperF:2]
return
#restriction (full weighting)
def fwinj(self, fine, coarse, curLev, addoff=0):
lowerC = self.rng[curLev][0]/2-addoff-self.savSpac[curLev+1]+2
upperC = self.rng[curLev][1]/2+1+addoff-self.savSpac[curLev+1]+2
lowerF = self.rng[curLev][0]-2*addoff-self.savSpac[curLev]
upperF = self.rng[curLev][1]+1+2*addoff-self.savSpac[curLev]
coarse[lowerC:upperC, lowerC:upperC] = 0.0625* (
fine[lowerF-1:upperF-1:2, lowerF-1:upperF-1:2]
+ fine[lowerF-1:upperF-1:2, lowerF+1:upperF+1:2]
+ fine[lowerF+1:upperF+1:2, lowerF-1:upperF-1:2]
+ fine[lowerF+1:upperF+1:2, lowerF+1:upperF+1:2]
+ 2.*( fine[lowerF:upperF:2, lowerF-1:upperF-1:2]
+ fine[lowerF-1:upperF-1:2, lowerF:upperF:2]
+ fine[lowerF+1:upperF+1:2, lowerF:upperF:2]
+ fine[lowerF:upperF:2, lowerF+1:upperF+1:2])
+ 4.*fine[lowerF:upperF:2, lowerF:upperF:2])
return
#compute the laplacian....
def compinvlap(self, u, f, h, curLev):
"computes the residual"
lower = self.rng[curLev][0]-1-self.savSpac[curLev]
upper = self.rng[curLev][1]+2-self.savSpac[curLev]
f[lower:upper,lower:upper] = - (
2./3. * ( u[lower-1:upper-1,lower:upper]
+ u[lower:upper,lower-1:upper-1]
+ u[lower+1:upper+1,lower:upper]
+ u[lower:upper,lower+1:upper+1])
+ 1./6. * (
u[lower+1:upper+1,lower+1:upper+1]
+ u[lower+1:upper+1,lower-1:upper-1]
+ u[lower-1:upper-1,lower+1:upper+1]
+ u[lower-1:upper-1,lower-1:upper-1])
- 10./3. * u[lower:upper,lower:upper]) / (h * h)
return
#compute the laplacian on the next coarser grid....
def compresh(self, u, f, h, curLev):
"computes the residual"
lower = self.rng[curLev-1][0]/2+1-self.savSpac[curLev]+1
upper = self.rng[curLev-1][1]/2+4-self.savSpac[curLev]-1
f[lower:upper,lower:upper] = - (
2./3. * ( u[lower-1:upper-1,lower:upper]
+ u[lower:upper,lower-1:upper-1]
+ u[lower+1:upper+1,lower:upper]
+ u[lower:upper,lower+1:upper+1])
+ 1./6. * ( u[lower+1:upper+1,lower+1:upper+1]
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+ u[lower+1:upper+1,lower-1:upper-1]
+ u[lower-1:upper-1,lower+1:upper+1]
+ u[lower-1:upper-1,lower-1:upper-1])
- 10./3. * u[lower:upper,lower:upper]) / (h * h)
return
#interpolate points to finer grid....
def linipo(self, fine, coarse, curLev):
lowerC = self.rng[curLev][0]/2-1-self.savSpac[curLev+1]+2
upperC = self.rng[curLev][1]/2+2-self.savSpac[curLev+1]+2
lowerF = self.rng[curLev][0]-2-self.savSpac[curLev]
upperF = self.rng[curLev][1]+3-self.savSpac[curLev]
fine[lowerF:upperF:2, lowerF:upperF:2] = coarse[lowerC:upperC,
lowerC:upperC]
#linear interpolated points
fine[lowerF+1:upperF-1:2, lowerF:upperF:2] = 0.5 * (
fine[lowerF:upperF-2:2, lowerF:upperF:2]
+ fine[lowerF+2:upperF:2, lowerF:upperF:2])
#bilinear interpolated points
fine[lowerF:upperF, lowerF+1:upperF-1:2] = 0.5 * (
fine[lowerF:upperF, lowerF+2:upperF:2]
+ fine[lowerF:upperF, lowerF:upperF-2:2])
return
def uniipo(self, fine, coarse, curLev, ipoorder=3):
from scipy.interpolate import splrep as splrep
from scipy.interpolate import splev as splev
lowerC = self.rng[curLev][0]/2-1-self.savSpac[curLev+1]+2
upperC = self.rng[curLev][1]/2+2-self.savSpac[curLev+1]+2
lowerF = self.rng[curLev][0]-2-self.savSpac[curLev]
upperF = self.rng[curLev][1]+3-self.savSpac[curLev]
hc = self.h[curLev+1]
hf = self.h[curLev]
#intermediate fine array -> copy coarse array!
tempfine = numpy.zeros([(upperC-lowerC)*2-1,
(upperC-lowerC)*2-1])
tempfine[::2,::2] = coarse[lowerC:upperC,lowerC:upperC]
#fill all rows
for row in range(0, tempfine.shape[1], 2):
x = numpy.arange(0, tempfine.shape[0], 2.)
y = tempfine[::2, row]
xf = numpy.arange(1., tempfine.shape[0]-1, 2.)
sp = splrep(x,y, k=ipoorder )
yf = splev(xf,sp,ext=0)
tempfine[1:-1:2, row] = yf
#fill all colums
for col in range(tempfine.shape[0]):
x = numpy.arange(0., tempfine.shape[1], 2.)
y = tempfine[col, ::2]
y.reshape(x.shape)
xf = numpy.arange(1., tempfine.shape[1]-1, 2.)
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sp = splrep(x,y, k=ipoorder )
yf = splev(xf,sp,ext=0)
tempfine[col, 1:-1:2] = yf
fine[1:-1, 1:-1] = tempfine[:,:]
return
def solve(self):
self.vcycle(0)
return
#recursive vcycle
def vcycle(self, curLev):
self.it = self.it+1
if (self.lev >1):
#presmooth
for i in xrange(self.nupre):
self.omjac(self.u[curLev], self.f[curLev],
self.h[curLev], curLev)
#compute residual
self.d[curLev+1][:]=0.
self.e[curLev+1][:]=0.
self.compinvlap(self.u[curLev], self.d[curLev],
self.h[curLev], curLev)
#residuum fine grid
self.d[curLev][:] = self.f[curLev][:] - self.d[curLev][:]
#restrict residual
self.fwinj(self.d[curLev], self.d[curLev+1], curLev, 0)
#restrict
self.dirinj(self.u[curLev], self.u[curLev+1], curLev, 0)
#compute defect on coarse grid....
self.compresh(self.u[curLev+1], self.e[curLev+1],
self.h[curLev+1], curLev+1)
#zero "inner area" of f
lowerC = self.rng[curLev][0]/2-self.savSpac[curLev+1]+4
upperC = self.rng[curLev][1]/2-self.savSpac[curLev+1]+3
self.f[curLev+1][lowerC:upperC,lowerC:upperC] = 0.
self.f[curLev+1][:] = ( self.f[curLev+1][:]
+ self.d[curLev+1][:]
+ self.e[curLev+1][:])
#recursive call!
if (curLev == self.lev-2):
coarsesol = mg2dmsv(self.masks[curLev+1], 10,
self.pmt*2**(curLev+1), 4, 2, 1.)
coarsesol.f[0][:,:] = self.f[curLev+1][3:-3,3:-3]
coarsesol.u[0][:,:] = self.u[curLev+1][3:-3,3:-3]
for i in range(10):
coarsesol.solve()
self.u[curLev+1][3:-3,3:-3] = coarsesol.u[0]
else:
self.vcycle(curLev+1)
#compute the error....
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self.dirinj(self.u[curLev], self.e[curLev+1], curLev, 0)
self.e[curLev+1][3:-3,3:-3] = ( self.u[curLev+1][3:-3,3:-3]
- self.e[curLev+1][3:-3,3:-3])
self.uniipo(self.e[curLev], self.e[curLev+1], curLev, 3)
self.u[curLev][:]=self.e[curLev][:] + self.u[curLev][:]
for i in xrange(self.nupost):
self.omjac(self.u[curLev], self.f[curLev],
self.h[curLev], curLev)
else:
coarsesol = mg2dmsv(self.masks[0], 10, self.pmt, 4, 2, 1)
coarsesol.f[0][:,:] = self.f[0][3:-3,3:-3]
coarsesol.u[0][:,:] = self.u[0][3:-3,3:-3]
for i in range(10):
coarsesol.solve()
self.u[0][3:-3,3:-3,3:-3] = coarsesol.u[0]
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B. Gmeiner, H. Köstler, M. Stürmer, and U. Rüde. “Parallel multigrid on hierarchical hybrid grids: a performance study on current high performance computing
clusters”. In: Concurrency and Computation: Practice and Experience 2968 (2012),
pp. 1–24.

165

Bibliography
[42]
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