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Abstract
Due to the high Péclet-number occurring in Earth mantle dynamics, the energy equation can be
approximated by a pure advection equation for the temperature. However, conventional approaches like
the Finite Element Method introduce undesired diffusion. Therefore, the task of our BGCE Honours
Project is to develop and evaluate unconventional discretisations of the temperature equation that
tackle the problem of artificial diffusion. We come up with two different methods: One is based
on the Bresenham algorithm stemming from computer graphics. It uses offset values to determine
the advection direction of the temperature. The other method features a Lagrangian description of
the problem. We achieve this by deploying particles that incorporate temperature values and are
advected only by the underlying velocity field. Simulations in one- and two-dimensional domains
reveal inherent shortcomings of the Bresenham Method which cannot be overcome by several attempts.
On the other hand, the Lagrangian Method yields promising results that can be further improved by
additional treatments. We extend the Lagrangian Method to work on triangle and tetrahedron grids to
offer an interface to the implementation of the Earth mantle dynamics solver of the Terra-Neo project.
Additional advantages of the proposed method are the parallelisation capability, a straight-forward
extension for advecting other physical quantities and the possible inclusion of physical diffusion in an
operator-splitting approach.
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1 Introduction
The Earth system as we know is highly influenced by the huge forces that arise from mantle convection.
This phenomenon is driven by convection currents of a viscous fluid carrying heat from the Earth core to
its surface. By heating up the fluid from the bottom and cooling it down from the top, thermal expansion
and contraction will happen respectively. The resulting differences in density produce buoyancies, which
cause streams and counteract viscous forces and heat diffusion. The relationship between the three
quantities of buoyancy, viscosity within a fluid and the Prandtl number, which is the ratio of momentum
diffusivity and thermal diffusivity, is summarised in the Rayleigh number, Ra, which indicates the
amount of convection.
More than two thirds of the total Earth weight is located inside the Earth mantel, thus enormous
masses are in motion. Mantle convection induces the driving forces, which can be recognised as plate
tectonics, earthquakes or mountain building activities. Beside this large scale horizontal motion, the
mantel provokes vertical motion, like dynamically maintained topography through lateral pressure
gradients beneath tectonic plates.
By modelling the mantel convection, several problems occur while extremely large grids combined
with many time steps are required to enable reliable Earth-like physical simulations. With a fine enough
spatial and temporal resolution, these kinds of simulations are a grand challenge in computational
modelling. The Terra-Neo project1 , which is part of the German Priority Programme 1648 to develop
software for exa-scale computing, focuses on this problem and is led by Prof. Hans-Peter Bunge
(Ludwig-Maximilians-Universität München, LMU), Prof. Ulrich Rüde (Friedrich-Alexander-Universität
Erlangen-Nürnberg, FAU), Prof. Gerhard Wellein (Regionales Rechen-Zentrum Erlangen, RRZE)
and Prof. Barbara Wohlmuth (Technische Universität München, TUM). The overall goal of this
interdisciplinary project is to model and simulate the Earth mantle with a spatial resolution which is
only possible with exa-scale systems that will be available in near future. This software then will allow
geophysicists to quantify geophysical phenomena so detailed as it has not been possible until now. The
outcome of a first prototype can be seen in Fig. 1.1. To solve the underlying Stokes equations, that
describe the dynamics of the Earth mantle, the Galerkin finite element method (FEM) together with a
multigrid algorithm is used to achieve the necessary performance.

Figure 1.1: Earth mantle simulation of the Terra-Neo project and schematic representation of the
underlying grid (shadowed).
1

http://www.sppexa.de/general-information/projects.html#TERRANEO
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When trying to solve the Stokes equations with FEM, instabilities arise which require adding artificial
diffusion in order to stabilise the procedure. Unfortunately, this approach disturbs and consequently
falsifies the obtained solution significantly. Instead of the physically expected thin flow channels, which
transport material from the core to the surface of the Earth, one obtains broad channels as a result of the
increased diffusion.
In this BGCE Honours Project, the focus rests on one single part of the Terra-Neo project, namely
the temperature advection-diffusion equation. In Earth mantle dynamics, it is believed that very high
Péclet numbers occur such that the energy equation represents the convection dominated evolution
of the temperature field with very low diffusion. Therefore, we devote ourselves to solve the pure
advection equation by neglecting the diffusion part and an algorithm is to be found that is able to solve
this equation with as less artificial diffusion as possible. For this, two algorithms are examined in detail
regarding their capability to advect temperature with respect to a given underlying velocity field.
One of them is based on the Bresenham algorithm, which originates from the field of computer
graphics and is used there to draw straight lines in a discretised domain. This algorithm is especially
designed to maintain sharp edges and thus can be physically interpreted as a diffusion-free transport
of a quantity. Based on this observation we adapted the basic idea of the Bresenham algorithm to be
applicable for the advection equation.
In contrast to the grid-based Bresenham Method, the second algorithm – denoted as Lagrangian
Method – makes use of particles for the temperature transport, similar to the algorithm proposed in [1].
These particles do not interact with each other and move through the domain according to the underlying
velocity field by carrying the relevant quantities, e. g. temperature. Since temperature and velocity
are nevertheless given on an underlying grid, interpolations between particles and grid vertices are
necessary to link Lagrangian and Eulerian specification.
This report is structured as follows: First, the underlying theory in form of the governing equations
and method of characteristics is explained to obtain some properties and features of the advection
equation. This chapter finishes with a description of both applied algorithms, the Bresenham Method
and the Lagrangian Method. Chapter 3 continues with test cases for a one-dimensional and a rectangular
grid which allows an evaluation of these methods. Based on this comparison, the Lagrangian Method
is studied in more detail in chapter 4. There, the algorithm is utilised on a tetrahedral grid, thus being
compatible to the implemented datastructures of the Terra-Neo project. This report concludes with a
summary of the findings and gives an outlook about future work like parallelisation strategies, including
diffusion via operator splitting and extending the algorithm to transport additional physical quantities
such as concentrations.
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2 Theory & Algorithms
2.1 Governing equations
The set of equations that describe the convection process in the earth mantle are the so-called Stokes
equations. These model fluid flows that are dominated by viscous effects and are given by:
−∆u + ∇p = −Ra T er

(2.1)

div u = 0

(2.2)

∂t T + u · ∇T = Pe−1 ∆T,

(2.3)

where u is the velocity in x-, y- and z- direction, p is the pressure and T the temperature. The two
occurring dimensionless numbers are the Rayleigh number, Ra, associated with buoyancy driven flows
and the Péclet number, Pe, which is the ratio of the advective transport rate to the diffusive transport rate
of heat. Eq. (2.1) is the simplified momentum equation, Eq. (2.2) the simplified continuity equation
due to the assumption of an incompressible fluid ( density ρ = const) and Eq. (2.3) is the energy equation.
The solution approach generally works as follows:
1. Since Eqs. (2.1) and (2.2) are decoupled from the energy equation, one solves these two first,
obtaining the new velocity and pressure field.
2. With the new velocity field the energy equation, Eq. (2.3), can be solved to obtain the new
temperature field T .
A characteristic of the given problem is the very high Péclet number in the energy equation which
results in a convection dominated flow with very low diffusion. The term u · ∇T in the energy equation
is called the convection part, Pe−1 ∆T is the diffusion part. By neglecting the diffusion term, the energy
equation can be rewritten as a pure advection equation:
∂t T + u · ∇T = 0

(2.4)

As already pointed out in the introduction, this equation is difficult to solve numerically since usually
a lot of artificial diffusion is introduced either by the chosen discretisation itself or in order to stabilise
the procedure. Before discussing the two algorithms used in this report that try to overcome this problem,
the method of characteristics is presented briefly in the next section which allows to denote an analytical
solution of this equation for a simplified setup.

2.2 Method of characteristics
The theory discussed in this section is mainly taken from [3]. For simplicity, only the linear 1D advection
equation is considered which is a hyperbolic partial differential equation, given as:
Tt + uTx = 0,

(2.5)

where T is the temperature and u the velocity which is at first assumed to be constant in time and space.
If initial data
T (x, 0) = T0 (x), ∀x
(2.6)
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is given for Eq. (2.5), the problem turns into a Cauchy problem. For this, the solution can be calculated
analytically and is simply given as
T (x, t) = T0 (x − ut).
(2.7)
This means that the initial temperature profile T0 moves downstream with the velocity u and its shape
remains unchanged. The term downstream denotes the dependence on the velocity field: If u > 0 then
the initial configuration moves in positive x-direction, if u < 0 it moves in negative x-direction. In other
words, the solution is constant along the rays x − ut = x0 , which are known as the characteristics of
the equation. These characteristics satisfy the ordinary differential equation:
x0 (t) = u

(2.8)

x(0) = x0

(2.9)

Moving to a more general case, the velocity u can, and will in the actual application, depend on space:
Tt + (u(x) T )x = 0

(2.10)

This can be rewritten when using the continuity equation (div(u) = 0):


∂
∂
Tt + u(x) Tx =
+ u(x)
T (x, t) = 0
∂t
∂x

(2.11)

The evolution of T along any curve x(t) satisfies:
x0 (t) = u(x(t))

(2.12)

x(0) = x0

(2.13)

These curves are again called characteristics and the solution T (x, t) is constant along them if one
assumes the continuity equation to hold. The task is now to find a numerical algorithm or scheme that is
able to recreate this behaviour as accurate as possible.
Since it is later used for the comparison with the utilised algorithms, the simplest numerical scheme
to solve this advection equation is quickly introduced. This is the so-called Explicit upwind scheme
which is based on one-sided finite differences. The formulas are given as:

∆t
n
Tin − Ti−1
,
∆x

∆t
n
= Tin − uni
Ti+1
− Tin ,
∆x

Tin+1 = Tin − uni

if u > 0,

(2.14)

Tin+1

if u < 0.

(2.15)

Here, Tin is the value of the temperature at a grid point i at the time step n. ∆x and ∆t are the grid size
and the time step size, respectively. Using the grid point that lies upstream of the grid point i ensures
the stability of the scheme. From consistency analysis it is known that the scheme is first order accurate
in time and space and the leading term of the truncation error is a second derivative of T , indicating that
numerical diffusion will be added to the solution throughout the simulation.
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Figure 2.1: Connecting two pixels with a straight line using the Bresenham algorithm, taken from
http://en.wikipedia.org/wiki/File:Bresenham.svg

2.3 Bresenham Method
The Bresenham algorithm originates from the field of computer graphics. There, it is used to determine
which pixels have to be coloured to approximate a straight line between two pixels on a computer screen.
A sketch of a possible outcome can be seen in Fig. 2.1.
Even though the later used algorithm to solve the advection equation is only loosely linked to the
original Bresenham algorithm, it will be shortly explained how it basically works. Initially given are two
pixels (x0 , y0 ) and (x1 , y1 ) that have to be connected with a straight line. First, one usually has to find
out in which octant this line will be located starting from (x0 , y0 ). Following the sketch in Fig. 2.1, we
assume here that x0 ≤ x1 , y0 ≤ y1 and y1 − y0 ≤ x1 − x0 . Note that in computer graphics the x-axis
usually points from left to right and the y-axis points from top to bottom. From these assumptions it
follows that x is the fast direction whereas y is the slow one. The main task now consists of deciding
whether to take a step only into the fast direction or to combine this with a step into the slow direction.
In order to decide this, one stores an additional error variable err. The algorithm now works as follows:
1. Take a step into the fast direction and decrease err by (y1 − y0 ).
2. If err < 0 take also a step into the slow direction and increase err by (x1 − x0 ).
3. Continue with 1 until the endpoint is reached.
This will construct the path displayed in Fig. 2.1.
As noted before, the used method for the simulations is quite distinct from the Bresenham algorithm
even though some elements can still be recognised. Again, the domain is discretised on a grid. The grid
vertices now correspond to the pixels from the algorithm before. At each vertex, the corresponding
values of the velocity and temperature fields are stored. Additional offset variables have to be stored for
the Bresenham Method, one for each dimension.
Listing 1 gives an overview of the basic parts of the algorithm for 1D written in a M ATLAB fashion,
while the extension to more dimensions is straightforward. Framed by the time loop and the loop over
all grid points, the core of the procedure lies within. First, the distance dx that determines how far the
quantity stored at the vertex would travel in one time step is calculated. This value added to the old
value of the offset variable allows to check whether the quantity will jump to the next vertex, i.e. if the
absolute value of offset and dx is larger than half of the grid size h, or stay at the current vertex. For the
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first case, one has to determine the direction of the jump (positive or negative x-direction), i.e. to find
out the index of the target vertex. Then, the temperature and updated offset value are copied to the new
location. In the no-jump case, the values of temperature and the updated offset are kept at the current
vertex for the new time step.
f o r t i m e = 1 : t s t e p s −1
for i = 1:# v e r t i c e s
dx = v e l o c i t y ( i ) ∗ d t ;
i f ( abs ( o f f s e t s ( i , t i m e ) + dx ) > h / 2 . 0 )
d i r e c t i o n = s i g n ( o f f s e t s ( i , t i m e ) + dx ) ;
newposition = i + d ir ec ti on ;
t e m p e r a t u r e ( n e w p o s i t i o n , t i m e + 1 ) += t e m p e r a t u r e ( i , t i m e ) ;
o f f s e t s ( n e w p o s i t i o n , t i m e + 1 ) += ( o f f s e t s ( i , t i m e )
+ dx − h∗ d i r e c t i o n ) ;
else
t e m p e r a t u r e ( i , t i m e + 1 ) += t e m p e r a t u r e ( i , t i m e ) ;
o f f s e t s ( i , t i m e + 1 ) += o f f s e t s ( i , t i m e ) + dx ;
end
end
end
Listing 1: Basic parts of the Bresenham Method for 1D.
When moving to two dimensions, the velocity has two components which makes it necessary to
calculate a dy out of the second velocity component. Also, a separate offset variable for the y-direction
needs to be stored but the algorithm works exactly the same. Therefore, like in the Bresenham algorithm,
an offset variable is stored and maintained to decide to which vertex the temperature will jump in the
next time step.

2.4 Lagrangian Method
Due to the high Péclet number we expect in earth mantel dynamics, we assume that the heat transport is
mainly driven by advection, while nearly no diffusion will happen. As a consequence, the temperature
quantities are primarily transported by the underlying velocity field. Inspired by this behaviour and
other approaches where particles are used to simulate a fluid, like Smoothed Particle Hydrodynamics,
we came up with the idea to perform the temperature advection by particles.
All used particles have a certain temperature, which remains constant during the whole simulation.
These ‘temperature particles’ will travel freely through the domain only driven by the underlying velocity
field which obviously depends on their actual position. However, unlike other particle simulations, they
are massless and do not interact with each other. In other words, the temperature field is specified in a
Lagrangian fashion, which was the reason to refer to this approach as Lagrangian Method.
The basic algorithm is outlined in Listing 2 while the single steps are explained later on in more
detail:
create particles
i n t e r p o l a t e temperature : grid to p a r t i c l e s
time loop
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runge k u t t a time i n t e g r a t i o n using v e l o c i t y i n t e r p o l a t i o n
i n t e r p o l a t e temperature : p a r t i c l e to grid
Listing 2: Lagrangian Method to solve the advection equation.
First, particles have to be created which we distribute uniformly all over the domain. One may think
of alternative strategies, e.g. by using an adaptive generation, where more particles are placed in regions
with high velocities or large temperature changes. A steep temperature gradient might need a finer
resolution to represent this property in a suitable way. Another aspect is the actual number of particles
that need to be created. For this method to work, at least one particle has to reside in the grid cells around
a vertex throughout the simulation. Otherwise, these empty vertices cause problems when interpolating
the temperature values back to the grid since they will not receive a valid value. This problem is looked
at in more detail in Sec. 3.2.3 and, unless noted otherwise, only one particle is created in each cell.
In the second step, for each particle a certain temperature has to be initialised. This value is obtained
by interpolating the actual temperature values of the surrounding nodes to the position of the particle.
Throughout this report, a linear interpolation is used which in 1D is given as:
T (xparticle ) = T (xl ) + (T (xr ) − T (xl ))

xparticle − xl
,
xr − xl

(2.16)

where xl and xr are the coordinates of the left and right neighbours, respectively. Later on, the grid is
changed from uniform to triangular or tetrahedral which requires the usage of barycentric coordinates
for the interpolation, cf. Secs. 4.1 and 4.1.1.
Since we want to trace the path of the particles, and therefore the movement of the temperature field,
an outer loop is needed where the time will be incremented. Inside each time step, we loop over all
particles to perform the upcoming operations. Because the particles are almost never directly placed on
a node, we need to linearly interpolate the velocity they are travelling with from the surrounding nodes.
At this point, it should be clear that even if the particles are free to move through the domain, we always
need to know inside which cell they are located at this moment in order to recognize the neighbouring
grid points. This task is relatively simple when dealing with a uniform grid but becomes much more
complicated when a triangular or tetrahedral grid is used. After assigning the velocity, we are able to
update the position of the particle with a time integrator that solves the ordinary differential equation:
∂x
= u,
∂t

(2.17)

where x is the position and u is the velocity of the particle. In Sec. 4.2, different numerical integrators
are compared. Unless not noted otherwise, an explicit Euler scheme is used for that task.
After all time steps have been simulated, we are of course not interested in the temperature at the
particles but rather at their position and the resulting temperature at the grid nodes. This means that
the temperature has to be interpolated back to the grid points, once more by linear interpolation. If
more than one particle influences a node, the temperature has to be normalised. This is explained more
accurately in Sec. 4.1.1.
All the different steps of the algorithm are sketched in Fig. 2.2.
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(a) Initial temperature field is given.

(b) Create particles.

(c) Interpolate initial temperature to particles.

(d) Time loop: Interpolate velocity field to particles.

(e) Time loop: Integrate particles to new position.

(f) End: Interpolate T from particles to grid points.

Figure 2.2: The different steps of the Lagrangian Method.
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3 Testcases
3.1 One-dimensional grid
In this section, simple simulations in 1D are carried out to test whether the two presented approaches
yield reasonable results and perform well. There, it is especially observed whether they introduce
numerical diffusion, which would be an undesired behaviour. They are compared to a simple upwind
finite difference method which is known to add quite a few numerical diffusion. For this purpose,
both are implemented in M ATLAB and used together with different velocity fields that stay constant
throughout the simulations. A triangular temperature profile is initialised and shall be transported
through the periodic domain. The grid spacing dx and the time step length dt are chosen as 1.
3.1.1 Uniform velocity field
For this test case, the velocity field is initialised with a uniform value of u = 0.3. The temperature
profile has a sharp triangular shape at the beginning. The simulation is run for 80 time steps and on a
grid with 50 grid points.

(a) Upwind finite differences.

(b) Bresenham Method.

(c) Lagrangian Method.

Figure 3.1: Temporal evolution of the temperature profile of three different methods being advected by
a uniform velocity profile.
The temporal evolution of the temperature profile is shown in Fig. 3.1. As expected, the finite
difference method introduces a lot of artificial diffusion leading to a severe smearing of the former sharp
profile. The Bresenham Method is able to advect the profile without any diffusion. The Lagrangian
Method also performs quite well since the profile is overall conserved with only small smearing effects
due to the interpolation back to the grid points.
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Concluding, the Bresenham Method is the ideal technique to solve the convection equation for a
uniform velocity profile. The Lagrangian Method also performs quite well. Even though the underlying
particles preserve the temperature profile exactly, the main weakness of the Lagrangian Method is the
interpolation of the temperature values from the particles back to the grid points, resulting in a slightly
perturbed final temperature profile.
Since the velocity field is very unlikely to be uniform in the physical application later on, the effect of
changes in the velocity profile is analysed in the next section.
3.1.2 Sinusoidal velocity field
For a second test case, the underlying velocity field is now chosen to change along the x-axis in a
sinusoidal fashion:


i
,
(3.1)
u(i) = 0.2 + 0.2 sin π
#gridpoints
where i ∈ {1, . . . , #gridpoints} is the gridpoint index. A plot of the velocity profile can be seen in
Fig. 3.2.

Figure 3.2: Velocity field for the sinusoidal test case.
For the test case itself, again 80 time steps, 50 grid points and the triangular temperature profile from
the last simulation are used.
In Fig. 3.3, the evolution of the temperature profile is shown in the same fashion as for the uniform
velocity field. For the upwind scheme, the profile again flattens out, indicating the added undesired
diffusion. The Bresenham Method shows unphysical oscillations and the former profile can no longer
be recognised. Additionally, it yields temperatures that are larger than the ones initially given and the
whole profile has seemingly travelled a bit farther than the one obtained by the upwind scheme. The
Lagrangian Method, on the other hand, is again able to nearly maintain the sharpness of the profile.
In this testcase an inherent drawback of the Bresenham Method becomes clear. Encountering nonuniform velocity values, the algorithm will advect the quantities at a vertex with larger velocities faster
than slower ones. Though physically expected, this leads to a merging of the temperature and of the
offset values at the slower vertices when copying the values from the faster vertices to the slower ones.
Since a vertex can only hold one temperature and one offset value, this merging is permanent, i.e. the
values cannot be split any more afterwards. As a consequence, some vertices feature unphysically high
temperatures and lie next to vertices which have no temperature value at all. Additionally, the merging
of the offset values results locally in a faster convection speed.
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(a) Upwind finite differences.

(b) Bresenham Method.

(c) Lagrangian Method.

Figure 3.3: Temporal evolution of the temperature profile of three different methods being advected by
a sinusoidal velocity profile.
3.1.3 Partial jumps for Bresenham Method
We came up with a first idea to fix the merging of quantities at single vertices in the Bresenham
Method by applying a redistribution strategy on the vertices that would merge and by using the original
Bresenham Method, cf. Lst. 1, for all other vertices. The reason for this approach is the desire for
keeping the non-diffusive characteristics of the Bresenham Method while fixing the possibility of
creating both empty vertices and vertices with unphysically high values.
To accomplish that, we need to determine the number of values that would jump to each vertex. If
there is only one value at a vertex, everything is fine: We use Bresenham and store the value and the
updated offset there. If one vertex gets more than one value, we redistribute those values according to
their current offsets. Consequently, only a portion of the value, p, which depends on the offset, moves to
the next vertex whereas the other portion, 1 − p, remains in the current vertex.

fast
1−p

1−q
p

q

slow

Figure 3.4: Resolving the collision in the Bresenham Method.
However, it turned out that with a non-uniform velocity field as the sinusoidal one, the behaviour was
much closer to finite differences and lost the non-diffusing property of the Bresenham Method. The
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reason for this is simple: merging vertices would occur way more often than we imagined, which forced
the alternative treatment of the vertices with offset-based redistribution.

3.2 Rectangular grid
Proceeding the tests from the 1D setting to a 2D one allows, on the one hand, a more realistic study
of situations that are very close to what we can expect to appear in the final 3D simulation later on.
On the other hand, it is still possible to visualise and investigate the results relatively easily, helping
to understand the behaviour of the algorithms including their drawbacks. For simplicity, a uniformly
orthogonal mesh is used in the beginning. In Sec. 4.1, this will be replaced by a structured triangle mesh.
In [4], U. Rüde stated a velocity field that satisfies the 2D Stokes equations on the domain Ω = (0, π)2 .
It is given by:
u = sin(kx) cos(y)

(3.2)

v = − cos(kx) k sin(y).

(3.3)

Here, u and v are the two components of the velocity in x- and y-direction, respectively. The parameter
k is a positive integer that determines the number of appearing recirculation cells. Fig. 3.5 shows the
obtained velocity field for the cases k = 1 and k = 2.

(a) k = 1.

(b) k = 2.

Figure 3.5: Velocity field of the solution of the Stokes equations for two different parameters k.
This velocity field will be used in the next sections and will drive the convection of the temperature
field. Initially, the temperature field is linearly decreasing in y-direction and constant in x-direction. It
is plotted in Fig. 3.6.
Note, that neither the values of the velocity nor the ones of the temperature are considered to be in the
right physical order of magnitude and they are not given any physical units. Instead, the tests shall give
hints upon the capabilities of the different algorithms in a quite realistic environment, i.e. convection of
the temperature in the typical recirculation cells.
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Figure 3.6: Initial temperature field featuring a linear decrease from 1.0 to 0.2 in y-direction and
remaining constant in x-direction.
3.2.1 Observations
The above described test case is now being used to see the outcome for the upwind scheme, Bresenham
and Lagrangian Method. For that purpose, k is set to 2, a 50 × 50 grid is used together with a time step
length of dt = 0.02 to fulfil the CFL-condition and the simulation is run 200 time steps. The results can
be seen in Fig. 3.7.
The three different algorithms yield quite distinct outcomes. Note, that the scaling in all three plots is
different. The upwind scheme, like the Lagrangian Method, shows the two expected convection cells
that spirally mix the temperature. The main difference between the two is that in the upwind scheme the
boundary between the hot and the cold areas is rather smooth, whereas the Lagrangian Method provides
sharp boundaries. This again shows the diffusive behaviour of the upwind scheme and the relatively
good diffusion-free modelling of the Lagrangian Method.
On the other hand, there are many black spots, i.e. vertices, in the plot of the Lagrangian Method
with a temperature of zero. Since no heat sinks are present, they are non-physical and must be regarded
as errors stemming from the algorithm itself. A closer look reveals that in the surrounding of these
vertices no particles reside. Therefore, no values can be interpolated to these vertices and they remain
empty, giving them a zero temperature. This is a main drawback of the Lagrangian Method and possible
solutions to this will be discussed in Sec. 3.2.3.
In the plot of the result of the Bresenham Method, the underlying physics are barely recognisable.
Looking at the scaling that ranges from 0 to almost 6, the reason for this strangely looking outcome can
again be identified as the problem already encountered in the 1D tests, namely the merging of the values
of neighbour vertices yielding both empty vertices and vertices with very high values. Since prevention
of this merging was found to be unsuccessful in Sec. 3.1.3, the next section presents the application of
smoothing kernels that try to tackle this problem.
3.2.2 Smoothing Kernels for Bresenham Method
Improvement of the Bresenham Method means incorporation of counter measures against the irreversible
merging of vertices. In Sec. 3.1.3 the idea for this was to prevent the full merging of vertices by splitting
up the contained values accordingly. But, since the results showed that this is also not a good solution,
the next attempt presented here is to repair the merging after it has already happened. For that purpose,
a smoothing kernel is applied to the vertices that have merged and consequently contain now some
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(a) Upwind scheme.

(b) Bresenham Method.

(c) Lagrangian Method.

Figure 3.7: Outcome of the three different algorithms on a 50 × 50 grid. The initial temperature profile
was as given in Fig. 3.6, the velocity field was the analytical solution of the Stokes equations
with k = 2, dt = 0.02 and 200 time steps were simulated.
non-physically high values. The main task of the smoothing kernel is to distribute a certain portion of the
values, which are too high at the specific vertex, to some neighbour vertices. There are of course many
possible kernels available to achieve this, some of which are presented next and are used afterwards in
order to compare their performance. A sketch of them can be seen in Fig. 3.8.
Uniform smoothing kernel
If the values of two vertices merge, the value at the vertex is approximately twice as high as it should be.
The idea of this kernel is to halve the value again, i.e. basically forming the mean of the two merging
values. Due to conservation principles, one cannot simply throw away the other half of the value but
rather has to distribute it to other vertices. This kernel chooses the four direct neighbours and distributes
the cut-away value uniformly to them, resulting in giving 12.5% of the total value to each neighbour.
Other possibilities, but not debated here, would be to consider more neighbour vertices (e.g. all 8
neighbours) or different distribution weightings, which nevertheless have to add up to 1 for conservation
reasons. It is obvious that this kernel will lead to artificial diffusion.
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(a) Uniform smoothing kernel.

(b) Directed smoothing kernel.

(c) Clip and distribute kernel.

Figure 3.8: Sketches of different smoothing kernels.
Directed smoothing kernel
The idea behind this kernel is in principal the same as for the uniform smoothing kernel, but it tries to
minimise the diffusion by distributing the values among those two neighbour vertices that lie in the
up- and downstream direction of the velocity field of the vertex. Therefore, before applying the kernel,
the two components of the velocity field, u and v, are used to determine the two vertices to which the
cut-away value has to be distributed. Again, the weighting values could be changed. Also the decision
intervals based on which the direction of the flow is determined can be altered. Here, the following
implementation is used:


 
≤ π/6 horizontal neighbours
ui,j
arctan
(3.4)
≥ π/3 vertical neighbours

vi,j

else
diagonal neighbours, depending on the sign of ui,j and vi,j
Clip and distribute kernel
This kernel introduces a rather artificial limit to the maximal temperature value a vertex can contain. It
is based on the observation that without any heat sources the maximum value may not exceed the global
maximum temperature value, Tmax , from the beginning of the simulation. Values that are larger than
this Tmax are clipped away and distributed uniformly to the neighbour vertices.
These three kernels are now used on the same setting as in the previous section. Their results are
shown in Fig. 3.9.

(a) Uniform smoothing kernel.

(b) Directed smoothing kernel.

(c) Clip and distribute kernel.

Figure 3.9: Result of using three different distribution kernels in the Bresenham Method. The simulation
setup is the same as before.
As can be seen at first glance, none of the kernels yields satisfying results. Even though they succeed
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in decreasing the maximal occurring temperature, all three plots show the same temperature pattern as
already present in the result of the original Bresenham Method given in Fig. 3.7.
The overall problem is that even though the kernels can smooth out the peaks in the temperature,
they cannot fill up the empty vertices since they do not appear right next to the merged vertices but
further away from them. This can be seen in Fig. 3.10 where the temperature profile as obtained by the
original Bresenham Method after one time step is displayed. Apparently, a whole area in the middle of
the domain has moved one vertex up, causing a front of high temperatures due to merging above this
area but also a line of empty, i.e. here black, vertices below. On the left- and right-hand side the same
behaviour can be observed with a movement in the opposite direction. The kernels described before
would now act only locally at the vertices with the high temperatures and smearing them out. However,
they would not succeed in filling up the empty vertices.

Figure 3.10: Temperature profile of the Bresenham Method after one time step.
Thinking in kernels, one could try to apply a filling kernel at those empty vertices that fill these
vertices with the mean value of the surrounding vertices. Simulations showed that this again cannot
tackle the problems. Alternatively, one could use some global post-processing that will move the whole
area, that has moved in a certain direction and causing therefore the problems, back to the original
position, delaying the jump to the next vertices until this action can be executed without creating
empty vertices. But this leads to many more logical, algorithmic and also physical problems and is
consequently not considered as feasible.
3.2.3 Eliminating empty vertices in Lagrangian Method
As seen in Fig. 3.7, the Lagrangian Method also has some problems in the simulation, namely
the appearance of empty vertices in the outcome. This is due to the lack of particles in the direct
neighbourhood of these vertices. Consequently, these vertices will not receive any value during the
interpolation process of the temperature values from the particles to the grid, resulting finally in empty
vertices. In the following, some different approaches to tackle this problem are looked at and their
performance for a test setup is analysed. Note that this is a crucial part of the whole method since even
a single empty vertex would totally distort the outcome, rendering it unusable.
Increasing the overall number of particles
A first and obvious solution is to simply use more particles from the beginning. Until now, only one
particle was created in each grid cell. Since a larger number of particles would decrease the probability
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of having empty spots in the domain, creating more particles uniformly across the domain will surely
help.
The advantage of this approach is that the extension to more particles is straightforward and does
not require to write new routines. Since the particles are independent of each other, the complexity
increases only linear. However, this means of course that e.g. doubling the number of particles would
also double the amount of necessary computations and consequently the simulation takes twice as long.
Increasing the resetting frequency
During the simulation, the particles will obviously travel across the domain and the larger the number of
simulated time steps the farther away from their initial position they will end up. Since they start out
uniformly distributed, the risk of particles agglomerating in certain areas and, consequently, thinning
out in other areas increases with time. Therefore, the particles could be resetted to their initial position
every treset time steps and the latest temperature field is used as a new initial temperature field. The
number of time steps is ideally chosen in such a way that until then no empty vertices have occurred yet.
The extra computational effort is relatively small since in principal only a few additional operations
are needed, i.e. interpolation of the particle temperatures to the grid, resetting of the particle positions,
interpolation from the grid temperatures to the particles. But, as was already pointed out before, the
main source of artificial diffusion in the Lagrangian Method are the interpolations from and to the
particles. This approach would consequently increase the amount of added diffusion. Additionally,
it is not known in advance what a good value for treset would be, i.e. how many time steps can be
simulated until an empty vertex occurs. This gets even more challenging when the underlying velocity
field changes during time, making it necessary to dynamically adjust treset during the simulation.
Filling the vertices in a post-processing step
A solution that was already mentioned in the previous section, when the empty vertices in the Bresenham
Method were discussed, is to apply a local kernel to those vertices which fills them up with an averaged
value of the surrounding vertices. This step would be included at the very end of the algorithm outside
of the time loop since the actual simulation, i.e. moving the particles across the domain, is independent
of this step. Therefore, this approach features only some post-processing of the obtained result to adjust
the outcome.
In the present implementation, we only use the four vertical and horizontal neighbour vertices with a
weight of 1/4. The average is calculated as follows:
1
Ti,j = (Ti+1,j + Ti−1,j + Ti,j+1 + Ti,j−1 )
4

(3.5)

This approach is generally simple to implement, but special care has to be taken when two or more
empty vertices lie next to each other. Then, it is of course not reasonable to include the empty vertices
into the average but rather the kernel stencil, and consequently also the weight, has to be adjusted to
1
exclude those empty vertices. In this case, the weight is set to #non-empty
vertices and it is summed up only
over the non-empty vertices. A possible problem of this approach becomes clear immediately: When
the vertex is surrounded by empty vertices only it is not possible to assign it any value and the vertex
stays empty.
Random initial particle placement
Another approach, that might not seem obvious at first, is to initially place the particles randomly across
the domain. Until now, the particles have been created in a structured fashion that uniformly fills out the
whole domain in the hope to minimise the chance of getting empty vertices. But simulations showed
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that this structured placement is indeed more likely to yield areas with no particles. A comparison
between the particle positions after 50 time steps when placing them uniformly or randomly is shown in
Fig. 3.11. As can be seen in the resulting temperature fields, the uniform particle placement leads to
structures that cause a regular pattern of empty vertices in contrast to the randomly placed ones.

(a) Uniform particle placement.

(b) Random particle placement.

Figure 3.11: Different outcomes when initially placing the particles uniformly or randomly.
All these approaches are tested with different parameters and the number of empty vertices during the
simulation of 200 time steps on a 50 × 50 grid are compared against the original method in Fig. 3.12.
The behaviour of the original method might be surprising, since the number of empty vertices is rising
very quickly at the beginning and decays slowly after around 60 time steps. This can be explained by
the formation of structures in the particle distribution that lead to this patterns of empty vertices shown
in Fig. 3.11. After approximately 60 time steps, these structures break up again since the particles are
mixed further. This then reduces the numbers of empty vertices again.
In the top left plot, the effect of using more particles is shown. As expected, the number of empty
vertices reduces when the number of particles is increased. But even for 16 times more particles the
number of empty vertices cannot be permanently kept at zero. On the other hand, this computation took
16 times longer to finish.
Different values for treset are plotted in the top right corner. Since the velocity field does not change
during the time and the particles will therefore be at the exact same position every treset time steps, a
periodic behaviour can be seen in the different graphs. It gets clear that this approach is only useful if the
simulation is resetted before the first empty vertices appear because otherwise a temperature field with
holes in it will be used as a new initial field. For this setup, treset = 15 seems to be a good choice but
was found by looking at the graph for the original method. In general, the value depends on the velocity
field, the time step size, the grid size, the number of used particles and the initial particle placement
which makes it nearly impossible to determine this value a priori.
The effect of randomly placing the particles at the beginning is displayed in the third plot. In
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Figure 3.12: Results of the different improvement techniques of the Lagrangian Method.
contrast to the original method, the number of empty vertices stays relatively constant throughout the
whole simulation, not showing the steep rise at the beginning. For a larger amount of time steps, both
graphs seem to converge against each other. The chaotic initial distribution prevents the forming of
the characteristic patterns of the particles which created many empty vertices in the original method.
However, it is very likely to have empty using already at the beginning when only using as many
particles as grid cells. If four-times as many particles are used, the random distribution yields very good
results with nearly always zero empty vertices.
At last, the filling kernel is tested together with the uniform and the random particle placement. In
both cases, the application of this kernel reduces the number of empty vertices significantly but not
entirely. As already noted before, the concept of the filling kernel breaks down when empty vertices
lie next to each other. The plot of the temperature profile after 50 time steps of the uniform placement
in Fig. 3.11 indicates that this case is present several times, which results in still many empty vertices.
The random placement leads to a distribution of the empty vertices without these patterns, cf. Fig. 3.11.
This makes it more likely that instead of whole areas with empty vertices there are more single empty
vertices. In this case, the filling kernel can successfully fill the empty vertex. Therefore, the performance
of the random distribution together with the filling kernel is quite good.
Concluding, it is not easy to find a generally good approach to deal with the empty vertex since
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it might also strongly depend on the actual velocity field and the time step size. But the simulations
suggest that a combination of using slightly more particles, randomly distributing them at the beginning
and applying a filling kernel at the end to get rid of the eventually still present empty vertices might be a
good way to go. To be on the safe side, the grid should be checked again after the filling kernel to make
sure that no empty vertices are left over. Otherwise, the filling kernel can iteratively be applied until
all vertices are filled. Note, however, that the effect of the filling kernel does not represent physics and
should therefore only be used carefully.
Since the determination of a suitable treset is not straightforward and the combination with the
random placement is not meaningful, the approach that alters the resetting frequency is dropped.

3.3 Evaluation
In this section, the encountered results are gathered and summarised to decide which method should be
used in further simulations.
The Bresenham Method features a performant and simple algorithm which works directly on the grid
points. If the underlying velocity field is constant, the outcome will match the exact solution completely.
Since, however, this is not the case in general, the method encounters some severe problems stemming
from the merging of vertices. Different attempts were made to deal with this problem. On the one hand,
the full merging was replaced by a partial merging in the hope of having smoother outcomes. On the
other hand, the merged vertices were tried to be smoothed out afterwards in order to distribute the values
again and coming back to physically meaningful results. None of the two approaches was able to yield
satisfactory results and it is still unclear if this basic structural problem can somehow be tackled.
The Lagrangian Method showed promising results right from the beginning with outcomes similar to
the one of the upwind finite difference scheme but featuring less diffusion. The problem of the occurring
empty vertices that contaminated the simulation was studied in more detail and several approaches were
found that helped to get rid of them. In principal, each of them could be used but a combination of
three approaches seems to be the most efficient and promising solution. Using slightly more particles
together with a random starting placement and a filling kernel might be a good compromise between
performance, artificial correction of the results and assuring filled vertices across the domain.
Looking at these results, the Lagrangian Method is the method of choice and will be used first on a
triangular grid, which will finally be extended to a 3D tetrahedral grid. Due to the unresolved problems,
the Bresenham Method will not be considered any more in this report.
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4 Lagrangian Method for triangular grids
4.1 Triangular grid
Until now, only rectangular grids in 1D and 2D are used for our algorithm. As a next step, we move the
Lagrangian Method to triangular 2D and 3D grids, since at the end of the day it should be used inside
the HHG framework. Like the tetrahedron grid in HHG, our triangle grid is structured and additionally
equidistant.
In general, HHG is a framework that includes functionality to handle most aspects of the simulation
of Earth mantle dynamics on a tetrahedron grid. Given a coarse mesh of tetrahedrons, it will refine it
successively into finer grids by quartering, enabling the use of multigrid algorithms. More information
about the HHG can be found in B. Gmeiner’s dissertation [2].
Note, that the idea of the Lagrangian Method itself is independent of the underlying grid, but some
parts of it are not. This concerns the interpolation and the determination of the particle-containing cell.
Both of these have to be adapted to the triangular grid which is described in the following two sections.
4.1.1 Interpolation
In contrast to the rectangular grid, a simple linear interpolation cannot be utilised on a triangular grid.
Therefore, we use barycentric coordinates to interpolate the values from the vertices of the triangle or
tetrahedron, in which the particle resides, to the particle.
The barycentric coordinate λi corresponding to a vertex vi can be seen as the fraction of the area of
the opposing subtriangle and the whole triangle. This is visualised in Fig. 4.1.
v3

A2
A1
v1

A3

v2
Figure 4.1: Visualisation of barycentric coordinates in a triangle.
To calculate barycentric coordinates, we use determinants to first obtain the different areas Ai . This
is shown in Tab. 4.1 where x is a point inside a triangle or a tetrahedron spanned by the vertices vi . In
general, i = 3 for triangles and i = 4 for tetrahedrons. Then, the coordinates are computed as the ratio
λi =

Ai
.
A
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(4.1)

1
2
1
A1 =
2
1
A2 =
2
1
A3 =
2
A =

A =

v1 v2 v3
1
1
1
x
1

A1 =

v2 v3
1
1

v1 x
1 1

A2 =

v3
1

A3 =

v1 v2 x
1
1 1

A4 =

1
2
1
2
1
2
1
2
1
2

v1 v2 v3 v4
1
1
1
1
x
1

v 2 v3 v4
1
1
1

v1 x
1 1

v 3 v4
1
1

v1 v2 x
1
1 1

v4
1

v1 v2 v3 x
1
1
1 1

Table 4.1: Calculation of the areas of the different triangles and tetrahedrons in 2D or 3D, respectively,
using determinants.
The interpolation of a value Φ, which could be one component of the velocity or the temperature,
from the vertices of the grid to the position x is given as:
X
Φ(x) =
λi Φ(vi )
(4.2)
i

When interpolating a value from the particles back to the grid as done in the last step of the algorithm,
the barycentric coordinates are calculated in the exact same way as before and one uses:
Φ̃(vi ) ← Φ̃(vi ) + λi Φ(x)

(4.3)

After all particles interpolated their values back to the grid, a normalisation of these values at all the
vertices of the grid has to be undertaken:
Φ̃(vk )
,
Φ(vk ) = P
j λj

(4.4)

P
where j λj is the sum over all λ from the different particles that were used in Eq. 4.3 to interpolate
their values to the vertex vk .
Note, however, that for this interpolation to work accurately, one has to know the cell in which
the particle currently resides. To find out whether a particle is inside a certain cell, the barycentric
coordinates are again used. If λi ≥ 0 ∀i, it is considered to be inside. Therefore, we need to update
the cell, if ∃i : λi < 0. An efficient approach for this step without checking all the surrounding cells is
explained in the next section.
4.1.2 Finding the particle containing cell
Determining the cell that contains a particle in a rectangular grid is easily done in one step, since there
is a direct mapping of coordinates to cell index. In a triangular grid of dimension n, however, this is not
the case. Here we need an iterative method to find the current cell.
Now, without loss of generalisation, let the simulation domain Ω in 3D be decomposed into tetrahedrons Ti :
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Ω=

N
[

Ti

(4.5)

i=0

Furthermore, let the grid be constructed in such a way that for neighbouring tetrahedrons Ti ∩Tj (j 6= i)
is either a common vertex, edge or face. This also implies that the interior of Ti and Tj are disjoint.
Then, there are exactly two tetrahedrons that have one face in common. This also means that the three
vertices that span this face, v1 , v2 , v3 , got exactly two neighbour vertices in common:
dim(N (v1 ) ∩ N (v2 ) ∩ N (v3 )) = 2,

(4.6)

where N (vi ) is the set of all neighbours of vi .
Using this property, we develop an algorithm to iterate through the grid and find the cell a particle
is moving to. We need to determine the four correct vertices that span the tetrahedron that contains
the particle. It is assumed that the former vertices are known and the algorithm must now update these
vertices correctly. Since the grid is structured, a neighbourhood stencil can be applied to each vertex,
resulting in a set of neighbour vertices. For the present case of a tetrahedron grid, this stencil for a vertex
with indices (x, y, z) is given by Tab. 4.2 and is visualised in Fig. 4.2.
(
(
(
(
(
(

Triangle grid
x + 1, y
x − 1, y + 1
x,
y+1
x,
y−1
x + 1, y − 1
x − 1, y

)
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(
(
(
(
(
(
(
(
(
(
(
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Tetrahedron grid
x + 1, y,
z
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y − 1, z + 1
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z

)
)
)
)
)
)
)
)
)
)
)
)
)
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Table 4.2: Stencil for the neighbour vertices.
With these observations it is now possible to construct an iterative search method by combining the
above mentioned neighbour relations with barycentric coordinates. If a particle leaves a cell, at least
one of its barycentric coordinates will be negative. The idea is now to replace the vertex with the largest
negative barycentric coordinate by keeping the other three vertices for the moment. Since the new vertex
must be conform with the structure of the grid, there are only two possible neighbour points of the three
kept vertices, cf. Eq. (4.6). One of them is the old vertex that shall be replaced, leaving only a single
possible candidate as the new vertex. This procedure is repeated until all barycentric coordinates are
non-negative. The pseudo code is shown in listing 3.
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z

z y
x

x
(a) Triangle grid.

(b) Tetrahedron grid.

Figure 4.2: Visualisation of the neighbour stencils.

c a l c u l a t e barycentric coordinates : p a r t i c l e in current c e l l
w h i l e ( a t l e a s t one b a r y c e n t r i c c o o r d i n a t e < 0 ) {
/ / p a r t i c l e i s not in c u r r e n t c e l l
n e g l e c t v e r t e x w i t h most n e g a t i v e b a r y c e n t r i c c o o r d i n a t e
/ / f l i p t o o t h e r s i d e o f f a c e d e f i n e d by r e m a i n i n g v e r t i c e s
b u i l d up n e i g h b o u r s e t s a t r e m a i n i n g v e r t i c e s u s i n g s t e n c i l
i n t e r s e c t n e i g h b o u r s e t s t o r e c e i v e new v e r t e x
update b a r y c e n t r i c coordinates
}
Listing 3: Pseudo code for traversing the grid
One flip iteration can be visualised by the following two pictures:
v3

v3

v4

v4

→
v2
v0

v2
v1

v0

v1

Figure 4.3: Update of the current cell.
With that in mind we built up the sets containing the neighbouring vertices of the three remaining
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(a) Setup after updating the particle
position.

(1, 2)
(1, 1)

(1, 0)

(2, 2)

(0, 2)

(2, 1)

(0, 1)

(2, 0)

(0, 0)

(b) Setup after one iteration step.

(1, 2)
(1, 1)

(1, 0)

(2, 2)

(2, 1)

(2, 0)

(c) Final setup after second iteration
step.

Figure 4.4: Two iterations of the algorithm that updates the particle’s cell. The coloured triangle is the
triangle that is currently regarded as the particle’s cell.
ones. Intersecting those three sets will give us two vertices. One is the old and invalid vertex with
negative barycentric coordinate. The other one is the flipped one which we want to determine.
The algorithm can be visualised best in 2D with a structured triangle mesh, but works analogously
in 3D with tetrahedrons. The procedure is shown for an example setup in Fig. 4.4. During one time
step the particle has moved from some position inside the triangle ((1, 0), (1, 1), (0, 1)) to one of the
neighbouring triangles. In order to find out the new triangle to which the particle belongs, the barycentric
coordinates of the particle with respect to the former triangle are computed. Since the coordinate that
corresponds to the grid point (1, 0) has the most negative value, this vertex has to be replaced. To find
the new vertex, the neighbourhood stencil is evaluated for (0, 1) and (1, 1) since these two vertices are
kept for the moment. This stencil is the same for all the vertices due to the structured grid. Intersecting
the set of all possible neighbour points of these two vertices, only (1, 0) and (0, 2) remain as common
points. Excluding the old vertex (1, 0) from this set, finally yields the new vertex (2, 0). Therefore, the
new cell would be ((0, 1), (1, 1), (0, 2)). The same procedure is now performed once more since one of
the barycentric coordinates is still negative and the corresponding vertex has to be replaced. After the
second iteration step, the algorithm converged and the correct triangle is found.
4.1.3 Random initial particle placement
In Sec. 3.2.3, different methods have been presented in order to tackle the problem of empty vertices,
i.e. vertices that did not receive any temperature value since no particles were currently in their
neighbourhood. Besides using more particles, the most promising strategy was to use a random initial
particle placement together with a filling kernel. The implementation of the filling kernel for a triangular
grid is straightforward, since the stencils given in Tab. 4.2 can directly be used. In our implementation,
we only consider the four or six direct neighbours in 2D or 3D, respectively.
An efficient implementation of the random placement is not as simple because the interpolation
requires the knowledge of the cells the different particles belong to. After randomly placing a particle in
the domain, one could naively loop over all the different cells, checking the barycentric coordinates
until one finds the correct one.
This can be improved by the following: The random position is divided by the grid spacing h. This
yields the three indices of a vertex that is surely very close to the particle. By adding 1 to each of these
indices, one finds three additional vertices that together with the first one span a tetrahedron which again
is close to the particle. Now, we apply the cell search algorithm explained in section 4.1.2 until we find
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the correct triangle, which is found in just a few iterations. Obviously, this works analogously with
triangles.

4.2 Efficient integrator
As already explained in Sec. 2.4, one of the main parts of the Lagrangian Method is the advection of the
particles that carry the temperature with them. This means that the ordinary differential equation
∂x
=u
∂t

(4.7)

has to be solved by a numerical integrator. Until now, this has been done by applying the explicit Euler
scheme:
x(t+1) = x(t) + dt u(x(t) )
But many more methods exist to achieve this, some of which are presented next. The goal is to find a
numerical scheme that allows to solve this advection equation for the particles as fast and as accurately
as possible, keeping in mind that the interpolation of the velocity from the grid points to the particles is
only linear. The used schemes here are:
• Heun-Scheme:
x̃(t+1) = x(t) + dt u(x(t) )
dt
x(t+1) = x(t) + (u(x(t) ) + u(x̃(t+1) ))
2
• Second-order Runge-Kutta method (RK2):
dt
u(x(t) )
2
= x(t) + dt u(x̃(t+1) )

x̃(t+1) = x(t) +
x(t+1)

• Fourth-order Runge-Kutta method (RK4):
(t+1)

x1

(t+1)

x2

(t+1)

x3

x(t+1)

dt
u(x(t) )
2
dt
(t+1)
= x(t) + u(x1
)
2
(t+1)
= x(t) + dt u(x2
)




dt
(t+1)
(t+1)
(t+1)
u(x(t) ) + 2 u(x1
) + u(x2
) + u(x3
)
= x(t) +
6
= x(t) +

Now, a simple test case is set up to find out which of these integrators is suitable for the problem.
Therefore, a domain Ω = (0, π)2 is discretised with 100 grid points in each direction. The velocity
field from Sec. 3.2 is used with k = 1, i.e. one convection cell. Then, a single particle is created at the
position (π/4, π/4) and its path is traced for 2000 time steps. The results are shown in Fig. 4.5 where
the blue circle marks the starting point. It can be seen that with the explicit Euler scheme, the circles
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quickly grow bigger and the particle leaves the domain early. In contrast to that, the other three methods
yield the same results featuring circles that are close together.
This shows that the fast explicit Euler might not be the best choice regarding accuracy. Since the other
three integrators result in very similar outcomes it is also not worth to use an expensive fourth-order
scheme. This arises from the fact that the interpolation that is needed to evaluate the velocity field
at the particle positions is only linear and consequently limits the achievable accuracy. Therefore, a
second-order Runge-Kutta integrator seems to be a good trade-off between performance and accuracy.

(a) Explicit Euler.

(b) Heun - Scheme.

(c) Runge-Kutta second-order.

(d) Runge-Kutta fourth-order.

Figure 4.5: Test case for accuracy of the different integrators, tracing one particle.

4.3 Test on tetrahedral grid
We set up a large tetrahedron with the vertices at (0, 0, 0), (1, 0, 0), (0, 1, 0) and (0, 0, 1). This global
tetrahedron is then subdivided into several smaller tetrahedra which form the computational grid.
However, for the simulations we only use a cubed domain inside this large tetrahedron with an edge
length of one third, having one corner at the origin. This makes it possible to use the same velocity field
as in the 2D case in the x − z plane with constant continuation in y-direction for simple comparisons
with previous results. Initially, the temperature values vary linearly in the z-direction and are constant
in the other two directions. The cube consists of 50 × 50 × 50 vertices. 573800 particles were used
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inside this cube. This means that there are approximately 5 particles per grid vertex. The simulation is
run for 200 time steps with dt = 0.002.
The simulation results are shown in the Figs. 4.6 and 4.7. In the first ones, a x − z slice was made
through the cube to see the evolution of the temperature field. In the second pictures, a subset of the
particles is displayed which are coloured according to their temperature value. By this, one can see
the connection between the particles and the interpolated grid. Since the whole simulation setup was
chosen to match the 2D simulations in the earlier chapters, we can directly compare these pictures with
e.g. Fig. 3.7. Clearly, they agree very well which strongly suggests that our 3D implementation works
as expected. As mentioned before, we used random initial particle placement together with a filling
kernel and several particles per vertex which seems to work great in order to avoid empty vertices. A
deeper analysis of the implementation with the help of a profiler revealed, that most of the time is spent
calculating the determinants to get the barycentric coordinates. These calculations are in general very
fast but since they have to be done a few million times, this accumulates and slows down the program.

(a) Initially.

(b) After 100 time steps.

(c) After 200 time steps.

Figure 4.6: Evolution of the temperature field. The velocity field is visualised with light blue arrows.

(a) Initially.

(b) After 100 time steps.

(c) After 200 time steps.

Figure 4.7: Evolution of a subset of the particles which are coloured by its temperature. The velocity
field is visualised with light blue arrows.
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5 Conclusion & Outlook
During our BGCE Honours Project, our task was to test unconvential discretisations of the temperature
equation in the setting of Earth mantle dynamics. For that purpose, we took a closer look at two different
approaches: the Bresenham Method and the Lagrangian Method.
One strength of the Bresenham Method is the diffusion-free advection of the temperature field.
Additionally, it works directly on the grid without further overhead regarding datastructures and
interpolations. However, a crucial drawback is the inevitable merging of vertices which leads to
unphysical behaviour. This could not be overcome by our solution ideas, consequently rendering this
algorithm unusable.
The Lagrangian Method with its particles, on the other hand, requires to shift the problem from
the grid to a grid-free specification. This makes it necessary to use additional datastructures to store
the particles, and interpolations between the grid and the particles. This results in both, storage and
computational overhead. Contrary to these drawbacks, the obtained outcomes represent the diffusionfree property of the underlying temperatue advection equation very well. The problem of emerging
empty vertices can be successfully resolved by various countermeasures.
Due to these strengths, we suggest to use the Lagrangian Method inside the HHG framework of the
Terra-Neo project. The utilised datastructures are designed in such a way that it can easily be integrated
into this framework.
HHG by design parallelises the solution procedure by distributing the coarse tetrahedra to MPI nodes.
This is still possible when applying the Lagrangian Method by assigning the particles inside a coarse
tetrahedron to the proper MPI node. Moreover, the computations necessary for the particles residing in
such a coarse tetrahedron can be parallelised with OpenMP and vectorised using SSE/AVX registers
utilising features of modern hardware architecture.
If it is desired to add diffusion in a controlled and physical way, one can extend the Lagrangian
Method to solve an advection-diffusion equation by using operator splitting. Then, the diffusion step is
carried out on the vertices and the particle temperatures are updated. More information about this can
be found in [1].
At last, an additional feature of the Lagrangian Method can be mentioned. In physical problems the
evolution of several quantities can be described by pure advection equations. Besides the temperature
like in our case, these can be concentrations, viscosities etc. For these cases, the same method as for
the temperature advection equation can be used by simply equipping the particles with these quantities.
Therefore, the extension to more advection equations is straightforward and is already covered by the
introduced overhead of the Lagrangian Method.
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