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For the simulation of real-life scenarios and to solve modern simulation problems large simulation domains have to be computed. Whereas the last generation of supercomputers could
not feature the required computing power and the amount of memory, the HLRB II offers for
the first time an adequate computing resource for very large-scale lattice Boltzmann scenarios.
In this report we discuss the resource requirements of the waLBerla project, a widely applicable lattice Boltzmann solver, focused on high scalability and parallel efficiency. waLBerla is a
common project to combine a multitude of applications for that all are able to and for which it
is useful to exploit the given resources by computing very large-scale scenarios. In the course
of this project we will develop appropriate parallelization and optimization techniques that
are required for future computer systems featuring large distributed memories and many-core
processors.

1 Introduction
The lattice Boltzmann method (LBM) enables fast and flexible fluid simulation, and is easily extendable for physical applications. Our group has already gained experience in developing lattice Boltzmann
codes for several years by implementing many different applications like blood flow, moving particles,
free surfaces, foaming and charged colloids. A new widely applicable Lattice Boltzmann algorithm from
Erlangen (project name waLBerla [GDF+ 07, FGD+ 07]) will combine these applications in one efficient
code. Besides, waLBerla provides well-defined interfaces and a suitable framework supporting I/O and
visualization mechanisms. However, one of the project’s major goals is to be suitable for very complex
and large-scale applications. Therefore, a parallelization concept is needed that shows good efficiency on
large-scale supercomputers.

This report describes our motivation for large-scale LBM simulations that exploit parallel machines with
hierarchical structures ranging from fine-grained parallelism on a multi-core CPU to the coarse-grained
parallelism in clusters of nodes and unions of clusters, and featuring huge amounts of memory.

2 Lattice Boltzmann Method
The lattice Boltzmann method [Suc01] is a mesoscopic CFD simulation scheme between microscopic
approaches like molecular dynamics and macroscopic simulations like Navier-Stokes. It is based on kinetic
theory and uses a stencil-based approach to solve time-dependent quasi-incompressible flows in continuum
mechanics. The method operates on particle density distributions that represent the fraction of the total
mass moving in a discrete direction. Despite the different approach compared to Navier-Stokes, it can be
shown by a Chapman-Enskog expansion [CC70], that the LBM satisfies the incompressible Navier-Stokes
equations with second order accuracy in space and first order in time. For a widely used class of lattice
Boltzmann models, the collision process is based on the BGK approximation, where the evolution equation
reads with i = 0, . . . , Ne − 1:
i
∆t h
fi (~x, t) − fieq (ρ(~x, t), ~u(~x, t)) ,
(1)
fi (~x + ~ei ∆t, t + ∆t) = fi (~x, t) −
τ
where fi is the particle distribution function, representing the fraction of particles located at position ~x
and time t, moving into the discrete velocity direction ~ei . The time step ∆t and the length of the discrete
velocity vectors ~ei are chosen such that the particle distributions move exactly one cell further during each
time step. The difference from the equilibrium fieq is weighted with the relaxation time τ which depends
PN −1
on the viscosity of the fluid. The equilibrium is a function of the macroscopic density (ρ = 0 e fi ) and
PNe −1
velocity (ρ~u = 0
fi~ei ).

Figure 1: Discretization model D3Q19 in three dimensions with 18 discrete velocity directions and the center
representing the fraction of non-moving particles.

In waLBerla, we use the three-dimensional D3Q19 discretization model (see Figure 1), which has Ne = 19
discrete velocity directions per cell. Compared to other models with 15 or 27 directions, this model is
a good compromise between computational efficiency and numerical stability. Moreover, it is the most
favorable one for parallelization: since there are only diagonal directions to the mid-points of the edges,
and no ones to the corners of the cell, only data for planes and edges have to be sent, and not single cells.
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3 waLBerla
Since one of the goals of the waLBerla project is a highly scalable parallelization suitable for one of the
currently largest supercomputers (the HLRB II), the parallelization concept has to be suited for this
purpose. In order to create a parallelization suitable for several thousand cores it is essential to subdivide
the global simulation domain into small, distinct blocks that are independent of each other except for the
necessary communication among the boundaries. In the waLBerla project these blocks are called patches.
While a simple domain partitioning for parallelization purposes is one of the basic tools of every parallel
algorithm, the idea of the waLBerla patches is more extensive.
As described in more detail in [FGD+ 07], the patches serve several purposes:
• to reduce memory consumption
• to increase performance by mixing differently-skilled patches
• to ease parallelization
Especially for domains containing porous media, the patch concept is able to reduce the memory requirements. It was introduced by [Göt06] who is dealing with LBM blood flow simulations. Mapping small

Figure 2: Two-dimensional sketch of a vessel bifurcation and patches that can
be omitted (white) in order to save memory.

and twisted vessels to the Cartesian grid of an LBM simulation inevitably leads to large areas with solid
cells that unnecessarily reserve memory. Therefore, the domain is subdivided in patches while only those
containing fluid cells will be allocated (see Figure 2). From these memory savings also other applications
dealing with porous media (e.g. fuel cell simulation) will benefit. Besides the memory reduction, the
patch concept enables a more flexible handling of different application requirements while maintaining
best possible performance (see Figure 3). By switching on the corresponding routines appropriately, only
those patches that have to deal with more complex tasks like free surfaces (blue), moving particles (pink)
or both (purple), perform the necessary computations while all other patches can use optimized routines
for pure fluid simulation. When the free surface boundaries or the moving particles cross the border of
their patch, the neighbor just switches on the appropriate functionality itself. Thus, there is no need for
a (single, central) entity of higher level that replaces the patch (see [FGD+ 07] for a more detailed discussion). For parallelization, the patches incorporate the smallest non-breakable units which are distributed
among the processors. This way it is ensured that curved partitions still can be computed the usual way.
A dynamic class concept in the C++ code hides the communication from the computation such that each
patch just communicates to its neighbor, irrespective whether it is located on the same process or not.
The patch concept facilitates strong scaling experiments by assigning one patch to each processor and
varying the patch size with the number of processors.
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Figure 3: Differently skilled patches interacting with each other.

4 Applications of waLBerla
At the time, waLBerla is designed to support five specific applications, which all are demanding in resource
requirements when performed with reasonable domain sizes for physical true-life experiments. In the
following these applications are introduced briefly.

4.1 Blood Flow
Our group has been performing blood flow simulation for about two years [Göt06], where blood flow in
local dilatations of the vessel wall, so-called aneurysms, is of special interest. Many people, especially in
developed nations, suffer from aneurysms, which are mostly caused by arteriosclerotic disease and typically
occur near bifurcations or in curves. They are often localized in the human brain and most times lead
to perilous cerebral hemorrhage if they rupture. Our work flow includes the processing of images from
digital subtraction angiography (DSA), setting up a fluid simulation and computing results that facilitate
the doctors’ decision on the further treatment. The simulation of flow and computations of pressure

Figure 4: Flow simulation in vessel with stenosis and
aneurysm.

Figure 5: Oscillatory shear stress computation in an
aneurysm.
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and oscillatory shear stresses in an aneurysm (see Figures 4 and 5) could enhance to understand the
development and growth of aneurysms and support therapy planning. However, for better understanding

Figure 6: Real intracranial vessel geometry
with a saccular aneurysm.

and more accurate simulations it is necessary to not only simulate the short part of the vessel with the
aneurysm, but a larger environment (see Figure 6). Additionally, current imaging techniques produce very
fine resolutions of the vessels, which lead to large memory consumption. Even if the memory reducing
technique mentioned in section 3 is applied, it is obvious that for simulations of this order of magnitude
way more performance and memory than available on a standard PC are required.

4.2 Moving Particles with Application in Blood Flow
Coupling of moving particles with fluid simulation was already performed in [Igl05]. The focus of this
research was the simulation of arbitrary complex, moving particle agglomerates, and the two-way coupling
between these rigid bodies and the fluid. The algorithms included the computation of forces from fluid
onto the particle and vice versa, as well as the forces acting on the interconnects of the agglomerates (see
Figure 7). This way it is possible to determine whether the agglomerate would break up due to traction
of shear forces or not. As an extension of this and the blood flow application it is planned to simulate

Figure 7: Particle agglomerations moving in shear flow.

erythrocytes, the red blood cells, in small vessels. E.g. [DHC+ 07] showed good results for the simulation
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of 200 erythrocytes in very small arterioles with a domain size of 80µm · 30µm · 30µm on 15 CPUs. The
simulation of aggregation or clotting processes in larger vessels leads to huge memory consumption due
to a large number of particles and very fine resolutions. 2.5cm of the vertebral artery in the brain which
has an average diameter of 3.4mm contain about 0.227ml blood, which means more than 1.13 billion
red blood cells. The resulting need for memory makes such a simulation only possible on a large-scale
supercomputer featuring enough memory (see the detailed derivation in subsection 6.1).

4.3 Fuel Cells
In polymer electrolyte fuel cells (PEFC), a key performance limitation, the mass transport loss, originates
from liquid water and resulting flooding phenomena in the gas diffusion layer (GDL). Due to the blockage
of available pores inside the GDL by liquid water the oxygen transport is hindered from reaching the
active reaction sites efficiently. Thus, the GDL plays an important role in the water management of a
PEFC. With a free-surface algorithm, waLBerla will be adapted to simulate the liquid water flow inside
the GDL of a PEFC. Since the GDL typically has a fibrous structure, the geometry is governed by a porous
medium with small pore sizes (see Figure 8). Since the LBM is valid only in continuum mechanics (i.e.

Figure 8: Fibrous structure of a GDL in a PEFC (from [GFI+ 06]).

small Knudsen numbers), the resolution has to be chosen such that a pore is occupied by at least 10 lattice
cells. With pore sizes in the order of 1µm the representative elementary volume of 0.45 · 0.45 · 0.1mm3
depicts challenging memory requirements which can be met only by large-scale supercomputers (refer to
subsection 6.1).

4.4 Metal and Polymer Foams
By using free surface extensions our group has been able to simulate the development of foam already
three years ago (see Figure 9, [KTH+ 05]). These simulations helped to understand the foaming process in
the metal foam production. The simulation includes the expansion of bubbles and computation of surface
tension as well as disjoint pressure. These algorithms will be used to simulate polymer foams in the future.
Due to the different production process and the non-Newtonian behavior, this application again demands
a high resolution for LBM. To better understand the production process of styrofoam, we will simulate
the expansion of polystyrene balls that get stretched by enlarging gas bubbles inside, starting from tiny
seeds. In order to resolve these tiny gas seeds, a high LBM resolution will be required.
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Figure 9: Foaming process.

4.5 Ions and Colloids
The same algorithms as mentioned earlier in subsection 4.2 are used in [Fei06] in order to simulate colloidal
dispersions. Colloids are used for various applications, e.g. in creams, glues, paints, washing and cleaning
agents. The colloids consist of a continuous phase with some dispersed substance, which is in our case
represented by spherical particles or agglomerates of spheres (see Figure 10). The simulation computes
the electrostatic repulsion, including electrostatic potentials, the acting forces between the particles and
the fluid flow, as well as diffusion of ions. Since for the electrostatic interaction the LBM has to be

Figure 10: Colloidal agglomerate and colloidal dispersion.

coupled with iterative solvers (here the conjugate gradient method), this application is computationally
very intensive. For solving the differential equations, the library ParExPDE [FBHR05], developed at our
chair, is used. This library is highly parallelizable such that we would be able to simulate this application
case for realistic scenarios on a supercomputer featuring the necessary number of processors.
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5 Experience, State of the Art and Expectations from Project
Our group’s experience covers all activities mentioned in this project proposal. We have been developing
LBM solvers for more than 5 years, and are continuously coupling them to a variety of applications.
From our group, one person is assigned to each of the aforementioned applications. High-performance
computing is a second area of expertise of our group. We investigate in architecture-dependent performance
optimization on several different architectures: Partially together with the HPC group of the Regional
Computing Center Erlangen (RRZE), we explored optimization capabilities on multi-core scalar processors
and Itanium II processors [WZHD06, DZH+ 05, Kow04], we gained expertise in optimizing for the IBM Cell
architecture [SGR07], and perform programming for graphics processors as well. We are also experienced
in terms of large-scale parallelization. In fact, researchers from our research chair have received the ISC
Award for their Hybrid Hierarchical Grids (HHG) multigrid solver which has proven to be very well
scalable up to and exceeding 3825 CPUs on HLRB II.
Despite being experienced in all these key qualifications, the combination of them is not a trivial task.
Thus, our group started the waLBerla project which is destined to combine all CFD applications existing
at our chair into one scalable, parallel and efficient program. In combination with the experience from
HHG, waLBerla will adopt parallelization principles that prepare for high scalability. As Figure 11 shows,

Figure 11: Weak scaling experiment of waLBerla on “woody” at RRZE.

our efforts on mid-sized clusters as available at the RRZE are very promising. Therefore, we want to
take the step from large-scale to very large-scale – or hyper-scale – computers, being finally able to do
real-life simulations and learning how to optimize for highly parallel machines with large memories, along
the way.

6 Resources
As outlined in section 4 waLBerla is intended to become a very large-scale LBM solver computing reallife scenarios. These simulations are strongly demanding in terms of memory, disk space and number of
processors. All five applications will be in the same order of magnitude, so in the following, only the
required computing resources for the blood cell and fuel cell simulation will be carried out in detail. The
overall purpose of this section is to show the massive resource requirements our waLBerla project induces
for the next two years.
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6.1 Memory Requirements
In subsection 4.3 we mentioned that a pore of 1µm3 has to be resolved with about 103 LBM voxel
cells. Thus, for simulating the representative elementary volume of 0.45 · 0.45 · 0.1mm3 = 2 · 107 µm3 ,
with a porosity of 10% the simulation domain would consist of roughly 1.8 · 1010 voxels. A free surface
implementation of LBM with D3Q19 discretization scheme needs around 50 doubles per lattice cell, which
is 400 Bytes per cell. Thus, for a domain with 1.8 · 1010 lattice cells, the simulation would require around
6.5 TB of memory.
In the case of red blood cells (see subsection 4.2), the simulation of an artery in the human brain would
have to cope with more than 1.1 · 109 moving particles. In order to obtain accurate results, one particle
has to be resolved with at least 63 = 2.16 · 102 LBM voxel cells. Thus, approximately 2.45 · 1011 voxel
cells would be needed. For the standard LBM implementation with D3Q19 discretization model one cell
has a memory requirement of around 43 doubles, which sums up to 344 Bytes per cell. Additionally,
the data for storing one particle comes up to around 200 Bytes. Concluding, the blood cell simulation
with 2.45 · 1011 lattice cells and 1.13 · 109 blood cells would result in a memory requirement of 76.7 TB.
Facing this result, it is clear that even the huge memory of the HLRB II is not sufficient to enable such
a simulation. However, using the available 39 TB, it could be possible when applying further memory
reducing techniques.

6.2 Disk Space
In order to be able to analyze the results in detail, it is reasonable to write the macroscopic quantities
of the fluid simulation to disk for post processing. This are the three velocity components and density
per LBM cell. For the fuel cell simulation domain of 1.8 · 1010 voxels, a total of 4 doubles per cell sums
up to 671 GB pure data. Depending on the file format used, some metadata information is necessary and
thus one simulation time step would occupy around 700 GB on disk. It would be convenient to be able
to always store the simulation results of the actual and an additional reference simulation. Thus, a home
directory size of around 1.5 TB would be necessary.
Since a long simulation run in all probability will not be able to run through several thousand time steps
(as required) at a time, it is planned to implement a stop and restart feature, which dumps the actual
state of the simulation to disk in order to be able to restart from there when the next queued job runs. For
such dump files the minimum information that has to be stored are the 19 particle distribution functions
of each cell, which is 19 doubles per cell. For the aforementioned simulation size of 1.8 · 1010 lattice cells
this would result in around 2.5 TB raw data that has to be stored on a pseudo temporary file system
(PTMP) until the next job can start running.
For the blood cell simulation it seems to be impossible to store a full simulation result in the home
directory: Neglecting the particle data, the 4 double for the pure fluid cells would result in approx. 7 TB
home disk space for the example mentioned in subsection 4.2. Here, we probably have to restrict ourselves
to store only an excerpt of the data. Therefore for further calculations we assume a usage of home space
by again 1.5 TB. However, since the restart functionality is inevitable, this application would definitely
need around 34 TB on a PTMP file system (19 doubles per lattice cell and 200 Bytes per particle).

6.3 CPU Hours
The duration of the simulation highly depends on the application:
In the case of the fuel cell, one simulation should perform a full wetting and afterwards a complete drying
of the GDL. The duration of a wet-dry cycle is estimated to last 3 seconds. With a resolution in time of
0.0001 seconds per time step, a total of 30, 000 time steps has to be simulated, and thus 5.4 · 1014 lattice
cell updates have to be performed. Due to the immense amount of extra computations, additionally to
the standard LBM, the free surface code has a single-core performance of around 1.0 MLUP/s (million
l attice site updates per second). Estimating a parallel efficiency of 80% on 9728 cores, one core can solve
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0.8 million lattice site updates per second. This results in
5.4 · 1014 LUPs
= 6.8 · 108 s = 1.9 · 105 CPU hours
0.8 · MLUP/s
per simulation run. Since this simulation is meant to be used for parameter studies in order to find optimal
material properties for GDL, one would need around 10 simulation runs of this magnitude.
For the blood flow simulation it should be sufficient to simulate the duration of 2 heart beats, which is
chosen to last 2 seconds simulation time. With a temporal resolution of 0.0001 seconds per time step,
this would result in 20, 000 time steps to be simulated, which means that for 0.227 milliliter blood overall
around 5 · 1015 lattice site updates have to be computed. Taking the force computations, additionally
to the standard LBM, into account, at the time our solver has a single-core performance of around 2.5
MLUP/s. Again, with a parallel efficiency of 80%, we can solve around 2 million lattice site updates per
core per second. Concluding, one simulation run would consume
5 · 1015 LUPs
= 2.5 · 109 s = 7 · 105 CPU hours .
2 · MLUP/s
In order to evaluate the acting forces and behavior of blood cells in different vessel geometries, 5 simulation
runs of this order of magnitude should be sufficient.

6.4 Overall Resource Requirements
In the previous subsections only the two major consumers among our five applications were estimated in
detail. Since the other three applications are not equally greedy in terms of resources, we assume that the
two demonstrated applications represent two thirds of our overall requirements. To conclude, the planned
“Hyper-Scale waLBerla” project will need the following resources:
• 8.1 · 106 CPU hours
• 4.5 TB permanent disk space
• 53 TB temporary disk space
Compared to the available resources on the currently largest supercomputer in Germany (the HLRB II),
this amount of resources represents one fifth of the total available disk space and approx. one sixth of the
total available computing time1 of two years.

7 Project Time Frame and Work Plan
The waLBerla project is still at prototype state and therefore is to be developed within the next two
years. One of the important milestones the project has already reached, is the parallelization of the basic
functionalities (see [FGD+ 07]). The challenging tasks for the future are fundamentally the efficient parallelization of the additional computations required for the distinct applications. Particularly parallelizing
the physics engine, which is responsible for computing the moving particles, and their interaction with
the fluid and each other, will be a challenge.
Since all applications are part of the group members’ PhD theses, the following tasks will be performed
in parallel:
• Parallelization of physics engine and integration into waLBerla.
• Integration of free surface flow into waLBerla with efficient parallelization.
1 based

on the total available computing time of 23 · 106 CPU hours per year as published on the online proposal website
http://www.lrz-muenchen.de/services/compute/hlrb/projectproposal/
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• Integration of ionized fluids and colloids into waLBerla with efficient parallelization.
• Evaluation of results for blood flow in aneurysms.
• Evaluation of results for flooding of fuel cells.
• Evaluation of results for polymer foam fabrication.
• Evaluation of results for blood flow including red blood cells.
• Evaluation of results for colloidal fluids.

8 Conclusion
Our group’s waLBerla project is a promising candidate for both physical and computational experiments.
The applications planned to be incorporated into the code are very demanding in terms of computational
resources. In this report, we outline an estimation of the resource requirements of such a large-scale
project. In order to realize our plans, we need strong computational power as it is not available at the
computing center in Erlangen. Thus, for our studies in terms of performance optimization for multicore based parallel computers and in terms of complex real-world applications, we will need access to a
supercomputer featuring large memory and thousands of processors. The HLRB II would be a promising
candidate, although scenarios of our physical applications are imaginable that even exceed the resources
of this computer.
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