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WaLBerla (Widely applicable Lattice-Boltzmann from Erlangen) is a massively parallel software framework supporting a wide range of physical phenomena. This article describes the
software designs realizing the major goal of the framework, a good balance between expandability and scalable, highly optimized, hardware-dependent, special purpose kernels. To demonstrate our designs, we discuss the coupling of our Lattice-Boltzmann fluid flow solver and a
method for fluid structure interaction. Additionally, we show a software design for heterogeneous computations on GPU and CPU utilizing optimized kernels. Finally, we estimate the
software quality of the framework on the basis of software quality factors.

1 Introduction
Simulation becomes a more and more important fundamental approach to scientific discoveries that complements theory and experiment. The multi-disciplinary field of computational science and engineering
(CSE) has been established in order to deal with large scale computer simulations and optimization of
mathematical models. CSE is used successfully e.g. by aerospace, automotive, and processing industries, as well as in medical technology. Many applications in CSE require large scale computation and
are performed on high performance computing (HPC) clusters, therefore software development in CSE is
dominated by the need of efficient and scalable codes. On the one hand, the various applications from
different fields show a significant overlap in the underlying physical or mathematical models and therefore
basic numerical algorithms can be reused. On the other hand, the trend towards multiphysics simulation
forces current frameworks to also support various numerical algorithms. This requires the development of
modular and easily extendable software frameworks that cover a wide range of applications. In this article,
we describe our massively parallel multiphysics software framework WaLBerla that is originally centered
around the Lattice Boltzmann method (LBM), but its applicability is not limited to this algorithm. The
LBM within WaLBerla serves as an alternative to a Navier Stokes solver for computing instationary flow
phenomena. A description of the LBM is given in Sec. 2. Examples of established Lattice-Boltzmann

Figure 1: Selection of simulation tasks in WaLBerla. The implementation has also been carried out within several
cooperations and by master students. Form top left to lower right, we have included free-surface
flows [DFP+ 09], free-surface flows with floating objects [Bog09], flows through porous media, clotting
processes in blood vessels [Has09], particulate flows for several million volumetric particles [GIF+ 10]
on up to 8192 cores, and a fluctuating Lattice-Boltzmann [Neu08] for nanoscale flows where thermal
fluctuations are important.

frameworks are, e.g. Peano [Pea10], Virtual Fluids [Fre09], ILBDC [BHS+ 06], Sailfish [Sai10], Palabos [Pal10], Muphy [BMS+ 09], and Ludwig [DPB01]. Compared to WaLBerla these frameworks differ in
fundamental design decisions, some e.g. use different programming languages like python instead of C++,
differ in the underlying data structures, e.g. list based data structures instead of block structured grids,
are optimized for a single hardware or simulation task, provide an interface for interactive steering, and
some do not support massively parallel simulations.
Right from the start WaLBerla has been implemented utilizing software engineering concepts and common design patterns [GHJV95]. The general software development process in WaLBerla is a mixture of
the spiral model and prototyping [Boe86, vV08]. During this process, prototypes are defined with certain
specifications, which are implemented by our software designs. The designs introduced in this work enable
us to realize a general and expandable framework while maintaining runtime efficiency and scalability. In
detail, the WaLBerla 1.0 prototype is designed to fulfill the following goals:
• Understandability and usability: Easy integration of new simulation scenarios and numerical methods
also by non-programming experts.
• Portability: Portable to various HPC supercomputer architectures and operating system environments.
• Maintainability and expandability: Integration of new functionality without major restructuring of
code or modification of core parts in the framework.
• Efficency: Possibility to integrate optimized kernels to enable efficient, hardware-adapted simulations.
• Scalability: Support of massively parallel simulations.
With this prototype it has already been possible to solve various complex simulation tasks on massively
parallel systems. Some of them can be seen in Fig. 1.
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Currently, a new prototype is under development extending WaLBerla 1.0 to the needs of novel architectures with accelerators, such as GPUs, to new simulation tasks, and the increasing number of users. In
addition to WaLBerla 1.0, e.g. the new prototype WaLBerla 2.0 has refined the design goals:
• Understandability and Usability: Further improvement of the software quality by forcing a modular
implementation using dynamic shared libraries and applying common C++ design patterns.
• Portability: Enable heterogeneous computations involving e.g. GPUs and CPUs by supporting
CUDA or OpenCL kernels.
• Maintainability and expandability: Extension of the framework by adaptive grid-refinement.
• Efficency and scalability: Implementation of load balancing strategies .
Heterogeneous computations on CPUs and GPUs are already supported by WaLBerla 2.0 and will be
discussed in detail. The designs for load balancing and adaptivity are currently under development.
Our results described in this article are structured as follows: the Lattice-Boltzmann method is described
in Sec. 2, followed by the introduction of the software designs of WaLBerla 1.0 and 2.0 in Sec. 3 and
Sec. 4. In Sec. 5 the software quality of the framework will be discussed with respect to understandability,
usability, reliability, portability, maintainability, extensibility, efficiency, and scalability. The article is
concluded in Sec. 6.

2 The Lattice-Boltzmann Method
The Lattice-Boltzmann method is one possible approach to solve computational fluid dynamics problems
numerically. Computationally, the LBM is based on a uniform grid of cubic cells that are updated in each
time step using an information exchange with nearest neighbor cells only. Structurally, this is equivalent
to an explicit time stepping for a finite difference scheme, or also a cellular automaton. Different from
conventional computational fluid dynamics, the LBM uses a set of particle distribution functions (PDF)
in each cell. A PDF is defined as the expected value of particles in a volume located at the lattice position
xi with the lattice velocity eα,i . For the LBM the lattice velocities eα,i determine the finite difference
stencil, where α represents an entry in the stencil. In 3D and with the so-called D3Q19 model [YMLS03]
a 19 point stencil is used resulting in 19 PDFs in each cell. Hence, in each time step 19 PDFs have to be
advected for each cell to the neighboring cells, which is followed by the application of a collision operator.
Discretized in time and space, and with the single relaxation time collision operator [YMLS03] the LBM
is given by:
fα (xi + eα,i δt, t + δt) − fα (xi , t) = −

i
δt h
fα (xi , t) − fα(eq) (ρ(xi , t), ui (xi , t)) ,
τ

(1)

where t is the time and δt is the length of one discrete time step. The relaxation time τ can be determined
(eq)
from the lattice viscosity ν (Eq. 2). Further, fα (ρ, ui ) is the equilibrium distribution depending on
the macroscopic velocity ui and the macroscopic density ρ. For the isothermal case it is given by the
Maxwell-Boltzmann distribution function discretized for low Mach numbers. The macroscopic quantities
of interest (ρ, p, ui ) are determined from the moments of the distribution functions:
ρui =

18
X

eα,i · fα

ρ=

18
X

fα ,

α=0

α=0

p = c2s ρ,
ν = (τ − 21 )c2s δt .
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(2)

In multiphysics applications, the LBM must be coupled to other models. These include additional field
equations, e.g. for temperature, energy or electrostatic fields that can be discretized by finite differences,
finite volumes, or finite elements. WaLBerla provides support for multi-field-equations, when the discretization uses the same (or a compatible) uniform grid structure. Complex geometries and obstacles
in the flow are represented by flag fields in the LBM. For time-varying domains, occurring in e.g. fluid
structure interaction or free-surfaces flows, these flag fields may also evolve with time. Note, that the
LBM uses strictly Eulerian, uniform grids that are fixed in time. A detailed description of the LBM
can be found in [WG00, YMLS03]. More advanced LBM models and collision operators can be found
in [AK02, GGK06, dGK+ 02].

3 Software Design of WaLBerla 1.0
The dominating design goal of WaLBerla is to provide excellent runtime performance across a wide range
of computing platforms and the easy integration of new functionality. Additional functionality can either
extend the basic LBM for new simulation tasks, such as e.g. models for free-surface flows or fluid-structure
interaction, or optimize existing algorithms, e.g. by adding hardware dependant special purpose kernels or
load balancing strategies in parallel simulations. To satisfy these design goals we have developed several
software designs introduced in the following. An interface for physical phenomena is provided with a
software design for applications. In WaLBerla an application represents a scientific or industrial process
and defines a set of simulation data, such as e.g. velocity or temperature field data and the algorithms
executed for the simulated task. To describe the work flow, these algorithms are broken down into basic steps, so called sweeps. For each sweep the grid is traversed performing operations on all cells and
the boundary conditions for parallel simulations are fulfilled by nearest neighbor communication. The
parallelization of WaLBerla relies on a special patch data structure that is fundamental to the design of
the whole software framework. Patches are a specific version of block-structured grids. Besides forming
the basis for our parallelization, the patches are also essential to configure the subregions with regard to
the applications as well as optimization strategies, e.g. reducing the memory overhead when modeling
complex domains with purely structured uniform grids.
The main simulation tasks in WaLBerla are free-surface and particulate flows. For the free-surface flows,
we developed a model [Poh08] similar to the volume of fluid approach, which also includes surface tension
and wetting phenomena. The model has been successfully parallelized [DFP+ 09], and it has been used
to study metal foams [KTH+ 05], which led to a deeper understanding of the foaming process of metal
foams. Our current research focuses on the liquid water transport in the porous gas-diffusion layer of fuel
cells. In addition to the strictly Eulerian view of field equations and their discretization, WaLBerla also
provides powerful tools to support a Lagrangian representation of physical phenomena, such as e.g. particulate flows. In particular, WaLBerla has explicit coupling mechanisms to a special multibody dynamics
simulator, the PE (physics engine), as described in [GIF+ 10]. The PE is a complex software framework
in its own right that models the movement, collisions, and contact dynamics of large ensembles of rigid
objects by integrating the Newton’s equation of motion. For coupling WaLBerla and PE the time steps
are synchronized and mechanisms are provided to transfer data from WaLBerla to the PE and vice versa.
This can be used to implement an explicit fluid-structure coupling. In detail, momenta from the Eulerian
WaLBerla grids can be applied to the rigid objects in the Lagrangian PE framework, while geometry and
velocity information from the Lagrangian side within the PE can be mapped back onto the Eulerian grids
in WaLBerla. We extended the LBM for particulate flows in [ITR08]. In this model, the particles are
treated as volumetric objects and block out the fluid, in contrast to approaches using immersed boundary
conditions [YP08]. Additionally, it is possible to use not only spheres, but also boxes, capsules, and objects
compound of these primitives. The hydrodynamic forces exerted on the particles are determined with the
momentum approach [YMLS03]. We found that our approach scales well up to 8192 processor cores and
several million objects [GIF+ 10]. Currently, we are investigating the scaling behavior of segregation and
sedimentation processes up to 294912 processor cores [GISR]. In the following we will use the particulate
flow application to demonstrate our software design. Further examples of applications in WaLBerla can
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be seen in Fig. 1.

3.1 Sweeps
As WaLBerla is utilized to simulate unsteady flows, the time loop is a central component of each simulation.
This loop executes the work steps, so-called sweeps of an application iteratively (see Fig. 2). Each sweep
consists of three main parts: a preprocessing step, the actual work step, and a post-processing step. While
the preprocessing usually deals with the communication of required simulation data, the post-processing
step can be used for visualization and data analysis. Another possibility is the usage for benchmarking
the compute time consumed in the work step.
The actual work step can be of local or global type in order to distinguish between work that has to be
done on the whole domain with globally available data, or on a lower level inside a domain subregion, a so
called block (see Sec. 3.2). In the latter case, the sweep is executed for every block allocated on the current
process. Note, that a work step is independent of the exchange of boundary values, as the communication
is carried out in the preprocessing step. The execution sequence of the sweeps is automatically defined by
dependencies between individual sweeps. Further, it is possible to share common sweeps between different
applications to avoid code duplication. With our parallelization (see Sec. 3.3) it is hereby possible to adapt
the communication behavior of the sweep for different applications. Additionally, due to the clear interface
of a sweep, the executed functionality can easily be exchanged, e.g. the kernels executed by a block sweep
can be optimized for certain scenarios or computing platforms. C-style functions are particularly suitable
for the kernels with respect to efficency, portability and expandability.

Figure 2: Sweeps.

As an example, the different sweeps needed for the application particulate flows are as follows:
• Object sweep: The objects are mapped onto the Eulerian LBM grid. They are approximated by stair
cases and treated as moving walls.
Type: Block sweep
Dependency: Particle data
Communication: None
• LBM sweep: The collision and streaming of the PDFs. This sweep is shared with e.g. the application
for pure fluid scenarios.
Type: Block sweep
Dependency: PDFs, particle boundary conditions
Communication: PDFs
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• Force sweep: The hydrodynamic forces acting on the particles are determined.
Type: Block sweep
Dependency: PDFs, particle boundary conditions
Communication: None
• Particle sweep: The movement and collision of the particles are computed by an external library.
Type: Domain sweep
Dependency: Hydrodynamic forces
Communication: External library is responsible for the communication.
In order to enable more complex applications and algorithms, the iteration of sweeps is also possible. A
sweep is empowered to autonomously decide whether it has to be re-executed or not. If so, the whole
sweep is repeated until a required result is achieved, including the pre- and post-processing, hence also the
communication. This can be utilized for instance to solve an implicit equation iteratively, using an error
bound as recursion criteria. A more complex example is the parallel algorithm to handle bubble coalescence
in the free-surface application [DFP+ 09], where a beforehand unknown number of communication steps
have to be performed. The number of communication steps is unknown for our local communication
pattern, as several bubbles spanning over several processes can coalesce at the same time into one bubble.
Sweeps can also be grouped in sweep chains, which can be executed repeatedly resulting in an enhanced
flexibility of the flow control. This is required for more complex algorithms like e.g. multigrid.

3.2 Patches

Figure 3: The WaLBerla patches.

Usually, a simulation software has to describe a simulation domain or unknowns of a PDE. For parallel
simulations, this description has to support the partitioning into smaller subregions. For a modular
design, it further has to be possible to configure these subregions with regard to the application, e.g. for
the specification of the grid data and their data types, and the algorithms executed on them. In Fig. 3
our patch design is depicted, which fulfills the above requirements.
A patch in WaLBerla 1.0 describes the entire simulation domain. It can be divided into a Cartesian grid
of blocks. Those blocks store two kinds of data: simulation data, which can either be stored in a Cartesian
grid (structured data) of unknowns or in an unstructured data structure. For our example, application
particulate flows PDFs, fluid density, fluid velocity and particle boundary conditions are required as
structured data. Unstructured data would have been the particles, but as we use an external library
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(a)

(b)

Figure 4: (a) With our patches it is possible to execute functionality only where it is needed. In this example
of a free-surface flow including particles this leads to four kinds of block functionality. Pure LBM
blocks, where only the functionality for fluid flow is required, free-surface blocks containing only the
interface of the surface, particulate blocks, and free-surface particulate blocks. Note, that the patch
itself only accounts for the allocation and activation of the data. For dynamic simulations a suitable
parallelization and a dynamic block adaption concept are required. (b) Simulation of a blood vessel.
Only blocks that contain fluid cells are allocated.

for the particle treatment those are not stored by WaLBerla. The second kind of data in the blocks
is management information, for instance the application that has been activated, the MPI rank of the
process on which it is allocated or an axis aligned bounding box (AABB). Hence, the space partitioning
for parallel simulations can be achieved via the rank parameter. Further, the allocation of the blocks’
simulation data is determined by the activated application, thus each application can have its own data
structures.
Since the data within the blocks is independent of each other, it is possible to activate a different application
in each block. One possible strategy is to execute functionality only where it is needed. In Fig. 4(a) this
strategy is illustrated. Meanwhile, also other new frameworks provide this feature, like OpenCL [Ope10].
A further optimization arises from the modularity of the simulation data. It allows to change the data
layout of the grid data. For example, it is possible to change the storage order of the PDFs to either
a structure of arrays (SoA) or an array of structures (AoS) [WZHD06] data layout. This can lead to a
performance increase depending on the used hardware. A further significant memory reduction can be
achieved by only allocating blocks which have unknowns or cells. In Fig. 4(b) this approach is depicted
for a blood flow through a vessel. These optimizations are optional and depend on the application and
hardware.

3.3 Parallelization
One of the goals of WaLBerla is the development of a parallelization that can easily be adapted to new
applications, but still is efficient and scales well. In summary, we have specified the following features for
our parallelization:
• Serialization of messages sent to the same process
• Messages of arbitrary length
• Send / Receive of arbitrary grid based simulation data
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The algorithm therefore can be divided into three steps: the data extraction, the MPI communication and
the data insertion. The algorithm extracting the boundary values required on other processes is depicted

Figure 5: The WaLBerla 1.0 parallelization: In this Figure the MPI communication from process I to process
II is depicted. First, the boundary values are collected in the data extraction step and stored in send
buffers. Next, the processes that have to communicate with each other are determined by the rank
parameter in the blocks. Then all participating processes send and receive a message. Messages are
send via a MPI Isend and received by MPI Recv. For the receive the message size is determined by
MPI Probe and MPI Get count.

in Alg. 1 and the entire communication process is illustrated in Fig. 5. It can be seen that the messages
are serialized with the use of send buffers in the data extraction step. Our data types provide extraction
and insertion functions generating messages of pure binary type. Hence, the algorithm is independent of
the simulation data. The MPI communication step ensures that messages of arbitrary length can be sent
and received by using MPI Probe and MPI Get count on the receiving process. For the data insertion
step, the receive buffers are traversed and the messages are processed by the insertion functions of the
simulation data structures in the allocated blocks.

4 Software Design of WaLBerla 2.0: The Core Module
The prototype WaLBerla 2.0 implements support for dynamic load balancing strategies, adaptive grid
refinement and heterogeneous simulations to the design goals of the framework. This will help to utilize
new hardware, e.g. GPU, Cell processor efficiently, as well as new supercomputers with over 100000 cores.
Additionally, the software structure has been revised in order to react to the increasing number of users
and their requirements and competence levels. The new structure of the framework is described in Sec.
4.1, followed by a software design for the management of functionality supporting heterogeneous LBM
simulation on CPUs and GPUs.

4.1 Structure of WaLBerla 2.0
In order to increase the software modularity, to further improve the software quality and to refine the code
access granularity, we introduced a new software structure in WaLBerla 2.0. The new structure consists
of three parts:
• The Core: Responsible for sequence control and data management
• Applications: Each user works on an own application
• Modules: Common functionality, used by several applications
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Algorithm 1: Data Extraction
Data: B = All blocks allocated on the process
1 for block ∈ B do
// Go over all neighboring blocks
// N = Neighborhood determined by stencil, e.g. LBM D3Q19
2
for nBlock ∈ N do
3
if nBlock.isAllocated then // nBlock lies on current process
// Local communication step, copy data from sending block to receiving block
// D = Send data determined by sweep and application of block and nBlock
4
for data ∈ D do
// Use specified interface for data extraction and insertion
sendData = block.data.extract(Direction To nBlock);
5
nBlock.data.insert(sendData, Direction To nBlock);
6
7
end
8
end
9
else // nBlock lies on a different process
// D = Send data determined by sweep and application ID of block and nBlock
10
for data ∈ D do
// Use specified interface for data extraction and insertion
sendData = block.data.extract(Direction To nBlock);
11
// Add a header determining data type and receiving patch
12
sendData.addHeader();
// Store message in buffer -> Serialization
13
sendBuffer[nBlock.rank].insert(sendData);
14
end
15
16
end
17 end

Additionally, access restrictions are imposed: the core may not access functionalities in the applications
and the modules, modules may only access other modules, and applications may access the core and the
modules. This design ensures the independence of the sequence control and the data management of the
applications. It also improves the granularity of the software access, as the access to individual applications can now be controlled. Code duplication is reduced with the help of the modules, as they provide
the possibility for code reuse between applications.

4.2 Extension of the Functionality Management
With WaLBerla 2.0 we introduced a new functionality management. In detail, it allows to select functionality for different granularities, e.g. for the whole simulation, for individual processes, and for individual
blocks. This is realized by adding meta data to each functionality consisting of three unique identifiers
(UID).
UID

Name

Granularity

Examples

fs
hs
bs

Functionality Selector
Hardware Selector
Block Selector

Simulation
Process
Block

Gravity on/off, collision model
CPU,GPU,CPU+GPU
Application

In the following we will demonstrate our design with the heterogeneous LBM simulation illustrated in
Fig. 6. The depicted simulation is executed on two processes. Each having one block covering half of the
simulation domain. As fs a standard LBM simulation is chosen and on all blocks the bs pure LBM is
activated. The first process uses a CPU (hsCPU) as hardware, whereas the second uses a GPU (hsGPU).
During the initialization, the simulation data will be allocated according to these UIDs. Thus, it is possible
to allocate completely different data structures on each process. For this simulation we have one sweep
executing the LBM and the communication for the parallelization. However, for each process a different
LBM kernel and different data extraction and insertion functions are executed, again selected by the UIDs.
No special treatment is required for the computation of the LBM kernel, as it is completely local to one
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process. For the communication the processes interact via a common interface, in this case specifying the
layout of the MPI buffers. Functions are selected (copyToBuf in Fig. 6) by the UIDs on each process to
extract the boundary values and to store them in the specified format into the send buffers. After the MPI
communication, selected insertion functions copy the data from the buffers back into the receiving data
structures. Thus, it is possible to manage complex simulation setups such as heterogeneous CPU/GPU
fluid simulations.

Figure 6: Heterogeneous LBM simulation on a CPU and a GPU.

5 Software Quality
Software quality is in general hard to quantify [BBL76, Kan02], but there exist standardized software
quality factors [Spi06, AQ09]. In this Section we investigate our framework with respect to usability,
reliability, portability, maintainability, expandability, efficiency, and scalability.

5.1 Usability
A list of C++ coding standards regulates the quality of usability on several layers [SA04] for WaLBerla
developers. Common design patterns [GHJV95] are applied throughout the project. Amongst others,
we use the Bridge Pattern to reduce compile times, the Singleton Pattern for the logging functionality
and the access to the simulation parameters, Abstract Factories create the simulation data using the
Strategy Pattern to modify the memory allocation, and the Command Pattern is used during the setup
and execution of the Sweep hierarchy. Naming conventions in WaLBerla conform to the general structural
design, i.e. they refer to applications, sweeps, etc. as discussed above. Also, C-style functions use naming
conventions that make it easy to associate them to the corresponding application. They are also grouped
in suitable namespaces. Every type of information is stored in application-related containers or simulation
data. In order to enhance the readability of the code, the coding conventions also regulate the spelling
of names (letter-case separated words) as well as the indentation of code blocks. The structure of sweeps
follows a standard convention to enhance readability. In the first part of the sweep kernel, all the required
grid data is retrieved, and the second part traverses and modifies the data in nested loops. Additionally,
every function is documented by doxygen [Dox10] to automatically generate a web page or a text document
describing the code. To keep track of the framework’s history and to manage multi user access, the version
control system subversion [Sub10] is used.
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The user interface of WaLBerla is a single, clearly structured input file activating and configuring the
applications. Simple input example files document the possibilities and give an insight in every feature
that can be used. Since many parts of the code are written in a C-like style without more advanced
programming techniques, the code is easy to understand also for scientists that have no background
in computer science. The application, sweep and patch concept give the WaLBerla framework a clear
structure, which helps to identify relevant parts programmers have to change, and enables the usage of
the rest of the framework as a black box. At this stage the design has proven successful in several project
where we have profited from the simplicity with which the code can be modified and extended. This
includes several projects, where also undergraduate students, guest scientists and external collaborations
were involved.

5.2 Reliability
Reliability in WaLBerla concerns two main aspects: first, the robustness of the simulation, e.g. the
certainty that the code will deliver numerically correct results and will terminate with a well defined
exception when this is not possible and second, the coding errors. The first aspect is addressed by
regularly executed simulation checks that test whether the simulation is still in a valid physical state.
As an example, the simulation will be interrupted if the fluid density or the velocity are no longer in a
valid range. Support to help with coding errors is provided by several mechanisms. Since many of them
impact the computing performance without contributing to the simulation itself, they are only active in a
so-called debug mode. The checks include array index bounds, whether arrays and patches are correctly
allocated and initialized. A comprehensive logging system supporting four levels of logging granularity
and parallel simulations is used to report runtime information. If the monitoring system is activated,
coding errors and problems originating from the physical model can be analyzed on a per cell / unknown
level.

5.3 Portability
As WaLBerla is designed for high performance supercomputers, portability between different architectures
and operating systems is an important matter. The Boost library [Boo10] is used to be independent, e.g
from file system issues. Wrapper functions controlling the choice of built-in system functions ensure the
independence from the operating system and also support the compilation in Microsoft Visual Studio, for
example. To ensure the portability of the compilation process, the cross-platform build system CMake
[CMa10] is used.
WaLBerla has already been ported to several HPC clusters, amongst them are the Woodcrest (10.4
TFlops/s) [sys10c] in Erlangen, the HLRB II (62.3 TFlop/s) [sys10a] in Munich and Juropa (207 TFlop/s)
and Jugene ( 1 PFlop/s) [sys10b] in Jülich.

5.4 Maintainability and Expandability
Due to the application, sweep and patch concept WaLBerla inherently has a good maintainability and
expandability. With these software concepts the integration of new applications or optimized kernels
is possible without restructuring the code. It is also easily possible to adapt the data structures of
the simulation data to the needs of the application. Additionally, the concepts provide clear and well
documented interfaces and ensure that all parts of the framework have unique functionality. Furthermore,
by a step by step execution they provide a guideline how to add new functionality. The expandability of the
framework has already been demonstrated by the integration of various applications (see Fig. 1 for further
details) ranging from pure HPC applications over real world scenarios to heterogeneous simulations.
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5.5 Efficiency and Scalability
The efficiency of the WaLBerla framework is one of the major software quality measurement criteria for
us. Here, the balance between a modular and flexible framework and highly optimized single purpose
implementations has to be found. In WaLBerla it has been identified that the implementation of the
parallelization and the sweep kernels are crucial for a good efficiency. As the exchange and the optimization
of the kernels for the various simulation scenarios and hardware is one features of our sweep concept, good
performance results are obtained with the WaLBerla framework. In this respect, the framework benefits
from our long-term experience in the optimization of numerical codes for serial [Kow04, Tre08, SWH+ 08,
GFKR08] as well as parallel large scale simulations [Ber05]. Performance results for WaLBerla can be
found in [FGD+ 09]. Details on the performance and scalability of the free-surface implementation up to
4000 cores can be found in [DFP+ 09] and on the particulate flow implementation in [GIF+ 10].

6 Conclusion
The main design goal of WaLBerla is the development of a modular, efficient and scalable framework. This
is realized by applying methods from software engineering, e.g. prototyping, specification of design goals
and by considering software quality factors. In detail, this led to the implementation of our application,
sweep, patch and parallelization software designs. These designs have been approved by the integration
of various applications and by an increasing number of CSE users. In future work the framework will be
further extended by adaptive grid refinement and dynamic load balancing concepts.
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