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Granular materials are of great importance to industrial engineering and even in our
everyday life. However, there exists not yet a consistent theory describing the behaviour
of granular materials. With numerical simulations it is possible to at least partially
replace expensive experiments in industrial applications and to support improvements in
the theory.
A typical approach for the numerical simulation of granular materials are Discrete
Element Methods (DEM). In this thesis we will present and discuss the whole procedure
that is necessary to perform granular material simulations with fully resolved threedimensional objects with Discrete Element Methods. We will show that Discrete Element
Methods can be successfully adapted to the pe Physics Engine, a simulation framework
with a special focus on massively parallel simulations, and that with our parallel DEM
algorithm it is possible to achieve a very good scaling behaviour with over two billion of
non-spherical granular particles on a large number of processor cores. Additionally, we
will present several simulation examples that reveal the typical behaviour of granular
materials.

Contents
1 Introduction

6

2 Granular material simulations with Discrete Element Methods
2.1 General procedure . . . . . . . . . . . . . . . . . . . . . . .
2.2 Contact detection . . . . . . . . . . . . . . . . . . . . . . . .
2.3 Body parameters . . . . . . . . . . . . . . . . . . . . . . . .
2.3.1 Simple spherical granular particles . . . . . . . . . .
2.3.2 Granular particles composed of multiple spheres . .
2.4 Contact forces . . . . . . . . . . . . . . . . . . . . . . . . . .
2.4.1 Normal forces . . . . . . . . . . . . . . . . . . . . . .
2.4.2 Tangential forces . . . . . . . . . . . . . . . . . . . .
2.4.3 Boundary conditions . . . . . . . . . . . . . . . . . .
2.5 Numerical solution . . . . . . . . . . . . . . . . . . . . . . .
2.5.1 Equations of motion . . . . . . . . . . . . . . . . . .
2.5.2 Time integration schemes . . . . . . . . . . . . . . .
2.5.3 Comparision of time integration schemes . . . . . . .
2.6 Parallelisation . . . . . . . . . . . . . . . . . . . . . . . . . .
2.6.1 Basic parallelisation concepts of the pe . . . . . . . .
2.6.2 Parallel DEM algorithm . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

8
8
8
9
10
11
12
14
16
17
19
19
20
24
27
28
30

3 Comparision of Discrete Element Methods with Rigid Body Dynamics
3.1 Introduction to Rigid Body Dynamics . . . . . . . . . . . . . . . . . . . .
3.2 Scaling behaviour . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
3.3 Differences in the behaviour of granular materials . . . . . . . . . . . . . .

32
32
34
35

4 Conclusion and future work

41

5

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

1 Introduction
Granular materials are not only of great importance to industrial engineering, they are
involved in many natural phenomena and can even be found in our everyday life. In
contrast to traditional materials like solids, fluids or gases, granular materials can be
observed to change their behaviour according to the circumstances. On the one hand,
granular materials flow through pipes and hoppers like fluids, on the other hand, a heap
of sand resembles more a solid that can be plastically deformed, but does not dissolve by
its own.
Everybody has already seen both characteristic types of granular behaviour in an
hourglass. The sand is flowing from the top to the bottom chamber like a fluid. At
the bottom of the hourglass, the formation of a little heap can be seen, a property that
cannot be observed in liquids.
Although the construction of silos and hoppers plays a great role in engineering, there
exists not yet a consistent theory of describing the behaviour of granular materials.
Pöschel and Schwager state in their book Computational Granular Dynamics [21]: “From
the physicist’s point of view, there is presently no generally acknowledged theory of
granular matter which is based on first principles, but only fragments of a theory, in
contrast to solids, gases and liquids where such theories exist.”
Without a comprehensive theory it is difficult to predict the behaviour of granular
materials in industrial applications. As experiments with real materials are often very
expensive and time consuming, one way of at least partially replacing such experiments
are numerical simulations. Additionally, with numerical simulations it might be possible
to derive quantities, that cannot be obtained from experiments. With this further insight
into the matter, numerical simulations are also important to achieve improvements in
the theory.
There are different approaches towards the numerical solution of granular behaviour.
There exist techniques that model granular particles as point masses like particle-based
molecular dynamics, Direct Simulation Monte Carlo, Smoothed Particle Hydrodynamics
and Cellular Automata. Other approaches like Discrete Element Methods (DEM) and
Rigid Body Dynamics (RBD) model granular particles as fully resolved geometric objects.
Generally, Discrete Element Methods can be characterised as methods with which it
is possible to simulate an arbitrary number of bodies by individually modelling each
body and its interactions with other bodies and boundary conditions [15]. There exist
a large number of different approaches that can be classified according to the way of
treating contacts (rigid, deformable), and the material model of the bodies in contact
(rigid, deformable, elastic, elasto-plastic, etc.) [5]. The most typical approach of Discrete
Element Methods is the assumption of rigid bodies and deformable contacts, as it was
initially proposed by Cundall and Strack [6].
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The physics engine (short pe) is a research project of the chair for system simulation of
the university Erlangen-Nürnberg mainly developed by Klaus Iglberger. The main goal
of this project is to offer a modular framework that enables physically correct multi-body
simulations. An important feature of the pe is the MPI parallelisation allowing to perform
massively parallel simulations of several billions of fully resolved geometric objects [13].
The goals of this work is the extension of the pe by Discrete Element Methods and
to show that this methods can be successfully adapted to the large-scale parallelisation
concept of the pe. In this work we will describe and discuss the whole procedure that is
necessary to perform multi-body granular material simulations with Discrete Element
Methods. A detailed explanation of the geometrical description of spherical and nonspherical granular particles and the calculation of the contact forces will be provided.
Additionally, we will introduce and compare two different time-integration schemes that
have been reported by other researchers to be well suited for Discrete Element Methods.
It will also be shown, that with our parallel DEM algorithm it was possible to achieve a
very good scaling behaviour with over two billion bodies on a large number of processor
cores. A short comparison of Discrete Element Methods with Rigid Body Dynamics will
conclude this work.
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2 Granular material simulations with
Discrete Element Methods
2.1 General procedure
The general procedure of our multi-body algorithm based on Discrete Element Methods
can be coarsely subdivided in four parts:
1. Initialisation
2. Contact detection
3. Force calculation
4. Time integration
In the initialisation step, the bodies that are involved in the simulation are set up.
This means their geometries and their initial positions, orientations and velocities have
to be defined.
The next three steps form the main loop of the simulation. In the contact detection
step, each pair of bodies that is in contact will be identified. From the information
obtained in the contact detection step, it is possible to calculate the contact forces acting
on the bodies.
In the time integration step, the bodies are moved according to the forces acting on
them. To obtain an accurate and reasonable solution, the bodies can only be moved in
small time steps that are typically only a fracture of a second. After the bodies have
been moved, the contacts have to be detected again. This procedure has to be repeated
until a pre-defined number of time steps has been perform.
In the next sections, it will be explained in detail what is necessary to describe
the geometry of granular particles (Section 2.3), to calculate the interacting forces
(Section 2.4), and to solve the problem numerically (Section 2.5). Additionally, we
will provide a few thoughts about the implementation of an efficient contact detection
(Section 2.2).

2.2 Contact detection
Contact detection is one of the most complex and computation time consuming parts of
every multi-body simulation framework. The naive approach would be to check each pair
of bodies whether they are in contact. Assuming a number N = 10 000 of bodies to be
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involved in the simulation, results in N (N − 1)/2 ≈ 50 000 000 collision tests that have
to be performed in each time step [21]. The biggest part of these collision checks is not
necessary, as for bodies being far away from each other it is impossible to be in contact.
To provide an efficient contact detection, in the pe the procedure is subdivided into
a coarse and a fine collision detection. The task of the coarse collision detection is to
decide which bodies are near to each other and thus could possibly be in contact. For this
purpose, there exist different approaches, for instance bounding volumes coupled with
hierarchical hash grids, to reduce the nearly quadratic complexity of the naive approach
to a linear complexity O(N ) [24].
The fine collision detection decides for each possible contact, by considering the
geometry and orientation of the bodies, whether they are actually in contact, and derives
the actual contact quantities that are necessary for the force computation [7].
As a detailed description of an efficient collision detection for arbitrary shaped bodies
would go beyond the scope of this thesis, for a deeper insight into the collision detection
of the pe refer to [24].

2.3 Body parameters

Figure 2.1: Granular particles composed of one or more spheres.
The pe supports different geometric primitives: boxes, capsules, cylinders, planes and
spheres, which can be combined to unions in order to create more sophisticated body
shapes. All bodies in the pe are assumed to be rigid bodies. That means they always
keep their shape and a deformation, as result of collisions, is not modelled.
In granular media simulation, there are different ways to approximate the shape of the
particles depending on the level of detail. With methods like triangulation, the shape
of granular particles can be modelled very exactly. But leading to high computational
complexity, this methods are only favourable if the simulation results strongly depend on
the particle shapes. In this work we restrict ourselves to approximate granular particles
with spheres and composite spheres (see Figure 2.1). In the range of Discrete Element
Methods, very simple approaches exist to resolve the collisions of spheres, allowing us to
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achieve low computational cost, and thus to simulate a higher number of particles.
In this chapter, the parameters that are necessary to describe the shape, motion and
orientation in space of the granular particles will be introduced.

2.3.1 Simple spherical granular particles

R
v
p



Figure 2.2: Geometric description of a single sphere.
As aforementioned, the simplest way to approximate a granular particle is the use
of spheres. To describe the geometry of a spherical rigid body, it suffices to define its
radius R. According to Figure 2.2, the position, orientation and velocities of a sphere in
a three-dimensional coordinate system are described by the following vectors:
 
x
p~ =  y  position of the centre of the sphere
 z 
ϕx
ϕ
~ =  ϕy  orientation in space
 ϕz 
vx
~v =  vy  translational velocity
 vz 
ωx

ωy  angular velocity
ω
~ =
ωz
For the sake of simplicity, in this thesis, the orientations of bodies are described by
Euler angles. In fact, the pe internally uses quaternions and rotation matrices to store
orientations of objects. For a detailed explanation of handling orientations and rotations
of three-dimensional objects, refer to [19].
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2.3.2 Granular particles composed of multiple spheres

Ri

c




v

Figure 2.3: Granular particle composed of three identical spheres (reprinted from [27]).
With composite spheres, it is possible to approximate more complex shapes of granular
particles. As shown in Figure 2.3, only few additional parameters are necessary to
describe the geometry of a body composed of multiple spheres:
 
x
~c =  y 
centre of mass of the union
z 
ϕx

ϕy  orientation in space of the union
ϕ
~=
 ϕz 
vx

vy  translational velocity of the union
~v =
 vz 
ωx
ω
~ =  ωy  angular velocity of the union
 ωz 
xi
p~i =  yi  position of the centre of sphere i
zi
Ri
radius of sphere i
The position p~i indicates the position of sphere i, and Ri its corresponding radius. The
positions of the spheres could be considered either in global coordinates, or relative to
the centre of mass of the union. As the spheres are rigidly connected to each other, the
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angular velocities are equal for all spheres in the union and the individual translational
velocities can be calculated as follows:
~vi = ~v + (~
pi − ~c) × w
~ translational velocity of sphere i
ω
~i = ω
~
angular velocity for sphere i
As it can be seen in Figure 2.1, the spheres can overlap, and their radii must not necessarily be identical. With such composite spheres, it is possible to roughly approximate
arbitrary shapes of granular particles, as long as their surfaces can be assumed to be
smooth. Approximating sharp-edged geometries with this model, might not lead to the
desired results.

2.4 Contact forces

Ri
va

pi


nij

ij

Rj
p j

b
vb


a

Figure 2.4: Two colliding granular particles (Reprinted from [27]).
A typical approach of Discrete Element Methods is to allow a small overlap of colliding
bodies to simplify contact detection and force calculation. With spherical particles, a
contact can be easily detected if
ξij = Ri + Rj − |~
pi − p~j | > 0.

(2.1)

According to Figure 2.4, in Equation (2.1), and also in the following equations, the
indices i and j indicate sphere i in union a and sphere j in some other union b. It
should be mentioned at this point that ξij should not be understood as an overlap, but
rather as the mutual compression, or deformation, of the particles, that results from the
collision. Assuming the deformations to be only very small and to be reversed when the
particles dissolve, it can be justified that the particles keep their spherical shape. ~nij is
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the so-called normal vector of the collision. It points from the centre of sphere i to the
centre of sphere j and is normalised to length one:
p~j − p~i
~nij =
(2.2)
|~
pj − p~i |
With this normal vector, the relative velocity of the compression
ξ˙ij = (~vj − ~vi ) · ~nij

(2.3)

can be derived. The position of the contact is described by a single point
ξij
~zij = p~i + (Ri −
) · ~nij ,
(2.4)
2
which lies in the middle of the contact area. The overlap in Figure 2.4 has been drawn
exaggeratedly large to provide a better illustration of the problem. In fact, the overlaps
are only very small, and so the contact points can be found approximately on the surfaces
of the colliding bodies. For the complete description of the collision, also the relative
~ij and W
~ ij , of the whole unions have
translational and angular velocities at the contact, V
to be taken into account:
~ ij = ω
W
~ b × (~zij − ~cb ) − ω
~ a × (~zij − ~ca )
(2.5)
~ij
V

~ ij
= ~vb − ~va + W

(2.6)

From the above contact quantities, the forces F~ij and torques ~τij acting at the colliding
spheres can be calculated. For the forces and torques acting on sphere i, the following
conditions hold:
 n
F~ij + F~ijt if ξij > 0
~
Fij =
(2.7)
0
else

(~zij − ~ca ) × F~ijt if ξij > 0
~τij =
(2.8)
0
else
The vectors describing the normal and tangential forces acting on sphere j are pointing
in the opposite direction, and thus:


~ n − F~ t if ξij > 0
−
F
ij
ij
F~ji =
= −F~ij
(2.9)
0
else

(~zij − ~cb ) × (−F~ijt ) if ξij > 0
~τji =
(2.10)
0
else
In the following sections the indices ij are left out, where not necessary. According to
Equation (2.7), the force vector F~ consists of a normal component F~ n , causing a change
of the translational motion, and a tangential component F~ t , causing a change of the
rotational motion.
The models that are used to calculate the normal and tangential forces are usually
understood as decoupled from each other [17]. There exist many different approaches for
the calculation of the normal forces, and as well for the tangential forces, that can be
chosen independently according to the properties of the simulated materials.
In the next sections, some of the methods we use in our simulations will be introduced.
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2.4.1 Normal forces
This section mainly refers to the work of Kruggel-Emden et al. [15], who compared several
commonly used normal force models with experimental results from different materials.
The normal force vector F~ n is pointing in the opposite direction of the contact normal ~n:
F~ n = −F̄ n · ~n

(2.11)

F̄ n = max(0, F n ).

(2.12)

where
The term (2.12) compensates the undesirable property of the normal force models that
negative values could appear. Negative forces would mean attraction of the particles, an
effect that does not occur at the collisions of granular materials [21].
In the following, a selection of the most typical models to determine the value of the
force vector will be introduced.
Linear viscoelastic models
The most common models in DEM simulations are linear force models. The normal force
F n consists of a conservative part modelling the elastic repulsion, and of a dissipative
part modelling the viscous behaviour:
n
F n = Feln + Fdiss
= k n ξ + γ n ξ˙

(2.13)

The model can be understood as a spring-dashpot system, where k n is the stiffness of a
linear spring, and γ n is a constant for a velocity dependent damper. Schäfer et al. [25]
showed that the model has an analytic solution that leads to a constant coefficient of
restitution


 n 2 !−1/2
n
n
k
γ
γ

n = exp −
π
−
(2.14)
2meff
meff
2meff
and constant duration of collision
tn = π

kn
−
meff



γn
2meff

2 !−1/2
,

(2.15)

independent of the initial velocity v0 at the beginning of the collision. The parameter
meff =

ma mb
ma + mb

(2.16)

is the effective mass of the colliding bodies. The coefficient of restitution is a factor for
the decrease of the absolute relative velocity v0 , before the collision, compared to the
post-collision velocity v 0 : n = v 0 /v0 . This factor is an important characteristic of the
material properties.
Kruggel-Emden and other researchers [21] emphasise that the independence of the
impact velocity v0 violates basic laws of the theory of viscous bodies and is not true for
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real materials. For materials with a strong dependence of the coefficient of restitution
of v0 the model may show high errors. For materials like marble or chrome steel, with
a nearly constant coefficient of restitution, only small errors have been observed. To
overcome this problem, in [15], Kruggel-Emden proposed an extended linear model
that depends on v0 and showed good results in terms of accuracy for the coefficient of
restitution and the collision time for many materials.
Non-linear viscoelastic models
The problems that result from constant coefficients of restitution and collision times
can be avoided by non-linear spring-dashpot models. This models base on Heinrich
Hertz’s theory of the interaction of elastic spheres [10] and were later modified to fit to
viscoelastic behaviour. In [15] an overview of different non-linear models is provided.
We chose the model by Kuwabara and Kono [18] for our simulations, as it showed good
experimental results.
The normal force consists again of a conservative and a dissipative part, but is fully
non-linear:
n
˙ 1/2
F n = Feln + Fdiss
= k̂ n ξ 3/2 + γ̂ n ξξ
(2.17)
with the spring stiffness k̂ n and the damping constant γ̂ n . The spring stiffness is dependant
on the geometry and the elastic properties of the spheres in contact:
p
4
k̂ n = Eeff Reff
3
with the effective radius
Reff =

(2.18)

Ri Rj
Ri + Rj

(2.19)

and the effective Young’s modulus
1 − νi2 1 − νj2
1
=
+
.
Eeff
Ei
Ej

(2.20)

The Young’s modulus E and the Poisson ratio ν are quantities to describe the stiffness
and deformability of materials [3].
A great advantage of the non-linear model is that the stiffness is directly related to real
material parameters simplifying the treatment of collisions between bodies of different
materials and sizes. Unfortunately, this is not true for the damping constant, which can
only be obtained experimentally.
The extended non-linear model proposed by Krugel-Emden et al. takes the exponent
Θ̄n of the dissipative force term into account as a third model parameter:
n

n
˙ Θ̄
F n = Feln + Fdiss
= k̄ n ξ 3/2 + γ̄ n ξξ

(2.21)

Obviously, for Θ̂n = 0.5 the model equals the model by Kuwabara and Kono. With the
increased flexibility, the model can be adjusted better to the properties of the simulated
materials, resulting in higher accuracy. According to experimental results of [15] the
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model appeared to provide an accuracy comparable to the extended linear model, with
the advantage that less parameters have to be determined, and that it is based on real
material properties like Young’s modulus and Poisson ratio.
Material parameters
The article of Kruggel-Emden et al. [15] provided an overview of material parameters
and suitable model parameters for several materials. An extract of the parameters can
be found in Table 2.1 and Table 2.2. The model parameters were adjusted by statistical
methods to fit experimental data.
Table 2.1: Young’s modulus E, Poisson ratio ν, density ρ and radius R of the tested
materials in [15].




Material
E N/m2
ν
ρ kg/m3
R [cm]
Aluminium
Brass
Chrome Steel
Ice
Lead
Marble
Stainless Steel

6.85 · 1010
9.6 · 1010
2.03 · 1011
5.61 · 109
1.62 · 1010
7.1 · 1010
1.39 · 1011

0.36
0.36
0.28
0.33
0.45
0.30
0.35

2 707
8 522
8 030
917
11 373
2 900
7 830

2.00
2.00
1.27
2.00
2.00
2.00
1.27

Table 2.2: Model parameters as derived in [15].
Material

linear model
k n [N/m] γ n [kg/s]

Kuwabara Kono
k̂ n [N/m3/2 ] γ̂ n [kg/m1/2 s]

ext. non-linear model
n
k̄ n [N/m3/2 ] γ̄ n [kg/mΘ̄ s]

Θ̄n [−]

Aluminium
Brass
Chrome Steel
Ice
Lead
Marble
Stainless Steel

8.11 · 106
1.79 · 107
5.67 · 107
4.88 · 105
2.33 · 106
7.98 · 106
5.18 · 107

5.25 · 109
7.35 · 109
1.17 · 1010
7.48 · 108
1.35 · 109
5.20 · 109
1.17 · 1010

5.25 · 109
7.35 · 109
1.17 · 1010
7.48 · 108
1.35 · 109
5.20 · 109
1.17 · 1010

1.0530
0.9774
0.8318
0.5471
0.7235
0.4700
0.9561

6.86 · 101
3.59 · 102
1.29 · 101
5.16 · 101
3.04 · 102
8.66 · 101
1.07 · 102

6.14 · 104
1.96 · 105
3.66 · 103
9.99 · 104
2.15 · 105
6.39 · 104
3.31 · 104

5.95 · 107
5.76 · 107
1.56 · 105
1.99 · 105
3.66 · 106
4.37 · 104
5.92 · 106

2.4.2 Tangential forces
At collisions of granular particles, besides normal forces, also the tangential forces F~ t
have to be taken into account. Though modelling granular particles by spheres or unions
of spheres, we cannot assume their surface to be perfectly smooth, but to be of a certain
roughness [21]. Therefore the particles are exposed to friction and tangential forces.
For the calculation of the tangential forces, the relative velocity in tangential direction
~ t = (V
~ · ~t) · ~t
V
(2.22)
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of the colliding bodies at the contact point is relevant. Especially in three-dimensional
systems, the tangent ~t of the collision is hard to determine. An efficient way of calculating
~ t is:
V
~ =V
~n+V
~t
V
(2.23)
and thus



~t =V
~ − V
~ · ~n · ~n
V

(2.24)

A simple, but successfully applied [21], force law is the model by Haff and Werner [9]:

 ~t
~ t| V
F~ t = − min µ|F~ n |, γ t |V
~ t|
|V

(2.25)

with γ t as damping constant in tangential direction. Taking Coulomb’s friction law into
account, the tangential force is limited by:
|F~ t | ≤ µ|F~ n |

(2.26)

with the friction parameter µ.
A disadvantage of this model is that it is not able to model static friction, as the force
law (2.25) depends only on the relative velocity. For example, it is not possible with this
approach to model a heap of particles, where the particles stay in rest. As soon as the
relative velocities come close to zero, the tangential forces vanish causing the heap to
dissolve slowly [21]. However, for simulations incorporating high dynamics, the model
would lead to feasible results.
To include static friction, the model proposed by Cundall and Strack [6, 21] can be
used. Static friction is modelled by a linear spring acting in tangential direction. The
spring is instantiated at the time T0 , when the contact of two bodies occurs and stays
active until they have separated again. The tangential force at a time T depends on the
elongation of the spring
ZT
t
ξ = V t (t0 )dt0
(2.27)
T0

and like (2.25) is limited by Coulomb’s friction law:

 V
~t

F~ t = −sign ξ t min |k t ξ t |, µ|F~ n |
~ t|
|V

(2.28)

The parameter k t can be understood as the stiffness of an elastic spring and, like for γ t
from the previous model, cannot be derived from real material parameters.

2.4.3 Boundary conditions
In order to model boundary conditions for Discrete Element Methods, several approaches
can be taken into consideration. The naive way would be to build boundaries by spheres
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Figure 2.5: Illustration of a granular particle colliding with a plane.
that are fixed in the simulation domain. The disadvantage of this procedure is that a
large number of additional objects has to be included in the contact detection, leading to
an extensively increased computational effort.
A more efficient approach could be to model boundaries by geometric planes, thus
only having to take one additional object into account for the contact detection. As it is
illustrated in Figure 2.5, the contact quantities of the collision between a sphere and a
plane can be derived similar to the collision between two spheres. A plane is described by
a normal vector ~n, which has the normalised length one, and a displacement to the origin
of the coordinate system d. A contact between sphere i and a plane p can be detected if:
ξ~ip = Ri − |~
pi · ~np | − |dp | > 0.

(2.29)

The normal vector of the collision simplifies to
~nip = −~np .

(2.30)

As boundaries are fixed objects and thus ~vp = 0 and ω
~ p = 0, the other contact quantities
can be determined according to Equation (2.3) and the following:
ξ˙ip = −~vi · ~nij
~zij
~ij
V
~ ij
W

ξip
) · ~np
2
= −~vi − ω
~ i × (~zip − ~c)
= p~i + (Ri −

= −~
ωi × (~zip − ~c)
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(2.31)
(2.32)
(2.33)
(2.34)

Especially for the calculation of the normal forces with the non-linear model, there are
again different possibilities how the collision can be understood. It could for example be
described by the collision with a virtual sphere that is positioned on the other side of the
plane. Another approach would be to understand the plane as the surface of an infinitely
large sphere. For the latter case, the effective radius as introduced in Equation (2.19)
can be expressed as


1
1
1
1
+
=
(2.35)
= lim
Reff Rq →∞ Ri Rq
Ri
and thus simplifies to Reff = Ri . We decided to use this model in our simulation, as we
assumed it to be the more “natural” way.
To create more sophisticated boundaries we have also used box-shaped objects. Contacts with the faces of a box can be described the same way as contacts with a plane. A
problem with this type of boundaries are contacts that are very near to the edges. On
the one hand, we cannot understand such a contact to be a collision with an infinitely
large sphere any more, on the other hand, the angle of the contact normal may change
by 90◦ between two time steps, which is undesirable in terms of numerical stability. For
this reasons, it is advisable to position box-shaped boundaries such that contacts near
the edges are avoided.

2.5 Numerical solution
2.5.1 Equations of motion
The motion of the granular particles is governed by Newton’s equation of motion, leading
to the following coupled system of second-order ordinary differential equations:
~c˙a = ~va
1 ~
~v˙ a = ~g +
Fa
ma
ϕ
~˙ a = ω
~a
1
ω
~˙ a =
~τa
Ia

(2.36)
(2.37)
(2.38)
(2.39)

where ~ca is the centre of granular particle a, ϕ
~ a the angular orientation, ~va the translational
velocity, ω
~ a the angular velocity, ma the mass, and ~g the gravitational acceleration acting
on all bodies in the system. The moment of inertia tensor I describes the resistance of a
body to changes in rotation and simplifies to a scalar value in case of single spheres. For
other geometries usually a more complex description is necessary.
The force F~a and torque ~τa are the sums off all forces and torques acting on particle a
resulting from the pair-wise interaction of the spheres i of composite particle a with the
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sphere j in other composite particles b, or boundary objects like planes and boxes:
F~a =

N
X

F~ab

(2.40)

b=1,b6=a

F~ab =

Nb
Na X
X

F~ij

(2.41)

~τab

(2.42)

i=1 j=1

~τa =

N
X
b=1,b6=a

~τab =

Nb
Na X
X

~τij

(2.43)

i=1 j=1

where N is the number of all bodies (granular particles and fixed objects) in the system,
and Na and Nb is the number of subbodies in composite particles, which is equal to
one in case of a simple sphere or a boundary object. For efficient summation of force
and torque it is sufficient to consider only bodies in contact, since no forces are acting
between bodies not in contact.

2.5.2 Time integration schemes
To solve such systems of coupled differential equations, typically explicit schemes are
used. The article of Kruggel-Emden et al. [16] provides a detailed overview and discussion
of a wide range of different time integration schemes for Discrete Element Methods.
According to this article, the third order Taylor expansion appears to be a good trade-off
between accuracy and computational efficiency. Bell et al. [4] and Yee [27] achieved good
results with the adaptive Runge-Kutta-Fehlberg method (RKF45). Nevertheless, other
researchers like Fleissner et al. [8] successfully used implicit time integration schemes.
In the following sections we will introduce two algorithms for the time integration of
Discrete Element Methods. The first one is based on the third order Taylor expansion,
the other one uses the adaptive Runge-Kutta-Fehlberg method. Both algorithms will be
applied in different simulation examples and the results will be discussed.
Taylor expansion
A very simple approach of approximating the equations of motions is the use of the Taylor
series expansion. In this work, a third order Taylor expansion has been applied for the
positions and orientations, leading to a truncation error of O(∆t4 ), and a second order
term for the velocities, resulting in O(∆t3 ). The positions, orientations and velocities for
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the time step t + ∆t can be computed from the values of the actual time step t as follows:
1
1
~ct+∆t = ~ct + ~vt ∆t + ~at ∆t2 + ~bt ∆t3
2
6
1
1
ϕ
~ t+∆t = ϕ
~t + ω
~ t ∆t + α
~ t ∆t2 + β~t ∆t3
2
6
1~
2
~vt+∆t = ~vt + ~at ∆t + bt ∆t
2
1
ω
~ t+∆t = ω
~t + α
~ t ∆t + β~t ∆t2
2

(2.44)
(2.45)
(2.46)
(2.47)

where ~at = ~v˙ t is the acceleration in translational direction and α
~t = ω
~˙ t the angular
acceleration. The first order derivatives of the accelerations can be calculated by the
backward difference approximation: ~bt = (~at − ~at−∆t )/∆t and β~t = (~
αt − α
~ t−∆t ) /∆t.
The whole procedure is sketched in Algorithm 1. The force calculation has been merged
into the expression resolveContact, where the forces and torques acting on two colliding
bodies are computed as described in Section 2.4.
As it can be seen in the algorithm, we do not solve the system of equations globally,
but individually for each body. This has the advantage that it is conveniently possible to
add and delete bodies between two time steps, which could not so efficiently be done with
a global system of equations. As it can be seen in later sections, this plays an important
roll in terms of parallelisation.
The adaptive Runge-Kutta-Fehlberg method (RKF45)
The idea behind Runge-Kutta methods to solve differential equations is to perform
multiple function evaluations between two time steps, thus providing very accurate
approximations and allowing large time step sizes. In the case of a DEM solver, this
would mean multiple evaluations of the contact forces. The adaptive Runge-KuttaFehlberg method performs a fourth order and a fifth order approximation of the equations
of motion and uses the difference between both approximations to determine the next
time step size.
The algorithm that we used in our implementation is sketched in Algorithm 2. The
lines 2 to 22 corresponds to the standard procedure of the RKF45 method as it can be
found in literature, adapted to the structure of our granular dynamics solver. In each of
the six stages we do the following:
At first, the positions of all bodies are updated according to the velocities and accelerations that have been computed in the preceding stages and weighted by RKF45
specific constants αs,i (lines 3–5). Notice that for the first stage, i.e. s = 1, the sum term
vanishes, and thus no information from a preceding stage is needed.
Next, the contact detection is performed with the former updated values, followed by
resolution of the contacts, where the forces and torques are applied to the bodies (lines
7–10).
With the updated forces and torques, the new accelerations can be computed, which
are necessary, together with the velocities, to determine the entries of ~ksB , which will be
used for the next stage (lines 12–16).
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Algorithm 1 A single time step of the DEM solver with the Taylor expansion based
time integration scheme.
1: find all contacts C
2: for each contact k in C do
3:
// apply forces and torques to contacting bodies
4:
resolveContact(k)
5: end for
6:

for each body B do
8:
// Calculate linear acceleration
9:
~aB = m1B F~B + ~g
7:

10:
11:
12:

// Calculate angular acceleration
α
~ B = I1B ~τB

13:
14:
15:

// Calculate first derivative of the linear acceleration
~bB = 1 (~aB − ~a∗ )
B
∆t

16:
17:
18:

// Calculate first derivative of the angular acceleration
1
∗)
β~B = ∆t
(~
αB − α
~B

19:
20:
21:

// Update the position of the centre of mass
~cB = ~cB + ~vB ∆t + 12 ~aB ∆t2 + 16~bB ∆t3

22:
23:
24:

// Update the orientation
~B ∆t3
ϕ
~B = ϕ
~B + ω
~ B ∆t + 12 α
~ B ∆t2 + 16 β

25:
26:
27:

// Update the linear velocity
~vB = ~vB + ~aB ∆t + 21~bB ∆t2

28:
29:
30:

// Update the angular velocity
ω
~B = ω
~B + α
~ B ∆t + β~B ∆t2

31:
32:
33:

// Store linear acceleration of the current time step
~a∗B = ~aB

34:

// Store angular acceleration of the current time step
∗ =α
36:
α
~B
~B
37: end for
35:
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Algorithm 2 Time integration with the RKF45 method.



~c
 ϕ
~ 

~x = 
 ~v 
ω
~
t = 0, h = h0 , ~x = ~x0
hmin , hmax , T, 
α, β4 ; β5

//positions, orientations, velocities of all bodies
//initial values
//user defined values
//RKF45 specific constants

1: while t ≤ T do
2:
for s = 1 : 6 do
3:
for each bodyP
B do
s−1
B
~B
4:
~xB
=
~
x
+
∗
i=1 αs,i ki
5:
end for
6:
7:
find all contacts C(~x∗ )
8:
for each contact q in C do
9:
resolveContact(q)
10:
end for
11:
12:
for each body B do
13:
~aB = m1B F~B + ~g
14:

15:
16:
17:
18:
19:
20:
21:
22:
23:
24:

α
~B =

1
~τB
IB


~vB
 ~B 
~k B = h  ω

s
 ~aB 
α
~B
end for
end for
for each body B
Pdo
5
B
=
~
x
+
~xB
β4,i~kiB
rk4
Pi=1
6
B
B
~xrk5 = ~x + i=1 β5,i~kiB
end for


h

hopt = 
max(||~cB
cB
rk4 − ~
rk5 ||∞ )
B

25:
26:
if hopt ≥ 0.75h then
27:
//accept this step
28:
for each body B do
29:
~xB = ~xB
rk4
30:
end for
31:
t=t+h
32:
end if
33:
34:
h = min(max(hopt , hmin ), hmax )
35: end while
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As soon as all six stages are completed, two different updates of the positions, orientations and velocities can be computed according to the RKF45 constants β4,i and β5,i
(lines 19–22).
The two terms are of different approximation orders and their deviation can be used to
estimate the optimal step size hopt (line 24). The value  is the error tolerance and has
to be chosen by the user. At this point the first modification from the original RKF45
method occurs. Adhering strictly to the original procedure, we would have needed to use
the largest difference of all values. It is not so clear whether this is really necessary, or
whether it suffices to use only the difference of the centres of the bodies. We decided
for latter possibility, as this value has the greatest influence on the accuracy of the force
computation.
The remaining lines have been adopted from the work of Yee [27]. The current step is
only accepted if the optimal step size is not too small compared to current step size. If it
is too small, then the current step is recomputed with a smaller step size. Regarding our
granular solver, this procedure avoids the effect, that a large time step produces large
overlaps between the bodies that would lead to large contact forces and cause a high
error in the following step, which would result in very low step sizes for the next steps.
Yee did not provide an explanation for the value 0.75, but we could confirm this choice
by experimental results.
Additionally, the last line provides the possibility to restrict the step sizes by a minimum
and maximum value. Especially limiting the minimum step size can be useful to avoid
very low time steps resulting in long run times.

2.5.3 Comparision of time integration schemes
In this section, we want to draw a comparison between the two time integration schemes
that were described above. For this purpose, three different simulation scenarios that are
typical for granular media simulations will be used and the results will be discussed.
The first example is a container that is being filled up with several hundred spheres
(see Figure 2.6. As the bodies are densely packed in this scenario, a huge number of
collisions has to be solved in each time step. Therefore, it is a well suited test case for
the performance of our DEM solver. For the Taylor expansion based time integration
scheme, we varied the size of the time steps and observed for which step sizes we could
obtain stable simulations. As there is no fixed step size for the RKF45 method, we varied
the error tolerance and the minimum step size, and observed the average time step. The
results can be found in Table 2.3.
The second simulation example is again a typical scenario for granular media simulations:
A hopper is filled with particles and then the bottom lid is opened such that the particles
are flowing out of the hopper. An illustration of this scenario with 29 624 non-spherical
granular particles can be found in Figure 2.7. To compare the time integration schemes
only 2500 spherical particles were used, and as for the first scenario, different combinations
of simulation parameters were applied. The results can be found in Table 2.4.
It should be obvious, that a single step of the RKF45 procedure needs higher computational effort than the algorithm based on the Taylor expansion. The contact detection
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Figure 2.6: The container scenario. The front wall has been made invisible to provide a
better illustration.
Table 2.3: Simulation results for the container scenario. On the left: Taylor expansion.
On the right: RKF45 method.
∆t [s]

Runtime [s]



∆tmin [s]

∆tavg [s]

Runtime [s]

0.001
0.0005
0.0001

65
126
614

0.5
1

0.001
0.001

0.00110
0.00113

361
354

0.5
1

0.0001
0.0001

0.00028
0.00040

1530
1107

phase, which is one of the most time consuming parts of granular simulations due to the
high number of bodies, has to be performed six times during each step of the RKF45
method and only one time during a single step of the Taylor expansion based algorithm.
Therefore, a very rough estimate would be, that the average time step of the RKF45
solver would have to be around six times higher than for the other algorithm to compete
in terms of total computation time. As it can be seen from the simulation results, this
is by far not the case. Even with high error tolerances and minimum time steps in
the same range as the time steps for the Taylor expansion based scheme, the average
time step of the RKF45 method was generally not more than four times higher than a
comparable time step for the other method. In Table 2.4 it can be seen that a lower
tolerance does not necessarily lead to longer run times, as it would be expected. Lower
tolerance might force the algorithm to reject more steps with the consequence that they
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Figure 2.7: The hopper scenario with 29 624 particles.
Table 2.4: Simulation results for the outlet scenario. On the left: Taylor expansion. On
the right: RKF45 method.
∆t [s]

Runtime [s]



∆tmin [s]

∆tavg [s]

Runtime [s]

0.001
0.0005

1191
6596

0.5
1

0.0001
0.0001

0.000272
0.000406

22685
14981

0.05
0.1
0.5
1

0.001
0.001
0.001
0.001

0.001149
0.001143
0.001012
0.001140

3990
3879
4202
3845

have to be recomputed. This does not affect the average time step size, because only
accepted steps are involved in the calculation of this value, but of course the rejected
steps have consumed computation time.
However, this results give only an impression of the computation time, but not of the
accuracy. It is generally hard to estimate the accuracy of simulations including such a high
number of bodies, as it is nearly impossible to produce an exact analytical solution, with
which the simulation results could be compared. We can only assume that the RKF45
method produces more accurate results, because of the higher order approximation. But
to really make use of this more precise approximation, one would have to use a much
smaller error tolerance than we used, which would significantly increase the runtime. In
the simulation examples above we just increased the error tolerance, as long as it led to
reasonable results, to obtain short runtimes.
Our third example is a granular gas scenario, where spherical particles are moving
freely around in a box-shaped closed domain without gravitational forces (see Figure 2.8).
The particles are initially uniformly distributed with random velocities. The damping
constants for the contact force models are set to zero, leading, in the ideal case, to
perfectly elastic collisions and thus no energy dissipation should occur. Although real
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Figure 2.8: The granular gas scenario.
energy conservation is possible neither with the Taylor expansion nor the fourth-order
Runge-Kutta scheme [26], the goal of this experiment was to find out how the energy
depends on different time step sizes and error tolerances respectively. It can be seen from
the results in Table 2.5 and Table 2.6 that the Taylor expansion is not well suited to
achieve a good energy conservation, since a very small time step size is necessary to keep
the relative deviation between initial and final energy in an acceptable range. For the
RKF45 solver, even with the moderate tolerance of 0.001, a relative deviation far below
1% could be reached with a significantly lower runtime than with the Taylor expansion.
The effect that the relative error is slightly increasing again as the tolerance is decreased,
may be explainable by the fact that for the calculation of the optimal time step, only the
positions are taken into account. Including also the velocities, this effect might probably
vanish. It should be mentioned that for this example the minimum step size was not
restricted and thus the values in the table are the minimum step sizes that were used for
the computations. This should give an impression how small the step sizes were chosen
by the algorithm to fulfil the error tolerances.
A clear advantage of the RKF45 algorithm is that, due to the adaptive step size control,
numerical stability is granted in almost every case. Unfortunately, this is not true for the
Taylor expansion integration scheme and thus it is often a very tedious procedure to find
an appropriate time step size.

2.6 Parallelisation
In order to achieve reliable results in granular material simulations, in most cases it will
be necessary to simulate several thousands or even millions of particles. It should be
clear that at as soon as reaching a certain number of particles, this cannot be done any
more on a single processor within reasonable time. Therefore, we need to extend our
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Table 2.5: Simulation results for the granular gas scenario with the Taylor expansion
based time integration scheme.
Steps

∆t [s]

Runtime[s]

Init. energy

Fin. energy

Rel. error

50 000
500 000
5 000 000

0.001
0.0001
0.00001

20.0
186.6
1966.1

9.83021
9.83021
9.83021

9.06847
9.73075
9.79870

7.75%
1.01%
0.32%

Table 2.6: Simulation results for the granular gas scenario with the RKF45 time integration scheme.


∆tavg [s]

∆tmin [s]

Runtime [s]

Init. energy

Fin. energy

Rel. error

0.01
0.001
0.0001
0.00001
0.000001

0.0968
0.0301
0.0137
0.0058
0.0025

0.03944
0.01575
0.00745
0.00182
0.00038

2.1
5.4
10.8
27.7
65.8

9.83021
9.83021
9.83021
9.83021
9.83021

8.21609
9.83318
9.81696
9.81159
9.80254

16.42%
0.03%
0.13%
0.19%
0.28%

algorithms to make parallel computation on a high number of processor cores possible.
A special feature of the pe physics engine is its MPI parallelisation concept that enables
large-scale and massively parallel simulation on a high number of processor cores. In
this section we will introduce the basic parallelisation concepts of the pe and show that
Discrete Element Methods can be perfectly adapted to them.

2.6.1 Basic parallelisation concepts of the pe
The main target behind all parallelisation concepts of the pe is to make it possible to
simulate an arbitrary number of bodies on an arbitrary number of processor cores. To
achieve this goal in an efficient way, it is important that there is no global data. The
simulation domain is divided into subdomains, so that each process controls only a part
of the domain. The processes only know their own subdomain and the boundaries to
the neighbouring domains. If bodies leave or enter a subdomain, data transfer is solely
necessary between neighbouring processes, reducing MPI communication to a minimum.
An example how the domain partitioning could be applied, can be seen in Figure 2.9.
It shows the hopper scenario that was introduced in the previous section parallelised with
64 MPI processes. The different colours of the granular particles indicate the different
processes that handle them. In this example each process has up to eight neighbouring
processes, with which communication about particles crossing the boundaries has to be
performed.
In contrast to molecular dynamics simulations, where only point masses are used,
the pe has to deal with three-dimensional geometric objects that have a volume. The
difficulty for the parallelisation arising from that fact is that a body can be in more
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Figure 2.9: Illustration of a possible domain partitioning for the hopper example.

Figure 2.10: Illustration of the difference between local and remote bodies. Process 0
knows local sphere 1, but does not know sphere 2, as it is not in the domain
of this process. Sphere 1 is partially contained in the domain of process 1
and therefore known as a remote body to process 1.
than one subdomain at the same time, bringing up the question which of the involved
processes is responsible for this body. In the pe that problem was solved by differentiating
between local and remote bodies. A body is considered to be a local body of a particular
process as long as its centre of mass is contained in the subdomain of the process. All
neighbouring processes in which this body is also physically present consider the body to
be a remote body. Remote bodies are stored as local copies, thus enabling read access to
all their properties. This concept is illustrated in Figure 2.10.
With this basic knowledge about the parallelisation principles of the pe, one should be
able to understand the steps of the parallel DEM algorithm that will be introduced in
the following section (and also the parallel Fast Frictional Dynamics algorithm that will
be introduced later). A more detailed introduction to the setup of large scale simulations
with the pe, that offers insight into implementation details, can be found in [11].
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2.6.2 Parallel DEM algorithm
The parallel DEM algorithm (see Algorithm 3) is based on Algorithm 1, which can be
found in the section about the numerical solution. For the sake of clarity the lines 8 to 36
of Algorithm 1 have been merged to the function move. In the following, the additional
steps that were implemented to make computation in parallel possible will be explained
in detail.
Algorithm 3 A single time step of the parallel DEM solver with the Taylor expansion
based time integration scheme.
1: find all contacts C
2: for each contact k in C do
3:
// apply forces and torques to contacting bodies
4:
resolveContact(k)
5: end for
6:

// 1st MPI communication: force synchronization
for each remote body Br do
9:
send force and torque of Br to its local process
10: end for
11: apply received forces and torques to local bodies
7:
8:

12:

for each local body Bl do
14:
move(Bl )
15: end for

13:

16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:

// 2nd MPI communication: Update of remote bodies and notification of new bodies
for each local body Bl do
send positions and velocities of Bl to all processes where Bl is known as a remote
body
send Bl to all processes in whose domain the body is crossing the boundary but is
not yet known
end for
receive updated positions and new bodies
for each body B do
determine if B is remote or local
if B is not contained in the domain any more then
remove(B)
end if
end for

The algorithm starts with the contact detection phase as in case of the sequential
procedure. For the contact detection, each process has to take all bodies, local and
remote, into account that are known to it. There is no difference between the contact of
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two local bodies, a local and a remote body, or two remote bodies. It could occur that a
contact with a position outside the local subdomain will be detected. In this case the
contact will be discarded, because the same contact will also always be detected by the
process, where the contact is positioned inside its subdomain.
After all contacts have been detected, the forces can be computed as described in
Section 2.4. The forces and torques acting on remote bodies are simply stored in the
local copies of these bodies.
As soon as all contacts have been resolved, the forces and torques have to be synchronised between all neighbouring processes. This operation is done in two steps. At first,
for each remote body, the forces and torques acting on it, are sent to the process where
the body is local. In the second step all processes add the forces and torques that they
have received from neighbouring processes to their local bodies. This procedure is done
via the send and receive functions of the MPI system and refers to the lines 8 to 11 of
Algorithm 3.
Now, the information about forces and torques is complete for all local bodies. As a
next step, each process updates the positions and velocities of its local bodies by use of
the Taylor expansion according to Section 2.5.2.
After the local bodies have been updated, the positions and velocities of each local
body have to be sent to the neighbouring processes, where they are known as remote
bodies, such that the local copies can be updated. If the body is not yet known to the
neighbouring process, the complete body has to be sent. As soon as all positions are
synchronised, each process has to check which bodies are local and which are remote. It
could also occur that a body completely has left the domain of a certain process. In this
case it will be removed from this process.
As you may have noticed, we only have described the parallelisation of the time
integration scheme based on the Taylor expansion. Although this would of course be also
possible with the RKF45 method and probably interesting to compare the performance
of the two algorithms in large-scale setups, we did not further pursue this issue for
several reasons. First, it should be mentioned that for each of the six stages of the
RKF45 procedure both MPI communication steps, force synchronisation and update
of remote bodies, would be necessary. Additional communication would be required to
synchronise the calculation of the error and the optimal time step size. Regardless of
the actual step being accepted or not, communication would be necessary to update the
remote bodies. As the RKF45 did not appear to be generally faster in the sequential
case, it should be expected that the parallel performance would be even worse with the
additional communication overhead. Another important drawback is the loss of locality
that comes with the prediction of the optimal time step. This operation does not need
to be synchronised only between directly neighbouring processes, but by all processes
participating in the simulation. Especially in large-scale setups with several thousand
processor cores this might lead to a massive loss in performance.
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3 Comparision of Discrete Element
Methods with Rigid Body Dynamics
3.1 Introduction to Rigid Body Dynamics
In contrast to Discrete Element Methods, where the contact forces are calculated by
approximating the deformation of bodies by allowing small overlaps, Rigid Body Dynamics
(RBD) considers all bodies to be perfectly rigid and undeformable. The forces are
calculated from a set of motion constraints to avoid interpenetration. Rigid Body
Dynamics can be grouped into two different categories of solvers. There exist methods
that are based on the resolution of a linear complementary problem (LCP) that has to
be set up globally for all bodies. These methods are very accurate, but demand high
computation effort and due to the global structure of the LCP efficient parallelisation
is not a trivial task. On the other hand, there exist fast algorithms that scale linearly,
but suffer from lower accuracy. For a further insight into Rigid Body Dynamics, refer
to [22, 23, 20].
The pe offers both types of methods, accurate LCP-based solvers for non-parallel
simulations and a fast parallel algorithm for large scale setups. In the following we will
concentrate on the latter one, as it is the only method that comes into consideration
for the simulation of several thousands or even millions of bodies as it is necessary for
granular dynamics. The parallel Rigid Body Dynamics algorithm is based on the Fast
Frictional Dynamics algorithm (FFD) that has been proposed by Kaufman et al. [14], and
was parallelised with MPI and implemented in the pe by Iglberger et al. [12]. The FFD
solver treats collisions locally, by taking only contacting bodies into account, resulting in
linear complexity and therefore it is well suited for large scale simulations.
The parallel Fast Frictional Dynamics (PFFD) as it described in [12] and used in the
pe is roughly sketched in Algorithm 4. For the following sections it is not necessary to
completely understand the algorithm, but to receive an impression of how the computational effort behaves in contrast to the parallel DEM algorithm. It should be noticed that
the PFFD algorithm has to perform the following steps during each time step: contact
detection, two updates of the positions and velocities of all bodies, and resolution of the
collision constraints. For the parallel execution of the algorithm, four MPI communication steps are necessary. For comparison, our DEM solver performs following steps:
contact detection, resolution of contacts, and update of positions and velocities for all
bodies. For the parallelisation two MPI communication steps are sufficient. As the MPI
communication, for both solvers, is one of the most time consuming operations during
each time step, it should be expected that a single time step of the PFFD algorithm takes
more computation time than a single time step of the parallel DEM solver. However,
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in contrast to the DEM solver requiring very low time steps to remain stable, the FFD
algorithm produces reasonable results even with high step sizes. For this reason it is not
so obvious, which of the solvers is faster.
Good parallel scaling behaviour on a high number of processor cores with the parallel
FFD solver has already be reported in [13]. To observe the scaling behaviour of the DEM
algorithm, the same experiments were performed and the results will be discussed in the
following sections. Additionally, both algorithms will be applied to the hopper scenario
to examine differences in the behaviour of the simulated granular materials.
Algorithm 4 Single timestep of the parallel FFD algorithm (from [13]).
1: force synchronisation (1st MPI communication)
2:

for each body B do do
first position half step
5:
second position half step
6: end for
3:

4:

7:
8:

update of remote bodies and notification of new bodies (2nd MPI communication)

9:
10:
11:
12:
13:
14:
15:

for each body B do
find all contacts C(B)
for each violated contact k in C(B) do
add collision and friction constraints to B
end for
end for

16:
17:

exchange constraints on the bodies (3rd MPI communication)

18:
19:
20:
21:
22:
23:
24:
25:
26:
27:

for each body B do do
if B has constraints then
find post-collision velocity
select friction response
else
second velocity half-step
end if
second position half-steps
end for

28:
29:

update of remote bodies and notification of new bodies (4th MPI communication)
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3.2 Scaling behaviour
To examine the scaling behaviour, the granular gas scenario (see Figure 2.8) that was
introduced in Section 2.5.3 was performed in parallel with a large number of processes.
This time, granular particles composed of multiple spheres were used instead of simple
spherical particles.
Each process is responsible for a subdomain initially filled with 25 × 25 × 25 uniformly distributed particles that have a random velocity. These subdomains are put
together according to the number and arrangement of the participating processes. A
three-dimensional domain partitioning was applied to have the maximum number of 26
neighbouring processes for the inner processes. With this setup, in each process the same
number of particles is contained and has to be communicated with the neighbours, on
average. Therefore, it should be expectable that, if the algorithm provides a good scaling
behaviour, the runtime of the simulation should be nearly independent of the number of
participating processes.
In this so-called weak scaling experiment the size of the simulation domain is growing
with the number of processes and particles, in contrast to a strong scaling experiment,
where the size of the domain and the number of particles would be fixed, and the
domain would be subdivided according to the number of processes. The intention of
this experiment was to show that it is possible to increase the number of processes and
particles, without increasing the runtime.
Our simulation experiments were performed on the Jugene supercomputer at the
research centre Jülich [1]. It is one of the largest supercomputers world wide and still
claims the top position regarding the number of processor cores. Here, a short overview
of the technical data is provided:
• Peak Performance: 1 Petaflop/s
• Processor: 32-Bit PowerPC 450 with four cores running at 800 MHz
• Total number of processors: 73728 (294912 cores)
• Main Memory: 144 Terabyte
The same scaling experiment has been performed with the parallel DEM and the
parallel FFD solver on 128 up to 131072 cores. The results can be found in Table 3.1 and
Table 3.2. The particles are very densely arranged in the simulation domain and occupy
approximately 16% of the domain volume. Although this results in a very high number
of contacts and a high number of bodies that have to be communicated in each time
step, with both algorithms a good scaling behaviour can be observed. Comparing the
simulation run with the smallest number of processes to that one with the highest number,
the runtime is only increasing around 1.1% with the DEM and only 0.5% with the FFD
solver, which corresponds to a parallel efficiency of 99.1% and 99, 6% respectively.
Additionally, it can be observed that with the DEM algorithm only 57% of the
simulation time of the parallel FFD solver is needed. This relates to the aforementioned
fact that the FFD algorithm is more complex in terms of computational effort and MPI
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communication than the parallel DEM solver. However, it should be pointed out that
this does not mean that the DEM solver is generally faster. Typically the time step size
for the DEM has to be chosen much smaller than for the FFD solver to achieve stability,
which compensates the advantage of the lower computational effort per step.
Table 3.1: Simulation results for the DEM solver. 2000 time steps of the granular gas
scenario were performed with initially 15625 particles per process.
Cores

Particles

Partitioning

Runtime [s]

128
256
512
1 024
2 048
4 096
8 192
16 384
32 768
65 536
131 072

2 000 000
4 000 000
8 000 000
16 000 000
32 000 000
64 000 000
128 000 000
256 000 000
512 000 000
1 024 000 000
2 048 000 000

8×4×4
8×8×4
8×8×8
16 × 8 × 8
16 × 16 × 8
16 × 16 × 16
32 × 16 × 16
32 × 32 × 16
32 × 32 × 32
64 × 32 × 32
64 × 64 × 32

836.10
839.31
841.35
841.77
841.60
843.36
844.12
844.28
843.65
845.45
843.54

Table 3.2: Simulation results for the FFD solver. 2000 time steps of the granular gas
scenario were performed with initially 15625 particles per process.
Cores

Particles

Partitioning

Runtime [s]

128
256
512
1 024
2 048
4 096
8 192
16 384
32 768
65 536
131 072

2 000 000
4 000 000
8 000 000
16 000 000
32 000 000
64 000 000
128 000 000
256 000 000
512 000 000
1 024 000 000
2 048 000 000

8×4×4
8×8×4
8×8×8
16 × 8 × 8
16 × 16 × 8
16 × 16 × 16
32 × 16 × 16
32 × 32 × 16
32 × 32 × 32
64 × 32 × 32
64 × 64 × 32

1468.07
1467.51
1469.82
1470.13
1470.19
1472.53
1472.63
1472.95
1473.48
1470.61
1473.79

3.3 Differences in the behaviour of granular materials
To examine differences in the behaviour of granular materials with the two different
solvers, the hopper scenario that has been introduced in Section 2.5.3 was used.
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Figure 3.1: On the left: The hopper scenario. The different colours indicate by which
process the particles are handled. On the right: Close-up view of the nonspherical granular particles involved in this simulation scenario.
In our first simulation experiment we wanted to observe how the simulation results
differ if the same material parameters are applied to both solvers. As the FFD algorithm
needs other material parameters than the DEM solver, it is not directly possible to use
the same parameters. The material parameters for the FFD solver are composed of a
constant coefficient of restitution, a coefficient of dynamic friction, and a coefficient of
static friction. For the DEM solver the coefficient of restitution cannot be directly set,
but for the linear force model it is possible to achieve a constant coefficient of restitution
and derive its value from other quantities (see Equation (2.14)). Therefore the linear
force model was used and the other parameters were adjusted such that for both solvers,
DEM and FFD, an equal coefficient of restitution was used. Unfortunately, a model for
static friction was not yet included in the DEM algorithm. For this reason, the friction
coefficient of the DEM solver can only be understood as a coefficient for dynamic friction.
The simulation was performed with 29 624 non-spherical particles (see Figure 3.1)
on 16 MPI processes. The domain was partitioned according to Figure 2.9. As it can
be seen in Figure 3.1, the domain partitioning is not optimal, because of the top five
processes containing only particles during the initialisation phase, where the particles
are falling into the hopper. For this scenario, 1 008 800 time steps with a step size of
0.0001s were performed with the DEM algorithm, resulting in a runtime of around 18
hours, and 229 000 time steps with a step size of 0.0005s were carried out with the FFD
solver in a total runtime of approximately seven hours. This is also a good example for
the aforementioned fact that the DEM algorithm needs much smaller time step sizes
to achieve numerical stability. Granular particles of two different colours were used to
provide a better illustration of the flow profiles.
Although we tried to adjust the material parameters such that they are nearly equal,
the simulation results revealed two different types of granular flow (see Figures 3.4
and 3.3). Regarding the simulation results of the DEM algorithm, it can be seen that
all particles are moving approximately with the same velocity. This particular type of
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granular flow is characterised as mass flow (see Figure 3.2) and is usually the desirable
behaviour for industrial hopper design, as it results in a constant flow rate. The other
peculiarity of granular flow in hoppers is funnel flow, which can be observed in the
simulation results of the FFD solver. Here, the particles near the walls are resting or
moving slower than the particles in the middle of the hopper.

Figure 3.2: Illustration of mass flow (left) and funnel flow (right) [2].
We varied the simulation parameters and found out that by increasing the friction
coefficient for the DEM solver it was possible to achieve funnel flow (see Figure 3.5).
Unfortunately, even setting the coefficients of static and dynamic friction to zero for the
FFD algortihm, we were not able to produce mass flow with this solver.
From this simulation results, the pleasant fact can be concluded that with our DEM
algorithm it is possible to model different peculiarities of granular behaviour. However,
it is a non-trivial and sometimes tedious procedure adjusting the material parameters to
produce a particular behaviour of the simulated material.
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Figure 3.3: Funnel flow with the FFD solver.
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Figure 3.4: Mass flow with the DEM solver.
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Figure 3.5: Funnel flow with the DEM solver.
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4 Conclusion and future work
In this work we have introduced the steps that are necessary to perform granular material
simulations with Discrete Element Methods. We have explained in detail the geometrical
description of granular particles, several methods to calculate normal and tangential
forces, and compared two different time integration schemes. Additionally, we presented
a parallel version of our DEM algorithm and proved good scaling behaviour on up to
131 072 processor cores. The influence of simulation parameters to the behaviour of
granular materials was examined in a hopper scenario and it was shown that it is possible
to produce two typical peculiarities of granular flow.
The topics of future work could be to implement static friction, like it was already
introduced in Section 2.4, in the parallel DEM algorithm and to include further force
models. Another topic could be to extend the model to other geometries. In fact, we
already successfully applied capsule shaped bodies in simulations with Discrete Element
Methods, and performed first attempts with boxes that were used as moving objects and
not only as boundaries.
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