FRIEDRICH-ALEXANDER-UNIVERSITÄT ERLANGEN-NÜRNBERG

TECHNISCHE FAKULTÄT • DEPARTMENT INFORMATIK

Lehrstuhl für Informatik 10 (Systemsimulation)

Visualization and Interactivity for Physics Engines in Real-Time

Sebastian Kuckuk

Master Thesis

Visualization and Interactivity for Physics Engines in Real-Time

Sebastian Kuckuk
Master Thesis

Aufgabensteller:
Dr. H. Koestler
Betreuer:
Dr. H. Koestler
Bearbeitungszeitraum: 10.07.2012  10.01.2013

Erklärung:
Ich versichere, dass ich die Arbeit ohne fremde Hilfe und ohne Benutzung anderer als der angegebenen Quellen angefertigt habe und dass die Arbeit in gleicher oder ähnlicher Form noch keiner
anderen Prüfungsbehörde vorgelegen hat und von dieser als Teil einer Prüfungsleistung angenommen wurde. Alle Ausführungen, die wörtlich oder sinngemäÿ übernommen wurden, sind als solche
gekennzeichnet.

Erlangen, den 10. Januar 2013

......................................

Abstract

In this work, we present the framework for Visualization and Interactivity for Physics Engines in Real-Time, in short VIPER. It provides an interface between dierent physical simulations, the visualization of their results and the user, who can inuence both through computational steering.
We discuss the concept and underlying data structures as well as implemented simulation,
visualization and user input modules. In detail, we describe multiple rigid body and uid
simulations, which are executed locally on a single workstation's GPU or CPU, or remotely
on a compute cluster. For the latter case of remote simulations, required communication and
possible performance optimizations through compression are given. Furthermore, a method to
visualize rigid bodies in high quality and real-time, a combination of a deferred shading and
a simplied ray casting approach, is presented. Additional visual enhancements as well as the
aspect of creating and displaying 3D content are discussed.
Possible means of user input, such as speech recognition and skeleton tracking, and resulting
steering applications, such as parameter tuning and dataset modication, are presented. Additionally, we demonstrate the extendability of the VIPER framework by implementing a new
application and by adding a new simulation type as well as the required visualization. Lastly,
we give performance evaluations for our framework and develop a performance model for the
prediction of update rates in case of remote simulations.
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1 Background, Previous Work & Goals
Computational simulations have increased in popularity and importance over the last decades, as
they oer the possibility to replace otherwise infeasible experiments and to study, amongst others,
physical, chemical and biological eects. However, setting up such a simulation, e.g. to reproduce
an eect observed in the real world, can be very time consuming, as the process of doing so is highly
iterative: Initially, the user has to create the simulation setup then run the simulation, visualize
the results and check if everything worked. However, most of the time the results do not match the
expectations and, thus, the user has to adapt the simulation setup and start anew.
In order to speed up this process, multiple approaches are possible. Firstly, using modern hardware,
it is possible to create simulations, which can be executed in real-time [5, 10, 2]. Secondly, an interactive, real-time visualization scheme can be implemented, giving the user a direct visual feedback
and, thus, making it possible to detect potential errors and expectation derivations prematurely.
Lastly, the application of computational steering techniques [32] is possible. Here, the simulation is
directly inuenced at run-time, e.g. through the adaptation of parameters, which has the potential
to shorten the described cycle by a large amount.
As we have already demonstrated in our previous work, a combination of these techniques is possible and reasonable [15]. Yet, the presented application was limited to a single simulation and
visualization technique, namely the simulation of spherical particles using OpenCL kernels, and the
visualization using instancing and DirectX 10. However, supporting a wider range of simulation, visualization and steering techniques is highly desirable, but not feasible using a separate application
for each possible combination. This problem is further aggravated by the fact, that the limitation
to a single target hardware as well as the limitation to distinct SDKs, frameworks and APIs, is not
tenable. In consequence, the development of an abstract framework is required.
In summary, a framework, as described before, has to fulll the following requirements: Firstly,
dierent types of physical simulations are to be executed. Secondly, the results of these simulations
are to be visualized in real-time. Lastly, the user should have the means of interacting with the
currently executed simulation as well as with the visualization. As the various types of simulation
may have diverging requirements, it is necessary to target dierent types of hardware, e.g. GPUs
and CPUs. Additionally, for large scale simulations, in order to ensure real-time ability, clusters
need to be utilized, which have to be accessed remotely. Last but not least, the framework needs
to achieve high performance and robustness. It is very important to secure the expandability of
the framework towards new applications as well as new types of simulation, visualization and user
interaction.
The main goals of this thesis are the conception and implementation of exactly such a framework as well as the verication of its usability by implementing multiple simulation, visualization
and steering techniques. To this end, we rst give an overview over the concept and the single
components of the framework (section 2.1). Afterwards, we describe the implemented types of
simulation (section 3), visualization (section 4) and steering (section 5). Lastly, we discuss possible
steering applications (section 6), implemented extensions (section 7) and achievable performance
(section 8).
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2 The VIPER Framework
2.1 Concept
As described in section 1, one of the main goals of our framework is the incorporation of dierent
target hardware, dierent types of simulation, visualization and user interaction schemes, as well
as dierent applications. The main challenge, concerning these requirements, is the multitude of
combination possibilities, which makes it hard to guarantee robustness and performance. To ensure
the controllability of the framework, it is necessary to divide the framework into several parts and
dene lightweight interfaces for the communication in between. In our case, we realize this concept
by grouping similar functionalities in certain module groups (gure 1). More specically, there is a
group containing all simulation features (section 3), a group containing visualization functionality
(section 4), a group for the management of user interactions (section 5) and a group containing
core functionality as well as data management (section 2.3). Additionally, there are also various
applications utilizing the framework, where those are also assigned to the core group.

Figure 1: Basic illustration of the framework's layout
Using this approach, it is possible to implement a relatively simple parallelism scheme, where each
module, respectively module group, runs in its own thread. Keeping this parallelization, and the
resulting performance concerns, as well as the multitude of module combinations in mind, it is vital
to reduce the communication between module groups as much as possible. For our framework,
we decided to completely eliminate direct communication between the single module groups with
the exception of communication with the core group. In other words, this means that the core
group represents the only communication interface for all other modules. It now becomes clear,
why the single applications are assigned to the core group, that is because they represent the
control instance that uses the data from the user interaction modules to inuence the simulation
and visualization modules. Obviously, it is necessary to standardize the communication between
single modules and the core group, which is why, in our framework, each module is required to
follow an abstract interface, specic to the module type. Details concerning these interfaces and
the specic implementation and communication details are given in the respective module group
sections.
Another important point is, that nearly all of the modules need access to further SDKs, e.g. the
DirectX, OpenCL or Kinect SDK. However, due to the requirements, easy exchange between similar
frameworks, e.g. CUDA and OpenCL, is favorable. Thus, we chose to add an abstract interface
for each framework type, e.g. parallel computing frameworks like OpenCL, CUDA or AMD App,
and rendering APIs like Direct3D or OpenGL. Access to SDK functions is only possible through
these interfaces, which are implemented in specic modules providing core functions like initializing
and accessing a device. Furthermore, in order to facilitate usage, we provide modules managing
associated resources like buers and textures, and computation units like kernels and shaders. A
more detailed overview of the implemented managers is included in section 2.2.
In summary, we use a layered layout as illustrated in gure 2. It provides a clear structure with low
coherence between the dierent modules, which is easy to use and yet promises good performance
and high robustness.
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Figure 2: A more detailed illustration of the framework's layout

2.2 Modules and Managers
As described in section 2.1, one of the requirements concerning our framework is the abstraction of
any access to external SDKs and APIs. To this end, we chose a similar approach for most cases:
we group these external dependencies according to purpose as well as functional properties, and
specify abstract interfaces for each group. These groups include, e.g., a group for parallel computing,
combining SDKs like CUDA or OpenCL, and a group for rendering APIs like OpenGL and DirectX.
Additionally, we chose not to include a single interface per abstraction group, but multiple ones,
in order to reduce complexity. More precisely, we propose a main interface, the interface to the
specic context, and additional interfaces for helper classes and resource managers. The context
implementations are designed for easy initialization and shutdown, i.e. to do everything necessary
to use the chosen framework. Thus, they provide only access to basic functions and are to be used
mainly from associated helper classes and resource managers. The additional interfaces, on the
other hand, provide their functions mainly to the single modules, like simulators and renderers. The
managers are responsible for the administration of, e.g., textures, buers, shaders and kernels.
Concerning simulators executed locally, one of the most important requirements is the possibility
to use a parallel computing framework like the CUDA or OpenCL SDK. To realize this access, we
follow the concept described before and incorporate mainly three abstract interfaces (gure 2): an
interface to the context and the most basic functions, an interface to an abstract buer manager
and an interface to an abstract kernel manager. The buer and kernel managers can be used to
conveniently add buers or initialize kernels from les, which can afterwards be accessed using a
unique id. Furthermore, they provide access to various utility functions like reading, writing, copying
or mapping buers as well as setting kernel arguments and executing kernels. For other kinds of
simulation, i.e. simulations running remotely, we don't need access to additional SDKs and thus,
there is no need to include further interfaces. However, we still chose to implement some helper
classes providing basic network functionality, e.g. asynchronous communication and automated
compression (the applied compression technique is described in detail in section 3.3.4).
3

For the visualization part we follow the same strategy as used for the parallel computing access: We
allow dierent renderers, where the access to external APIs is again restricted through a context
interface as well as abstract interfaces to managers for the administration of buers, textures and
shaders, respectively (gure 2). The buer and texture managers can be used to access resources,
e.g. reading, writing, copying and mapping them. The shader manager provides easy shader initialization and the setting of shader arguments. In addition to these interfaces, and their specic
implementations, we chose to include further helper classes, also fully abstract of a specic rendering API. These classes include a camera representation, a light source representation, a sky box
manager and a text manager managing messages to be displayed to the user.
For the user interaction part, we provide interfaces for dierent systems, more precisely a keyboard
system, a skeleton tracking system and a speech recognition system. Following the general strategy,
the abstract interfaces of these systems are independent of a specic SDK and specic hardware.
Consequently, abstract means of access are dened, e.g. general key representations, possible speech
commands and a general representation of skeleton positions, in our case represented by the positions
of points of interest throughout the human body. Additionally, each of these systems is running in
its own thread to promote low coherence and fast reaction times, if required. Of course, access to
external SDKs and APIs is required here as well, resulting in specialized implementations of these
systems as well as additional SDK interfaces and implementations. Concerning keyboard access, we
chose to rely on Direct Input 8, a part of the DirectX API. For the skeleton tracking, we currently
use the Microsoft Kinect system and for speech recognition, we use the Microsoft Speech Platform
SDK. An easy incorporation of the afore mentioned SDK into unmanaged C++ code is, however,
not possible as the main target language is C#. Thus, we decided to transfer this function to a
separate C# program, where the communication with the main framework is realized through the
usage of named pipes.
In addition to these specialized modules, we chose to also include a dummy variant for every system.
These dummy systems fully implement the specied interfaces, but never generate any input. The
reason for this approach is, that an application can easily switch from a real input system to a fake
one with minimal code changes, when, e.g., the required hardware is not available.
Looking at the multitude of systems, and the associated number of threads, one quickly realizes that
performance might deteriorate on weaker systems or if a locally executed, CPU based simulation
is used. However, continuously updating most of the systems is not reasonable anyway, which is
why we incorporate sleep timers for most of the systems. The actual sleep times depend on the
modules used: For the simulators, we only use a sleep timer when the simulation is paused, otherwise
maximum performance is to be promoted. Concerning renderers, we mostly render using v-sync,
i.e. each frame is synchronized with the refresh rate of the monitor. However, naive rendering with
this technique seems to lock the rendering device, i.e. the GPU, also for other applications, e.g. our
OpenCL simulations. Thus, we approximate the time still left to the next frame update and use it
as sleep time, of course only after the main rendering is done. For the skeleton tracking, an update
rate faster than 30 updates per second is redundant, as the Kinect sensor can't generate updates
faster than that. For the keyboard and speech recognition systems, we chose to adapt the sleep
times to the sleep times of the main application, as updates can't be processed faster anyway.

2.3 Data Structures
Another vital part of our framework is the management of data used by the simulation and visualization systems. This data includes simulation and visualization parameters, informations about
the components of the simulations (e.g. rigid bodies) and their attributes as well as materials. Furthermore, the management system has to fulll some special requirements: From the side of the
user, the framework has to be able to support multiple simulation setups and, additionally, switching between them at runtime, without being required to restart the program. Additionally, there
has to be a possibility to reset simulation setups to an initial state. On the other hand, from the
programmer's point of view, it is also important to enable easy data access, easy data iteration, easy
attribute and parameter manipulation and, of course, any data structure needs to be applicable for
all supported simulation types without adding too much overhead.
When thinking about possible solutions, probably the rst thing that comes to mind is an object
4

oriented approach, where every object in the simulation is represented by an instance of a class specialized to the type of the object. While this approach is very versatile and adaptable to dierent
simulation types, there are two main disadvantages. Firstly, extending the model to incorporate
new object types is trivial, but requires a lot of eort in terms of coding as a new class has to be
implemented for each new type. Secondly, there is a large performance loss when transferring data
from or to the device, as data structures have to be attened or unpacked, respectively, every time.
This is basically also true for the transfer of data from or to a remote simulator. Of course, this
disadvantage is somewhat smaller when using a CPU based simulator, but as the main focus in our
program lies on GPU based and remote simulators, we decided that the overhead, and thus this
approach, is not acceptable.
The next commonly used technique, is utilizing static buers. For every object type, there are one
or more buers containing the data in a sequential form. Dierences can be made in the layout of
the buers, whereas usually there are two main possibilities: Either all data of objects of a certain
type are stored in one buer, in a struct like fashion, or one buer exists for each attribute of each
object type, e.g. position, force, radius. In either way, the buers can be directly synchronized with
the device counter parts in a very ecient way. Although performance expectations are high and
this method is relatively easy to implement, in our framework multiple problems occur. Firstly, an
adaption to the dierent simulation types is dicult as the data layouts vary strongly. Secondly,
and more importantly, abstract operations like adding, swapping or removing elements as well as
simple iterations are directly dependent on the current data layout resulting in a very inexible
method, that is bound to generate coding problems.
To avoid the disadvantages and combine the advantages of these methods, we chose to implement a
highly abstract data structure based on linear buers. Here, every simulation setup is represented
by a data set which includes parameters, materials and simulation components like rigid bodies.
Incorporating the simulation components, we introduce object groups which summarize objects of
a specic object type, e.g. sphere, box, capsule or even Lattice-Boltzmann cell. The actual data
describing these objects is then managed in a collection of attributes, unique to each object group.
Considering, for example, a group of spheres we could have one object group of type sphere with
attributes radius, mass, position, rotation, force, torque, velocity and angular velocity. The actual
data for each attribute is then contained in a linear buer, to which each attribute holds a pointer.
Additionally, certain properties storing information about the data and a default value for element
initialization are also included. Combined with further additions, which are described afterwards,
a structure as depicted in gure 3 emerges.

Figure 3: An illustration of the framework's internal data structure
5

While this approach has a lot of advantages, which are described afterwards, there is one main
drawback, namely the fact that dierent attributes have dierent data types. Usually, one would
just use template classes, but this would prevent summarizing all attributes in one container and,
thus, exacerbate iteration and other operations. Using inheritance also doesn't solve the problem:
even though collection in one container is now possible, when operating on the data the correct
derived class has to be chosen and, additionally, this would result in massive code duplication as
one class implementation would be required for each data type.
Considering these problems, we decided to implement attributes abstract of any data type. Concerning the memory management, this poses no problem, as a pointer to a piece of memory, which
holds the data, can be stored independent of a data type. Accessing and manipulating this data,
however, is more dicult, as any operation, e.g. assignment or arithmetic operations, needs to be
chosen according to the current data type. As this results in greatly increased coding eorts as well
as error vulnerability, we decided to, instead, provide wrapper functions for each required operation. Inside these functions, we switch by the currently used data type and execute the according
operation. Intuitively, this seems to deteriorate performance, but one has to keep in mind, that
the number of executed operations is usually relatively small and that the overhead introduced
is reasonably small as well. On the other hand, it is now possible to access and manipulate any
attribute without needing to know the actual data type, which results in greatly improved code
quality.
Additionally, using this approach, it is easy to implement basic operations like adding, removing,
cloning, swapping or printing single elements, again independent of any data type. Furthermore,
resetting data, i.e. either setting temporary data, like forces, to their default values or restoring
initial data, like positions, is also easily implementable.
Furthermore, we added a ag indicating, if a device buer for the simulation or visualization system
is required, as well as the possibility to store buer ids with the associated attributes. Using this
approach, the single systems are not required to keep track of most of their device buers, thus
facilitating the implementation of new modules and increasing code quality. This concept can even
be extended to a point, where an attribute doesn't have any host memory, i.e. where the data only
exists on the device, but is still managed using the same data structure.
When using a multi-threaded framework like ours, it is important to synchronize simultaneous data
access to avoid corruption. In our framework we chose to use a relatively simple, mutex based
mechanism per attribute. The decision of locking on attribute level has been done due to the
fact, that locking per object group, or even per data set, doesn't decrease the number of locking
operations by enough to compensate performance losses. These losses are the direct result of
serializing accesses, which would normally not interfere, e.g. access from the simulator to position
data and access from the application to selection data of the same object group. On the other side,
locking per element range, inside the single attributes, increases the number of locking operations
disproportionately without a reasonable increase in performance. One improvement, however, that
we included, is that attribute mutexes are incremental and stored as shared pointers, thus enabling
mutex sharing between attributes and allowing to create logical attribute groups.
Although data synchronization between host and device is pretty fast in this setup, it can be further
improved by keeping track of a range of elements per attribute, that need to be updated on the
device due to performed changes. This results in a decreased number of transfers, but also in
potentially smaller amounts of data to be transfered each time.
But not only the attribute mutexes might be shared, but also attribute data pointers. This can be
used to share memory of temporary data between data sets and it can be used to realize views. An
example for these views would be an attribute representing the velocity of a body in y direction,
which is directly accessing every third element of the original velocity attribute. Thus, it is possible
to treat this view as a full-edged attribute, enabling quite convenient steering applications, as
described in section 5.
Similar to attributes, basically like an attribute with only one element, parameters are implemented.
Of course, some additional content, like mutexes and tracking of element changes, is not required
and, thus, omitted. However, the advantages of our concept remain, e.g. the creation of views
and easy, data type independent data access and manipulation. Additionally, summarizing all
parameters in one map, sorted by an enumeration type specifying possible attributes, is easily
realizable. In summary, the implementation of steering components and other applications is again
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greatly facilitated.
Considering this system, one will quickly realize, that the described object groups are not limited to
rigid bodies but can be easily used for other, more abstract simulation components. More precisely
this enables the incorporation of cell data, as used in Lattice-Boltzmann simulations, acceleration
grids, like e.g. used for some DEM simulations, and material collections. On the attribute level,
additional information specic for each object can be stored, which includes for example a material
index or a selection state.
One exception to this system, however, is the sharing of data fully independent of data sets between
dierent modules. One example for this, is the skeleton data described in section 5. For these special
cases, we decided to use separate, specialized synchronized buers, which work basically similar to
the attribute buers described above, but are independent of any object group and, thus, data
set.
In summary, we have presented an abstract, versatile and easily extendable data structure that
facilitates most operations and improves performance as well as code quality.
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3 Simulators
3.1 Overview
One of the main goals of our framework is supporting a wide range of physical simulations. To
achieve this goal, it is important to enable easy switching between dierent simulations, which is
why we decided to encapsulate all associated functionality into a set of modules, as also described
in detail in section 2.1. Additionally, all interfaces with other systems need to be kept as abstract
and unied as possible. In our framework, this concept is realized by creating distinct simulators
for each of the dierent simulation types, e.g. rigid bodies via OpenCL and each of the remote
simulations. Furthermore, each of these simulators is a specialization of an abstract simulator base
class, which provides all necessary interfaces. Thus, from an applications point of view, switching
between dierent simulators becomes quite easy. Additionally, a simulator is the sole owner of, and
thus the only instance allowed to modify, any simulation data such as number and attributes of
simulation objects, simulation parameters and materials.
As described in section 1 and section 2.1, it is vital to utilize maximum parallelism in a framework
such as ours. To work towards this goal, any simulator used, is always running in its own thread.
Additionally, we tried to minimize communication with other systems to further improve performance. One interaction, that can not be circumvented, however, is the data exchange between the
simulator and the visualization system. More precisely, a mechanism is required, through which
the visualization system can access any relevant data provided by the simulation system. In our
framework, this interface is realized by using data sets and their adhered synchronization techniques, as described in section 2.3. While this would already suce as interface with the rest of
the framework in a non-interactive environment, our simulators also need to be controllable from
the outside. To this end, we chose to implement two dierent strategies. Firstly, applications can
program the currently used simulator, in such that they can specify a xed sequence of operations
to be performed every iteration. These operations are represented by unique strings and mostly
connected to encapsulated functions. Examples for these control sequences will be given in the
following sections. Secondly, every simulator provides an interface through which commands can be
issued at runtime. These commands include the modication of attributes or parameters, adding or
deleting simulation objects, and starting or pausing the simulation itself. As the execution of these
commands modies internal states of the simulator, synchronization is necessary. To minimize the
number of synchronization operations, and thus promote performance, and to improve clarity, we
decided against synchronizing the internal states directly. Instead, any issued command is buered
in a synchronized queue and then processed between single iterations, directly in the simulator
thread. This approach reduces the time required for locking to a minimum and, additionally, allows to hide a large portion of the command execution overhead using parallel kernel or remote
execution, which again improves performance.
In summary the main loop of a simulator looks like this:

while running
process command queue
while simulating
finish executing kernels or remote simulation
for each item in control sequence
execute associated function
For convenience and better expandability, the simulators are written as abstract as possible, similar
to the interfaces. While this also refers to the possible connection to a parallel computing framework
or a remote simulation, as stated in section 2.1 and section 2.2, the main advantage arises when
considering an abstraction from used object types and attributes. As explained in section 2.3, all
simulation objects and associated attributes are managed in tree-like structures of data sets, which
enables some interesting applications: Considering the creation of buers for an OpenCL based
simulator, it is now possible, to implement a setup routine for all required buers, without a priori
knowing which object types will be used in the current setup. This is possible, as each attribute
has a ag, specifying, if a device buer is required or not. Furthermore, this reduces buer number
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and sizes to an absolute minimum, also minimizing coding eorts and performance overheads. An
example for the realization of this concept is shown below.

for each object type ot in any data set
for each attribute type at associated with object groups of type ot
if any attribute with at requires a buffer
find maximum size required for any attribute with at
create buffer and register at all attributes with at
Obviously, pushing and pulling data in an OpenCL context is also possible without knowing which
objects types are in use. Additionally, through the tracking of changed elements, only required operations are performed. Furthermore, even kernel executions, e.g. position updates, can be repeated
for dierent object types, abstract of the actual types. Using this approach, it is now possible to
reuse the same simulator for dierent scenarios. Two examples are the incorporation of dierent
acceleration strategies, as described afterwards, and the incorporation of additional object types,
as described in section 7.1.

3.2 OpenCL-based DEM Simulation

Figure 4: Screenshot of an OpenCL DEM simulation with 4096 spheres
The rst simulator, we implemented, features an OpenCL based rigid body simulation of spherical
particles using the discrete element method (DEM) and represents an advancement of our previous
work [15]. We chose to use OpenCL for our implementation, to be able to compare performance on
dierent devices, namely CPUs and GPUs. However, as explained in section 2.1 and section 2.2,
any simulator incorporated in our framework, that uses a parallel computing framework, is basically independent of the actual choice of a specic framework. Consequently, a re-implementation
with, e.g., CUDA would only require transferring the kernels and switching the wrapper classes,
i.e. changes in the actual host code would only be minor. Nevertheless, we chose not to include
implementations for other parallel computing frameworks, mainly due to the required time and
eort, as also stated in section 2.2.
The simulation itself usually contains only spheres, but thanks to our exible programming model
it can easily be extended to include other object types. An examples of these extensions is the
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incorporation of wedges, which are required for our LabSphere application, described in detail in
section 7.1. The extension of the simulator is pretty straight forward: A new kernel handling
collisions between spheres and wedges has to be created and loaded (details about the algorithm
can be found in section 7.1). Then, a new function, wrapping the kernel argument specication and
the kernel execution, has to be added. Everything else is already implemented, as most functions
use the iteration scheme described above: buers are created automatically, data is pushed and
pulled automatically and calculations are also performed automatically. Furthermore, none of the
additional work is done if the new object type is not used in the current simulation, thus, virtually
reducing the overhead to zero.
Concerning the theory behind the simulation, the core component is the handling of collisions between single objects. To this end, we use the linear spring-dashpot model which assumes viscoelastic
materials. It approximates contacts using a combination of a linear spring and a damper oriented
along the normal of the contact region [27]. Using this model, the force reacting to a collision can
be expressed using ξn and ξ˙n as penetration and relative velocity in normal direction, and kn and
cn as spring and damper constants through

Fn = kn ξn + cn ξ˙n .
As, due to the damper, forces actually preserving contacts would be possible, it is normally enforced
that fn is larger or equal to zero, i.e. negative values are clamped to zero. Although this simple
model would already suce to create a stable simulation, for higher realism, it is also necessary
to incorporate rotations and associated eects like rolling and slipping. To this end, tangential
compliance can be modeled using the Ha and Werner model, where a tangential damper is assumed.
Additionally, the damping force is limited through a coecient of friction µ scaled by the normal
reaction |Fn |. Using this, the acting tangential force Ft can be specied as

Ft = −



ξ˙t
min ct |ξ˙t |, µ|Fn | ,
|ξ˙t |

where ξt is the relative surface or tangential velocity and ct is the tangential damper constant
[26, 22]. Additionally, in case of ξ˙t = 0, Ft is dened to be 0.
In case of an actual contact, i.e. when ξn ≤ 0, these forces, and the respective torques, are evaluated
and applied to the appropriate bodies. Those forces and torques, as well as external forces like
gravity, can then be used in the time integration of the equations of motion. For our framework we
chose to implement a velocity verlet integrator, which includes update rules for position

x(t + ∆t) = x(t) + ∆t · v(t) +

1
2
(∆t) · a(t)
2

and velocity

v(t + ∆t) = v(t) + ∆t ·

a(t) + a(t + ∆t)
.
2

Applying these concepts results in a control sequence like this:

advance positions and rotations
reset forces and torques
check for collisions and add resulting forces and torques
check for boundary collisions and add resulting forces and torques
add forces according to gravity
advance velocities and angular velocities
(copy data to host)
Upon taking a closer look at this method, one quickly realizes, that the force computation is by far
the most expensive part as each particle has to be tested for possible collision with every particle,
resulting in an O(n2 ) complexity. Obviously, only actual contacts contribute to the force and,
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thus, computational requirements can be greatly reduced, if a majority of the potential collisions
is ruled out a priori. To this end, mainly two techniques are used: a binning approach [18, 24, 29]
and a neighbor list approach [1, 4, 29]. The common concept consists of generating neighborhood
information for specic sections of the domain or for specic bodies, which is afterwards used to
reduce the number of potential collision candidates.
The main idea behind the binning approach, is the partitioning of the simulation domain with a
regular grid. Then, each object in the simulation can be matched with exactly one cell, usually the
one its center is located in. Next, this mapping is stored, in our case using linked lists. Additionally,
the radii of the minimum bounding spheres for each object in the simulation have to be taken into
account: if the maximum of these radii, rmax , is smaller or equal to the length of one cell, the search
for possible contacts is greatly simplied. Then, possible collisions with a specic body can only
happen with bodies located in the same or a directly adjacent cell (gure 5). Thus, the theoretic
complexity of the force calculation decreases to O(n), as the number of bodies in one cell is usually
bound by a constant.

Figure 5: Illustration of the binning approach
Another approach of generating and managing neighborhood information, is the usage of neighbor
lists (gure 6). Here, for each object in the simulation, a vector exists, in which all objects in direct
neighborhood are stored. As the number of objects in direct neighborhood is usually bound by a
constant, the theoretic complexity of the force calculation also decreases to O(n). Additionally, the
objects in the vector are usually already sorted in some fashion, improving performance through
more structured memory access, when looking for possible intersections. However, the generation
of the information is much more costly compared to the binning approach. Concerning the size of
the neighborhood, specifying a xed radius is not optimal. Instead, objects are only added to the
neighborhood of a specic object, if the added radii of the bounding spheres of the two objects in
question, are larger or equal to the distance between the centers of mass. In case of spheres, this
corresponds to a guaranteed collision.

Figure 6: Illustration of the neighbor list approach
Obviously, dierent modications of these approaches are possible. Firstly, considering techniques
using domain partition, one could try to decrease the cell size. This would, in turn, require to
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increase the search radius, i.e. the number of neighbor cells taken into account when looking for
intersections. In theory, this reduces the time required to generate the neighborhood information
and, as the granularity of neighborhood resolution is ner, the number of potential intersections to
be processed. However, we found that this approach could not improve performance, most likely
because the increased iteration costs overtake the potential savings. Secondly, it is possible to avoid
generating the neighborhood information in every time-step. To this end, it is required to specify
a maximum velocity vmax , by which the linear velocity of each object is limited. Then, an oset
rof f set is added to rmax (gure 7), where
0
rmax
= rmax + rof f set .

If the length of a time-step is given by ∆t the number of time-steps in which the update of neighborhood information can be skipped is given by


rof f set
/∆t
nskip =
2vmax
While this optimization works great for the neighbor list approach, we found that, unfortunately,
performance actually decreases using the binning technique. The reason for that seems to be,
that the costs for the larger search radius are disproportionately higher than the savings generated
by skipping the update of the acceleration structures. Additionally, again regarding the binning
technique, it is possible to combine the two latter improvements, which, however, also decreases
performance.

Figure 7: Illustration of the oset modication of acceleration techniques
Furthermore, it is also possible, to combine the binning and the neighbor list approaches. Upon
a closer look on performance, we found, that, one the one hand, the generation of neighborhood
information is signicantly faster using the binning approach. On the other hand, the traversal
of this information, as required in the actual force calculation, is accelerated using the neighbor
list approach. Consequently, it is logical to generate neighborhood information using the binning
method. But, instead of directly utilizing it in the force calculation, we use it for the fast generation
of neighbor lists, which are then used to check for actual collisions. Obviously, this method can
additionally be combined with the above described techniques.
Comparing performance evaluations of these techniques, we found the following: For the unoptimized versions of the algorithms, binning and the compound approach are almost equally fast
and out-perform neighbor lists. If, however, the previously described enhancements are also taken
into account, the picture changes. For small and medium sized data sets, the compound technique
is almost as fast as neighbor lists, which seem to be the best choice for such problem sizes. For
larger data sets, neighbor list lose quite some performance, which is not surprising considering the
heightened complexity, and the compound technique becomes the fastest.
Lastly, we tried to develop a new acceleration structure, with the main focus lying on speeding up
updates as much as possible. To this end, the acceleration structure is not rebuild every time, but
instead updated incrementally. To achieve maximum performance, each object is responsible for
updating the acceleration structure, if its movement requires so. Implementation of this concept is
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not possible using neighbor list, as objects have no way of determining if other objects entered their
neighborhood, but to check against all possible candidates. Thus, an update with this technique
would degenerate to a full rebuild. Instead, we chose to use a binning approach similar to the
one previously used. Here, each object can easily determine if an acceleration structure update
is necessary: In the position update step, the positions of the last and the current time step are
known. If the cells, these positions are located in, dier, the object is removed from the old cell
and added to the new cell.
Unfortunately, our traditional approach relies on linked lists, which are not updateable in an ecient
way when using massive parallelism, which is e.g. the case using a GPU. Thus, a more rigid structure
is necessary, in our case a bit eld. Here, each cell holds enough memory to store one bit per existing
object, where each bit species if the according object is mapped to this cell. Using this approach,
adding or removing an object from a specic cell can be translated to a simple atomic addition or
subtraction respectively.
However, this quickly results in prohibitively large acceleration structures: considering e.g. 1003
acceleration cells and 32k objects, already 4 GB of storage are required for the acceleration structure
alone, more than usually is available on an average consumer graphics card. To resolve this problem,
we use a projection approach as illustrated in gure 8. Here, all object positions are projected onto
the main coordinate planes and then mapped onto the according grids.

Figure 8: Illustration of the projected grid acceleration technique
The next step is traversing the acceleration structure for the actual force calculation. Firstly, assuming that forces for object o are to be calculated, the (3D) cell c containing the center of o is
determined. Then, the projected equivalents c0xy , c0xz , c0yz of c are determined. The next step is to
reconstruct the neighborhood information for o, i.e. information about which objects are located in
c, where the following holds: an object is part of c if and only if it is also part of every c0 . In our
algorithm, this translates to the logical and operation, applied to the data of all c0 . The data itself
consists of a linear bit eld, but we chose to access it using 4-byte unsigned integers, where each
represents 32 objects. This enables some optimizations, for instance fast combination and skipping
multiple objects, when the whole value is equal to 0. In any case, the whole information needs to be
traversed, where all objects corresponding to non-zero bits are tested for actual collision. Obviously,
the process has to be repeated for each cell neighboring c.
Although the method would already work as described, it is relatively slow, where the main bottleneck seems to be the memory access in the force calculation. In order to reduce the number of
memory accesses required, we chose to alter the cell mapping: Instead of adding a specic object
only to the cell it is located in, we also add it to all neighboring cells. Consequently, in the force
calculation, only one cell has to be taken into account, reducing the acceleration data volume to
be traversed to one ninth. The downside to this optimization is, that the acceleration structure
update is a little more costly, which is, however, neglectable.
Another way to reduce data volume, is to group bits and to keep track of the number of enabled
bits in this group in a separate structure. Doing so, enables skipping all content of a group, if
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its internal count is equal to zero. In our case we found, that group sizes of about 4 · 32 yield
optimal results. In some rare corner cases, this can paradoxically increase the actual data volume
to be processed, and thus decrease performance, but in most of the cases we observed substantial
performance increases. Additionally, this results again in a neglectable rise in update eorts.
Lastly, it is also possible to use two instead of three 2D grids, as the information of the third grid
can be reconstructed from the other two. While this works well for the unoptimized method, performance is reduced when using grouping as described above. Thus, we use grouping for all three
grids, and keep the counters up to date, but we don't access any direct information of the third
grid. In other words, this means we keep track of two full grids and for the third one, we only
manage the number of objects per group.
Combining all these concepts, we get a fast and robust acceleration method, which we call projected
grid technique. However, unfortunately, we found that the performance for most data sets is only
about half of what we could achieve by using the respective best suited acceleration technique.

3.3 Remote Simulations

3.3.1 Overview
Usually, running a simulation on the same workstation as the framework is preferred, as it is
simpler and induces only a low overhead. However, in some cases, real-time requirements can not
be met like this and, for larger simulations, utilizing a cluster becomes vital. Obviously, we also
want to support this kind of simulations, which is why we introduce a group of remote simulations
to our framework. In general, a remote simulation is dened to run separate from the VIPER
framework, where it is not important, if the execution is performed on a single workstation or
on a whole cluster. Of course, the remote simulation has to communicate with the framework,
which in our case is realized by using the TCP protocol. However, some unique problems occur:
usually, the simulation is not only running in parallel, but also its domain has to be decomposed.
Consequently, each process of the simulation has only access to data relevant to itself. Thus,
when synchronizing simulation data with the framework, either all data has to be collected by
one process and then sent to the framework, or each process has to take care of sending its data
directly to the framework. Furthermore, commands to the simulation have to be processed on
every process and, additionally, at the same point of the simulation (consider e.g. altering the
gravity on dierent processes at dierent time steps). So, in summary, either one process has to be
the communication interface for the framework, distributing commands and collecting data, or each
process communicates with the framework directly. Although the rst option has some advantages,
e.g. commands are automatically processed synchronously, performance expectations are too low
compared to the second option.
Concerning the synchronization of message processing, we wanted to minimize performance impacts
while still keeping a reasonable response time. Thus, we decided not to use direct synchronization,
but to implement another strategy: Firstly, each process determines the maximum number of
messages available and sends this number asynchronously to the root process. In the next step,
which usually corresponds to the next simulation time step, the root process receives the sent
numbers, determines their minimum, and then broadcasts it asynchronously. In the last step each
process receives the minimum number of messages available to all clients and then this number of
messages is processed. Of course, this can be done parallel again, i.e. in each time step, all of the
steps described above are performed. This, however, could lead to outdated information concerning
the number of messages available. Thus, we don't synchronize the number of messages available,
but the sum of the number of messages already processed and the number of messages available.
Consequently, it is secured, that messages are processed within three time steps after being fully
available to all clients. Additionally, due to the usage of asynchronous communication, most of the
communication overhead can eectively be hidden.
We chose to implement this communication scheme as a client-server system, where the clients
additionally have limited means of interaction. Here, the single clients correspond to the processes
of the remote simulation and are realized as special add-ins for the used simulation frameworks.
The server is represented by a specialized simulator, which only receives data from the clients and
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distributes commands issued from the framework. Yet, it still matches the given simulator interface
perfectly and can thus be used like any other simulator when implementing applications.

3.3.2 Physics Engine (PE)

Figure 9: Screenshot of a PE simulation, where several spheres, capsules and boxes are falling into
a box
The pe physics engine [11], hereafter just called pe, is a framework for the simulation of extremely
high numbers of rigid bodies. It was, and still is, developed at Friedrich-Alexander University in
Erlangen, Germany. Many physics engines target single workstations and real-time able simulations
for applications in games and the like. The pe, however, focuses on high precision computations,
which allow for more reliable results and higher physical correctness. As this higher standard also
comes with higher performance requirements, the pe implements massive parallelism using MPI
and is able to utilize large clusters. Using these environments, it is even possible to run simulations
with millions, or even billions, of rigid bodies [12].
Nevertheless, real-time applications are also possible, yet in a smaller scale. Thus, a connection
with our framework is quite interesting and poses unique challenges, which are described afterwards.
Results concerning achievable performance in terms of simulation size and network workload are
discussed in section 8.
The rst step in combining pe with our framework, is having a brief look at the relevant internal
data structures of pe. First of all, as holding all simulation data on every node of a cluster is
not possible in most of the cases, an approach to distribute this data is required. To this end,
the domain is divided into smaller sub domains, while each sub domain corresponds to one MPI
process. Then, every process only holds information about bodies located inside its sub domain,
i.e. all bodies with center located inside this sub domain, and information necessary to update the
states of these bodies. As interactions with bodies from neighboring sub domains are also possible,
information about these bodies is stored in the form of so-called shadow copies. Both kinds of
bodies, actual ones and shadow copies, are implemented through an object oriented approach, i.e.
every body is represented by an instance of a class specialized to the type of the body. Additionally,
material attributes are not stored as properties of the body, instead a simple material system is
used. Here, each body holds the id of a material, while all materials are collected in a central data
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structure, which again is hold on every process. Fortunately, this system is quite similar to the one
used in our framework and, thus, combination is facilitated.
As mentioned above, the pe project is still under development. Thus, the description just given
might not be accurate any more in the future and other parts of the framework might change as well.
Consequently, changes to the pe itself need to be kept to an absolute minimum to avoid unnecessary
code conicts in the future. Thus, we chose to implement a separate application, which includes
pe on a library basis and provides an interface to our framework. This application will be referred
to as 'peInterface' from here on. Obviously, the application is required to be MPI-parallel as well,
where one instance of the program corresponds to one process of the pe.
On the side of our framework, the interface to pe is represented by a specialized simulator. This
simulator is again derived from a more generic simulator tailored for remote simulations, providing
commonly used functions like establishing network connections and manipulating data sets. The
communication with the single instances of peInterface basically works as described in section 3.3.1,
however, realizing certain functions requires a little more action. On the one hand, there are
more basic functions like adding, removing or modifying bodies, where details concerning these
functions are described afterwards. On the other hand, for the steering applications explained in
section 5, more advanced functionalities are required. Details concerning the implementation of
these functions are directly given in the sections discussing the actual steering applications.
The rst step in connecting the two frameworks is enabling a remote setup of a pe simulation. This
includes parameters, materials and rigid bodies, which can easily be packed and transfered using
the connections described in section 3.3.1. Unpacking and applying the changes to the pe does
also not pose a problem. The next step is being able to switch between data sets. To facilitate
implementation of this feature, and to promote robustness, we decided to hold only data concerning
the current simulation in the memory of peInterface. Thus, switching can be mapped to clearing
the pe simulation, i.e. removing all bodies and materials, and setting up a new simulation with the
already dened function. The last step, resetting a data set, requires knowledge about the initial
states of the bodies in the simulation. As tracking these states in each instance of peInterface is too
cumbersome, we, again, use the described reset and initialize functionality, where the only dierence
is, that parameters don't have to be reset.
For the basic functions just described, a naive implementation of functionalities like adding, removing and manipulating bodies results in satisfactory performance. If, however, changes need
to be conducted more dynamically, e.g. for the applications described in section 6.6, performance
quickly deteriorates. The main reason for this change is, that modications concerning bodies in
pe are usually only applied to the sub domain owning the respective body. But as other processes
also need to be updated, a costly synchronization is performed afterwards, which, among others,
updates all shadow copies. This, however, is mainly unnecessary in our context, as changes can be
propagated to all threads simultaneously, without a considerable increase in cost. Thus, we chose
to emulate the changes executed, increasing performance by a large amount. The only drawback of
this approach is, that changes in the pe code are necessary, as internal states need to be modied.
Yet, these changes are very isolated, and thus easy to trace, which is why we chose to accept them.
The avoidance of synchronization becomes even more important, when frequently changing body
parameters like, e.g. a sphere's radius. That is because, in pe, those kind of changes are not expected. Thus, there is no possibility to conduct these changes directly, at least not without further,
more scattered modications of the pe code. Instead, a body to be modied has to be deleted
and recreated with the changed parameters. Using the strategy described before, however, it is
at least possible to avoid the otherwise necessary synchronization, speeding up the whole process
noticeably.

3.3.3 Widely Applicable Lattice Boltzmann Solver From Erlangen (WaLBErla)
WaLBErla (widely applicable Lattice Boltzmann solver from Erlangen) is software framework that
was, and still is, developed at Friedrich-Alexander University in Erlangen, Germany. Its main focus
lies on large scale simulations of liquids and, due to the associated high performance requirements,
it has been developed targeting large clusters. For the communication between the single instances,
MPI is used. For the simulation, mainly the Lattice-Boltzmann method (LBM) is used, although
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Figure 10: Screenshot of a WaLBErla simulation, where several capsules are located inside a box
lled with liquid at whose top and bottom opposing ows exist; additionally, the velocity in x
direction is visualized according to section 6.2
other methods are possible as well. Additionally, a coupling between WaLBErla and pe is possible,
allowing the simulation of rigid bodies in uids.
As we want to study exactly this interaction, we chose to implement the simulator as a derivative
from the pe simulator discussed in section 3.3.2. Consequently, only minor extensions of the already
existing functions are necessary, where the most important is the data receive function. Here, in
addition to the information about rigid bodies, information about the liquid has to be exchanged.
The structure of this information, however, depends on the utilized visualization technique, i.e.
on what data is required for rendering. Details concerning this data synchronization are therefore
discussed in section 4.5.
Unfortunately, a problem arises upon trying to implement our steering functions. Due to the
current implementation of the coupling between WaLBErla and pe, deleting rigid bodies is not
possible at this point of time. Consequently, multiple steering applications as well as the resetting
and switching of data sets at runtime is not realizable. However, a solution is planned for further
releases of WaLBErla, but as the required changes are extensive and scattered throughout the
framework, realization will take some time. Thus, we decided to postpone the implementation of
the missing functions, and, for this work, limit the interaction with our framework to a realizable
extend.

3.3.4 Compression
One possible approach on optimizing performance, when using remote simulations, is trying to improve network performance. One option is, of course, to physically increase the maximum throughput by using better cables and adapters. However, it is also vital to adapt the software to reduce
network trac. In order to achieve this goal, we use compression techniques when sending large
amounts of data. For this work, we chose to incorporate a rather simple technique, which mostly
serves as a proof of concept. Of course, once the main pipeline is established, more elaborate
compression techniques can be implemented. However, our method's main advantage is, that it
strikes a good balance between visual results, compression eciency and overhead introduced by
compression and decompression. In detail, the method we propose works as follows:
In general we want to be able to compress any value using a given number of bits b. To this end,
we divide the range of possible values into 2b intervals and match each value to the interval it is
located in. Of course, this technique introduces an error e, which is bound by the size of the interval
in case of snapping points to the left or right side of an interval:

|e| ≤

xmax − xmin
.
2b

If values are snapped to the middle of an interval, however, the upper error bound can be halved,
resulting in
xmax − xmin
|e| ≤
.
2b+1
Matching each value with an interval makes it now possible to represent it through a single integer
value x̄, the index of the interval it is contained in. As this number can be expressed using only b bits,
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compression can be achieved through eliminating leading zeros and a dense packing of consecutive
values, as illustrated in gure 11.

Figure 11: Illustration of the packing of compressed values
Using this rather simple technique, compression of objects positions is straight forward: First, the
minimum axis aligned bounding box, containing all objects in the current process, is determined.
Alternatively, the sub-domain boundaries can be used. Afterwards, using these minimum and maximum values, a separate compression for the single position components is performed. Obviously, for
each dimension a dierent number of bits can be chosen. Considering very elongated sub domains,
this is especially useful, as the sizes of the intervals dier greatly, resulting in varying upper error
bounds. As it is usually a good idea to keep the upper error bounds per dimension on a similar
level, a more aggressive compression can be applied to smaller intervals without losing too much
precision in total.
Considering rotations, which, in our case, are represented by normalized quaternions, compression
is even simpler as all components are guaranteed to be in the interval [−1; 1]. Furthermore, for each
quaternion, one component can be expressed through the remaining three and a sign:
p
w = ± 1 − (x2 + y 2 + z 2 ).
Consequently, a quaternion can be compressed using 3 ∗ b + 1 bits, where b is the number of bits
used per component.
Compressing attribute visualization data, as described in section 6.2, is also straight forward, as all
values are usually guaranteed to be in the interval [0; 1].
Lastly, each object has a unique index, which can be compressed as well. Obviously, a loss-free
compression is required, which can be easily achieved through omitting the use of intervals. Instead,
the number of bits b, required to represent the highest index available, is determined and the index
is compressed directly using b.
For our applications, we found that around 20bit for the id, 14bit for each position component, 11bit
for each rotation component and 16bit for each visualization value strike a good balance between
size and visual results. Using these parameters, the data that needs to be updated for each object
can be represented using
btotal = bidx + 3bpos + 3brot + 1 = 96bit
if no visualization values are required and

b0total = bidx + 3bpos + 3brot + 1 + bvis = 112bit
if visualization values are required. Consequently, the compression ratios r and r0 are given by

r=

96bit
≈ 0.38
256bit

r0 =

112bit
≈ 0.39,
288bit

and
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respectively. Of course, these values are only an example and subject to the actual domain partitioning, the required precision and the simulation layout. Nevertheless, mean compression ratios
around 40% are quite realistic and, thus, a good speed-up in terms of network performance is
expected. More details on performance impacts are discussed in section 8.
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4 Visualization
4.1 Concept
For the visualization part of our framework, we follow the concept presented in section 2.1 and
section 2.2: we implement one abstract interface to be implemented by each renderer. The dierent
renderers are then developed for specic application scenarios, but independent of a specic SDK
or API.
In general, one of the main features of our framework is the multitude of dierent simulation types,
which also constitutes a challenge for the implementation of renderers. As it is infeasible to create
a separate renderer for each simulator, it is necessary to group similar ones. To this end, it would
be possible to implement a programmable operation sequence, similar to the one used for the
simulators described in section 3.1. This, however, leads to unique problems, as render targets as
well as render states are dependent on the chosen visualization strategy and options. Furthermore,
the dierences between the requirements to the visualization of dierent simulation types are not
that big for most cases, especially if only rigid bodies are used. Thus, we chose not to implement
a programmable option sequence, but to use old-fashioned options instead. Additionally, we only
execute object type specic parts of the code, if objects of this type exist in the current data set.
Using this strategy, it is possible to create a renderer for all rigid body simulators, which also
provides the possibility to change the conguration regarding eects, like e.g. shadows, at runtime. Additionally, when a liquid visualization strategy using a visualization plane, as presented in
section 4.5, is used, this visualization can be incorporated in the same renderer with minimal eort.
The only real exception, at least considering our current range of simulators, is the visualization
of liquids based on SPH particles, as also described in section 7.2. Thus, we chose to implement a
separate renderer for this case, where details about the visualization strategy are described in the
appropriate section.
As described in section 1 and section 2.1, we try to optimize the performance of our framework by
incorporating parallelism. Thus, each renderer is running in its own thread, mostly independent of
the rest of the framework. However, synchronization with the rest of the framework is of course
necessary. To this end, we chose to use the data structures described in section 2.3 as only means
of communicating data between the renderer and the rest of the framework. Additionally, internal
states can only be modied by the renderer (thread) itself. Therefore, we implement a command
queue as also described in section 3.1: the core modules can issue new commands to the renderer,
which are temporarily stored in a synchronized queue. Then, usually once per frame, the renderer
processes all elements currently in the queue. Using these techniques, synchronization eorts are
minimal and a robust cooperation with other modules is given.

4.2 Rigid Bodies
When rendering rigid bodies, there is a multitude of dierent possibilities. Some of them are already
described in our previous work [15], namely the usage of geometry shaders and instancing. And,
although these methods were geared towards the rendering of spheres, adaptation to dierent types
of geometry is easily achievable.
Using geometry shaders, the target geometry can be generated on the y. The advantages of this
approach are the simple implementation, the low memory footprint and that it works nicely for
edged objects like, e.g., boxes. However, curved objects, like e.g. spheres or capsules, are expensive
to generate and signicantly limited in their smoothness, due to the fact that the number of output
elements, in this case vertices, is quite limited.
The other approach, in fact the one we ultimately chose in our previous work, is instancing. Here,
the target geometry is generated a priori for each object type. Then, whenever an object of the
appropriate type is rendered, the pre-generated geometry is just cloned in an ecient way. While
this approach yields quite good performance, and has some other advantages, for this work, we
wanted to incorporate the best possible visual results while still maintaining real-time ability.
One option, when trying to produce high quality renderings, is the implementation of ray tracing [30], which has the potential to produce photo-realistic images. Using the most basic version,
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Figure 12: Illustration of the supported object types (sphere, box, capsule, cylinder, plane) and
screenshot of the rst four types
simple ray casting, one can already achieve smooth surfaces for objects, that would have to be
triangulated otherwise. Additionally, this technique is relatively cost ecient. If, however, more
advanced eects, like shadows or reections, are required, a more sophisticated scheme featuring
recursive rays has to be implemented. For even more realism, e.g. the incorporation of caustics, the
implementation of even costlier algorithms, like photon mapping [13] or bi-linear path-tracing [16],
is necessary.
As in our case real-time ability has the highest priority, it is unfortunately not possible, to incorporate most sophisticated ray tracing schemes using our current concept of one rendering machine.
If, instead, a cluster or at least part of one could be utilized, performance could be high enough.
However, this would require a cluster parallelization of advanced algorithms under real-time constraints, a task that would require quite some time and eort. Thus we chose not to implement
these techniques.
Another approach would be the usage of a simple real-time ray tracing technique, provided either
through an external framework like OptiX [21] or through own implementation. Considering our
applications, however, there is one main diculty: Obviously, the required kind of performance
can only be achieved using acceleration structures like k-d trees or bounding volume hierarchies
(BVHs). While this, in case of a static scene, does not pose a problem, in our case, acceleration
structures would have to be constantly updated, preferably entirely on the GPU.
Considering these points, we decided not to implement a full ray tracing scheme, but, instead,
a hybrid approach which works as follows: For each object we want to draw, we render nothing
but a single point located at the center of the object. Additionally, required attributes like sphere
radius or cylinder height are committed as shader input. In the geometry shader stage, we then
extend the point into a screen aligned quad, i.e. a quad whose surface normal is perpendicular to
the view vector of the camera. Obviously, the quad has to be large enough to just t the object
to be rendered, but not larger, as this would decrease performance. Lastly, in the pixel shader, we
apply a simple ray casting algorithm. As only very few rays are required to be processed at this
stage, strictly speaking the number of screen pixels included in the quad, it is quite cheap. Details
on the single intersection tests as well as the quad generation can be found in section 4.3.
Obviously, it is now a problem to incorporate texture mapping, as the generation of texture coordinates is non-trivial. However, as texturing is used in our framework mainly to visualize rotations,
we chose to implement a simple approach, spherical mapping, and to accept visual inaccuracies.
For this technique, object surface points, for which texture coordinates are required, are projected
onto the boundary sphere and then azimuth and elevation are transformed into texture coordinates.
Obviously, the described technique is reasonably ecient and features all advantages of a traditional
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ray casting approach, but also shares the disadvantages, like the absence of shadows, reections and
caustics. In order to improve visual results, while maintaining performance, we chose to incorporate
shadows by using shadow maps [31] with percentage closest ltering [23]. Additionally, instead of
full reections, we decided to implement an environment mapping [8] technique combined with a
sky box. Visual dierences introduced by these techniques are depicted in gure 13.

(a) without SM, without EM

(b) with SM, without EM

(c) without SM, with EM

(d) with SM, with EM

Figure 13: Screenshots of particle clusters with and without environment mapping (EM) and shadow
mapping (SM) using two light sources
In addition to the techniques described, we chose to implement a deferred rendering scheme [25, 9].
Here, objects are not rendered directly to the frame-buer, but, instead, all relevant information
is stored in intermediate buers. In our case these relevant information include world positions,
normals, texture coordinates and the visualization value (c.f. section 6.2). Then, after possibly
applying additional steps, a nal image is composed using this information. The main reason for
this approach is the possibility to implement more advanced visual enhancing algorithms, like e.g.
SSAO, which are presented in detail in section 4.4, and the potential performance improvements
through omitting unnecessary lighting and texturing operations.
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4.3 Shader components
Concerning rigid bodies, we implemented shaders for ve main object types, sphere (section 4.3.1),
box (section 4.3.2), capsule (section 4.3.3), cylinder (section 4.3.3) and plane (section 4.3.4), which
are also depicted in gure 12. Additionally, we implemented specialized shaders for object types
not commonly used, e.g. wedges and particle sinks (c.f. section 7.1). As, however, these objects
are not used in the main applications, and as the shaders are pretty straight forward or at least
derivatives of the ones presented, we chose not to include a detailed description.

4.3.1 Spheres
Although the intersection of a ray with a sphere is a well known problem, we chose to include a
deduction of the algorithm for the sake of completeness. In this context, a ray is dened by its
origin O and its normalized direction d, which, combined with the distance t, can be used to express
any point P on the ray through
P = O + tD.
Additionally, any point P located on the surface of a sphere given by its center C and its radius r
has to fulll
||P − C||2 = r.
When intersecting a ray with a sphere, both equations have to be satised, thus yielding

||O + tD − C||2 = r
or, using O0 = O − C ,

||O0 + tD||2 = r.

Assuming a 3D case and expanding the above equation one gets


2
2
2
Ox0 + Oy0 + Oz0 + 2t Ox0 Dx + Oy0 Dy + Oz0 Dz + t2 Dx2 + Dy2 + Dz2 = r2 ,
{z
} |
{z
} |
{z
}
|
(O·O)

i.e.,

2t(O·D)

t2 (D·D)


(O0 · O0 ) − r2 + t (2(O0 · D)) + t2 (D · D) = 0.

The solution is given by the solution formula for quadratic problems,
√
−b ± b2 − 4ac
t0/1 =
,
2a
with a = (D · D), b = 2(O0 · D) and c = (O0 · O0 ) − r2 .
Obviously the following holds: If the discriminant is negative, there is no solution, i.e. the ray doesn't
intersect the sphere. Otherwise, if t0 < 0 or t1 < 0, the respective intersection point is located behind
the ray's origin, i.e. the camera position, and can thus be discarded. If both intersection points are
in front of the camera, the one closest to the camera, i.e. the one corresponding to t0 , is chosen.
Otherwise, there is only one valid intersection point, which is thus chosen.
In summary, the two potential intersection points, represented by t0/1 , are calculated and the one
closest to, but still in front of, the camera is chosen, if it exists. Otherwise, the according fragment
is discarded.
However, using our techniques, a problem arises: Usually the screen-aligned quad is located at the
center of the body and its extends equal the radius of the bounding sphere, in this case the radius
of the sphere itself. If the camera is now relatively close to the sphere, a part of it is not rendered,
as illustrated in gure 14(a). While this problem could be addressed by increasing the size of the
quad, this turns out to be dicult, as the required size is dicult to determine and the quad might
thus be way too large. Instead, we chose to translate the quad towards the camera, as illustrated
in gure 14(b), which guarantees the optimum quad size and consequently optimum performance.
This, however, might lead to a rotation of the quad, i.e. it is not screen aligned any more, but as
this yields no real problems, we chose to accept it.
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(a)

(b)

Figure 14: Illustration of a camera rendering a sphere incompletely (a) and the solution to the
problem (b)

Figure 15: Illustration of the calculation of the quad oset and dimension for sphere rendering
The actual oset for the quad, and the
also depicted in gure 15, the vector E ,
its length e = ||E||2 , the sphere radius
length l corresponding to the silhouette
right triangles:

reduced extends, can be calculated as follows: First, as
pointing from the center of the sphere C to the camera,
r, the quad oset o, the reduced radius r0 and the ray
are dened. Then, multiple relations can be dened by
2

r 0 + o2 = r 2 ,
2

2

(e − o)2 + r0 = e2 − 2eo + o2 + r0 = l2
and

l 2 + r 2 = e2 .

Combining these equations yields

l2 + r2 − 2eo + o2 + r2 − o2 = l2 ,
which can be simplied to

2r2 − 2eo = 0,
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specifying the solution for o as

r2
.
e
Consequently, the quads center C 0 can be expressed by
o=

o
r2
C 0 = C + E = C + 2 E.
e
e
The reduced quad radius r0 can now be calculated using


r2
2
r 0 = r 2 − o2 = r 2 1 − 2
e
and thus

r
0

r =r

1−

r2
.
e2

Using this approach, we generate optimally sized quads, which exactly match the silhouette of a
sphere, and thus promise optimal performance as well as no visual problems. Additionally, it would
also be possible to use a single triangle tting the sphere's silhouette, but as the covered area would
actually be large than the quad's, we chose not to use this option.

4.3.2 Boxes
Considering boxes, ray casting yields no visual improvements compared to mesh rendering. Thus,
we simply generate the appropriate geometry, consisting of six quads, in the geometry shader and
render them the traditional way. Incorporating an instancing scheme could be an alternative, but
as the computations are rather simple, and thus cheap, we decided for the reduced implementation
eorts.

4.3.3 Capsules and Cylinders
In our context, capsules are dened as cylinders with half spheres at the ends, as also depicted in
gure 12. Similar to spheres, we want to incorporate a simple ray casting scheme, for which we have
to create an intersection algorithm and a method to generate a bounding quad, preferably with the
minimum possible size. To this end, we specify the ray origin O, the normalized ray direction D and
the ray length t, resulting in a representation for all points P located on the ray, given by

P = O + tD.
Additionally, we dene the center C and the radius r of the capsule or cylinder as well as the height
of the cylindrical part 2h and the total height 2h0 . Obviously, in case of a cylinder, h is equal to h0 .
The rst step in intersecting a ray with a cylinder or capsule, is to nd the intersection between
the same ray and an innitely elongated cylinder with the same radius and center as the original
object. To this end, we dene a plane H such that the plane normal N is equal to the cylinder's
main axis and that the plane includes C , i.e. that the plane oset d = C · N . For any intersection
point P , the radial distance to the center of the cylinder C has to be equal to the radius of the
cylinder. This radial distance corresponds to the absolute distance of P 0 and C 0 , where P 0 and C 0
are the projections of P and C onto H , i.e.

C 0 = C − ((C − C) · N )N = C
and

P 0 = P − ((P − C) · N )N.

Setting up the distance equation yields

||P 0 − C 0 ||2 = r
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which is equivalent to

||P − (P − C) · N )N − C||2 = r.
The next step is to substitute P by its ray representation, resulting in

||O + tD − ((O + tD − C) · N )N − C||2 = r,
which can be rearranged to

||O − C − ((O − C) · N )N + t(D − (D · N )N )||2 = r.
Introducing
and

O0 = O − ((O − C) · N )N
D0 = D − ((D − C) · N )N

the above equation can be simplied to

||O0 − C 0 + tD0 ||2 = r
or

||O00 + tD0 ||2 = r

using O00 = O0 − C 0 . Obviously, O0 and D0 are the projections of O and D onto H . Thus, this
intersection corresponds with the intersection between a ray projected onto H and a circle on H
with radius r and center C .
Although the intersection would in fact be a 2D problem, it is more feasible to solve it in 3D as
otherwise costly rotations would be required to elongate the plane normal with one of the main
coordinate axes. Consequently, the solution is quite similar to the one presented in section 4.3.1, and
we can also solve directly for t0/1 by applying the solution formula for quadratic problems

t0/1 =

−b ±

√

b2 − 4ac
,
2a

where a = (D0 · D0 ), b = 2(O00 · D0 ) and c = (O00 · O00 ) − r2 . Again, a negative discriminant shows
that there is no valid solution, in which case the fragment is discarded.
Next, the distances between the intersection points and the plane H are regarded. If the intersection
point, which is closest to but still in front of the camera, is located on the cylindrical part of
the object, i.e. if P · N ≤ h, a valid intersection was found and the fragment is rendered. If
both intersection points fulll P · N > h0 and lie on the same side of H , no valid intersection is
possible.

Figure 16: Simplied illustration of the intersection of a ray and the top part of a cylinder
Otherwise, the solution is dependent on the object type: in case of a cylinder, the intersection has
to be located on the top or bottom of the body and can be determined by using the theorem of
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intersecting lines (c.f. gure 16). For the top case, h0/1 are dened as the distances to the top of
the cylinder, i.e.
h0/1 = P0/1 · N + C · N − h
Using these (signed) distances the following ratio can be dened:

h0
h1
=
t1 − t
t0 − t
and thus,

t=

h0 t1 − h1 t0
,
h0 − h1

where t denes the intersection point between ray and cylinder. The bottom case works accordingly.
In case of a capsule, the ray has to be intersected with the respective half sphere ending the object.
To this end, the same technique as described in section 4.3.1 is used. Note, that intersections with
the embedded half of the sphere are not possible, as this would have been handled as an intersection
with the cylindrical part.

Figure 17: Illustration of the calculation of the quad position and extends for capsule rendering
The last step is to determine the position and extends of the surrounding quad, where we rst
examine the capsule case (gure 17): Initially, we regard the two spheres included at the top and
bottom of the capsule. Here, we apply the algorithm presented in section 4.3.1 to determine the
silhouettes, represented by their respective centers C10 and C20 , and their radii r10 and r20 . The next
step is to determine the corner points of the sphere tting quads Pij , 1 ≤ i ≤ 2, j ≤ 1 ≤ 4. To this
end, two axes are needed for each quad, where both axes need to be perpendicular to each other as
well as to the vector between the camera and the quads center. Additionally, one of the two axes
is required to be perpendicular to the capsule's main axis. Using the respective silhouette centers
and radii, the Pij can be calculated. Then, using the theorem of intersecting lines, the Pij are
projected onto a plane dened by the center of the capsule C and the normal N , which is parallel
to the vector from C to the camera. The resulting points Pij0 are then tted into a single quad,
which is rendered afterwards. The tting itself is performed by using the minimum and maximum
operations with respect to the two main axes of the resulting quad, where these axes are dened to
be perpendicular to each other and, additionally, located in the before dened plane. Furthermore,
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in order to ensure a minimum quad size, one of the axes is required to be perpendicular to the
capsule's main axis.
For the cylinder case, a correct, robust and yet feasible silhouette detection is quite problematic.
Thus, we chose not to include a special handler, but to use the capsule algorithm instead, although this results in suboptimal quads. Yet, the overhead is reasonably small and can thus be
neglected.

4.3.4 Planes
Considering planes, basically the same as for boxes holds: using a ray tracing approach would
be overkill and thus we generate the according geometry using the geometry shader and render
traditionally afterwards. One main dierence to other object types, however, is that planes are,
per denition, innite and that they usually surround the whole simulation domain, thus dening
the boundaries. However, this leads to massive occlusion, which needs to be avoided. To this end,
one can cull all planes with normals enclosing certain angles compared to the camera view vector,
trying to generate a 'looking into a box' feeling. Another solution is to render planes transparent,
and obviously, the two can also be combined. However, we found, that culling planes confused
the observer when rotating the camera around the simulation. Thus, we don't omit any planes,
unless it is necessary, which is e.g. the case for certain kinds of liquid visualizations. Concerning
the rst problem, we found that rendering innite planes, even when extremely transparent, yields
unsatisfactory results. Taking all these points into account, we chose to render transparent planes
and clip all plane sections that are located outside the simulation domain, implementing a robust
and visually pleasing result.

4.4 Polishing
In contrast to the already described visual enhancements through shadow maps and environment
mapping, we also wanted to include a more recent technique. For this project, we decided to
implement screen space ambient occlusion [3], which will be described in detail later. Another,
more practical, enhancement is the highlighting of a subset of objects in a simulation, e.g. the
selection discussed in section 5. To this end, it would basically suce to just modify the color of
the selected objects. While this is probably the best choice if rendering performance is absolutely
critical, visual results are only moderate. Thus, we chose to enhance this visualization by adding
an atmosphere-like shell around selected objects (c.f. gure 18).
For the selection visualization, we incorporate an additional render pass. Firstly, all selected objects
are rendered. Then, using the just obtained depth map and the original depth map, we check the
direct neighborhood of each pixel. If, within a certain threshold, one or more selected objects with
depth smaller or equal to the current point are found, the minimal distance with respect to these
objects is determined. This minimum distance is then used to generate the halo-like eect visible
in gure 18, or in case of a distance equal to 0, to highlight the selected objects. As this method
quickly becomes very costly, we incorporate basically two optimizations: Firstly, we sample with a
step size larger than one, which reduces the number of required samples but also the quality of the
result. To combat this loss in quality, we, secondly, apply one or more smoothing steps, in our case
realized by a GPU optimized, separable Gaussian blur.
As already described in section 4.2, global illumination, as e.g. provided through ray tracing, is
favorable in terms of visual results, but mostly too costly concerning our applications. In order to
approximate global illumination eects, various methods can be used, where one of the prominent
ones is ambient occlusion [17]. The main idea behind this technique is approximating the amount
of incident light at a point P using the occlusion around P . One possible approach to assess
this occlusion, is using ray casting to Monte Carlo sample the surroundings of P . Obviously, this
approach is too expensive for our applications, but it can be accelerated to some extend, at the
cost of some realism, by switching to screen space ambient occlusion [3]. The main idea of this
approach is to use the depth buer as an approximation for the global geometry. The occlusion can
then be estimated using the maximum elevation angles around P and the surface orientation at P
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Figure 18: Screenshot of several rigid bodies of which roughly half are selected
(gure 19). In order to sample these maximum elevation angles, 2D ray casting through the depth
representation of the scene is required. To keep the number of sample rays to a reasonable level,
randomly rotated directions are used. However, random numbers on a GPU can become quite a
challenge, which is why we decided to simply use a pre-generated random texture. As this kind of
sampling obviously introduces quite some noise to the nal image, smoothing is required. In our
case, we use a separable Gaussian blur, which has been optimized for GPU execution.
Visual results can be seen in gure 20 and performance impacts are evaluated in section 8.

Figure 19: Illustration of the concept of screen space ambient occlusion

4.5 Liquid Visualization
Representing liquids is mostly performed using one of two methods. The rst one is using a particle
based approach, e.g. smoothed particle hydrodynamics (SPH), where interactions between the single
particles are modeled such that they behave like a liquid. Details concerning the visualization of
such particle based representations are given in section 7.2. Secondly, a grid based approach like the
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Figure 20: Comparison of rendering without (left) and with (right) screen space ambient occlusion
Lattice Boltzmann method (LBM) can be used. Here, each cell of the grid represents a portion of the
liquid and interactions are modeled between the cells. As described in section 3.3.3, the WaLBErla
framework we are using is relying on exactly these cell based methods and, thus, visualization of a
such liquid representations is quite important in our context.
Usually, one would use a volumetric ray casting approach to traverse the grid and accumulate the
quantities to be visualized. This, however, quickly becomes quite expensive and furthermore, at
least in our context of a remote simulation, another problem emerges. Considering for example a
relatively small simulation setup with 2563 cells, using one oat per cell already results in 64 MB
of data to be transfered per update, or a necessary throughput of 30.72 Gb/s for a target update
rate of 60 fps. This can, however, be improved by incorporating compression techniques, as e.g.
described in section 3.3.4, and by lowering the target update rate to 30 frames. Yet, at least 8 bit
per value are required to conserve acceptable visual results and, thus, a constant throughput of
3.84 Gb/s. While this seems realistic in a faster LAN environment, using e.g. 10-gigabit Ethernet,
one has to keep two things in mind: rstly, the data has also to be processed, resulting in latencies
which dampen throughput and, secondly, this sample calculation only covers a smaller simulation
setup.
Consequently, synchronizing and rendering the whole simulation domain, at least at interactive
frame rates, is not feasible at the moment. In order to combat the problems described, multiple
approaches are thinkable. Firstly, more sophisticated compression schemes could be implemented,
like e.g. a block compression similar to texture compression, local or global grid coarsening, or other
advanced compression algorithms. Secondly, the hardware setup could be altered in a way, that
the visualization machine has a faster connection, maybe even be connected via InniBand. Lastly,
parts of the data could be pre-rendered on the single compute nodes of the cluster. However, our
current target machines don't feature any graphics cards and, thus, the rendering process would
have to be emulated on the CPU, which reduces the simulation performance by a large amount.
In addition to all these issues, another, more practical problem arises. Naturally, it is dicult to
render a liquid in a way, in which the user still maintains a good overview, at least if the whole
domain is lled with the liquid and a specic property, e.g. the density or the velocity, is to be
visualized.
Considering all these points, we decided to implement a rather simple approach, at least until some
of the emerging problems are solved. To this end, we dene a visualization plane which is located
inside the simulation domain and usually perpendicular to the camera view vector, i.e. parallel to
the camera projection plane. Rendering this plane, we sample the quantity to be visualized from a
representation of the simulation grid, in our case a 3D texture with one pixel per uid cell. Using
this approach, there is no need to update the whole domain, but only cells that are located within
a certain threshold to the plane. For improved visual results, cell values can be interpolated, in
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which case the threshold needs to be increased accordingly. Obviously, for applying this concept to
the network communication as well, a representation of the visualization plane has to be kept up
to date on every client. And, of course, compression techniques, as described in section 3.3.4, can
be applied as well.
Additionally, while the plane is usually located at the center of the simulation domain, we also allow
to modify an oset by which the plane is translated along the view vector. In order to achieve a
seamless integration into our framework, we handle this oset like any normal parameter. Thus, it
can be modied using the speech recognition or the skeleton tracking functionalities, as described
in section 6.5, and is automatically synchronized with the remote simulation clients.
Lastly, it it also possible to implement other geometric representations, in contrast to the plane we
chose, which we, however, postpone to future work.

4.6 Stereoscopy
The basic concept of displaying 3D content, also called stereoscopy, is presenting two dierent images to either eye of the user. These two images are then combined by the visual cortex of the brain
into a representation of a 3D scene. While this concept is basically implemented by all currently
used techniques, the way, the separation is performed, varies. And, although many dierent techniques exist, we want to present only a subset, more precisely the ones relevant for our applications.
An overview concerning these approaches is also given in table 1.
The rst technique is using color lters, commonly called anaglyph 3D. Here, each eye looks through
a dierently colored lens onto an image, where the content for each eye is also colored appropriately,
thus resulting in the perception of two images, i.e. one 3D image. Obviously, various color variations
are possible, while the most prominent one is red and cyan. While this method is rather old, more
or less outdated, and has the huge disadvantage, that colored images can not be displayed without
color distortions, the main advantage is the low hardware requirement. On the one hand, no special
monitor or beamer is necessary and, on the other hand, the required colored glasses are quite cheap.
Another approach, which also relies on passive ltering, is the usage of polarized lenses. Here, the
light waves displaying the images for the left and right eye are linearly polarized in a way, that the
two polarizing lters are orthogonal. Using polarized lenses obviously separates the images again,
resulting in a perceived 3D image. While this technique is easily implementable using two beamers,
where each one is equipped with the appropriate polarizing lters, implementation with a single
monitor is more dicult. However, multiple products exist on the market, which try to resolve
this problem. To this end, a polarizing lter panel is positioned in front of the main screen such
that all pixels in even rows are polarized in one way and all pixels in odd rows in another way.
Alternatively, checkerboard-like layouts exist, which try to reduce visible artifacts. Another, newer
approach is omitting the usage of linearly polarized light, which makes perception depend on the
tilt of the users head, and to use circularly polarized light instead. Ultimately, the main advantages
are the low costs for the required glasses and that no color distortion takes place. However, using
a monitor system, the actual resolution has to be halved in one direction, as the number of visible
pixels is divided up between the two eyes. Additionally, when using a display with lter mask,
another problem, specic to our context, arises. Usually, the user is sitting in front of the screen
and hardly moving. However, for our applications, and the usage of the Kinect system, the user is
moving, which not only results in problems when the user tilts his head, but also when the incident
angle towards the screen changes: As the lter panel has a little oset concerning the main screen,
it can happen, that the lter for one line is applied to another one, as illustrated in gure 21. When
this happens, the right and left eye representation switch, which, in turn, confuses the user.
The last possibility is not using a passive approach, but an active one, namely the usage of shutter glasses. Here, the user wears special glasses, which lenses can be made opaque through the
application of electricity. This is done to one lens at a time in an alternating fashion and at a
high frequency, usually around 120 Hz. Consequently, as one eye is blinded at each time, the user
receives 60 images per eye and second. If the monitor is now operating at the same frequency as
the glasses and every even frame displays images for one eye and every odd one for the other eye,
3D images are perceived. The main advantage of this approach is, that images are displayed in full
resolution and without color distortions. However, brightness is usually reduced and some people
perceive ickering, especially when working under articial light sources. Furthermore, the required
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Figure 21: Illustration of image confusion occurring when the user moves in front of a monitor using
a row-wise polarization
glasses are often relatively expensive and, additionally, this approach requires any application to
deliver twice the frame rate it would usually have to deliver.
technique
colored lenses
(anaglyph)
polarized
lenses
shutter glasses

active/
passive

advantages

disadvantages

passive

low cost, no requirement for
display hardware

color distortion

passive

low cost, full color

active

full color, full resolution

halved resolution, vulnerable
towards movement
expensive glasses,
lower
brightness, ickering possible

Table 1: Overview of prominent stereoscopy techniques
In addition to the dierent hardware options, there also exist dierent ways in which 3D content
can be represented, where an overview is depicted in gure 22. The main dierences are given by
the refresh rate and the resolution of the single, eye dependent images.
A relatively new option is the usage of so-called jumbo frames. Here, the two images for each eye
are packed, together with some additional information, into one larger frame, where the resulting
frame is usually of the same width but more than double in height compared to the original frames.
Obviously, in terms of quality, this technique delivers optimal results in resolution and color, but,
due to the increased requirements concerning throughput, the frame rate is often limited. Another
possibility is given by the side-by-side (SBS) or top-and-bottom (TAB) formats. Here, two separate frames are packed next to each other or above and below, each with halved width or height
respectively. This format obviously qualies best for monitors using polarized panels, where the
resolution per eye is halved in one dimension anyway. Concerning monitors using polarized panels,
combination of two frames can also be performed directly according to the pixel mask used, which,
however, results in a lower portability. Lastly, it is also possible to simply double the frame rate
of the content, where every even frame is targeted towards one eye and every odd one towards the
other. This technique is obviously geared towards shutter systems.
Ultimately, the choice for a format depends on the used hardware, i.e. especially the supported
input formats, and on the requirements concerning quality in terms of resolution and frame rate.
Concerning implementation, there are, again, multiple possibilities which also depend on the used
hardware. Usually, an application has to be modied in a way, that the scene is rendered using
two dierent cameras. Additionally, some performance improvements can be made by generating
camera independent resources, like e.g. shadow maps, only once. Afterwards, the two resulting
images have to be combined using one of the formats described above. While an implementation of
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Figure 22: Illustration of dierent 3D representations, from left to right: side-by-side and topand-bottom, row interlaced and checkerboard, jumbo frame, alternating frames at doubled frame
rate
this approach is more or less straight-forward, it is not yet fully supported using DirectX. In contrast,
using OpenGL provides the possibility to use quad buering, which works basically analogous to
double buering. The main dierence is, that there are two front and two back buers, one for each
eye, respectively. The conversion to an output format supported by the used monitor or beamer is
then performed directly by the driver, which is the main dierence to DirectX.
Another approach is generating normal 2D content and using a 3rd party software product, which
converts this 2D content into 3D content on the y. To this end, the frame and depth buers,
as well as some sophisticated heuristics, are used to approximate a 3D image. However, as not
all necessary information is present, results vary. Last but not least, it is also possible to use the
software components of the NVidia 3D Vision system.
The NVidia 3D Vision is probably one of the best selling shutter glasses systems, where there are
two versions, a basic one and a professional one. The main dierence is the way, the glasses are
controlled, where the basic version relies on an infrared connection and the professional version on
radio frequency communication. Together with this hardware, a special driver software is delivered,
which is able to alter normal programs to produce 3D content. To this end, all issued draw calls are
analyzed and the ones generating eye dependent content are duplicated. To emulate the rendering
from two dierent view points, parameters are modied for each of these draw calls. Lastly, the
generated content is combined and converted to an output format supported by the current output
device.
Considering the dierent output, format and implementation options, we decided to use a shutter
system, more precisely the NVidia 3D Vision system. The reason for this choice is, that the mobility
of the user and the visual results have the highest priority in our context. The main drawback,
however, is that quad buering is not possible using OpenGL under Windows, at least not using
NVidia hardware. Consequently, we rely on the 3D Vision software.
Concerning the usage of this software, we found that it basically works well in most of the cases.
For our deferred rendering scheme, as well as our transparent objects, e.g. the domain boundaries,
we found that no major problems arise. Basically the same holds for our shadow mapping and post
processing approaches as well as our text and skeleton rendering. On thing that has to be handled
with care, however, is the rendering of the sky box. Here, it is vital to generate the exact same
image for both eyes, otherwise the illusion of a far o background does not hold and the user gets
confused. In our case, we solve this issue by rendering the sky box with enabled depth testing and
by forcing the depth of every valid fragment to be equal to 1. Another potential source of problems
is the rendering of selection data, where usually only a depth target is bound. It seems, however,
that this results in the software assuming something like a shadow map, i.e. the draw call is not
duplicated. Consequently, the problem can easily be solved by binding a dummy render target.
Concerning the visualization slice described in section 4.5, we found that intersections with objects
as well as the sampling of our grid values seem to work as expected.
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5 Steering
Our steering module group basically consists of three dierent handlers, namely one for keyboard
input (section 5.1), one for skeleton tracking (section 5.2) and one for speech recognition (section 5.3). As described in section 2.2, each of these components has an abstract interface, a specic
implementation and a dummy version used to facilitate the creation of applications independent of
specic input hardware.

5.1 Keyboard
The implementation of our keyboard handler is more or less straight forward and follows the concept
presented in section 2.2: The abstract interface also provides an abstraction for the representation
of dierent keys, which are then mapped in the specic implementations. For our projects, we chose
to use DirectInput 8, a part of the DirectX API.
Concerning the input processing strategy, we regularly poll the device state, dependent on the
currently chosen sleep times, and only store the current key states as well as the key states of the
last update. This, however, might result in lost updates, if the main application doesn't process
data fast enough. Thus, every performed data processing has to be acknowledged in order to enable
the next input update.

5.2 Skeleton Tracking

Figure 23: Screenshots of the skeleton representation of a right hand movement
In our framework, the user is represented by a number of points of interest, mostly specic joints,
throughout the human body. The positions of these points are updated by the corresponding
handler, which, in our framework, relies on the Microsoft Kinect sensor and the appropriate Kinect
SDK1 . The sensor itself is equipped with an RGB and a depth camera as well as an array of
microphones. Additionally, extraction of user positions from the captured images is done by the
Kinect system [20, 28]. Thus, our handler regularly polls for skeleton updates and maps them to our
abstract representation. In this step, the data required for the visualization of the tracked skeleton,
which is depicted in gure 23, is updated as well.
1 http://www.kinectforwindows.org

34

5.3 Speech Recognition
The rst part in implementing a speech recognition system, is nding an abstract representation of
possible speech commands. While usually a simple enumeration suces, some problems arise in our
context, mostly with the desired steering applications also described in section 5. Firstly, multiple
commands exist, that control internal states, and, using an enumeration, separate entries for each
target state and state change are required. Secondly, and more importantly, many commands are
linked with parameters, e.g. arithmetic operations to be executed, values to be used, an object type
or a number of objects. Thus, we decided to use an abstract compound structure rather than a
simple enumeration.
For the speech recognition, we rely, as also described in section 2.2, on the Microsoft Speech SDK.
However, as the main target language of this SDK is C# and as implementation in our unmanaged
C++ framework is not easily possible, we decided to move the main speech recognition functionality to an external C# program, named 'extSR' from here on, and to access it remotely. To this
end, we implement a specialized speech recognition handler, which regularly polls for new events
from extSR. In our current version, named pipes are used for the communication with extSR, but
obviously an extension to non-local communication via, e.g., TCP is also easily realizable. Using
the established connection, the handler receives the complete string recognized by extSR, meaning
it performs the actual parsing and the mapping to our abstract speech command structures.
ExtSR itself requires mostly two things to work. Firstly, an audio input device, where any device
supported by the operating system can be used, i.e. every head-set and microphone, but also the
Kinect sensor. Secondly, a grammar specifying all possible commands has to be dened. While
this grammar is too extensive to be included in this work, we still want to give an overview over
the most important parts. Obviously, basic speech commands like start, reset or exit, and state
changing commands, e.g. enable gravity or toggle fullscreen, are an integral component. In addition
to that, possible parameters, attributes, material attributes and object types are required for more
elaborate compound commands. Lastly, the user has to have the possibility of specifying arithmetical operations and numerical values. Concerning numbers, we decided to limit precision to
six decimal places, mostly because more is not required and would result in disproportionally long
commands.
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6 Example Steering Applications
6.1 Object Selection
One of the prerequisites for more advanced functionalities, is enabling the user to select a subset
of the objects in the simulation. To this end, we add a selection attribute to all applicable object
groups, as described in section 2.3, and extend the speech recognition system, which is described
in detail in section 5.3. Additionally, the current selection has to be visualized, where we rely on
the method presented in section 4.4.
For actually selecting objects, the user has two possibilities: Firstly, a simple command including
the number of objects n and the object type to be selected is possible, where one example would be
select sixteen spheres. In the main application, it is then checked if the chosen object type is valid,
i.e. if it is supported in the current data set, and then the rst n objects are selected. Of course,
other selection schemes, like e.g. choosing n random objects, are also possible, if required. Secondly,
the user can use a more elaborated command setup, through which it is possible to apply a lter
to the selection. More precisely, the command includes, again, the number of objects n and the
object type to be selected, but also an attribute or material attribute, a comparison operator and a
numeric value. A possible example for these commands would be select sixteen spheres with radius
larger than one. Here, attributes and material attributes are valid if they are supported by the
chosen object type or by the current material object group, respectively. The comparison operator
can be smaller than, larger than or equal to, and the numeric value can be chosen freely, where we
incorporate the number representation presented in section 5.3. In the main application, a check
for validity of the chosen options is performed and, afterwards, the rst n objects fullling these
options are selected. While this approach is basically independent of the chosen attribute, it might
depend on its data type. As values specied through the speech recognition system are dened
to be scalar, the comparison might have to be adapted. To this end, we always use a pre-dened
conversion function to access the values required for the actual comparison. Here, any scalar values
are simply cast to oating point values and, for vector types, the magnitude is used. Although this
approach is not perfect, e.g. for rotations, it meets the user's expectations most of the time and
provides a robust approach.
In addition to that, we also allow the usage of some special commands, e.g. the selection of all
objects of a certain type and the omitting of a specic object type, in which case the selection is
distributed accordingly. An example using these extensions would be select all objects with position
dot x larger than twenty, which selects all objects whose position has an x component larger than
20.

6.2 Attribute Visualization
Probably one of the most basic requirements, in a system similar to ours, is the evaluation of
physical values from the simulation. Normally, these values are stored in a series of large les and
analyzed afterwards. In our application, however, we want to incorporate direct visual feedback. To
this end, we generate an object color according to a chosen attribute or material attribute. While
the generation could take place in one of the executed shaders, this would require to synchronize
lots of data between the simulation and the visualization systems as well as between main memory
and device memory. Thus, the simulator is responsible for the generation of these color values,
which can, as described afterwards, mostly be represented by a single oating point number. In
case of a remote simulation, the same considerations regarding synchronization hold: transferring
the data required to generate the color values is more costly than generating the values remotely
and transferring them afterwards.
Some of the most widely used cases for rigid body applications are the coloring by the magnitude
of velocity, the magnitude of force or by the mass density of an object. However, as we want
to keep our framework as abstract as possible, we don't want to be limited to single attribute
types. Thus, we incorporate a generic visualization scheme: rstly, the user choses the attribute
or material attribute he wants to visualize using the speech recognition. As the data type of the
chosen attribute may vary, as described in section 2.3, we chose to add a simple function which
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switches by the current data type and extracts a single oat. In case of scalar values, this translates
to a simple cast and in case of a vector we, at least for now, use the magnitude of the vector.
The resulting scalar value is then mapped to the interval [0, 1] using a minimum and a maximum
value, both of which can also be adapted by the user using the method described in section 6.5.
Lastly, the resulting, normalized value is mapped to the HSV color space and applied as object base
color in the object shader. Using this technique, it is possible to visualize any attribute or material
attribute, without needing to know anything about it beforehand, making this function very exible
and robust. It could, however, be improved to a certain extend by incorporating special mappings
for attributes like rotations. Here, the problem is, that rotations are normally represented through
a normalized quaternion, which renders a visualization by magnitude useless.
This technique is of course not limited to rigid bodies. For instance, using the same mechanisms, it
is possible to visualize dierent attributes of a Lattice-Boltzmann simulation. Here, the attribute
to be visualized, often the magnitude of velocity or the density, is mapped in the fashion described
above and rendered using the technique described in section 4.5.

6.3 Camera Management
For inuencing the current visualization camera, we basically took over the techniques already
described in our previous work [15]. Here, the user can rotate the camera around the simulation
center and zoom in or out. Obviously, this kind of behavior can be steered using the keyboard.
However, as the user usually is positioned in front of the Kinect sensor, operating the keyboard
is obstructive. Instead, we chose to allow to control the camera using the Kinect sensor and the
speech recognition described in section 5.3. Using the speech recognition allows the user to switch
in and out of a camera control mode in which all of his movements are processed. Concerning the
actual mapping, we found that dierent users have dierent preferences, which is why we provide
three dierent options.
Firstly, the user can use both hands, where the handling is similar to holding on to a ball or box and
moving it around in order to observe it from each side. In our program, this translates to tracking
the main axis stretching between both hands, where angular changes are applied to the camera as
rotations and changes in distance as zooming operations. In order to extract the rotations, rst an
axis of rotation has to be determined. In our case, we simply use the cross product between the
current and the last axis. The angle can then be easily determined using angular functions.
Secondly, we allow controlling using a single hand. Here, the position of the user's hand relative to
a xed point is determined, where this point is usually located a short distance from the center of
the user's chest. This oset is then interpreted as angular velocities, which are then, with respect
to the elapsed time, applied to the camera. We found that the most intuitive way of doing this is to
interpret the component of the oset as follows: the x component corresponds to a rotation around
the up vector of the camera, the y component corresponds to a rotation around the cross product
of up and view vector and the z component is ignored.
Lastly, we also allow to control the camera using only the shoulders, leaving the hands free to
perform other tasks. For this approach, an oset of the shoulders is determined and applied similar
to the second method.

6.4 Direct Inuence on Simulations
One of the main features of our framework is the possibility to directly inuence the simulation.
While some of the functions are already described in our previous work [15], we chose still to include
them in a shortened version, mostly for reasons of completeness.
The rst application is the manipulation of the gravity, the most basic possibility being switching
gravity on and o. When the gravity is activated and the user modies the camera, see section 6.3,
he often expects the gravity to be adapting as well (gure 24). To this end, we transform a base
gravity, e.g. [0, −9.81, 0], using parameters of the current camera. More precisely, we assume the
base gravity to be specied in the view space, which relates to the fact, that this is the perceived
gravity. Then, we transform this view space gravity to world space and apply it to the simulation.
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Furthermore, the user can freeze the gravity, which is required to modify the camera in order to
observe certain eects which would be disturbed when the gravity changes. Lastly, the base gravity
can also be freely adapted using the approach described in section 6.5.

Figure 24: Illustration of the base gravity h, the user perceived gravity g and the applied gravity g 0
The second application is the movement of the simulation boundary. Here, the mean movement of
the user's hands is translated directly to a movement of the boundaries, obviously only after being
transformed analogous to the way described above. In addition to this direct position adaption, in
order to keep results plausible, a speed has to be applied to the boundary. To correctly calculate
this speed, it would be necessary to know the change in position and the time the movement takes.
While the rst part is trivial, the second part is not possible to determine, as it depends on the
time of the next skeleton update, which usually can only be approximated. Thus, we chose to
implement a spring-like approach where the target boundary position is dened by the user's hands
and the point of origin for a spring connected to the real boundary. Consequently, the boundary
is constantly pulled towards the target position while still achieving a good approximation for the
velocity and believable results.
Lastly, it is also possible to introduce an external force. While we used a more or less elaborate
scheme in our previous work [15], we found that this confuses some users and, thus, decided to
replace this function with an easier one. To this end, the dierence between the right hand and the
body center of the user is determined. This dierence is then again transformed from view to world
space, scaled and added as external force to all objects in the simulation, basically like a gravity.
That means, in other words, that an external force is applied in the direction, the user is pointing
with his hand, where the strength of the force is proportional to the arm's extend.

6.5 Parameter Tuning and Attribute Modication
A key part of our framework is the possibility, to tune certain aspects of the simulation as well as
the visualization. In our case, these aspects are often represented through parameters, attributes
and material attributes, as dened in section 2.3. However, directly adapting them is a dicult
task, especially when keeping the wide range of target applications of our framework in mind. Thus,
an abstract approach for this kind of modication is required.
Basically, any easier modication operation can be specied using three components: the parameter,
attribute or material attribute to be changed, the operation to be applied and the modier. This
results in a representation similar to v = v(op)m, where v is the value of the parameter, op the
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operation and m the modier. An example application would be doubling the time step, in which
case the parameter would obviously be the time step, the operation a simple multiplication and the
modier 2.
Concerning the choice of parameters, attributes and material attributes, we found it best to utilize
the speech recognition approach already described in section 5.3. For object attributes as well as
material attributes, it is additionally required, that changes are only applied to a limited subset.
In our case, this subset is specied through the current selection, where details about selecting
objects can be found in section 6.1. For possible operations, the basic arithmetic operations,
i.e. addition, subtraction, multiplication and division, and the assignment operation are sucient.
These operations are also mapped to the speech recognition and can thus be used in an intuitive
way. Modiers are, at least in our approach, required to be scalar values and, thus, we can use the
approach for recognizing numbers presented in section 5.3. In addition to that, we also allow to add
or subtract values relative to the original value, represented by percentage values. This, of course,
could also be expressed through the usage of multiplication, which is, however, less intuitive.
After being able to specify required operations, application of them is necessary, where dierent
approaches are required for parameters, attributes and material attributes. The similarity between
all cases is, that the data type of the value to be changed varies, as described in section 2.3. Thus, a
simple function, mapping the operations to the dierent equivalents for each data type, is required.
As the modier is always a scalar value, modication of other scalar values is trivial. In case of
vector data types, multiplication and division are handled as scalar multiplication and division,
respectively. For all remaining operations, the modier is treated as a vector of appropriate size,
where each element is equal to the original value of the modier.
Using this method, manipulation of parameters is straight-forward. Handling attributes requires a
little more work, here we propose the following approach:

for each object group o
check if o supports the selection attribute
check if o supports the attribute to be modified
for each element e in o
if e is selected, modify the appropriate attribute
Of course, synchronization needs to be taken into account as well, but for reasons of clarity, we
chose to omit it in this listing.
For material attributes, the handling becomes even more complex. Here, a simple modication of the
material attribute is not possible, as we want to limit the eects of the changes to selected objects,
which is not given considering materials shared by multiple objects. To solve this problem, we
distinct three groups of materials: Firstly, materials only used by objects not selected. Obviously,
those don't need to be changed at all. Secondly, materials only used by selected objects, these
can be directly modied without further need for changes. Lastly, there are materials used by
selected and not selected objects alike, where these have to be duplicated before any changes are
made. Additionally, the material indices of all selected objects, using such a material, have to be
adapted, such that these objects use the new, modied material. Combining these ideas results in
the following algorithm:

check if a material object group m exists
check if m supports the attribute to be modified
determine materials required to be split
split those materials
change required material ids of affected objects
finally change the given attribute for affected materials
Again, synchronization has been omitted to reduce visual complexity. When performing a lot
of these material parameter changes, multiple unnecessary materials might accumulate. Imagine,
e.g., that for a subset of objects the mass density is doubled, which, of course, introduces a new
material. Afterwards, the user wants to restore the original properties and halves the mass density.
In consequence, two identical materials exist. Another example is the removal of objects, which
also might lead to unused materials. In order to combat this problem, we provide the possibility to
summarize materials. Here, all identical materials, i.e. materials with identical material parameters,
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are fused into one and all unused materials are simply removed. As it is necessary to preserve a
linear data layout without holes, the elements of the material group may need to be resorted in
order to ll any gaps. Lastly, all applicable material ids have to be adapted as well.
Another nice feature is, that views, as dened in section 2.3, can be used to alter single components
of parameters, etc, without any changes. That means, that it is possible to e.g. modify the y
component of the gravity or the x component of the velocity, without altering the rest of the
components and without additional implementation eorts.
While this approach works great most of the times, it can become bothersome to pass a lot of values
through the speech recognition. To contain this problem, we also provide the possibility to ne-tune
any parameter, attribute or material parameter, using one's hand (gure 25). To this end, we store
the original position of the hand when the appropriate voice command is issued. Afterwards, the
delta between the current and the original hand position is used to adapt the chosen value(s). For
scalar values we just use the x component of the afore dened change. For vector values, however, we
can even separately tune all components of a vector at the same time, at least if the dimensionality
is smaller or equal to 3.

Figure 25: Illustration of ne-tuning of a scalar parameter (left) and a vector parameter (right)
In addition to the presented feature, it is also quite useful to be able to output parameters, attributes
and material attributes. Printing parameters is straight forward, the only diculty here is to switch
by the data type. However, (material) attributes need to be summarized rst, independent of their
data type. To achieve this goal, the arithmetic operations dened before can be used: the (material)
attributes of selected bodies are just added up and afterwards divided by their count. This results
in a single value, which can be printed like an ordinary parameter value.
One more thing, that has to be kept in mind, is that for remote simulations, changes need to
be synchronized. For our framework, we found it to be the best option, to perform the same
modications on the host and on the client side synchronously. This guarantees a good performance,
as the only data, that has to be transferred, is a representation of the operation to be performed
and the indices of all selected objects.

6.6 Dataset Modication
When working with interactive simulations, it is important to be able to compare multiple simulation
setups, preferably without having to restart, or even recompile, the whole program each time. To
this end, we support multiple data sets, as explained in detail in section 2.3, and the live transition
between them. When the currently active data set is switched, all required data is reset and/or
buered, and all necessary parameters are updated. While this already improves handling, it is also
quite handy to be able to modify simulation setups at run-time, where there are basically three
possibilities to do so. The rst two are the adaptation of parameters and the adaption of attributes
and materials, both being described in section 6.5, and the third one is adding and removing objects
from the simulation.
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The actual process of adding or removing objects is controlled using the speech recognition system
described in section 5.3. The command includes, apart from the operation itself, a number of
objects n to be created or deleted, respectively, and an object type, where an example for these
commands would be 'add sixteen capsules'. Additionally, it is also possible to use a wild-card-like
type for the object type, in which case, the number of objects is distributed on all supported object
types.
The adding itself is realized in a relatively simple algorithm which is executed for each object to be
added: Firstly, a random position p within the current domain is determined. Then, the maximum
intersection imax between the boundary sphere of the object to be inserted, located at p, and the
boundary spheres of all other objects is determined. If imax is equal to zero, p is used as position
for the new body. If not, the process is repeated. As this method has obviously the potential to run
innitely, we introduce a maximum number of tries after which the position introducing minimum
intersection is used, simply accepting the intersection. While this is not perfect, it provides fast
execution and reasonable results, also due to the fact, that our simulations resolve small penetrations
easily. For the initialization of the new object, as well as the radius of the bounding box, the default
values (see section 2.3) for the corresponding object type are used.
Removing objects seems also straight forward: Just looking up all selected objects and removing
them should be enough. While this is true in general, this approach introduces holes in our linear
memory layout and these holes introduce some problems, as well as a negative performance impact.
Thus, we ll any holes with valid objects from the end of our buers. Obviously, this changes the
id's, which are generated using the object type and the index, of the aected objects. Consequently,
acceleration structures may need to be rebuild in case of local simulations, and id's of objects in
remote simulations have to be adapted as well.
In case of a remote simulation, any of these changes have to be transmitted of course, where we use
the approach presented in section 3.3.2.
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7 Possible Extensions & Applications
In order to combine all concepts provided so far, we implemented a simulation application which
is independent of a specic simulator or renderer. The main task of the application is the setup
and shutdown of required systems as well as polling user input and using this input to inuence
simulation and rendering. The actual components used, i.e. the actual simulator, renderer, input
systems but also the actual interfaces to external frameworks, SDKs and APIs, are chosen at
runtime, according to a conguration le loaded at program start.
While this simulation application is already very impressive and shows the power of our framework,
we chose to implement additional sample applications in order to demonstrate our framework's
versatility. One example from these applications, a game-like application called LabSphere, is
described in detail afterwards. Additionally, we chose to extend our framework with a new type of
simulation, namely a uid simulation using the smoothed particle hydrodynamics (SPH) method,
and an according visualization.

7.1 LabSphere

Figure 26: Screenshot from our LabSphere application
In order to test the versatility of our framework, we chose to add another, less usual, application,
more precisely a game-like application which we call LabSphere. The concept of the game is to steer
a smaller group of objects, currently spheres, through a labyrinth. To make things more interesting,
this labyrinth is wrapped around a sphere and enclosed by another one (gure 26).
Concerning controlling the game, the function already described in section 5 can be used. More precisely, the user can inuence the camera using our shoulder model, i.e. leaning to a side corresponds
to rotating the camera around the domains center. Additionally, the user can add an external force
using his or her right hand, where the position of the hand relative to a xed point in front of the
chest corresponds to a force vector which is transformed and applied to all particles.
Obviously, some more changes need to be applied to the framework, namely adding a new boundary
condition and the two object types wedge and sink. For the simulation part, we chose to use the
OpenCL DEM simulator described in section 3.2, as performance expectations regarding a single
workstation are higher compared to our other simulators. Furthermore, implementation of spherical
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boundaries and new object types in pe is not easily achievable.
The boundary condition used for this application is called double sphere, where objects are located
and kept between the two spheres. To build the labyrinth, we chose to use wedges, which are, in
our case, dened as the intersection between a triangle and a sphere, where one edge of the triangle
is located entirely outside the sphere (gure 27). Adding new types of objects to our framework is,
due to our abstract data structures, quite easy in general, as also described in section 3.2. The only
thing that requires a little more work, is creating a collision handler for wedges. In our application,
we dene that wedges are immobile, thus force calculation only needs to be performed regarding
spheres. To this end, we dene an algorithm for the calculation of forces resulting from the collision
of a sphere with a wedge. Firstly, we calculate the distance of the sphere's center to the plane
spanned by the corners of the wedge and compare it to the sphere's radius. If this distance is
larger than the radius, there is obviously no collision and an early exit is possible. Otherwise, the
sphere's center position is projected onto the plane and the signed distances to the wedge's edges
are calculated. If these distances are greater than the distance between sphere center and plane,
there are two possibilities. Firstly, the projected point can be located outside the wedge, in which
case no collision is possible. Otherwise, the point is located inside, in which case the collision can be
handled like a collision with a plane, i.e. the resulting contact force is perpendicular to the wedge.
If all these cases are not applicable, the sphere is rolling over one of the edges of the wedge. In
this case, the direction of the contact force is specied to be pointing from the according edge to
the sphere center such that it is perpendicular to the edge. Usually, there would be one other case,
namely the rolling over the arc of the sphere, but this case is not possible due to our geometric
layout and has, thus, not to be taken into account.

Figure 27: Illustration of a wedge inside a boundary sphere
The second object type to be introduced is given by sinks. In our application, sinks are dened
as immobile spherical objects which attract other objects in direct neighborhood. Furthermore,
they are penetrable, but as soon as an object is inside it may not exit again. Concerning the
force, we tried to approximate a magnetic force, i.e. a force which is indirectly proportional to the
squared distance. Concerning the containment, we check for penetration and, if applicable, set the
position of the penetrating object to the sink position. Although this can lead to multiple objects
occupying the same space, this is not a problem in our application, as the contact normal between
these bodies is equal to 0 and, thus, no forces occur. Of course, it would also be possible to delete
the objects, but this would required synchronization with the host code. Additionally, it would
inuence the time required for one iteration in the simulation and, thus, also the perceived speed
of the simulation.
In addition to extending the simulator, altering the renderer is also necessary. However, implementation of the new object types is straight-forward: for the wedges we simply render a triangle
and discard all fragments located outside the boundary sphere, and for particle sinks we reuse the
sphere shader with altered material properties.
Lastly, it is of course also necessary to specify the game logic itself. Here, we rely on a straightforward layout based on game states (gure 28). In detail, that means, that the application can be
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in dierent states, where transition between them is triggered by certain events. Here, the initial
state is always 'waiting for user', i.e. the application assumes, that no valid user has been found
by the skeleton tracking. As soon as this changes, a short countdown is triggered, mainly to signal
the user, that the tracking is working and to give him the chance to prepare. At this stage, the
simulation is reset and the user can already control the camera. After the countdown, the main
game starts, which means that the user is now able to introduce external forces and thus steer the
particles. As soon as each particle is located inside one of the particle sinks, the game stops, the
total game time is evaluated and a highscore is shown.
Additionally, if the user has been lost by the tracking system the game is reset to the 'waiting for
user' state and an appropriate message is printed. Alternatively, pausing the game and resuming
as soon as a new user, who may be identical to the original one, is found would also be possible.
Last but not least, the user also has the possibility to pause and reset the game, where the latter
results in switching to the countdown phase.

Figure 28: Illustration of possible states and transitions for our LabSphere application

7.2 Smoothed Particle Hydrodynamics (SPH)

Figure 29: Screenshot from our SPH simulation
In order to demonstrate and verify the extendability of our framework towards new types of simu44

lation and rendering, we chose to add a smoothed particle hydrodynamics (SPH) simulation as well
as visualization. The main idea of SPH is to approximate a liquid by a group of particles, whose
physical quantities are smoothed around to center. In general, there exist many SPH methods and
applications, e.g. [33, 7, 14], mostly varying in the choice of smoothing functions and approximated
physical quantities. Furthermore, many of the proposed techniques include advanced features like
particle splitting and merging. Concerning our implementation, however, the main goal is not to
create a state of the art SPH simulation, but to verify the extendability of our framework. To this
end, we chose to implement a more or less basic approach based on the work by Mueller [19]. For
reasons of clarity, a detailed derivation of the implemented kernels is omitted.
Concerning the implementation into our framework, basically three steps are required. Firstly, the
new object types, attribute types and parameter types have to be dened, and the corresponding
object groups, attributes and parameters have to be created. Secondly, a new simulator has to
be created, where parts of the rigid body simulator (section 3.2) code can be reused. Lastly, the
required functionality has to be implemented in the form of kernels. Additionally, if desired, a new
application can be developed, but due to our exible model, the main application used for the other
parts of this thesis, can be extended to work also with the new SPH simulation using only a few
lines of code.
Furthermore, due to the fact that the main eort lies on creating the kernels, the inclusion of an
already existing simulation into our framework is quite easy and ecient.
After being able to execute the new simulation, visualizing the results is the next logical step,
where multiple approaches are possible. The rst and most pragmatic solution is representing each
particle through a sphere, where the spheres are rendered using the rigid body method described
in section 4.2. While this already gives a good impression of the global behavior of the uid, and
is thus quite suitable for development and debugging, we wanted to incorporate a visually more
pleasing result. To this end, usually a grid is generated into which all particles are inserted with
respect to the currently used smoothing functions. Then, using this grid as a representation of the
liquid, the actual rendering can be performed through surface extraction, a full ray tracing approach
or volumetric ray casting. In each case, rays are sent out from the camera into the scene, where
the focus lies on extracting the surface, calculating light inuence or accumulating physical values
like the density, respectively. Unfortunately, a full ray tracing approach is to costly in our context,
which is why we exclude this solution. The other two approaches are, however, also not cheap and,
thus, optimization is required. To combat the problem, the shape of the grid, which is usually
axis aligned and uniform, can be altered in such that it is shaped according to the view frustum
[6]. Applying this trick, the traversal of the grid, which is required for rendering, is accelerated
by a large amount. Additionally, we found that storing the frontmost and the backmost positions
for each pixel at grid generation time, enables optimizations when traversing, also speeding up the
whole process.
Ultimately, the shading of the liquid is performed using an extracted surface normal [6] as well
as the accumulated density along the view ray. More precisely, the normal is used to calculate a
specular shading term as well as environment mapping term, which are then combined and used to
render the fragment, also using an alpha blending value generated from the accumulated density.
The actual implementation into our framework projects to implementing a new renderer, which is
similar to the deferred rigid body renderer already presented, and setting up the required shaders.
However, the eorts required to realize the rst step are comparably low, as most of the necessary
functionality is already implemented in the various managers and helper classes.
All in all, the quality and performance of the simulation as well as the visualization could be improved to a certain extend by incorporating even more elaborate techniques. However, as said
before, the main goal of this implementation is the examination of our framework towards extendability. Concerning this point, we found that an easy implementation is given in such that
implementation and integration eorts are reasonably low. Additionally, adding a simulator for a
simulation, that is already existing in some other form, would be even more ecient as the main
work, writing the kernels, could be omitted.
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8 Results
For our performance evaluations, we use a single workstation with 2 2.40 GHz Intel Xeon E5620
CPUs, 24 GB RAM, 2 Nvidia Quadro 4000 graphics cards and Gigabit LAN. Concerning software,
we decided for Windows 7 , Microsoft Visual Studio 2010, Boost 1.51, the Kinect for Windows SDK
v1.5, the DirectX SDK June 2010 and the the Nvidia CUDA SDK v5.0. In cases, where remote
simulations are regarded, we utilize the LIMA cluster located at the Friedrich-Alexander University
in Erlangen, Germany. It features 500 nodes, each equipped with 2 2.66 GHz Intel Xeon 5650
CPUs, i.e. 12 cores plus additional simultaneous multithreading (SMT), and 24 GB RAM.
For test cases, we use data sets containing 64k , 128k , 256k , 512k and 1024k spheres respectively,
which are densely and regularly packed in a tting cube (gure 30). Concerning simulation, we use
our local, OpenCL based DEM simulator (c.f. section 3.2) as well as our remote pe simulator (c.f.
section 3.3.2), where both are coupled with the deferred rendering scheme described in section 4.2.
Furthermore, where not specied otherwise, we render in full HD resolution, i.e. 1920 × 1080 pixels, and use two separate light sources, where both cast shadows, post processing as described in
section 4.4 and vertical sync (vSync).

Figure 30: Screenshot displaying one of the datasets used for performance evaluation

8.1 Visual Performance
We rst want to examine the rendering performance by executing a local simulation using the
above described data sets and dierent congurations regarding visual enhancements. Here, the
observed enhancements are shadow mapping (SM) and environment mapping (EM), as described in
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section 4.2, and screen space ambient occlusion (SSAO), as described in section 4.4. Checking the
results, which are given in gure 31 and table 2, multiple observations can be made. Firstly, adding
environment mapping requires almost no performance at all. The main reasons for this eect is,
that the technique itself is not that expensive and that we use our deferred rendering scheme, which
makes this method independent of the number of objects rendered. Secondly, shadow mapping is
by far the most performance decreasing factor, mostly resulting from the requirement of multiple
render passes in which all objects need to be processed. Thirdly, screen space ambient occlusion is
also rather costly for smaller data sets, although the same argumentation concerning complexity as
for environment mapping holds. Lastly, the combined render times reect the accumulated impacts
of the single techniques, where the main inuence is obviously the shadow mapping. In consequence,
this suggests that incorporating techniques for visual enhancement is unproblematic as long as the
complexity is constant. For other methods, the impacts can be dire and the user has to choose, if
the increased visual pleasure is worth the reduced frame rates.
Of course, these observations are only valid for larger problem sizes. Yet, render times quickly
loose importance for smaller problem sizes anyway, as the refresh rate of the monitor becomes the
limiting factor.

Figure 31: Achieved performance for dierent visual enhancements
Dataset
No visual enhancements [FPS]
Shadow mapping with two light sources (SM) [FPS]
Environment mapping (EM) [FPS]
Screen space ambient occlusion (SSAO) [FPS]
EM, SM and SSAO [FPS]

64k
20
13
19
16
12

128k
15
11
15
13
10

256k
12
8.6
12
11
8.0

512k
9.0
6.3
9.0
8.3
6.0

Table 2: Achieved performance for dierent visual enhancements
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1024k
6.7
4.7
6.7
6.3
4.5

8.2 Remote Simulation Performance
Furthermore, we wanted to assess the performance, that can be achieved when using a remote
simulator. Here, the update rate is probably the most important factor, which is why we develop
an approximation that can be used to predict achievable performance. Additionally, we also validate
the created model with actual performance evaluations.
Observing our framework in the context of remote simulators, there are several processes which
inuence update performance, i.e. the time required for one update (update, up ): Firstly, any data
describing objects has to be collected (collect, col ) and sent (send ) by the clients. Secondly, this
data has to be received by the host (receive, recv ), processed in such that it is written to the internal
data structures (process, proc ) and be streamed to the GPU (gpu ). Lastly, an acknowledgment has
to be sent to the clients (ack ), although this can also be done after receiving and before processing
the data. Additionally, overhead produced by the framework as well as by performed simulation
iterations (iteration, it ) has to be taken into account.
Obviously, each of these operations is performed exactly once per update. However, apart from
the ack operation, parallel execution is possible, where three groups of operations, which may be
performed concurrently, can be isolated: on the host side receive can run parallel to process and
gpu, which, in turn, have to be synchronized as they access the same data structure. Additionally,
all operations on the client side can again run parallel to host operations. Combining these ideas,
the time required for one update can be approximated by


tup ≈ tack + max trecv , (tproc + tgpu ), max (nit tc,it + tc,col + tc,send )) ,
c∈C

where C is the group of all clients and nit the number of iterations performed per update step.
Due to the mechanism implemented to synchronize the processing of messages on the client side,
as described in section 3.3.1, it takes at least 3 iterations until a message is consumed, i.e. until an
acknowledgment is processed and a new update can be performed. Furthermore, the acknowledgment usually only arrives after a new iteration has been started, resulting in at least 4 iterations
per update step.
Firstly, we want to get a rough estimate for these times or at least for the associated operations.
While an actual measurement is presented later, we also chose to have a closer look at the dierent
components.
In order to get a good estimate of the network performance, we decided to implement a simple
benchmark. Here, we basically examine two cases, namely the broadcasting of identical information
from one host to many clients and the collection of dierent information from many clients through
one host. While dierent congurations regarding the usage of synchronous and asynchronous
operations are possible, we chose to examine only the one closer, that we are using in our framework.
More specically, this means using synchronous send and asynchronous receive operations, for host
and client alike. However, direct measurement of required times is dicult, mostly due to the usage
of asynchronous operations and intermediate buers. Thus, we chose to send a short acknowledge
message for each received message and measure the time from the beginning of the actual operation
to the end of the acknowledgment operation. Results for our test setup with 48 processes and 20
runs per message size can be seen in gure 32.
While we also found, that the variance concerning our measurements is quite high, a general trend
is easily recognizable. Thus, these values can be used to approximate the mean time required for
the network communication in our framework.
As a second benchmark, we wanted to approximate the process operation. To this end, we abstract
the underlying operation, which is reading index and object data from a linear buer, i.e. the
network buer, and writing these data according to their indices to the appropriate buers. For our
benchmark, in order to get consistent results, we use, contrary to our actual framework, only one
input buer. Also using varying amounts of data, we get results as depicted in gure 33. Obviously,
the results scale linearly and can thus, using n as the number of elements to be processed, be
approximated by
bench
tbench
proc (n) ≈ fproc n,
bench
where fproc
≈ 2 · 10−5 .
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Figure 32: Collecting performance for varying message sizes and 24/48/96 processes

Figure 33: Benchmarked performance for the abstracted process operation
Regarding GPU transfer times, maximum achievable performance can easily be determined. As we
are using a PCI-E2.0x16 interface, the theoretical bandwidth for one directional transfers is given
MB
by bmax
gpu = 8000 s . Thus, a minimum for tgpu , in dependency of the data size m, can be given
by
m
tgpu (m) ≤ max
bgpu
Additionally, we chose to measure performance for some simple test cases regarding single operations
as well as global behavior. The used test cases consist of data sets containing 64k , 128k , 256k , 512k
and 1024k spheres, respectively, which are densely and regularly packed in a tting cube (gure 30).
Domain decomposition is done using 4 × 3 × 4, i.e. a total of 48, processes and we chose to take
measurements with and without compression. Unfortunately, as previously described, timings for
actual network operations are hardly measurable, which is why we chose to omit them in the results
given in table 3 and gure 34.
Taking a look at the determined times for the compressed and uncompressed versions of process,
an almost ideal linear scaling is visible. Comparing the results with the benchmark described
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Label
#Objects
mrecv [M B]
mcomp
recv [M B]
tproc [ms]
tcomp
proc [ms]
tgpu [ms]
maxc∈C tc,coll [ms]
maxc∈C tcomp
c,coll [ms]

64k
65536
2
0.75
8.2
11.2
0.6
0.93
0.95

128k
131072
4
1.5
15.5
20
1.1
2.4
2.6

256k
262144
8
3
31
40
3.4
5.1
5.3

512k
524288
16
6
61
78
5.0
10
10.6

1024k
1048576
32
12
125
155
10.0
18
21

Table 3: Overview of used data sets and achieved component performance

Figure 34: Overview of the achieved performance for single components
above, it is evident, that the scaling is almost identical, but that results vary by a xed factor.
Thus, including this factor fproc in our calculations, it is possible to use the benchmark values as
input:
bench
tproc (n) ≈ fproc tbench
proc (n) ≈ fproc fproc n.
comp
≈ 7.5. Regarding an explanation for the
For our test setup, we found that fproc ≈ 6 and fproc
deviation from the benchmark values, multiple reasons are possible. Firstly, in the benchmark,
there is only one linear input buer with a xed memory layout, while in our application, multiple
ring buers with more complicated memory layouts are used. Secondly, the benchmark is running
without the interference of other threads and no synchronization is required. Lastly, our application includes a more complicated code which performs additional tasks like, e.g., keeping track of
changed objects (c.f. section 2.3) and, if required, decompression.
The time required to transfer the data to the GPU also scales linearly, analogous to the expected behavior. Again, a multiplying factor can be applied to get an estimate for the real-time requirements,
resulting in
m
tgpu (m) ≈ fgpu ttheor
gpu (m) = fgpu max ,
bgpu

where m is the data size, bmax
gpu the maximum GPU bandwidth and, for our test setup, fgpu = 2.7.
On the client side, the send operation can, again, not be timed directly. Concerning the times
required for collect, for the compressed and uncompressed versions alike, a linear scaling is visible.
Consequently, using a factor fcollect and the number of target objects n, tcollect can be assessed
by
tcoll (n) ≈ fcollect n.
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Approximating the number of objects for one client by the total number of objects divided by the
number of clients, the required factors can be assessed by fcollect ≈ 9 · 10−4 for the uncompressed
comp
and fcollect
≈ 9.5 · 10−4 for the compressed version, respectively.
As mentioned before, the times required for the performed network operations are not directly
measurable, however, using our benchmark, a rough assessment is possible. While for simple messages, like e.g. acknowledgments, this time can be directly approximated by tack ≈ 1ms, for more
complicated transfer operations, the size of each message m has to be taken into account. To this
end, the size required to represent one object mobj has to be regarded, where in our case 1 unsigned
int for the index, 3 oats for the position and 4 oats for the rotation are required. Assuming 4B
per oat or unsigned int, this translates to

mobj = 32B.
Obviously, this value is lower when using compression, where the actual number depends on the
chosen parameters. In our case, we use 20bit for the id, 3 · 14bit = 42bit for the position and
3 · 11bit + 1bit = 34bit for the rotation. Consequently, the compressed object data size can be
expressed by
mcomp
= 20bit + 42bit + 34bit = 96bit = 12B.
obj
Thus, using the total number of objects n, the combined message size is given by

nclient msend = mrecv = nmobj
and the resulting transfer time can be approximated by

trecv ≈
and

tsend ≈

nmobj
mrecv


=
nmobj
bbench (msend )
bbench nclient

msend
nmobj
.

=
nmobj
bbench (msend )
bench
nclient b
nclient

The last part, the time required for one iteration of the simulation, can again only be approximated.
Thus, we assume a simulation, which runs suciently fast, i.e. such that it doesn't become the bottle
neck.
Combining all these results, an approximation for the total update time required can be given
by


tup (n) ≈ tack + max trecv , (tproc + tgpu ), max (nit tc,it + tc,col + tc,send ))
c∈C

≈ tack + max [t1 , t2 , t3 ]
with

t1 =

nmobj


bbench

nmobj
nclient



bench
t2 = fproc fproc
n + fgpu

and

t3 = nit max (tc,it ) + fcoll
c∈C

n
nclient

+

m
bmax
gpu
nmobj


nclient bbench

nmobj
nclient

 ).

To roughly validate the achieved performance assessment, we compare the actual update rates of
our framework. As tit is dicult to determine, we chose to also include update rates for runs with
paused simulations, i.e. nit = 0. Furthermore, we extended our setup with some runs on a dierent
number of cluster nodes and, thus, processes. However, for reasons of clarity and comprehensibility,
we do not include an extensive comparison, but only a choice variation, more precisely, we modify
the number of processes for the 256k sample from 48 to 24 and 96, respectively. Results for these
51

measurements are depicted in table 4, table 5 and table 6. It is evident, that our approximation is
not always spot-on, but already gives a good overall impression. This holds especially true when
taking into account, that many important factors vary a lot (e.g. gure 32). Furthermore, at least
for our test cases, the time required for one simulation iteration seems to be the limiting factor for
an actual application. Additionally, the impacts on the expected run-times of the simulation are
acceptable.

Figure 35: Overview of the achieved update rate with and without simulating as well as with and
without compression
Label
64k
128k
#Objects
65536
131072
nmobj [M B]
2
4


bench M B
b
750
820
s
t1 [ms]
21
39
t2 [ms]
8.6
17
max
t3 [ms]
nit tmax
+
1.7
n
t
+ 3.3
it it
it
without simulating, i.e. nit = 0
tup [ms]
22
40
rup [ 1s ]
45
25
real
rup
51
19
rel Error
12%
32%
with simulating
real
rup
16
6.5

256k
262144
8

512k
524288
16

1024k
1048576
32

860
74
34
nit tmax
+ 6.5
it

870
147
69
nit tmax
+ 13
it

870
294
137
nit tmax
+ 26
it

75
13
9.5
37%

148
6.8
4.9
39%

295
3.4
2.4
42%

3.5

1.4

0.75

Table 4: Comparison of the predicted and the real update rate without compression (fproc = 6,
bench
fproc
= 2 · 10−5 , fgpu = 2.7 and fcoll = 9 · 10−4 )
In summary, our framework is able to achieve interactive update rates for systems with up to
one million objects, at least given a suitably fast simulation. Utilizing our presented compression
techniques enables great increases in terms of update rates while keeping impacts on the simulation
to a minimum.
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Label
64k
128k
#Objects
65536
131072
nmobj [M B]
0.75
1.5


bench M B
b
650
730
s
t1 [ms]
9.2
16
t2 [ms]
10
20
t3 [ms]
nit tmax
+ 1.5 nit tmax
+ 2.9
it
it
without simulating, i.e. nit = 0
tup [ms]
11
21
rup [ 1s ]
90
47
real
rup
85
40
rel Error
5.9%
18%
with simulating
real
rup
12
6.2

256k
262144
3

512k
524288
6

1024k
1048576
12

820
29
40
nit tmax
+ 5.8
it

840
57
81
nit tmax
+ 12
it

880
109
162
nit tmax
+ 23
it

41
24
25
4.0%

82
12
10
20%

163
6.2
5.3
17%

4.6

2.4

1.1

comp
Table 5: Comparison of the predicted and the real update rate with compression (fproc
= 7.5,
comp
bench
−5
−4
fproc = 2 · 10 , fgpu = 2.7 and fcoll = 9.5 · 10 )

Label
nclient = 24 nclient = 24, comp.
#Objects
262144
262144
nmobj [M B]
8
3


bbench MsB
870
840
t1 [ms]
74
29
t2 [ms]
34
40
t3 [ms]
nit tmax
+ 13
nit tmax
+ 12
it
it
without simulating, i.e. nit = 0
tup [ms]
75
41
rup [ 1s ]
13
24
real
rup
12
26
rel Error
8.3%
7.1%

nclient = 96
262144
8

nclient = 96, comp.
262144
3

820
78
34
nit tmax
+ 3.3
it

730
33
40
nit tmax
+ 2.9
it

79
13
5.5
136%

41
24
13
86%

Table 6: Comparison of the predicted and the real update rate for varying number of processes
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9 Conclusion
We presented the concept and the implementation of our VIPER framework, which provides the
possibility to execute dierent physical simulations and visualize the results in real-time. Additionally, VIPER enables direct inuence of the simulation and visualization by the user, using multiple
means, including skeleton tracking and speech recognition.
To demonstrate some of the possibilities of the framework, dierent simulation types, such as rigid
body and uid simulations, were implemented. Furthermore, possible target hardware for the included simulations, ranging from the CPUs or the GPU of a single workstation to small clusters,
was presented. We showed, that our framework is compatible with any of the given simulations
and that extendability towards other types is given. In case of remote simulations, we examined
required communication and possible performance optimizations, in our case realized by applying
compression methods. Additionally, we demonstrated, that the VIPER framework is open towards
dierent visualization strategies and methods, amongst which we implemented several. Performance
impacts introduced by the main visual enhancements were presented as well. We also showed, that
the implementation of new simulation and visualization modules is quick and easy, also due to the
clear interfaces and the functionality already provided by our resource managers and other helper
classes. Concerning the computational steering part, already implemented input devices and possible steering applications were discussed. Here, we could show, that typical tasks, like the creation
of data sets and the tuning of parameters, are greatly accelerated.
By implementing a new application, a physics based game, we could verify, that the creation of new
applications using our framework requires only little eort. Lastly, we examined the performance of
our framework, and could prove, that data sets with up to one million rigid bodies can be updated
and rendered with interactive rates using a remote simulation executed on a cluster.
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10 Future Work
In order to further improve the performance of our framework concerning remote simulations, the
optimization of the networking and data processing speed may be a good starting point, as they
represent two possible bottle necks. To this end, more elaborate compression techniques are possible. However, it might also be interesting to think about techniques which boost the performance
of the data processing step, e.g. by, at least partly, circumventing the internal data structures and
performing the decompression directly on the GPU while rendering.
Another important eld of research are visualization strategies, which provide even better visual
results while still maintaining real-time ability. To this end, real-time ray tracing and associated
strategies might be one possible option. Additionally, when using remote simulations, some kind of
pre-rendering of the data on the single compute nodes might be interesting. This holds particularly
true, if a rigid body and a uid simulation are coupled. Here, the utilization of a voxelized representation of the simulation domain might lead to interesting results, especially when combining
with specialized compression methods or representation forms like sparse octrees.
Lastly, extending the means of input and developing new steering applications for our framework
could also be benecial.
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