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Abstract
This work proposes a local grid refinement scheme for the lattice Boltzmann
method. In the field of computational fluid mechanics, the lattice Boltzmann method
has become an aspiring numerical scheme. Though the application of local grid
refinement techniques is highly developed in conventional methods such as the finiteelement or the finite-volume scheme, the development of these techniques is an issue of
current research for the lattice Boltzmann method. The presented local grid refinement
scheme is based on the volumetric description of the lattice in terms of grid cells rather
than grid nodes. The simulation domain is subdivided into block-grids of different
resolution level according to a static a-priori assignation. In order to provide for an
efficient parallelization of the scheme, the blocks can be distributed among the available
processes dependent on a particular load balancing strategy, which incorporates the
properties of the locally refined grids. The validation of the proposed local grid
refinement techniques is performed by benchmark computations simulating a threedimensional laminar flow around a cylinder. For these benchmarks, results in good
agreement with the reference solutions could be obtained. It has been examined that
the different techniques presented within the local grid refinement scheme introduce
particular phenomena affecting the quality of the simulation results. Moreover, the
runtime as well as the memory requirements could be effectively reduced in contrast to
the original uniform lattice Boltzmann method.
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INTRODUCTION

Introduction
Motivation

In science and engineering, the field of computational fluid dynamics (CFD) has established
itself for industrial tasks as well as for academic questions. In general, numerical simulation
is more and more used as an alternative or even as a replacement for real experiments, which
often employ (miniature) models in order to measure data within particular experiment
runs. Among other things, the trend towards computational engineering is driven by the fact
that model changes within those conventional experiments usually come along with huge
temporal delays and additional material purchases. Thus, they can become quite expensive
in general. Moreover, especially in fluid mechanics, the measurement probes employed
within the experiments often introduce distortions on their own due to their sheer presence
inside the flow domain. Besides that, the projection of the experimental results on the real
problem is not always feasible due to its high complexity in the first place. Hence, their
application field is quite limited. In contrast to that, CFD offers a high flexibility and a fast
realization of model changes while being able to consider numerous parameters at the same
time. Therefore, CFD simulations provide for an economic research & development process
in various application fields.
Most CFD software is based on solutions to the commonly approved Navier-Stokes
(NS) equations. However, in the past few decades the lattice Boltzmann (LB) method, as a
relatively young numerical scheme, has attracted the attention of many CFD researchers. In
most practical numerical simulations, the bottleneck is embodied by the lack of sufficient
computing power due to the large number of degrees of freedom. Hence, the application of
a solely uniformly discretized grid does not provide for an efficient computational procedure
since, in many cases, unnecessary degrees of freedom are spent within regions of the
simulation domain where actually no significant variations of the physical quantities are
present. Those cases involve various scenarios, e.g., multi-scale or multi-phase flows with
large local gradients, flows around immersed obstacle objects, or flows within far-field
boundaries. Therefore, the development and application of local grid refinement techniques
is necessary. While their application is widely disseminated and fully approved in many
conventional numerical methods, such as the finite-element or the finite-volume scheme,
their development for the LB method has only begun less than two decades ago. Some
pioneering work in this field has been done by Filippova et al. [11, 12]. Further publications
focusing on local grid refinement techniques based on the node-based formulation of the LB
method can be found in [7, 10, 13, 26, 42]. In addition, a lot of different local grid refinement
schemes have been proposed for the cell-based formulation of the LB method [5, 6, 34, 43],
as well.
The main scope of this work is the implementation of a static block-structured grid
refinement algorithm for parallel three-dimensional LB simulations within the waLBerla
software framework. The main focus lies on the local grid refinement techniques introduced within the cell-based formulation of the LB method. However, techniques from
the node-based formulation are also examined for their application within the proposed
local grid refinement scheme. Two main aspects drive the development of the local grid
refinement algorithms in this work. On the one hand, the focus is laid on the reduction of the
computation time in terms of the wall-clock time as well as the minimization of the memory
requirements. On the other hand, the numerical accuracy of the original LB method is to be
1
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properly preserved.

1.2

Structure of this Work

This work is divided into five sections, loosely following the prominent IMRAD structure.
Section 2 begins with an introduction to the basics of the uniform LB method. Readers
experienced with the discrete velocity stencils and the collision operator models might
directly want to step into Section 2.4 which describes the applied parametrization approach
necessary to connect the lattice space to the physical system. Section 2.5 introduces the
local grid refinement scheme to the LB method. Besides the presentation of the essential
physical properties holding for the multi-scale lattice grid, the differences of the already mentioned cell- and node-based formulation in connection to the applied local grid refinement
techniques will be described.
Section 3 focuses on the actual implementation of the block-structured grid refinement
scheme within the software framework waLBerla that will be shortly introduced. Moreover,
the data organization of the blocks will be presented in detail. In Section 3.3, a step-by-step
description of the implemented local grid refinement algorithms is provided.
Section 4 deals with the performed benchmark computations describing a 3D laminar
flow around a cylinder [35] in order to validate the proposed grid refinement techniques.
Moreover, the momentum exchange method is introduced for the calculation of the fluid dynamic force which is decisive for the evaluation of the benchmark results (cf. Section 4.1.2).
Section 4.2 and 4.3 will discuss the qualitative results of the examined local grid refinement
techniques as well as their quantitative performance in comparison to the original uniform
LB method. Section 5 concludes this work.

2
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THE LATTICE BOLTZMANN METHOD

The Lattice Boltzmann Method
Basics

Regarding CFD applications, most conventional schemes aim for numerical solutions to
the NS equations. The continuity equation (2.1) and the momentum equation (2.2) ensure
mass and momentum conservation, respectively. For an incompressible fluid, they can be
expressed as follows:
∇ · ∇u = 0

(2.1)

1
∂
u + (u · ∇u) + ∇p − ν∆u = 0.
∂t
ρ

(2.2)

The system of second-order partial differential equations is solved by a discretization in time
and space. Usually, numerical methods such as finite differences, finite elements, or finite
volumes are employed to derive the macroscopic solution values, e.g., the pressure p and the
fluid velocity u. According to [23], the nonlinear convective term u · ∇u in Equation (2.2)
makes the numerical treatment of the NS equations complicated as well as computationally
expensive.
In the recent past decades, the LB method has developed to a promising alternative
approach to face problems in the field of CFD. Historically, the LB method originates from
the lattice gas automata (LGA). In contrast to the numerical treatment of the NS equations,
the LGA method divides time and space into steps forming a lattice and discretizes the fluid
as particles, which are located at particular points in space. Throughout this work, those
points are denoted as cells. The particles are represented by a Boolean number and are only
allowed to move in certain directions defined by the discrete velocity space. See [40] for
more information about the general idea of LGA.
Instead of the Boolean number in the LGA method, the LB scheme introduces a floating
point valued particle distribution function (PDF). These PDF values are determined as
a solution to the LB equation, which represents a special discretization of the kinetic
Boltzmann equation. In fact, the relation between the LB method and the Boltzmann
equation had been proven independent of the LGA method [22, 37]. The kinetic Boltzmann
equation reads
∂f (t, ξ, x)
∂f (t, ξ, x)
+ξ·
= Ω̃ (f, f 0 ) ,
∂t
∂x

(2.3)

where the continuous PDF f (t, ξ, x) denotes the probability of a particle to exist at location
x at time t with velocity ξ. The kinetic Boltzmann equation models a mesoscopic perspective
on the quantities to be solved. The left-hand side of Equation (2.3) models the advection of
particles driven by the microscopic velocity ξ. Ω̃ represents the collision operator, which
models the interaction of particles located at x. It makes the kinetic Boltzmann equation a
complex integro-differential equation [13].
A discretization of Equation (2.3) in the velocity space yields the discrete Boltzmann
equation (or Discrete Velocity Model [22]) with the discrete microscopic velocities ei :
∂fi (t, ei , x)
∂f (t, ei , x)
+ ei ·
= Ω̃i (t, x).
∂t
∂x
3

(2.4)
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This is a valid discretization step for a low Knudsen and a low Mach number. More details
about the derivation of the LB equation from the Boltzmann equation and the method’s
relation to the NS equations can be found in [15, 25, 32]. After another discretization step
of Equation (2.4) in time and space, e.g., using finite differences, the general LB equation
becomes
fi (t + ∆t, x + ei ∆t) = fi (t, x) + Ωi (t, x),

i = 0, . . . , (Q − 1).

(2.5)

Q denotes the number of discrete velocity vectors ei of the applied stencil model. Figure 2.1
shows two possible stencils for the velocity space, the d2q9 and the d3q19 model. The
notation dDqQ has been introduced first by Quian et al. in [32]. D describes the space
dimension and Q the number of discrete velocity directions.
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Figure 2.1: d2q9 stencil (left-hand side) and d3q19 stencil (right-hand side).
The d2q9 stencil is possibly the most popular model for the two-dimensional case [23].
For a detailed introduction to the d2q9 model, see [31, 40]. As illustrated, the stencil has
nine different velocity directions. Each cell on the lattice grid contains a stationary velocity
in the center which models fluid particles at rest. Moreover, there are four velocities along
the Cartesian axes and four diagonal velocity directions. Hence, the fluid particles are
restricted to move along the eight directions pointing to neighboring cells or to rest in the
current cell.
However, due to the focus on three-dimensional simulations, the model used in this
thesis is the d3q19 model which employs 19 velocities. In addition to the nine velocities
of the d2q9 stencil, which are positioned horizontally within the cube depicted on the
right-hand side in Figure 2.1, the d3q19 model contains another two velocities along the
third Cartesian axis as well as eight directions as a combination of two axes. According
to [23], the d3q19 model combines fast calculation and good approximation, while showing
less instability than other three-dimensional models such as the d3q15 stencil.

4
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As already indicated, ei denotes the discrete velocity set with 0 ≤ i ≤ 18:
eC = c · (0, 0, 0),
eN,S = c · (0, ±1, 0),
eW,E = c · (±1, 0, 0),
eT,B = c · (0, 0, ±1),
eN W,N E,SW,SE = c · (±1, ±1, 0),
eT N,T S,BN,BS = c · (0, ±1, ±1),
eT W,T E,BW,BE = c · (±1, 0, ±1).
In order to improve readability, the indices 0 . . . 18 are replaced by directional abbreviations,
which are denoted as C (center), N (north), S (south), W (west), E (east), T (top), B
(bottom), and all relevant combinations of these main directions. Table 2.1 provides the
mapping between each velocity direction and the corresponding index applied in this work.
The velocity constant c is defined as c = ∆x/∆t, where ∆x = ∆y = ∆z denotes the cell
size in each dimension and ∆t describes the discrete time step length. Both parameters are
understood in lattice length scales. The velocity constant c is directly connected to the speed
of sound on the lattice:
1
cs = √ c.
3

(2.6)

Throughout this work, the velocity constant is chosen as c = 1 ⇒ ∆x = ∆t. In most cases,
∆x and ∆t are parametrized on the lattice and become ∆x = ∆t = 1. See [23] for detailed
information on this.
0 7→ C

3 7→ W

6 7→ B

9 7→ SW

12 7→ T S

15 7→ BN

1 7→ N

4 7→ E

7 7→ N W

10 7→ SE

13 7→ T W

16 7→ BS

2 7→ S

5 7→ T

8 7→ N E

11 7→ T N

14 7→ T E

17 7→ BW

18 7→ BE

Table 2.1: Mapping of the indices to the corresponding velocity directions for the d3q19
model.
The number of fluid particles moving in a particular lattice direction is dictated by the
macroscopic fluid quantities in this cell, e.g., density and velocity. Those quantities are
determined as the moments of the PDF values with respect to the discrete velocity set ei .
For each cell, density and momentum are calculated as follows:
X
ρ=
fi ,
(2.7)
i

ρu =

X

ei fi .

(2.8)

i

In the incompressible case [21], Equation (2.8) becomes
X
ρ0 u =
e i fi ,
i

5

(2.9)
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where ρ0 represents a constant reference density. In this case, ρ describes the density
variation. Pressure is formulated as
p = c2s ρ.

(2.10)

Practically, the LB equation (cf. Equation (2.5)) is solved in two simple steps:
a) Collision step:
f˜i (t, x) = fi (t, x) + Ωi (t, x),

(2.11)

where f˜i denotes a post-collision PDF. The collision step is a purely local step modeling the
interaction of particles at time t in a cell located at position x (see Figure 2.2). There exist
a lot of approximations for the collision operator Ω. Section 2.2 will present two selected
approaches that have been examined and applied in this work.

Collision

Figure 2.2: Collision step for the d2q9 stencil. Outward pointing arrows denote postcollision values.
b) Streaming / Propagation step:
fi (t + ∆t, x + ei ∆t) = f˜i (t, x).

(2.12)

The propagation step describes the advection of particles. Corresponding to the velocities ei ,
the PDFs are pushed from the current cell to the respective neighboring cells (cf. Figure 2.3).
Hence, the propagation step implies information exchange between neighboring cells. In
terms of a distributed parallel programming paradigm, this step includes communication
between different processing units. This will be dealt with in more detail throughout
Section 3.
In fact, the execution of the two steps is not bound to the given order. It is also possible
to perform the streaming step prior to the collision step as long as the correct propagation
paradigm is applied. A change in order affects the propagation step in such a way that the
PDF values need to be pulled from the neighboring cells instead of being pushed in the
opposite direction. Furthermore, both operations can be combined into a single step for the
sake of performance improvements [23]. The presented order, i.e., the collision is performed
prior to the propagation step, can be fused into a single collide-stream step, also known as
push-scheme. In the opposite case, the fused stream-collide step is denoted as pull-scheme,
which is the scheme applied throughout this work.
6
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Propagation

Figure 2.3: Propagation step for the d2q9 stencil. Inward pointing arrows denote postpropagation values.

2.2

Collision Operator Models

This section describes two common approaches to model the collision operator Ω for its
application within the LB method. Afterwards, a short comparison of the stability limits of
both models will be presented.
2.2.1

Bhatnagar-Gross-Krook Operator

Bhatnagar, Gross, and Krook (BGK) have shown in [1] that the PDF values can be described
by Maxwell distribution functions, provided that the modeled gas is close to its equilibrium state. The BGK operator belongs to the single-relaxation-time (SRT) models and is
formulated as follows:
1
Ωi (t, x) = − (fi (t, x) − fieq (t, x)) .
τ

(2.13)

The relaxation time τ can be interpreted as the mean time passing between two subsequent
collisions of a molecule [13]. It is connected to the lattice viscosity ν as
τ=

ν
1
+
.
c2s 2

(2.14)

The equilibrium distribution function fieq (t, x) models an approximation of the Maxwellian
equilibrium state. In the compressible case [32], the equilibrium distribution function is
expressed as


ei u 9 (ei u)2 3 u2
eq
fi (t, x) = wi ρ 1 + 3 2 +
−
.
(2.15)
c
2 c4
2 c2
For the incompressible case [21, 24], it becomes


ei u 9 (ei u)2 3 u2
eq
fi (t, x) = wi ρ + wi ρ0 3 2 +
−
.
c
2 c4
2 c2

7

(2.16)
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The weighting factors wi depend on the stencil model applied as well as the velocity
direction i. For the d3q19 model, the weighting factors read as follows:
1
wC = ,
3
1
wN,S,W,E,T,B = ,
18
1
wN W,N E,SW,SE,T N,T S,T W,T E,BN,BS,BW,BE = ,
36
X
⇒
wi = 1.

(2.17)

∀i

2.2.2

Multiple-Relaxation-Time Operator

The multiple-relaxation-time (MRT) operator has been introduced first by d’Humières et al.
in [9]. The MRT operator models the collision in the following way:
Ω(t, x) = M −1 S (M f (t, x) − meq (t, x)) .

(2.18)

The PDF values f (t, x) are transformed into the moment space by a multiplication with the
transformation matrix M . In the case of the d3q19 stencil, this operation creates a new space
out of 19 linear independent moments m = M f (t, x). These moments are then relaxed
with the diagonal collision matrix S. Afterwards, the collided moments are transformed
back to velocity space by multiplication with the inverse of matrix M . Employing several
different relaxation times for the non-conserved moments results in a higher stability of
the LB method [13]. Moreover, the MRT operator becomes suitable for a wider field of
applications compared to the less complex SRT models [7].
Again, S = {si,i , i = 0, . . . , Q − 1} is the diagonal collision matrix containing the
different relaxation parameters. The original model from [9] employs a matrix M with
orthogonal basis vectors φ, i.e., hφa , φb i = 0, a 6= b. In [13], a similar model is proposed.
However, in contrast to the former approach, the basis vectors are orthogonal only with
respect to
hφa , W , φb i = 0, a 6= b,

(2.19)

where W = diag(wi ) is known from Equation (2.17). In addition, the equilibrium moments
meq as well as the collision parameters si,i are defined slightly different in both approaches.
The applied MRT collision operator in this work follows the implementation in [13]. There,

8
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the non-zero equilibrium moments are defined as follows:
meq
0 = ρ,

2
2
2
meq
1 = ρ0 ux + uy + uz ,
meq
3 = ρ0 ux ,
eq
m5 = ρ0 uy ,
meq
7 = ρ0 uz ,

2
2
2
meq
9 = ρ0 2ux − uy − uz ,

2
2
meq
11 = ρ0 uy − uz ,

(2.20)

meq
13 = ρ0 ux uy ,
meq
14 = ρ0 uy uz ,
meq
15 = ρ0 ux uz ,
According to [13], the reference density ρ0 is set to ρ in the compressible case. In this work,
the incompressible case is applied and the reference density is chosen as ρ0 = 1.
The diagonal entries of the collision matrix yield:

s1,1 = s2,2 = s4,4 = s6,6 = s8,8 = s10,10 = s12,12
s9,9 = s11,11

s0,0 = s3,3 = s5,5 = s7,7 = 0,
= s16,16 = s17,17 = s18,18 = −1, (2.21)
1
= s13,13 = s14,14 = s15,15 = − .
τ

In general, the relaxation parameters si,i of the non-conserved moments can be chosen freely
in the range [−2, 0]. The optimal choice for these values is problem specific and demands
further investigation [8, 9, 19, 20]. In agreement with [13], the value −1 has been assigned
to those parameters.
2.2.3

Stability Limits

As indicated by Equation (2.14), the kinematic viscosity on the lattice is directly connected
to the relaxation time. From a theoretical point of view [7], the kinematic viscosity ν
has an upper limit of 1/6. However, a precise lower bound is not given. The decisive
constraint in this case is the numerical stability of the LB method. Considering the stability
limit of the BGK approach, ν has a lower bound of approximately 10−2 depending on the
complexity of the simulated flow. Due to the stabilizing effect of the MRT model, it allows
for a lattice viscosity in the order of 10−4 . Hence, the corresponding lower bounds for the
relaxation times τBGK ≈ 0.53 and τM RT ≈ 0.5003 should not be exceeded in a practical
LB simulation.

2.3

Boundary Conditions

There is no unique mapping from the macroscopic quantities of the NS equations to the
PDF values of the LB method. Hence, the implementation of boundary conditions is much
more laborious in LB simulations. In general, bounce-back boundary conditions are used to
realize corresponding Dirichlet boundary conditions. This section presents the boundary
conditions used in this work.
9
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Simple-Bounce-Back

The simple-bounce-back boundary condition models a no-slip boundary condition suitable
for the simulation of stationary walls at which all velocity components vanish to zero. The
basic idea is that any PDF value that is about to cross the wall in direction i gets reflected
back in the opposite direction ı̄. Hence, the average momentum exchange over time becomes
zero. In the case of the applied full-way scheme, this can be expressed as
fı̄ (t, xb ) = fi (t, xb + eı̄ ∆t).

(2.22)

xb is a no-slip boundary cell and xb + eı̄ ∆t is a neighboring fluid cell. Figure 2.4 depicts
this step graphically. The boundary handling is performed prior to the propagation step in
which the reflected PDF values stream back into the fluid domain. The major drawback
of the simple-bounce-back method is the restriction to straight walls which lie directly in
the middle of two neighboring cells. For curvilinear or askew walls, this simple scheme
provides only first order accuracy [13]. In such cases, more advanced boundary condition
schemes, e.g., the Boundary-Fitting method, should be taken into account [2, 18].

xb

Simple-Bounce-Back

xb

Figure 2.4: No-slip boundary condition in case of the simple-bounce-back scheme. The
thick black line denotes the location of the stationary wall.
2.3.2

Velocity-Bounce-Back

The velocity-bounce-back boundary condition is similar to the simple-bounce-back scheme.
In contrast to a stationary impenetrable wall, it is able to model a wall moving with a certain
velocity uw . In fact, the momentum normal to the wall is reversed and gains an additional
momentum due to the wall velocity uw . According to [29], this can be expressed as:
fı̄ (t, xb ) = fi (t, xb + eı̄ ∆t) − 2ρ0 wi

hei , uw i
.
c2s

(2.23)

The first part of Equation (2.23) represents the reversing effect of the no-slip component,
while the second part introduces the movement of the wall.
2.3.3

Simple Pressure Anti-Bounce-Back

The applied simple pressure boundary condition within this work is based on the pressure
anti-bounce-back (PAB) scheme examined in [20]. In fact, it is a simplified version of the
10
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PAB condition and is evaluated at a corresponding boundary cell in the following way:


p0 9
2
(2.24)
+ hei , ui .
fı̄ (t, xb ) = −fi (t, xb + eı̄ ∆t) + 2wi
c2s
2
The first term models the anti-bounce-back behavior (cf. Equation (2.22)). The second half
of Equation (2.24) describes the symmetric part of the equilibrium function dependent on
the flow velocity u at the neighboring fluid cell and the constant pressure p0 defined at the
boundary.

2.4

Parametrization: Physical System ↔ Lattice System

The fluid mechanics within any LB simulation should model the behavior of a real physical
system. One of the first issues arising from this requirement is the choice of suitable
lattice units defined for the LB method [27]. In fact, the quantities on the lattice should be
equivalent to the physical quantities with respect to a well defined parametrization model.
The connection between both systems, i.e., the physical and the lattice system, can be made
through a particular dimensionless quantity: the Reynolds number (Re). In any system of
units, the Reynolds number is determined as
Re =

Ū L0
,
ν

(2.25)

where Ū and L0 denote the reference velocity of the flow and the reference length scale of the
simulation, respectively. ν denotes the kinematic viscosity of the fluid in the corresponding
system of units. The lattice system represents the given physical system if it employs the
same Reynolds number.
The parametrization is a necessary tool to connect the physical system (p) with the
lattice system (lb). As an example, the physical SI unit meter (m) can be expressed in lattice
spacings (ls). In the same way, the physical unit second (s) is connected to the time on the
lattice (lt). In practice, it is a convenient approach to choose a suitable reference velocity
Ūlb on the lattice independent of the given physical quantity Ūp . Moreover, the reference
length scale in lattice units can be determined by the ratio of the physical reference length
scale and the discrete spatial step size:
L0,lb =

L0,p
.
δx

(2.26)

Assuming that Ūlb and L0,p are given, δx and the lattice viscosity νlb need to be chosen
according to Equation (2.25) in such a way that the Reynolds number is always kept equal
among both systems. Hence, the parametrization of the physical system allows for the
fine-tuning of critical LB quantities, such as the kinematic viscosity, without sacrificing the
behavior of the physical system. Therefore, it also serves as a helpful tool in order to control
possible stability limits of the collision operator (cf. Section 2.2). In fact, the presented
parametrization approach based on the Reynolds number has been successfully applied
within the benchmark simulations presented in Section 4.
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Local Grid Refinement

This section presents the details of the derivation of the local grid refinement technique as
an extension to the uniform LB method. The pursued refinement strategy in this work is
based on a-priori refined Cartesian lattice grids, often denoted as locally embedded uniform
grids in the literature, e.g., [34]. The overall LB simulation domain is organized in several
blocks, each block containing a uniform lattice grid. Local grid refinement is realized by
assigning different grid resolution levels to different blocks. Naturally, blocks covering
regions of higher interest, e.g., due to large gradients in the solution, are assigned a finer
resolution than other blocks which cover less demanding parts of the simulation domain. A
more detailed description of the implementation of the block-structured grids as well as the
data organization can be found in Section 3.2.
In contrast to the uniform LB method, the locally refined scheme employs quantities
of different scales. Further, such quantities are referred to as level-dependent quantities
and are denoted with a subscript letter l. For an easier understanding, Figure 2.5 depicts a
segment of a typical non-uniform grid in two-dimensional space. Throughout this work,
two different neighboring resolution levels will be denoted as coarse grid (subscript c) and
fine grid (subscript f ), respectively (see Figure 2.5). Although this notation only describes
the relative resolution level difference between two neighboring blocks, it is a sufficient
representation in many cases and simplifies the following explanations significantly.

∆xc

∆x

f

Figure 2.5: Simple example for a non-uniform LB grid with two different resolution levels,
referred to as coarse (c) and fine (f ) resolution.
The discrete spatial step size on the coarsest grid, i.e., grid level l0 = 0, is chosen as
∆xl0 = 1 in this work. Successively refined resolution level quantities are marked with
l = 1, 2, . . ., respectively. As indicated in Figure 2.5, the lattice cell size is exactly halvened
in each refinement step. Hence, the level-dependent discrete step size ∆xl for l ≥ l0 yields:
 l−l0
1
.
∆xl =
2

(2.27)

Considering the presented local grid refinement scheme, the neighboring blocks are only
allowed to have a resolution level difference of at most one. Accordingly, a single coarse cell
occupies the same space as 2D cells of the fine level neighbor (D refers to the corresponding
12
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dDqQ model). For reasons of simplicity, most of the shown illustrations depict a twodimensional representation of the simulation space. However, the presented expressions
and algorithms describing the proposed grid refinement technique are applicable for the
three-dimensional case in the same way.
2.5.1

Physical Properties

According to [7], the kinematic viscosity and the speed of sound are the most important
physical quantities for the simulation of fluids in isothermal systems. Hence, they play an
important role for the physical properties of the LB method. In the following, the general
influence of both quantities as well as their relation to the local grid refinement scheme will
be explained.
2.5.1.1

Speed of Sound

The lattice speed of sound (see Equation (2.6)) needs to be defined constant among different
grid resolutions. From the numerical point of view, the transport of information (here: the
PDF values f ) inside the system is bound by the maximum propagation speed. In one
time step ∆tl , information can not travel more than the distance ∆xl = c · ∆tl . Hence, the
maximum propagation speed on the lattice becomes:
c=

∆xl
.
∆tl

(2.28)

Knowing that ∆xf = 12 ∆xc (cf. Figure 2.5), it follows that ∆tf = 12 ∆tc in order to keep
the speed of sound constant among different refinement levels. This implies that the fine
grid needs to perform two LB steps whereas the coarse grid performs only a single LB step
to propagate information in time and space on both grids in the same way. Hence, the fine
grid generally performs twice as many LB cycles as the coarse grid. Section 3.3 will deal
with this kind of time-stepping scheme in more detail.
2.5.1.2

Kinematic Viscosity

According to Equation (2.14), the kinematic viscosity and the relaxation time are related in
the following way (c = 1):
τ = 3ν +

1
2

⇔

ν=

τ
1
− .
3 6

(2.29)

However, when local grid refinement is applied, both quantities become level-dependent.
According to Section 2.4, the kinematic viscosity plays an important role for the evaluation
of the Reynolds number (see Equation (2.25)). Since δxf = 1/2 · δxc , the lattice reference
length scale on the fine grid becomes twice as large as on the coarse grid: L0,f = 2 · L0,c .
Assuming a constant characteristic velocity, the lattice viscosity on the fine grid also needs
to be chosen twice as large in order to keep the Reynolds number constant among different
resolution levels, i.e., νf = 2 · νc . As a result, the relaxation time needs to be evaluated
dependent on the resolution level, as well. For any resolution level l, it follows:
1
τl = 3νl + .
2
13
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In some cases, it is more convenient to calculate the level-dependent relaxation times τl
from a given relaxation time on the coarsest grid: τl0 . This approach is equivalent to
Equation (2.30) and τl can be expressed as
τl0 − 21
1
+ .
τl =
∆tl
2

(2.31)

In fact, the maximum number of different grid resolution levels is directly restricted by the
range of stable values for the kinematic viscosity. According to the stability limits discussed
in Section 2.2.3, the MRT collision operator allows for a larger range of resolution levels
than the BGK model. Further examinations on the limit of the number of possible refinement
levels in connection to the employed collision operator model have been presented in [7].
2.5.2

Cell- vs. Node-based Formulation: Existing Refinement Techniques

There is a basic difference in existing techniques introducing local grid refinement to the
original LB method. Rohde et al. [34] pointed out that the difference whether the lattice
grid is based on a cell- or a node-based formulation becomes a relevant issue when local
grid refinement is applied. In order to clarify the main differences between both techniques,
Figure 2.6 compares two equally set up locally refined LB grids in two-dimensional space.
The figure on the left-hand side depicts the node-based formulation where fine grid nodes,
e.g., P1 and P2, lie directly on the boundary edge between the coarse and the fine grid. In
fact, P1 is a coarse and a fine grid node at the same time. P2 is a so-called hanging node.
On the right-hand side of Figure 2.6, the cell-based approach (also: volumetric approach)
is shown. As the name indicates, the embedded grids consist of grid cells rather than grid
nodes. Hence, in contrast to the node-based approach there are no fine cell centers that
exactly coincide with a corresponding coarse cell center at the resolution level boundary.
That is one of the main reasons why the distinction of the two formulations becomes relevant
for the local grid refinement scheme. However, both formulations have in common that they
introduce an interface (see Figure 2.7) in order to propagate information between different
grid resolutions. It is implemented in such a way that it covers both grids to a certain extent,
creating an overlap. The overlap is necessary in order to determine the unknown PDF values
in the interface cells of one grid with the help of known information from the corresponding
cells of the other grid and vice versa. In particular, the conservation of mass, momentum,
and energy (MME) plays a decisive role for the information propagation among different
resolution levels.
Local grid refinement techniques based on the nodal formulation have been presented
by various research groups, e.g., Filippova et al. [11, 12], Dupuis et al. [10], Crouse [7], and
Freudiger [13]. Their grid refinement algorithms usually involve three steps implemented at
the interface between two grids of different resolution level:
• Scaling of the non-equilibrium part of the PDFs from the coarse to the fine grid and
vice versa. This step depends on the applied collision operator model.
• Spatial interpolation of coarse grid nodes in order to determine the PDF values of fine
hanging nodes.
• Temporal interpolation from the coarse to the fine grid prior to the intermediate time
step (T + ∆tf ) → (T + ∆tc ) on the fine grid.
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P1

P2

Figure 2.6: Node-based formulation (left-hand side) and cell-based formulation (right-hand
side).
Since the grid layouts of both formulations differ in particular at the interface region,
the techniques introduced for the node-based approach are not applicable for the cell-based
description in the same way. However, different grid refinement algorithms based on the
volumetric formulation have been examined and presented as well, e.g., Chen et al. [5, 6],
Rohde et al. [34], and Yu et al. [43]. In the local grid refinement techniques following the
volumetric formulation, the PDF values fi are considered as mass particles propagating
from coarse grid cells to fine grid cells and vice versa [34]. Hence, mass is conserved in a
natural way. The relevance of the interface between two different resolution levels is similar
to the former scheme, however, different steps are applied to transport information among
the grid boundaries properly. According to Rohde et al. [34], the local grid refinement
scheme can be implemented more efficiently if no scaling of the non-equilibrium part is
applied, since the scheme becomes independent of a particular collision operator model. As
a conclusion, they found that the refinement technique itself provides for a proper rescaling
between different grid resolutions. In case of the cell-based formulation, the original LB
algorithm is usually extended by two operations performed at the interface [6]:
• Explosion
– Each coarse cell explodes into a number of corresponding fine interface cells.
Most often, this is performed as a uniform or a linear distribution of PDF values
from the coarse to the fine grid.
• Coalescence
– It is the counterpart to the explosion step. The fine cells coalesce into the
corresponding coarse interface cells. Usually, this is applied as an arithmetic
average of the PDF values from the fine to the coarse grid.
Chen et al. proposed a grid refinement algorithm based on the explosion and the coalescence
operation which satisfies exact MME conservation laws [6]. Since the software framework
waLBerla (see Section 3.1) incorporates the cell-based formulation of the lattice grid, this
work focuses on a block-structured grid refinement technique based on the algorithmic ideas
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of Chen, Rohde, and Yu. Additionally, the focus lies on parallel scalability as well as on an
examination of different techniques from both formulations. A detailed description of the
investigated and implemented algorithms will be presented in Section 3.3.

Figure 2.7: Exemplary two-dimensional interface (hatched area) between two grids of
different resolution level. In order to propagate information between both grids, the interface
contains cells of both resolution levels.
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Parallel Block-Structured Grid Refinement in waLBerla

This section deals with a detailed description and the actual implementation of the blockstructured grid refinement scheme. First of all, the software framework waLBerla, within
which this work’s code has been developed, is introduced. Furthermore, the organization of
the grids in blocks as well as the blocks’ data structure will be presented in Section 3.2. Afterwards, Section 3.3 will focus on a step-by-step description of the implemented algorithms
which introduce the local grid refinement to the original LB method.

3.1

The waLBerla Framework

The widely applicable lattice Boltzmann solver from Erlangen, for short waLBerla, is a
massively parallel and flexible simulation framework developed at the Chair for System
Simulation belonging to the Friedrich-Alexander-Universität Erlangen-Nürnberg. Initially,
the framework focused on the LB method in order to simulate specific CFD scenarios.
Today, its applicability has been extended in order to solve various kinds of problems based
on structured grids.
Besides the fundamental challenges of simple adaptability and extendability for new
tasks within the field of fluid mechanics, the waLBerla project aims for physical accuracy
and high performance computing, as well. Nowadays, the framework serves as a well
equipped library in order to allow for a simple development of newly created simulation
tasks. Moreover, it is developed to meet the requirements of researchers, code-optimizers,
and software engineers at the same time. Therefore, waLBerla is also suitable for the
cooperation with industrial companies [39].
The entire software framework waLBerla is developed in the C++ programming language. This choice allows for the development of a high performance code without sacrificing the flexibility requirements of the framework. Among other things, waLBerla makes
use of template programming techniques and code polymorphism in order to exploit the
merits of the programming language in the best possible way within performance critical
and less critical parts.

3.2

Organization of the Blocks

In the software framework waLBerla, the simulation domain is initially decomposed into
blocks of equal size. In order to adapt the initial block-grid to a particular setup of a given
three-dimensional simulation geometry, any block can be further subdivided into eight
smaller blocks. Those eight smaller blocks together occupy the same area as the larger
block (cf. Figure 3.1). Geometrically, this can be interpreted as an octree data structure with
each initial block modeling the root of a separate octree. Smaller blocks can be understood
as children held in the next lower tree level with respect to the level of the corresponding
larger parent block. The resulting geometry of the different blocks can be imagined as a
forest of octrees [3, 4]. In fact, waLBerla does not operate on octree data structures within
the actual LB simulation. Instead, the octree structure is only employed for the initial setup
of the block-structured simulation domain. The actual data structures operated on in the
running simulation are discussed in the following.
In order to realize the local grid refinement approach as introduced in Section 2.5,
each newly created smaller block needs to employ the same number of cells as its parent
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block. This way, the cell size of the smaller block becomes ∆xsmall = 1/2 · ∆xlarge , which
is in accordance to Equation (2.27). It is implied, that each refinement step of any block
generates a memory consumption increment of factor eight. Moreover, it has already been
pointed out that the fine grid performs twice as many LB cycles as its coarse equivalent.
Hence, if workload is defined as the number of cells weighted by the number of cycles,
a single refinement step generates a workload increment of factor 16. This factor grows
exponentially with the number of different resolution levels employed in the simulation.

Figure 3.1: Refinement step of a single coarse block (left) into eight fine blocks (right). For
the sake of a clearer illustration, the fine blocks have been translated apart from each other.
Since this work focuses on a static block-structured grid refinement, the blocks marked
for refinement are known a-priori. Different to adaptive grid refinement schemes, the grid
does not change any more once the simulation has been started. Hence, the structure of the
blocks is not changing any more either. For parallel simulations employing the Message
Passing Interface (MPI), the resulting block-grids are distributed among the number of
available processes on the employed computing machine(s). The task to decide which block
is assigned to which process is part of the load balancing strategy.
Generally, blocks belonging to a particular process are denoted as local blocks, while
others are referred to as remote blocks. In order to perform the propagation step properly
(cf. Section 2.1), information, in terms of the PDF values, needs to be communicated
between neighboring blocks. Hence, the LB grid within each block is extended by an
additional ghost layer. Figure 3.2 depicts a block with its inner grid cells (dark red color)
and the surrounding ghost layer cells (light gray color), which are used in each time step
to synchronize the cell data at the border between neighboring blocks. In general, the
use of ghost layer cells holding the information of remote cells allows for an efficient
parallelization of the LB method without sacrificing its simple two-step solution procedure
(see Section 2.1). In fact, the grid refinement algorithms presented here do not only use the
ghost layers in their original sense but also use them to model the interface between blocks
of different resolution level. Hence, the interface modeling is the reason for the application
of a double ghost layer in contrast to a single layer (cf. Figure 3.2). This will be dealt with
in Section 3.3 in more detail. Throughout the rest of this work, the terms interface and ghost
layer are used synonymously.
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Figure 3.2: Block with inner grid cells (dark red color) and ghost layer cells (light gray
color).
In waLBerla, the block-structured LB grid is fully distributed among the processes. In
fact, each process carries data for its local blocks only and does not store any information
about remote blocks outside of its direct neighborhood. Hence, the memory consumption
on a single process solely depends on the size of the local block-grids and not on the
entire simulation domain. For a proper parallel scalability, the distribution of blocks among
different processes becomes an important task. Naturally, it is considered desirable to reduce
the idle times of processing units often caused by an imbalanced load distribution. Hence,
it is an efficient strategy to perform the load balancing based on the introduced workload
parameter of each block in order to distribute the computational work as evenly as possible
among the processes.
Due to the restriction of the allowed refinement level difference of neighboring blocks
to at most one, there exist only three different neighborhood types from the perspective
of each block: equal-level, coarse-to-fine, or fine-to-coarse neighborhood. In general, two
blocks are neighboring blocks if they have a common face, edge, or vertex. In the case
of an equal-level block neighborhood in a certain direction, the corresponding block sees
exactly one neighbor in this direction. For a coarse-to-fine neighborhood, it holds that the
corresponding coarse block has four fine neighbor blocks in the case of a shared face, two
in the case of a common edge, and one in the case of a shared vertex. Hence, in the case of
multiple neighbor blocks in a particular direction, it is necessary to keep track of each of
the finer neighboring blocks, e.g., by indexing the neighbors, in order to communicate the
correct part of the coarse block’s data. In the last case of a fine-to-coarse neighborhood, the
corresponding fine block has exactly one coarse neighbor in the respected direction.

3.3

Algorithmic Details

As already indicated in Section 2.5.2, the algorithmic key parts for introducing local grid
refinement to the LB method take place at the interface between two neighboring blockgrids of different resolution level. Figure 3.3 shows a typical two-dimensional example of
an interface region in west (W ) ↔ east (E) direction. As depicted, both grids, coarse on
the left- and fine on the right-hand side, employ their own interface cells (hatched area).
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This contrasts with the approaches in [6, 34, 43], where a single interface layer is shared
among both grids. However, since this work focuses on a distributed parallel algorithm
and neighboring grids most certainly lie on different processes, the employment of separate
interfaces has been preferred. The interface merges into the neighboring grid by the size of a
single coarse grid cell, respectively. This yields a total size of the overlapping area of 2∆xc
among both grids (cf. Figure 3.3). The fine grid needs 2D times the number of interface
cells compared to the corresponding coarse grid to cover the same area in a D-dimensional
space. In the grid refinement algorithms presented in this work, the information exchange
between both grids happen at the respective overlap, i.e., the overlap between inner cells of
one grid and the interface cells of the other grid.

Δxc

Δxf
overlap

Figure 3.3: Interface region between two W ↔ E neighboring grids of different resolution
level. Each grid employs its own interface (hatched area), such that the overlap is 2∆xc in
total. The thick black line denotes the boundary of the corresponding inner grid.
First of all, some relevant terms should be defined:
• Neighboring cells
– Two cells are neighboring cells if they have a shared face, edge, or vertex and
belong to the same block including its interface.
• Inner cells
– Cells that do not belong to the interface.
• Interface cells
– Cells that belong to the interface (hatched areas in Figure 3.3).
• Second interface
– On the fine grid, this is the outer layer of cells belonging to the interface, i.e., the
layer which penetrates the neighboring coarse grid the most (see horizontally
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hatched area in Figure 3.3). Since the coarse grid only employs a single interface
layer, this term is solely used on the fine grid.
• First interface
– On the fine grid, this is the inner layer of cells belonging to the interface. On
the coarse grid, this term just describes the interface as a whole. First interface
cells have at least one inner neighboring cell (cf. vertically hatched areas in
Figure 3.3).
• First inner cells
– Inner cells that have at least one neighboring cell that belongs to the first interface
(see red-colored cells in Figure 3.3).
• Second inner cells
– Inner cells that have at least one neighboring first inner cell. However, they do
not belong to the first inner cells themselves (cf. gray-colored cells in Figure 3.3).
• Equal-Level communication
– Communication step between two neighboring blocks of equal resolution level.
This step provides for the information propagation among block boundaries prior
to the ordinary streaming step on each block. The interface cells of both blocks
just serve as a copy of the corresponding remote cell of the neighboring block,
respectively. As indicated in Section 3.2, this step might involve communication
routines based on MPI to share information between neighboring blocks assigned
to different processes.
• Coarse-to-Fine communication
– Communication step between a coarse and a neighboring fine block with the
same objective and methodology as in the equal-level case. However, this step
additionally involves the aforementioned explosion operation (see Section 2.5.2).
• Fine-to-Coarse communication
– Communication step between a fine and a neighboring coarse block involving
the coalescence operation (cf. Section 2.5.2).
The following illustrations describe the basic grid refinement algorithm implemented in
this work. Figure 3.4a depicts the interface region and the corresponding inner grid cells of
both grids. In this two-dimensional example, the blocks happen to be north (N ) ↔ south (S)
neighbors. Practically, the two grids would lie on top of each other due to the definition
of the overlapping interface region (cf. Figure 3.3). However, for the sake of a clearer
illustration both grids are shown as if they would have been translated apart from each other.
For the same reason, only the PDF values pointing towards the communication direction are
shown, even though each valid cell employs a full set of Q PDF values. At this point, both
grids hold post-collision solutions f˜i valid at time t in their inner grid cells. The interface
cells (gray-colored area) in Figure 3.4a are not holding valid information.
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overlap
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Step 1

Step 2a

Step 2b

Step 3a

Step 3b

Figure 3.4: Grid refinement algorithm with uniform explosion operation. Cells with a dashed
surrounding line are interface cells. Arrows pointing outwards with respect to the cell center
denote post-collision data, arrows pointing towards the cell center denote post-propagation
values.
Step 1: Synchronous communication step in both directions
The coarse-to-fine communication step comprises the uniform explosion, i.e., the PDF
values of the coarse first inner cell are distributed uniformly among the corresponding
interface cells of the fine grid. This step is in agreement with the algorithms presented
in [6, 34, 43] and can be expressed as
f˜i,f (t, xf ) = f˜i,c (t, xc ),

(3.1)

where xf = xc ± 1/4 · ∆xc denotes the cell centers of the fine interface cells which are
located symmetrically around the cell center of the respective inner cell of the coarse grid.
Figure 3.5 illustrates the relative cell center locations at the overlapping cells between a
coarse and a fine grid in 2D.
Regarding the fine-to-coarse direction, the corresponding first and second inner fine
cells perform a coalescence operation. Hence, the PDF values that are gathered in the coarse
interface cell are the arithmetic averages of the respective fine values:
1 X˜
f˜i,c (t, xc ) = D
fi,f (t, xf ).
2

(3.2)

Figure 3.6 depicts both operations more graphically. After this synchronous communication
step, the interface cells on both grids are valid (cf. Figure 3.4b).
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xf4

xf3
xc

xf2

xf1

Figure 3.5: Cell center locations relative to each other at the overlap between a coarse grid
cell and the corresponding fine grid cells. If xc is an inner cell on the coarse grid, its PDF
values are exploded among the fine interface cells located at xc ± 1/4 · ∆xc . In the opposite
case, i.e., if the fine cells are inner cells on the fine grid, the PDFs of all four fine cells are
incorporated in the coalescence operation to determine the unknown PDF data at the coarse
interface cell at xc .

Uniform explosion

Coalescence

Figure 3.6: Uniform explosion (left-hand side) and coalescence operation (right-hand side).
Step 2a: Propagation step on both grids
A streaming step is performed on both grids (see Section 2.1). The PDF values propagate
from the interface in direction to the inner domain as shown in Figure 3.4c. It should be
noted that the corresponding PDFs from the second interface cells stream into the first
interface cells on the fine grid. Both, second interface cells on the fine grid as well as the
interface cell on the coarse grid become invalid after this step.
Step 2b: Collision step on both grids
Both grids perform a separate collision step (cf. Figure 3.4d). In contrast to the coarse
grid, the first interface cells on the fine grid are included in this operation. Hence, at
this point, the fine inner cells as well as the fine first interface cells carry post-collision solutions valid at time t+∆tf . The data in the coarse inner cell is already valid at time t+∆tc .
Step 3a: Propagation step on the fine grid only
This propagation step is performed on the fine grid only. The PDF values, originally coming
from the coarse grid, propagate further into the inner fine domain (see Figure 3.4e). In fact,
information has now propagated the same distance as on the coarse grid. Moreover, the first
interface cells on the fine grid become invalid.
Step 3b: Collision step on the inner fine grid only
A second collision step on the inner fine grid is performed (cf. Figure 3.4f). The solution in
the fine inner cells is now valid at time t + ∆tc . This completes a single step of the grid
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refinement algorithm.
As presented in this algorithm and introduced in Section 2.5.1, the fine grid performs
twice the number of time steps in comparison to the coarse grid. This scheme is also known
as nested time-stepping [13]. Figure 3.7 shows the nested time-stepping approach for three
different resolution levels. The second asynchronous time step on the fine grid relative to
the respective coarse grid will be denoted as intermediate time step from now on.
2
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Figure 3.7: Nested time-stepping scheme for three different resolution levels.
3.3.1

Linear Explosion

In [5], it is shown that the uniform explosion operation ensures first order accuracy of
the hydrodynamic solution at the interface. Using the uniform explosion, Rohde et al.
encountered a staggered solution profile with small staggering amplitude on the fine grid [34].
Similar effects of the uniform explosion operation could have been confirmed in the process
of this work (cf. Section 4.2). In order to reduce the staggering amplitude and to increase
the accuracy of the refinement technique, Chen et al. [6] proposed a second order accurate
linear interpolation scheme instead of the naive uniform distribution. The extension only
affects step 1 in the above presented algorithm. In contrast to the uniform distribution of
coarse PDF values among the underlying fine interface cells (see Equation (3.1)), a linear
distribution is introduced:
f˜i,f (t, xf ) = f˜i,c (t, xc ) + (xf − xc ) · Φi (t, xc ).

(3.3)

In the present case of symmetrically placed fine cell centers with respect to the location of
the corresponding coarse cell center (see Figure 3.5), any arbitrary vector function Φi (t, xc )
satisfies precise conservation of MME within the explosion operation [6]. However, the
proposed natural choice for Φi (t, xc ) is an approximation to the physical gradient ∇f˜i,c
which yields
Φi,α (t, xc ) =

f˜i,c (t, xc + eα ∆xc ) − f˜i,c (t, xc − eα ∆xc )
,
2∆xc

(3.4)

where eα denotes the versor with respect to the Cartesian direction α = x, y, z. α is
restricted to directions parallel to the considered interface. Hence, xc ± eα ∆xc represents
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the center of neighboring coarse cells taken into account for the evaluation of the central
finite difference in Equation (3.4). It can be deduced from Equation (3.3) and (3.4) that the
linear interpolation only affects the explosion result for locations xf perpendicular to the
direction of the interface (cf. Figure 3.8). The corresponding pair of fine second and first
interface cells still carry the exact same PDF data after the linear explosion step.
Neighborhood direction

Linear explosion

Figure 3.8: Linear explosion operation within the coarse-to-fine communication step.
Unfortunately, the improvement in numerical accuracy comes along with a minor
drawback concerning the implementation of the actual information exchange between
both grids, i.e., the communication procedure. In fact, the evaluation of the central finite
difference in Equation (3.4) might depend on information from neighboring interface cells.
This is the case at block edges and corners, where two different interfaces of the same block
meet. Hence, the communication step, i.e., step 1, can not be applied synchronously any
more. Instead, the fine-to-coarse communication step needs to be performed prior to the
coarse-to-fine direction in order to already have the coalesced values present in the coarse
interface cells needed for the calculation of Φ (cf. Equation (3.4)). Figure 3.9 illustrates
this situation for the N ↔ S communication direction. The coarse interface cell marked
with red PDF arrows in the center of the illustration needs to contribute information for the
evaluation of the gradient for the currently considered coarse inner cell’s explosion operation
(dark gray-colored cell with black arrows). Therefore, a fine-to-coarse communication step
in the perpendicular W ↔ E direction needs to be performed prior to the coarse-to-fine
communication step across the current N ↔ S interface. Though this restriction does not
complicate the algorithm significantly, a theoretical increase in idle time is introduced due to
the asynchronous communication procedure. Therefore, it is worth to examine if the higher
order of accuracy pays off in comparison to the increase of the idle times of processing
units. The benchmark results of both explosion variants as well as the cause and effect of
the staggering amplitude on the fine grid will be compared in Section 4.
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Step 2: coarse-to-fine communication
In N ↔ S direction

3

Step 1: fine-to-coarse communication
in W ↔ E direction

Figure 3.9: In this simple example, the evaluation of the gradient (cf. Equation (3.4)) for the
linear explosion of the inner coarse cell (dark gray color with black arrows) needs information from a neighboring interface cell (hatched cell with red-colored PDF arrows) in order to
complete the coarse-to-fine communication step in the current N ↔ S direction. Assuming
the considered coarse block has a fine neighbor block in W direction, the corresponding
interface cell only contains valid PDF data if the fine-to-coarse communication in W ↔ E
direction has already been performed prior to the current coarse-to-fine procedure.
3.3.2

Temporal Interpolation

Based on the examinations in [7, 11, 13], a temporal interpolation step is necessary for the
temporal continuity among different resolution levels. Though this additional coarse-to-fine
communication step has only been found in context with the node-based formulation, it
has been considered a suitable extension to the grid refinement algorithm developed in this
work. Practically, the temporal interpolation takes place during a second coarse-to-fine
communication step prior to the intermediate time step on the fine grid. It is designed to
provide solution values valid at time t + ∆tf for the interface cells on the fine grid. Hence,
the temporal interpolation step serves as a replacement for the first interface inclusion
within the collision step on the fine grid in step 2b. Accordingly, there is no need for the
information propagation between the interface cells on the fine grid in step 2a, as well. This
way, the extension of the grid refinement algorithm by a temporal interpolation step allows
for the use of only a single interface layer on the fine grid.
According to [7], a constant temporal interpolation is sufficient for steady-state flow
simulations. However, for the simulation of instationary flows at least a linear interpolation
is proposed. This is performed as an arithmetic average of coarse grid PDF values from
time t and t + ∆tc :

1˜
Ψ(t + ∆tf , xc ) =
fi,c (t, xc ) + f˜i,c (t + ∆tc , xc ) .
(3.5)
2
In order to clarify the impact of the temporal interpolation step on the previously presented
algorithm more clearly, Figure 3.10 introduces the basic changes graphically. Though the
initial situation is the same as in the previous case (cf. Figure 3.4a), it should be noted that
both grids employ only a single interface layer.
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b)

c)

e)

d)

f)

g)

overlap

a)

Step 1

Step 2a

Step 2b

Step 3

Step 4a

Step 4b

Figure 3.10: Grid refinement algorithm (cf. Figure 3.4) including the additional temporal
interpolation step as well as the linear explosion operation.
Step 1: Asynchronous communication step in both directions
This step is in accordance with step 1 of the previous algorithm. The explosion operation
as such does not change since only the number of receiving fine interface cells has been
reduced by factor 1/2. However, instead of the uniform explosion in Figure 3.4b, a linear
explosion step is applied at this point (see Figure 3.10b). Hence, the communication step
needs to be performed asynchronously in this case. The coalescence operation is performed
in the exact same way as before.
Step 2a: Propagation step on both grids
In contrast to the former algorithm, the first interface cells on the fine grid are not pulling
information from neighboring cells, hence they are not actively included in the propagation
step and become invalid.
Step 2b: Collision step on both grids
Both grids perform a separate collision step (cf. Figure 3.10d), however, this time the first
interface cells on the fine grid are not included in this operation since they carry invalid data.
Step 3: Additional communication step in the coarse-to-fine direction
This step introduces the temporal interpolation. According to Equation (3.5), Ψ is evaluated
at the coarse first inner cell and exploded into the fine interface cells in agreement to step 1.
In the case of a linear explosion, Equation (3.3) needs to be considered, as well. Afterwards,
the fine interface cells carry information valid at time t + ∆tf .
Step 4a & 4b:
These steps are equivalent to the steps 3a and 3b from the previously presented algorithm.
Though the necessity of only a single interface layer on both grids allows for a less
memory consuming implementation as well as a reduction of the communication effort,
the additional coarse-to-fine communication step might restrict the performance of the
load balancing. According to the introduced workload-based block → process distribution
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(cf. Section 3.2), a fine block represents twice as much workload as a coarse block. A
load balancing algorithm based on this property would assign two coarse blocks to the first
process and one fine block to the second process if only two processes and three blocks
were considered in this simple example. After both processes performed a single LB step
on one block in the same period of time, the second processing unit encounters an idle state.
This is due to the fact that the fine grid needs to wait for the temporally interpolated PDF
values from the neighboring coarse blocks in order to go on with its intermediate time step.
However, the first process is still busy completing the current LB step on the second local
coarse block. Hence, temporal interpolation might lead to severe performance breakdowns
if this exemplary situation is encountered within a practical simulation. Section 4.2 will deal
with a qualitative comparison of the presented grid refinement techniques. The practical
impact of the temporal interpolation step on the performance of the algorithm will be
examined in Section 4.3.
3.3.3

General Double-Recursive Algorithm

The grid refinement algorithms depicted in Figure 3.4 and Figure 3.10 show the steps that
are performed at an interface between a coarse and a fine grid. In order to describe the entire
LB algorithm for an arbitrary number of refinement levels, the general algorithm does not
only focus on the implementation parts that are coming with the local grid refinement alone,
but it also comprises the necessary parts of the original LB method. In fact, the nested timestepping scheme (cf. Figure 3.7) has been realized by a double recursive implementation
of the grid refinement algorithm. Altogether, Listing 1 in Appendix A illustrates the
pseudocode for a single LB step of the parallel block-structured grid refinement algorithm
employing an arbitrary number of refinement levels.
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Validation

4.1

3D Laminar Flow around a Cylinder

M. Schäfer and S. Turek proposed several benchmark computations for 2D and 3D laminar
flows around a cylinder in [35]. Originally, the benchmark has been defined for a comparison
of different solution approaches for the incompressible NS equations. The benchmarks that
are applied for the validation of the grid refinement techniques in this work are denoted as the
3D-1Q and the 3D-1Z configuration. Figure 4.1 depicts the setup of the 3D-1Q configuration.
The only difference to the 3D-1Z configuration is that the 3D-1Q setup employs a cylinder
with square cross-section instead of a cylinder with circular cross-section. The rest of the
simulation setup, however, is equivalent for both configurations.

U=V=W=0
2.5m

(0,H,H)

Outflow plane

0.16m
1.95m
U=V=W=0
0.1m
0.1m

H
0.45m

0.15m

H=0.41m
(0,H,0)

(0,0,0)

U=V=W=0

Inflow plane

Figure 4.1: General setup of the 3D-1Q configuration. It employs a cylinder with square
cross-section, while the cylinder in the 3D-1Z configuration has a circular cross-section.
The height and width of the channel is both H = 0.41 m. The side/diameter length
of the cylinder with square/circular cross-section is D = 0.1 m. The cylinder is placed
asymmetrically inside the channel with respect to the z-axis in such a way that its location
is slightly shifted to the bottom of the channel. The inflow condition uin = (U, V, W ) is
defined in terms of a parabolic velocity profile
U (0, y, z) = 16Um yz

(H − y)(H − z)
,
H4

V = 0,

W = 0,

(4.1)

where Um = 0.45 m/s. The inflow boundary is modeled with the presented velocity-bounceback scheme (cf. Section 2.3.2). The surrounding walls of the channel apply the simplebounce-back rule as described in Section 2.3.1, while the outflow of the channel is modeled
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by the pressure anti-bounce-back boundary condition (see Section 2.3.3) with the constant
pressure p0 ≡ 0.
The characteristic velocity of the flow yields Ū = 4/9 · Um and the physical kinematic
viscosity of the fluid is given as ν = 10−3 m2/s. Hence, the Reynolds number becomes
Re = Ū D/ν = 20. The physical phenomena under these conditions describe a steady-state
flow forming two symmetric vortices behind the cylinder. The validation with the reference
solutions from [35] is based on the drag (cD ) and lift (cL ) coefficient of the fluid dynamic
force. These force coefficients are defined as follows for a cylindrical obstacle:
2Fx
,
ρŪ 2 A
2(Fy + Fz )
2Fz
cL =
=
.
ρŪ 2 A
ρŪ 2 A

cD =

(4.2)
(4.3)

A describes the area of the obstacle as seen from the perspective of the inflow plane. For
the given problem it holds that A = D · H for both cylinder types. Since the cylinder
obstacle covers the channel completely in the direction of the y-axis, the corresponding
force component Fy in Equation (4.3) becomes zero due to the resulting symmetry effect. A
prominent approach for the calculation of the fluid dynamic force F = (Fx , Fy , Fz ) within
the LB method will be described in the upcoming section.
4.1.1

Momentum Exchange Method

The momentum exchange method serves as an adequate and efficient scheme for the LB
method to calculate the fluid dynamic force F acting on an immersed obstacle, such as the
cylinder given in the benchmark problem. According to [30], momentum exchange between
two opposing directions of neighboring LB cells is defined as
ei fi (t, x) − eı̄ fı̄ (t, x + ei ∆tl ),

(4.4)

where eı̄ ≡ −ei . Hence, for each given obstacle cell xb the momentum exchange with all
neighboring fluid cells yields
X
ei [fi (t, xb ) + fı̄ (t, xb + ei ∆tl )] ,
(4.5)
i6=0

where x = xb + ei ∆tl marks a fluid cell. Simply summing the contributions over all
boundary cells xb belonging to the body, the total force acting between the fluid and the
obstacle can be obtained by:
i
XX h
F=
ei f˜i (t, xb ) + f˜ı̄ (t, xb + ei ∆tl ) .
(4.6)
xb

i6=0

Here, the force F is evaluated after the collision step is carried out and the values of f˜i in
the obstacle cell have been calculated according to the boundary condition. Equation (4.6)
can be simplified for the present case, where the simple-bounce-back scheme is used as
the boundary condition model of the obstacle. In accordance to Equation (2.22), each
boundary cell just holds a copy of the neighboring fluid cells for the corresponding PDF
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directions after the boundary handling has been performed. Hence, in that particular case,
Equation (4.6) can be simplified to
i
XX h
F=
ei 2 · f˜ı̄ (t, xb + ei ∆tl ) .
(4.7)
xb

i6=0

The force is proportional to the number of boundary cells xb in the above formula for F. In
fact, the number of boundary cells on the lattice increases quadratically with the resolution
level at the obstacle in a three-dimensional flow. Therefore, a scaling of the force F by factor
∆x2l would be necessary in order to encounter the miscalculation of the force coefficients
in Equation (4.2) and (4.3). Fortunately, the scaling is already implied if the denominator
term in the equations for the force coefficients is evaluated in lattice units, i.e., ρ0 Ūlb2 Alb
(cf. Section 2.4). This is due to the fact that Alb = Dlb · Hlb increases quadratically with the
resolution level at the obstacle as well. Hence, it already compensates for the increase of the
number of boundary cells in a natural way and the multiplication by ∆x2l becomes obsolete.
4.1.2

Benchmark Results

The following benchmark computations employ the MRT collision operator as introduced
in Section 2.2.2. Though the SRT operator led to equivalent results in many cases, the
MRT scheme proved to be more reliable in general. As already indicated, the two given
benchmark configurations describe a steady-state flow with two symmetric vortices occuring
behind the cylinder. Figure 4.2 depicts the density variation and the velocity magnitude
along the channel sliced normal to the y-axis for the 3D-1Q configuration.

Figure 4.2: Density variation and velocity magnitude along the channel flow for
Um,lb = 0.05 ls/lt, sliced normal to the y-axis.
As depicted, the flow is separated by the obstacle due to the high pressure region in front
of the cylinder (see density variation in Figure 4.2). However, the two currents reattach
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to each other behind the obstacle creating a recirculation zone in between. Within this
recirculation zone, two symmetric vortices are occurring, which are illustrated using velocity
streamlines in Figure 4.3.

Figure 4.3: Velocity streamlines of the flow around the cylinder for Um,lb = 0.05 ls/lt, sliced
normal to the y-axis. In accordance to the expected phenomena, two symmetric vortices
occur behind the obstacle.
In terms of local grid refinement, it is a natural choice to employ a fine resolution directly
around the obstacle while having a coarse lattice grid in the outer area. Figure 4.4 gives
an overview for a typical block-structured LB mesh locally refined in the vicinity of the
cylinder obstacle. The fine grid around the cylinder is successively coarsened towards
the outer area. In addition, the inlet area has been refined once in this example. The grid
resolution levels in this case are chosen relatively coarse in order to make a depiction of the
entire channel possible. However, Figure 4.5 gives a more detailed impression on the actual
grid resolutions applied for the benchmark computations. The illustration shows the lower
left quarter of the simulation channel.

Figure 4.4: Example of a typical block-structured locally refined LB grid with 3 different
resolution levels for a channel sliced normal to the y-axis.
In the following, the benchmark results for both configurations, alongside with the
reference solutions from [35], are presented. For each configuration, the drag and lift
coefficients for the different grid refinement algorithms (cf. Section 3.3) are compared
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Figure 4.5: More detailed view on the block-structured locally refined LB grid with 3
different resolution levels.
in dependence on the employed resolution levels. In addition, the original uniform LB
method is also validated against the benchmarks in order to generate own reference solutions.
Table 4.1 shows the steady-state drag and lift coefficient values for the LB method employing
an overall uniform grid. The second column shows the ratio of the cylinder height D and
the discrete spatial step size δx. This gives the number of lattice cells Dlb representing
the cylinder height in lattice units. The resolution level 1.5 is an intermediate resolution
level that is only applied in the current uniform LB simulation but not within the local
grid refinement later on. Furthermore, no benchmark results could have been obtained for
resolution levels larger than 2 in the case of the uniform LB method due to the lack of
sufficient main memory on the computing machine used for the simulations throughout
this work. The employed computing machine is a workstation model incorporating an
TM
Intel R Core i7 − 2600 CPU with 4 cores (+Hyper-Threading) as well as 8 GByte of main
memory.
Uniform LB method
Resolution

D/δx

3D-1Q configuration

0

8.29

cD = 8.69 cL = 0.112 cD = 6.95

1

17.07 cD = 7.63

cL = 0.039 cD = 6.26 cL = 0.235

1.5

25.85 cD = 7.75

cL = 0.053 cD = 6.28 cL = 0.04

2

34.63 cD = 7.76

cL = 0.057 cD = 6.24 cL = 0.016

Reference solution

3D-1Z configuration
cL = 0.811

cD = 7.5 − 7.7

cD = 6.05 − 6.25

cL = 0.06 − 0.08

cL = 0.008 − 0.01

Table 4.1: Benchmark results of the uniform LB method in comparison to the reference
solutions from [35].
According to the obtained benchmark solutions, at least a resolution level of 1 is
necessary to resolve the drag coefficient cD properly. In order to determine the correct
lift coefficient cL , at least a resolution level of 2 needs to be employed. In general, the
deviations from the reference solutions turn out to be larger for the 3D-1Z configuration than
for the 3D-1Q case. The reason for this is found to be the simple no-slip boundary condition
(cf. Section 2.3.1) applied for the obstacle. As already mentioned, the simple-bounce-back
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scheme achieves only first order accuracy for curved boundaries as present at the cylinder in
the 3D-1Z case. According to Section 2.3.1, the boundary-fitting scheme could be a remedy
for this issue. For the 3D-1Q configuration, however, the simple-bounce-back scheme
provides a numerical accuracy of second order. Altogether, the results show that, given a
sufficient resolution of the grid, the uniform LB simulation within the waLBerla framework
is capable to properly evaluate the benchmark computations introduced in [35].
Table 4.2 and 4.3 present the benchmark results obtained using the different grid refinement algorithms as introduced in Section 3.3 for the 3D-1Q and the 3D-1Z configuration,
respectively. The first column represents the coarsest and the finest resolution level that has
been applied. As mentioned earlier, the finest resolution is employed in the direct vicinity
of the cylinder obstacle, while the coarser resolution levels are applied successively towards
the outer areas. The lattice height of the cylinder in the second column differs slightly in
comparison to the uniform LB method (cf. Table 4.1). However, this difference can be
neglected since the implementation of the boundary condition at the obstacle performs
a numerical round-off anyway in order to fit the boundary of the obstacle exactly to the
boundary of the neighboring fluid cells. Therefore, the deviation stays within a single
discretization length. The different grid refinement algorithms are denoted according to
the explosion operation in use, i.e., uniform (UEx) or linear explosion (LEx). Moreover, a
distinction is made whether the temporal interpolation step (TI) is applied or not.
3D-1Q

Static block-structured grid refinement
UEx

Resolution levels

D/δx

0−1

16.58

0−2

33.16

Reference solution

LEx

no TI

TI

no TI

TI

cD = 7.3

cD = 7.3

cD = 7.12

cD = 7.29

cL = 0.069

cL = 0.068 cL = 0.069

cL = 0.068

cD = 5.95

cD = 7.48

cD = 5.89

cD = 7.426

cL = 0.0167 cL = 0.063 cL = 0.05

cL = 0.064

cD = 7.5 − 7.7

cL = 0.06 − 0.08

Table 4.2: Benchmark results of the block-structured grid refinement algorithms for the
3D-1Q configuration.
Both benchmark configurations result in very similar values for the drag coefficient
among the different grid refinement techniques in the case that only a single resolution
level difference is present, i.e., resolution level setup 0 − 1. Moreover, considering the
3D-1Q configuration, the lift coefficient is obtained in accordance to the reference solution
as well. In the 3D-1Z case, however, the lift coefficient varies significantly depending on the
fact whether temporal interpolation is applied or not. The discrepancy between those two
cases, TI or no TI, becomes more dominant if more than two resolution levels are employed
(cf. second row in Table 4.2 and 4.3). In fact, the benchmark results for the grid refinement
techniques without the additional temporal interpolation step deviate further away from
the reference solution. Particularly, the drag coefficient drops significantly as if numerical
diffusion would be introduced in the streamwise direction. In contrast, the application of
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the temporal interpolation step within the local grid refinement algorithms results in a very
accurate evaluation of both force coefficients. Hence, for the given benchmark computations,
the inclusion of the temporal interpolation step has been shown to be an essential part of
the grid refinement algorithm in order to obtain accurate results employing more than two
different grid resolution levels.
3D-1Z

Static block-structured grid refinement
UEx

Resolution levels

D/δx

0−1

16.58

0−2

33.16

Reference solution

LEx

no TI

TI

no TI

TI

cD = 6.2

cD = 6.2

cD = 6.15

cD = 6.2

cL = 0.034 cL = 0.0055 cL = 0.0036 cL = 0.0054
cD = 5.93

cD = 6.18

cL = 0.039 cL = 0.034
cD = 6.05 − 6.25

cD = 5.89

cD = 6.15

cL = 0.03

cL = 0.033

cL = 0.008 − 0.01

Table 4.3: Benchmark results of the block-structured grid refinement algorithms for the
3D-1Z configuration.
Interestingly, the benchmark results for the uniform and the linear explosion operation
happen to be very close to each other in the examined cases. Hence, for the given benchmark
computations a uniform explosion step seems to provide sufficient accuracy to obtain
the flow phenomena in the same way as in the case of the linear explosion. Since, in
theory, the implementation of the uniform explosion requires less computational effort and
communication overhead (cf. Section 3.3.1), it becomes the favored explosion operation
for the given benchmark problems. In interaction with the temporal interpolation step, it
turns out to be an efficient and accurate local grid refinement scheme as an extension to
the uniform LB method. A more general comparison of the qualitative and quantitative
performance of the different grid refinement techniques follows in Section 4.2.

4.2

Qualitative Comparison of the Refinement Techniques

In general, the simulation results obtained by the different presented grid refinement algorithms do not noticeably differ with respect to the visible output of their macroscopic
solutions (cf. Figure 4.2 and 4.3). However, the benchmark results presented in Section 4.1.2
revealed that, in fact, there are significant differences between the numerical solutions of the
algorithms. It is a natural assumption that the decisive differences of the algorithms happen
at the interface between a coarse and a fine grid.
In order to examine the different behavior at the resolution level boundaries in more
detail, a qualitative comparison of the uniform and the linear explosion has been performed.
Again, the MRT collision operator has been applied. As mentioned earlier, Rohde et al.
encountered a staggered solution profile with small staggering amplitude on the fine grid
at the boundary to a neighboring coarse grid for the application of the uniform explosion
operation [34]. Figure 4.6a shows a corresponding part of the simulation domain of the
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above introduced benchmark problem where a coarse grid (left-hand side) and a fine grid
(right-hand side) meet. It is not decisive to know the exact location of this small part of the
domain. Instead, the focus lies on the fact how the density variation, i.e., the sum of the
PDF values within each cell, behaves directly at the coinciding grid boundaries.
(a) Grid boundaries

(b) Uniform explosion

(c) Linear explosion

Figure 4.6: Grid refinement algorithm without temporal interpolation. Reduction of the
staggering amplitude on the fine grid by applying a linear explosion instead of the uniform
operation.
Figure 4.6b shows the staggered solution profile on the fine grid for the uniform explosion
operation confirming the findings in [34]. The reason for this unnatural behavior lies in the
uniform distribution of the coarse PDF data among the corresponding fine interface cells.
This results in the propagation and collision of pairwise equal PDF values for directions
pointing towards the fine grid visible as a staggered solution phenomenon. Figure 4.6c
shows the same part of the domain at the same time for the linear explosion operation.
Since the coarse PDF values are not distributed in a completely uniform way among the
corresponding fine interface cells (cf. Figure 3.8), the staggered solution effect is reduced
significantly. The remaining staggering amplitudes are mainly obtained at the corner and
edge cells of a fine grid block where the linear interpolation can only be performed partially
(see Section 3.3.1). In fact, the reduction of the staggering amplitude on the fine grid by
employing a linear explosion in contrast to the uniform operation is in accordance with the
examinations in [6].
Figure 4.7 depicts the same initial situation as in Figure 4.6. However, this time the
additional temporal interpolation step has been applied. In comparison to the previous
results, the staggered grid solution is diminished noticeably by the introduction of the
temporal interpolation step. The reason for this lies in the fact that the uniformity of
the exploded PDF data in the fine interface cells is reduced further by the use of only a
single interface layer on the fine grid (cf. Section 3.3.2). In case of the linear explosion
in Figure 4.7c, the staggering amplitude has mostly disappeared except for the already
mentioned issues at the block edges and corners.
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(b) UEx+TI

(c) LEx+TI

Figure 4.7: Reduction of the staggering amplitude on the fine grid in comparison to Figure 4.6 due to the use of the temporal interpolation step. Further improvement by applying
a linear explosion instead of the uniform operation.
The reason for the equally accurate benchmark results employing the uniform explosion in comparison to the linear explosion lies in the fact that the staggering amplitude
is smoothed out within the first few fine grid cells by the LB method itself (cf. Figure 4.6b and 4.7b). However, this drawback of the uniform explosion operation needs
to be considered for the static local grid refinement setup in order to choose the resolution
level boundaries not too close to each other as well as not too close to the object of interest.
Otherwise, the accuracy of the simulation results might be jeopardized. In general, this
restriction of the local grid refinement technique exist for all of the examined algorithms in
different orders of severity. Hence, in order to be on the safe side, at least 5 − 10 LB cells
should lie in between two boundaries of different grid resolutions depending on the chosen
explosion operation. However, in the waLBerla framework, this condition can be naturally
ensured by choosing an adequate number of cells per dimension for each initial block.

4.3

Performance Comparison: Non-Uniform vs. Uniform Scheme

This section presents a performance comparison of the original uniform and the locally
refined (non-uniform) LB method. The aim is to show a practical simulation scenario
in which the introduced local grid refinement techniques prove their superiority over the
uniform LB scheme. Therefore, it is examined how much computation time, i.e., wall-clock
time, as well as main memory can be saved by employing local grid refinement while the
accuracy of the benchmark results in terms of the reference solution is properly preserved.
Table 4.1 and 4.2 show that in the 3D-1Q case, the UEx+TI algorithm, employing the
resolution level configurations 0 − 1 and 0 − 2, provides equally accurate benchmark results
compared to the uniform LB method employing the corresponding resolution levels 1 and
2, respectively. Hence, these two configurations are taken into account for the following
performance validations of the local grid refinement algorithm. Moreover, in order to
examine the practical influence of the temporal interpolation step on the performance of
the local grid refinement algorithm, the runtime measurements for the UEx case without
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applying the temporal interpolation step are incorporated, as well.
In the first measurement series, the runtime of the UEx (+TI) approaches for the resolution levels 0 − 1 are compared to the uniform LB algorithm using resolution level 1.
In order to advance time and space equally among both configurations, the number of LB
steps needs to be chosen in accordance to the nested time-stepping scheme introduced in
Section 3.3. Hence, for the following performance measurements, 5000 LB steps have
been applied with respect to the grid resolution level 1. In a second measurement, the
same performance comparison is examined between the UEx (+TI) schemes employing
the resolution levels 0 − 2 and their uniform counterpart entirely incorporating the grid
resolution level 2. Table 4.4 presents the resulting performance measurements for both
scenarios.
Algorithm

Resolution level(s)

Runtime performance

Memory

Wall time (s)

rel. (%)

rel. (%)

Uniform LB scheme

1

1556

= 100

= 100

UEx+TI

0−1

665

≈ 42.7

≈ 47.9

UEx

0−1

584

≈ 37.5

≈ 47.9

Uniform LB scheme

2

20527

= 100

= 100

UEx+TI

0−2

6052

≈ 29.5

≈ 32.5

UEx

0−2

5523

≈ 26.9

≈ 32.5

Table 4.4: Wall-clock time comparisons between the uniform and the locally refined LB
method for 5000 time steps with respect to the grid resolution level 1.
It should be mentioned that in the 0 − 1 configuration about 24 % of the simulation
domain employs the resolution level 1, while the rest employs the initial resolution level 0.
According to the theoretical observations (cf. Section 3.2), the uniform LB scheme encounters 16 times the workload on 76 % of the simulation domain. Altogether, the uniform LB
method needs to process about 12.4 times the workload in comparison to the applied 0 − 1
configuration. In practice, the obtained runtime performance results strongly depend on the
initial configuration of the block sizes and the block decomposition among the simulation
domain. In order to compare the uniform LB method with the local grid refinement scheme
properly, the same number of blocks has been chosen for the setup of the initial grids. It
should be noted that this choice does not consider any kind of optimization in terms of
achieving maximum performance.
Moreover, the load balancing strategy plays an important role for the meaningfulness
of absolute performance results, as well. As mentioned earlier, the applied load balancing
strategy is based on the workload parameter of each block inside the simulation domain.
Figure 4.8 illustrates the block → process distribution of the 0−2 configuration employing 8
processes. The depiction shows the block-structured simulation domain sliced in y-direction.
Still, it already gives a good impression of the applied load balancing strategy. Since
the largest blocks represent the block-grids which employ the coarsest resolution level,
they incorporate the lowest workload. As indicated earlier, the workload doubles for each
refinement level. Accordingly, a single block of resolution level 2 introduces the same
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workload as four blocks of resolution level 0. Hence, the applied load balancing strategy in
this work tries to find a block → process distribution that keeps the entire workload assigned
to each process as even as possible.

Figure 4.8: Illustration of an exemplary block → process distribution for the block-structured
simulation domain sliced in y-direction.
The practical performance results for the UEx+TI approach show that the parallel
runtime already can be decreased by 57 % if the grid is coarsened once towards the outer
area (i.e., configuration 0 − 1). At the same time, about 52 % of main memory consumption
has been saved in comparison to the uniform LB method. The theoretical values could not
be achieved since the local grid refinement algorithm introduces a much more complex
communication pattern than the one necessary in a standard uniform LB simulation. Hence,
besides the general increase of the computational effort coming along with the explosion
and the coalescence operation, the additional idle times due to the communication overhead
slow down the practical simulations noticeably. In fact, the relative runtime performance
in the case of a serial execution of both schemes resulted in a wall-time reduction of
approximately 75 % in favor of the UEx+TI algorithm.
Moreover, the advantageous effects of the local grid refinement technique become even
more dominant if more than two different resolution levels are employed. According to the
performed measurements, over 70 % of the wall-clock time and 67 % of the main memory
consumption has been saved relative to the original LB scheme in the case of a parallel
execution. In the considered 0 − 1 and 0 − 2 scenarios, the temporal interpolation step
introduces 12 % and 9 % additional overhead, respectively. However, since the involved
factors of the practical performance results can be of various kinds, e.g., CPU performance,
network latency and bandwidth, or load balancing strategy, the meaningfulness of these
measurement results is considered to be limited.
Altogether, the presented local grid refinement technique has been proven a powerful
approach that allows for a significant reduction of the wall-clock time as well as the memory
consumption of a given LB simulation while preserving the accuracy of the numerical
solution (cf. Section 4.1.2) in a proper way.
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Conclusion

A local grid refinement scheme for the cell-based LB method has been proposed. The
comprised techniques are based on a class of methods that use locally embedded uniform
grids. In this work, those uniform grids are organized within distinct blocks occupying the
entire simulation domain. Different blocks can employ different grid resolution levels so
that a locally refined grid is easily attainable. The blocks can be distributed among a given
number of processes following a particular load balancing strategy in order to provide for
an efficient parallelization of the LB method. Additionally, time is also discretized such
that ∆xl/∆tl = 1 on each grid in order to keep the speed of sound on the lattice constant
among different refinement levels. Hence, the standard LB equation can be used on all grids
since the set of lattice velocities ei remains the same. The proposed scheme is different
from other locally embedded uniform grid techniques in the literature which employ a
node-based formulation of the LB method. In this work, the particles are considered as
mass propagating from the coarse grid to the fine grid and vice versa. With this volumetric
formulation, the conservation of mass is implied in a natural way. Moreover, rescaling of
particle distributions is not performed in the presented local grid refinement techniques in
order to attain a simple implementation independent of the applied collision operator model.
The original LB method has been extended by two additional operations, i.e., explosion
and coalescence, in order to propagate information between blocks with different grid
resolutions. For the explosion operation, two different approaches have been presented
and validated. Though both approaches perform similarly throughout the examined benchmark computations, the linear explosion operation effectively reduces the amplitude of the
staggered solution profile on the fine grid in contrast to the uniform explosion operation.
Moreover, the application of the temporal interpolation within an additional coarse-to-fine
communication step has been found essential for the accuracy of the benchmark solutions,
especially for a larger number of different resolution levels. Hence, the temporal interpolation step represents a key element of the proposed local grid refinement scheme in this work.
The corresponding benchmark results are in good agreement with the reference solutions in
the literature.
Moreover, the computational effort has been diminished significantly in contrast to the
original LB method. The local grid refinement scheme is especially effective since not
only space but also time is refined according to the local grid resolution. The performance
measurements that have been carried out resulted in a significant reduction of the parallel
wall-clock time and the memory consumption compared to the uniform LB method. As
expected, the performance benefits become greater for an increasing number of different
refinement levels within the examined simulation scenarios.
The next step to further improve the accuracy of the local grid refinement technique
would be to incorporate a compact second order interpolation scheme within the explosion
and coalescence operation in accordance to the findings in [16, 17, 36]. This way, the unknown PDF values in the interface cells are interpolated in both directions more elaborately
than in the present approach. This could diminish the erroneous staggered solution profile
completely and lead to a more reliable scheme. Furthermore, this will become especially
important for more complex fluid simulations such as turbulent flows.
Another field of interest is the implementation of an adaptive grid refinement scheme
in extension to the presented static approach. This could open up a whole new area of
possible CFD simulations for the local grid refinement techniques. In fact, it could serve
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for efficient computations of more complex simulations such as multi-phase flows, fluidstructure interaction, or other scenarios incorporating moving boundaries or obstacles.
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Appendix

Pseudocode for the general local grid refinement algorithm
g l o b a l c o m m u n i c a t i o n among a l l r e f i n e m e n t l e v e l s 0 , . . . , L−1
c a l l LBStep w i t h c u r r e n t _ l e v e l =0
f u n c t i o n LBStep ( c u r r e n t _ l e v e l )
i f n o t a l l i n t e r f a c e c e l l s a r e v a l i d on c u r r e n t _ l e v e l t h e n
i f temporal i n t e r p o l a t i o n i s used then
/ / consider temporal i n t e r p o l a t i o n for the i n t e r m e d i a t e time
step
c o m m u n i c a t e w i t h e q u a l , c o a r s e r and f i n e r l e v e l n e i g h b o r s
else
c o m m u n i c a t e w i t h e q u a l and f i n e r l e v e l n e i g h b o r s
endif
endif
/ / i f temporal i n t e r p o l a t i o n i s not used :
/ / c o n s i d e r t h e i n t e r f a c e i n c l u s i o n i n s t e p 2 a and 2 b
do a s i n g l e s t r e a m −c o l l i d e s t e p on c u r r e n t _ l e v e l
i f c u r r e n t _ l e v e l i s L−1 t h e n
return
endif
c a l l LBStep w i t h c u r r e n t _ l e v e l +1
c a l l LBStep w i t h c u r r e n t _ l e v e l +1
endfunction

Listing 1: General grid refinement algorithm for L different resolution levels.
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