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1 Introduction

Partial differential equations (PDEs) are often used to describe physical phenomena
like the distribution of heat over time, diffusion or fluid dynamics. Solving such a
system of PDEs for practical problems with complex geometries and boundary conditions
requires numerical methods, e.g. the discretization on a spatial grid with finite-difference
methods. This results in large and typically sparse linear systems which are solved
iteratively. An introduction to these iterative methods is given by Saad [22]. Multigrid
methods are a hierarchical extension of this approach and have an optimal efficiency
in the sense that the number of arithmetic operations is proportional to the number of
unknowns in the linear system. They have been developed by Fedorenko and Bhakalov
in the 1960s and by Brandt and Hackbusch in the 1970s. Hackbusch has contributed the
first systematic description of its concepts [14]. A more recent work is from Trottenberg
[27].

Since the optimal multigrid method for solving a certain system of PDEs depends heavily
on the system itself there is no single algorithm that works efficiently for all cases. In-
stead, there are many choices with varying trade-offs between computational complexity
of a single iteration and rate of convergence. A domain expert often relies on experience
and experimentation to choose a good combination of features for an efficient multigrid
solver.

Mahmoodabadi and Kostler [18] have demonstrated that the iteration matrix of such a
solver can be optimized with genetic programming. Recent work by Schmitt, Kuckuk
and Kostler [23] uses a context-free grammar for automatic generation of multigrid ex-
pressions. They consist of symbols that describe the individual steps of a solver. When
such an expression is transformed based on a domain specific language the ExaStencils
code generation framework [17] is able to generate a scalable solver implementation on
the target platform, which in turn allows to measure the performance of the solver. Un-
fortunately, this is a rather time consuming procedure and severely limits the number of
evaluations a genetic optimization algorithm can execute. As an alternative a predictive
model can be used to estimate the solver’s time to solution, e.g. based on automated
local Fourier analysis (LFA) [3] and roofline performance modeling [29].

Genetic programming is a special case of evolutionary optimization. An introduction to
the former is given by Banzhaf et al. [1]. Its subject is a tree structure representing the
building blocks of e.g. a program or mathematical expression. Like other evolutionary
optimization algorithms it operates on a population of solutions (“individuals”) with
the principles of natural evolution, i.e. selection, mutation and crossover. Beyer and
Schwefel provide an overview about these evolutionary strategies [2].

Selection requires the quantification of an individual’s fitness (e.g. of an expression
describing a solver). The choice of selection algorithm and its parameters — including



the optimization objective(s) — determines how the trade-off between selection pressure
and diversification of the population is made. Mutation — in the context of genetic
programming — consists of randomly changing parts of the expression, e.g. replacing
individual tree nodes or whole branches of the expression tree. Crossover involves copying
or exchanging nodes or branches between two individuals. Together, mutation and
crossover define the variability of individuals. All three aspects influence how quickly
and how close the algorithm can converge to an optimum and the ability to overcome
local extrema of the search space.

The successful application of an evolutionary optimization to the problem of finding
efficient multigrid solvers raises the question which other optimization algorithms might
be promising. Monte Carlo tree search (MCTS) as a family of stochastic tree search
algorithms is such a candidate. MCTS requires the search space to be mapped onto a
tree structure, imposing a hierarchy onto the elements of the optimization’s subject, and
also requires the subject to be of a discrete nature. Instead of a systematic exploration
of the search space it estimates the true value of a search tree node by averaging over
results of random samples from the node or its descendants. These estimates allow
a trade-off between exploration and exploitation, i.e. to selectively explore the most
promising branches. The viability of applying MCTS to expression search has been
demonstrated before [5]. However, the focus of the literature is on the application
of MCTS in reinforcement learning and games, which is also reflected in the MCTS
terminology.

This work addresses the open research question whether MCTS will also work well for
the optimization of multigrid solvers and how it compares to the genetic programming
approach. In addition it explores whether a multiobjective variant provides an advan-
tage over the basic, single-objective MCTS algorithm called “UCT”. The performance is
evaluated for three test problems, i.e. common systems of PDEs, to assess the general-
izability or limits of each approach.



2 Theory

2.1 Multigrid Methods

A system of linear equations resulting from the discretization of e.g. a system of PDEs
on a grid with spacing h can be described mathematically as

Apup = fp, (1)

where Aj, is the coefficient matrix, f; the right-hand side vector, and wj the vector
of unknowns. Typically, solving the system with an iterative method is easier than
calculating Agl. An iterative method takes the form

ugﬂ) =0 (uﬁ?) ,

with iteration step ¢ € N. The problem lies in choosing ® such that ug) converges to uy,

for ¢ — oco. The error eg) of each iteration is defined as eg) = up — ug). Limiting the
scope to linear iterative methods enables further conclusions about the convergence of the
method. Linear means that there exists an iteration matrix C}, such that esﬂ) = Chegf)
for each 7. The method will converge if and only if p (C) < 1, with p (C,) := max |A (Ch)|
being the spectral radius and A (C},) the eigenvalues of the iteration matrix [14, page

6.
Considering a splitting of A, = M} + Nj with the goal of M} being easily invertible
leads from equation 1 to the fixed point equation 2 and the fixed point iterations 3 and

4.

up, = —M,;, 'Nyup + M, ' f,

up = (Ith}leh) Uh+M’;1fh (2)
ul™ = (1, = M A W) 4 M (3)
Y = w0t (S - A, (4)

with I being the identity matrix and the iteration matrix Cj = I, — M{lAh. Now,
let Dy, be the diagonal part of Ap, and in order to be invertible Dy must have only
nonzero entries on its diagonal. In addition, let Lj; be the strictly lower triangular part
of Ap, and Uy, the strictly upper triangular part. The Jacobi iteration is then obtained
by setting M}, := Dy,. For the lexicographical Gauss-Seidel method My, := Dy, + Ly,.

For example, a discretization of the Poisson equation —Awu = f via finite differences
method on a cartesian grid, i.e. with uniform step size h, gives a second order accurate



approximation of

—Au(z) ~ h? (du(z1, 22) — u(1 + h, 2) — u(z1 — hy22) —
u(z1, 9 + h) —u(ry, 20 — h))

in the two-dimensional case and x as coordinate vector [22, page 52]. Given a natural
ordering of the grid’s points, Ay, takes the form of a block tridiagonal matrix:

B, —I 4 -1
Ap=h"? Lo , By, = !
I B, 14

Assuming a grid of (n, + 2) x (ny + 2) points, i.e. n = n, x n, interior points, By, is a
ng X n, matrix and is repeated n, times on the diagonal of Aj;. Thus Ay, is a ny x n, block
matrix, or simply a n X n matrix. Continuing the Poisson example, the Jacobi iteration
requires A, to be split into the diagonal part Mj; = 4h~2I, thus Mh_1 = (h?/4)I, and
into IV, which consists of the strictly upper and lower tridiagonal parts of Ay,.

Multigrid methods operate on a hierarchy of grids, which are distinguished by their
resolution. This leads to an optimal efficiency in the sense that the number of operations
to solve a discrete problem is proportional to the number of unknowns [27, page 20].
The number of grids is chosen such that the computational effort to solve the problem
on the coarsest grid is negligible, while the finest grid still captures relevant details of
the problem (limited by computational resources). Let Qg be a coarser grid and €2, a
finer grid, with, for example, H := 2h. A prolongation operator Py : Qg — € is an
interpolation from the coarser to the finer grid. The restriction operator Ry : Q0 — Qg
is the reverse of the prolongation operator. For example, assuming a two-dimensional
problem and a cartesian grid, the prolongation operator can be a bilinear interpolation,
and the restriction operator in turn uses full weighting. Using stencil notation these
operators take the following form:

1 1 21 1 1 2 1
Py = 1 2 4 2|,R,= 6 2 4 2
1 21 1 2 1
Furthermore, the prolongation and restriction operators can be used in combination to
obtain a coarsened version of a matrix via Galerkin projection, e.g. Ay = RpApPpy.

Alternatively, Ay is obtained by simply discretizing the problem on the grid Qz as well.
[22]

With Mgl as an approximation for A;{l a coarse grid correction can be formulated as

Y =)+ Py M By (S - A (5)



V-cycle W-cycle

S, R P, S S, R P, S

P, S, R
S, R P, S S, R P, S

Qup,

solve solve  solve

Figure 1: An example illustrating V- and W-cycles on a three grid solver. “S, R” stands
for pre-smoothing followed by a restriction. “P, S” stands for a prolongation
followed by post-smoothing.

Substituting ug) allows to combine these operators to a multigrid solver. V- and W-
cycles as illustrated in figure 1 are typical examples of how the multigrid structure is used
to achieve a quick convergence. They are recursive algorithms making use of smoothing,
restriction and prolongation operators, while solving directly on the coarsest grid. The
pseudocode for a V-cycle multigrid solver, adapted from [22, page 443], is shown in

algorithm 1.

Schmitt et al. have developed a context-free grammar in order to fully capture the
individual steps of such a multigrid solver in a deeply nested mathematical expression,
made of operators and their arguments [23]. Beginning from the starting symbol each
application of a production rule replaces a nonterminal symbol by any combination of
terminal and nonterminal symbols, according to the right-hand side of the rule. An
expression for a solver is complete when no more nonterminal symbols remain. This
approach has the advantage of making the full solver structure available as the subject
of optimization procedures.

Another optimization requirement is the automatic evaluation of an expression describ-
ing a solver. One possibility is to use a compiler that transforms the description of a
multigrid solver into an executable program, run it on a model problem, and measure
the time until convergence, i.e. until a satisfactory error reduction is achieved. Alter-
natively, a predictive model can be used. As mentioned before, the spectral radius of
the iteration matrix — determined by applying LFA on it — is a quantitative measure
for the asymptotic convergence rate [27, page 36]. An equally important aspect is the
computational complexity of a single iteration. Schmitt et al. have applied a roofline
performance model to determine a lower bound for the runtime of one iteration, limited
by either memory bandwidth or floating point operations per second. The point of the



Algorithm 1 V-Cycle

1: function V-CYCLE(Ay}, initial guess uj, for up, fz)
2 up, < Uy

3 # apply any number of pre-smoothing steps

4 uh<—uh+Mh_1 (fh_Ahuh)

5: # obtain coarse grid operands

6 H < 2h

7 Ay < R APy > or from direct discretization on grid Qp
8 # obtain the coarsened residual

9: rg < Ry (fh — Ahuh)

10: if Qp is coarsest grid then

11: # obtain correction

12: O0f + solve for 0y in Agdy =ry

13: else

14: oy < V—CYCLE(AH, 0, TH)

15: end if

16: # apply correction

17: up, < up + Py

18: # apply any number of post-smoothing steps
19: up, — up + M}jl (frn — Apup,)
20: return uy,

21: end function




roofline model is to determine which limit applies and to quantify the result. The time
to solution ¢ can then be estimated as £ = 71n(e)/In(p), with # being the estimated
runtime per iteration, € the required error reduction of the solution, 1/e > 1, and p the
spectral radius.

2.2 Multi-Objective Optimization

Optimization problems with two or more objectives introduce an additional layer of com-
plexity compared to single-objective ones. The latter have a straightforward definition
of the best solution: the one that — without loss of generality — minimizes the objective
value. However, multi-objective optimization will find a multitude of solutions that each
represent an approximately optimal trade-off between the objectives. An introduction
to this topic is given by Emmerich and Deutz [10].

A formal definition of this optimality requires to introduce the dominance relation be-
tween objective vectors. Let n be the number of objectives, s a solution out of the

solution space S, and f; : S — R an objective function for ¢ € {1,...,n} that quanti-
fies a solution in terms of the i-th objective. Then the function f : & — R", f(s) :=
(f1(s),..., fa(s))T maps a solution to its objective vector. Assuming that each ob-

jective is to be minimized, a solution’s s; € & objective vector o € R" is said to
dominate another solution’s so € S objective vector p € R™, or o < p, if and only if
(Vie{l,....,n}:0; <pi) AN(Fj€{1,...,n}:0; <pj). In other words: o < p means s;
is at least as good as ss in each of the objectives and better in at least one objective. It is a
strict partial order on the objective space, which means it’s irreflexive (V o € R : 0 £ 0),
transitive (0 < pAp < ¢ = o0 < ¢q) and asymmetric (0 < p = p £ 0). That relation
can be extended from objective vectors to solutions: s1 <y s2 <= f(s1) < f(s2). A
solution is called optimal if it is not dominated by any other solution in the solution
space. The set of optimal solutions is called the Pareto optimal set. Pareto front is a
term hinting at the geometry of the visualization of their objective vectors, i.e. points on
a hypersurface in the objective space. A multiobjective optimization algorithm (MOA)
tries to approximate that front, i.e. to find solutions whose objective vectors are close
to it.

It is helpful to have a scalar measure for the quality of a set .S of nondominated solutions,
e.g. to quantify optimization progress. The hypervolume indicator, as shown in figure
2, measures the objective space dominated by the solutions and bound by a reference
point [10, page 596].

Besides their higher complexity MOAs — compared to singleobjective optimization algo-
rithms (SOAs) — also come with a few benefits. First, they avoid the need for scalar-
ization. Even for a simple weighted sum of objective values choosing those weights is
an optimization problem in itself. Second, they can find Pareto optimal solutions even
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Figure 2: The shaded area is the hypervolume indicator for a set of 5 nondominated
solutions in a bi-objective optimization problem where the objective values
need to be minimized. A reference point is necessary to bound the area.

on a concave part of the front, where SOAs with a linear scalarization tend towards the
extremes of the concave part [10, page 591]. Third, at least in the case of evolution-
ary multiobjective optimization algorithms (EMOAs), their characteristic to optimize
towards a diverse set of solutions can make it easier to overcome a local extremum in
the solution space.

2.2.1 NSGA-II

The Nondominated Sorting Genetic Algorithm IT (NSGA-II) [8] is an established Pareto
based EMOA: it ranks solutions by the Pareto dominance relation first, and uses their
contribution to the diversity of the population P as a second criterion [10]. Population is
a technical term in evolutionary algorithms for a set of solutions. Likewise, individual is
a synonym for a solution. These criteria deterministically decide how to select a subset
P’ C P while preferring nondominated ones and diversity in terms of objective values.
The size of P’ is given as a parameter.

For a more detailed explanation of the ranking concept let R; denote the i-th rank,
and ND(P) denote the nondominated set of a population P. Then R; := ND(P), and
R;y1 = ND(P\ U;Zl R;). In other words, the population is divided into the smallest
number of layers such that each individual within a layer is not dominated by any other
individual in the same layer but dominates each individual of any following layer.

The second criterion uses the crowding distance metric. For a solution s € R; in the
i-th rank the objective value for the j-th objective is given as f;(s). Let I;(s) and u;(s)
be the objective values of the closest neighboring solutions of s in R; with respect to
objective j, with [;(s) < fj(s) < wu;(s). If s does not have such a neighbor in the



respective direction then [j(s) = —oo and/or u;j(s) = oo. For a total of n objectives
the crowding distance of s is defined as c¢(s) := n~! > i=1uj(s) —1j(s). In other words,
for n = 2 the crowding distance of s is proportional to the perimeter of the rectangle
defined by the two closest neighbors of s in the objective space, except for solutions
without such neighbors, where it is equal to co. The crowding distance metric is useful
to allow the selection algorithm to drop solutions that are very close to other solutions
in the objective space, while keeping those at the extremes and those with a substantial
distance to their neighbors.

When selecting a subset P’ of size a from a set of solutions P NSGA-II first fills P’
with all solutions from the nondominated layers Ry,..., R, of P (in that order) until a
layer R; is reached that would exceed the capacity of P’. Let b denote the number of
missing solutions for P’ to reach a size of a. Then NSGA-II fills up P’ to size a with the
b solutions out of R; that have the highest crowding distance. A tie can be broken with
a random choice.

2.2.2 NSGA-III

NSGA-III is a much more complex algorithm than its predecessor and has been spe-
cially designed for many-objective optimization. For example, in the original paper by
Deb and Jain [7] the algorithm was found to produce satisfactory results for problems
having two to 15 objectives. Such a high number of objectives poses several challenges,
for instance a large fraction of the population is non-dominated and diversity and per-
formance metrics become computationally expensive. Deb and Jain addressed this by
choosing a decomposition based approach, i.e. NSGA-III adaptively splits the problem
into several subproblems. Each targets a different part of the Pareto front by using an
appropriate parametrization of the scalarization method [10, page 594].

Since NSGA-III is so complex and the characteristics described above are already suffi-
cient to interpret the results, a detailed description is omitted here and can be read in
the original paper [7] instead.

2.3 Genetic Programming

According to Banzhaf et al. [1] genetic programming (GP) is a stochastic optimization
process that operates on structures made of functions and terminals. It uses operators
and principles from evolutionary optimization like reproduction, selection, mutation and
crossover to evolve a population of these structures in parallel, driven by a fitness-
based selection. The term “programming” comes from the use of GP for the automated
construction of (small, simple) programs for a specific goal. But the functions and



terminals are not limited to building blocks of actual programs. Instead, the method is
just as well applicable to the optimization of symbolic expressions.

The distinction between functions and terminals is simply by arity — terminals have arity
zero, functions an arity of at least one. (For simplicities sake, functions of arity zero are
subsumed under terminals.) They form a tree structure where each tree node has either
a function or a terminal. This implies that a node with a terminal has no child nodes,
i.e. is a leaf node, and a node with a function has a number of child nodes equal to the
arity of the function. (Variants that operate on graphs instead of trees, i.e. allowing
loops or recursion, are outside the scope of this thesis.)

The context-free grammar developed by Schmitt et al. [23] for the description and
creation of multigrid solvers can be directly mapped to this paradigm. Each terminal
symbol on the right-hand side of a production rule is classified as a function or terminal,
depending on its arity. Using the functions and terminals in a type-sensitive context
ensures that only valid solver expressions according to the rules of the grammar can be
created.

As shown in figure 3 the optimization begins by obtaining a starting population of
expressions (the “individuals” of the population) through randomly growing expression
trees according to some problem-specific rules. The choice of terminals and functions
can be biased, e.g. depending on the node depth, to control the height and symmetry
of the tree, i.e. the minimum and maximum depth of leaf nodes. The next step is
to determine the fitness value(s) f(s) of each individual s by calculating its vector of
objective value(s). Here, fitness value and objective value are synonymous. In order to
reflect even small improvements each objective function should be continuous. Scaling
or normalization can also have a big impact on the convergence.

A reproduction operator then chooses individuals to become the offspring of the cur-
rent generation. Some (or all) of these individuals are randomly changed by further
operators. A typical example is to apply a mutation operator on each individual with
a certain probability, and to apply a crossover operator to pairs of individuals with an-
other probability. As preparation for the next step the fitness of the offspring needs to
be determined.

A selection operator now chooses individuals for the next generation, biased towards
individuals with a high fitness and towards a diverse range of solutions, i.e. — in case of
multi-objective optimization — different trade-offs between the objective values. It must
strike a balance between exploitation (converging quickly towards good solutions) and
exploration (not getting stuck on suboptimal solutions). A stochastic selection process
helps to keep this balance. Examples are tournament and (u, A) selection. The cycle
then repeats with the reproduction operator, which is applied to the new generation.

Since — depending on the progress of the optimization, the mutation and crossover op-
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%select next generation] if is last generation
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Figure 3: Example of a typical genetic optimization process.

erators, and their probability of application — in some or even most cases these changes
lead to a (much) lower fitness a certain group of optimization algorithms keep an archive
of nondominated solutions. It gets updated with each generation and is included in the
source from which individuals for a new generation can be selected. This concept is
called “elitism”, and can make it harder to leave local extrema in the objective space.
On the other hand, it avoids the need to rediscover solutions after a possible degrada-
tion of fitness in the population, i.e. it guarantees that the quality of solutions does not
decrease from one generation to the next. Prominent examples in the multi-objective
optimization domain are NSGA-II, NSGA-IIT and SPEA-II.

The mutation operator changes an individual by e.g. adding or changing a single node,
but — depending on the implementation — it may also delete a whole subtree or replace
it with a random subtree. The crossover operator requires two individuals. It chooses
a crossover point in both individual’s expression trees by randomly selecting a node in
each, and then exchanges the subtrees. That is why the crossover operator is also called
a “macro-mutation operator”. Both operators have to be carefully designed to keep all
changes compatible with problem-specific rules.

An extensive evaluation of the crossover operator by Banzhaf et al. [1], including re-
sults from other empirical studies, comes to the conclusion that applying such a simple
crossover operator on discrete structures as in GP has a destructive or neutral influence
on an individual in the vast majority of cases. It leads to the accumulation of “introns”:
nonfunctional parts in the tree that guard an individual against changes to its functional
parts. This effect is also called “expression bloat”. As it stands, a simple implementation
that chooses a crossover point at random might do more harm than good. An improved
variant should try to be context-sensitive, i.e. to preserve the functionality of the ex-
changed subtrees. This is accomplished by grammar-guided GP, which Schmitt et al.

11



‘ depth-first:
e fefe]e] =>

0 G T2 readthfirst:
< % e lefalp]

Figure 4: Example showing how the expression tree (left) of a % b + ¢ is serialized in
depth-first or breadth-first order and mapped to a search tree (right) as a path
from the root node to a leaf node. The dots (“..”) indicate other solutions in
the solution space, mapped to the search tree.

use in [23]. An introduction to this topic is given by [19]. However, Banzhaf et al. note
that this increased complexity might outweigh the gain in effectiveness. Alternatively,
introns can be penalized in the fitness function to curb expression bloat.

2.4 Monte-Carlo Tree Search
2.4.1 Tree Search Applied to Expression Optimization

Applying a tree search algorithm to an optimization problem requires to hierarchically
map the solution space of the problem to a tree. Since a tree is a discrete structure
the optimization problem needs to be discrete as well. If necessary, a discretization of
continuous variables can be achieved through binning. Expression optimization from GP
is easily translated to tree search algorithms, as the expression structure is hierarchical
and discrete as well. For clarity, the tree representing the solution space will be called the
search tree, and the tree structure describing a concrete solution will be called expression
tree.

Each solution’s expression tree is mapped to the search tree by serializing the former and
representing it as a path from the root node to a leaf node of the latter, as illustrated in
figure 4. For example, the serialization can be done in depth-first or breadth-first order.
Since the arity of each function is a known constant no structural information about the
expression tree is lost by applying this transformation.’

'Even in case of a variable arity the arity could be encoded as the first argument of the function to
keep the serialized form unambiguous.

12



Most tree search algorithms perform a systematic exploration of a search tree to find
an optimum in a solution space. Very basic procedures are depth-first and breadth-first
exploration strategies, and iterative deepening. For tree search applied to games where
players make alternating moves, with each edge representing a move and each node a
state of the game, an algorithm like minimax with alpha-beta pruning can be used to
reduce the number of tree nodes that need to be explored. However, these approaches
are unsuitable for deep search trees with a high branching factor that make an exhaustive
exploration infeasible.

2.4.2 MCTS History

MCTS is a family of stochastic tree search algorithms that can be used in such cases. The
term was first used by Coulom in 2006, who combined Monte Carlo evaluations with tree
search [6]. In the same year Kocsis and Szepesvéri invented the Upper Confidence bounds
for Trees (UCT) algorithm [16], which is a Monte Carlo search algorithm that minimizes
the estimation error of the tree nodes’ value and — given enough time — is guaranteed to
converge to the optimal solution. UCT became the default MCTS algorithm in practice
[9]. Over time several variants have been proposed [9, 5, 25, 11, 20, 28]. More recently
MCTS has been combined with deep neural networks to handle problems that involve
an especially large search space like the game of Go [24]. Browne et al. have published
a survey of MCTS methods [4] in 2012 that gives a comprehensive overview of the field
at that time.

2.4.3 MCTS Mechanics and Terminology

MCTS algorithms are based on Monte-Carlo sampling to estimate the objective value
of a node. The search tree only covers the explored part of the solution space, starting
with a tree that consists of the root node only. The tree is grown incrementally, favoring
directions of better average values. As more samples are made, previous estimates in
the node hierarchy are updated by a backpropagation mechanism. Typically, MCTS
algorithms repeat these steps within each iteration. Therefor a user-defined termination
criterion is needed, e.g. a time budget or a fixed number of samples. Depending on the
optimization problem the best child node of the root node or the best solution found so
far can be returned.

Going into the details requires to establish some terminology first. Borrowing from
reinforcement learning terminology, a (partial) solution constructed from a sequence of
nodes (also referred to as a path or branch), starting from the root node, is called a
state. Thus, each node has a unique state associated with it. Furthermore, each edge
between two nodes represents an action that transitions from one state to another. A
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1. Select 2. Expand 3. Sample 4. Update

E O

Figure 5: The four steps of an iteration of a basic MCTS algorithm. Circles represent
nodes in the search tree. The triangle represents a random solution out of all
solutions matching the node sequence from the root node to the node where
the sample originated from.

state without any transitions to another state is called a terminal state.

Applying this concept to expression search means that an action inserts a function
or terminal into an incomplete expression, i.e. into a partial expression with missing
arguments. A terminal state is equivalent to an expression. The transitions between
states are mainly defined by the grammar the expressions are written in, possibly further
restricted by problem-specific details. This terminology allows to clearly separate search
tree and expression context: the former is associated with tree terminology, e.g. node,
edge, and leaf node, while the latter is associated with state, action, and terminal state.

2.4.4 Steps in an UCT Iteration

One iteration of the basic MCTS algorithm UCT consists of four steps or phases: Selec-
tion, expansion, sampling and updating (also called “backpropagation”) and is illustrated
in figure 5.

The selection phase chooses a leaf node in the search tree on which the following phases
will operate. This determines in which direction the search tree will grow. The choice
needs to be a balance between exploration and exploitation, i.e. a compromise between
growing the tree in less explored directions and in the direction of already known good
solutions. The pseudocode of the selection phase is shown in algorithm 2.
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Algorithm 2 UCT node selection

1: function SELECTNODE(Tree t)
2 n <— root node of ¢
3 loop
4 if n is not fully expanded then
5: return n
6 else if n is a leaf node then
7 return n
8 else
9: # N(n) := parent node of node n in ¢
10: # N'(n) := set of child nodes of node n in ¢
11: # (' := exploration coeflicient
12: # V(n) := estimated objective value of node n
13: # S(n) := sample count of node n
14: # U(n) = V(n) + C/HEF)
15: n < argmax (U(n'))
n’€N’(n)
16: end if

17: end loop
18: end function

The procedure starts with the root node as the current node n and iteratively selects
the child node n’ that maximizes the UCT value U(n') as the new current node. V(n’)
is the estimated objective value for the child node n’ and is the exploitation term of the
UCT value. +/In(S(n))/S(n’) is the exploration term of the UCT value. Both terms
are balanced by the exploration coefficient C' which controls the amount of exploration
performed [4, page 7]. For objective values in the range of [0, 1] Kocsis and Szepesvari
recommend C' = /2 out of theoretical reasons relating to the UCT proof about the
minimization of regret [16, pages 5, 7].

The expansion phase is responsible for growing the search tree by creating a new child
node below the node n that was returned by the previous phase. If n is already fully
expanded, this phase is skipped. For a definition of that term let s(n) be the state that
corresponds to node n, let A(s(n)) be the set of actions that transition from that state,
and let N'(n) be the set of child nodes of n, given the current search tree. Then a node
n is fully expanded, if and only if |[N'(n)| = |A(s(n))], i.e. if all possible child nodes
have been created. The order in which a nodes’ children are created is random. The
pseudocode for the expansion phase is shown in algorithm 3.

The sampling phase starts with the newly created child node n’ from the expansion
phase. If the latter has been skipped the node returned from the selection phase is used
instead. Then, a sample for n’ is obtained: starting with state s(n’) random actions are
applied until a terminal state sa has been reached. It finishes by returning the objective
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Algorithm 3 UCT node expansion

1: function ExpANDNODE(Node n, Tree t)

2 # s(n) := state corresponding to n

3 # A(s(n)) := set of actions transitioning from s(n)

4: # N'(n) := set of child nodes of n in ¢

5: # N'i(n) := set of child nodes of n if n were fully expanded
6 if N, (n)\N'(n) =0 then

7

8

9

return n
else
: n’ < random choice out of N’ (n)\N'(n)
10: add n’ as child node to n in t
11: return n’
12: end if

13: end function

value A = f(sa), with f being a function that maps the solution space to a scalar
objective space. The rule that describes which actions to apply to arrive at a terminal
state is called the default policy, in contrast to the tree policy which governs the selection
and expansion phases. The objective value is also called reward value.

Finally, the update or backpropagation phase uses the objective value A to update the
estimated node value V(n) for each node n on the path from the root node to the
node from which the sample started. For example, by first updating the sample count
S(n) <= S(n) + 1 and then the node value V(n) < V(n) + (A — V(n))/S(n), with both

values initialized to zero.

2.4.5 Variants

There are a multitude of proposals on how to improve UCT further. For example, the
Rapid Action Value Estimation (RAVE) algorithm can be used to bias the selection
phase towards actions that have also occurred in promising samples in sibling nodes.
That bias decays as the sample count for a node increases and the uncertainty of the
node’s estimated value decreases, thus converging to the unmodified UCT behavior.
RAVE boosts initial learning and was successfully applied in the domain of Go [13].

A more recent and very successful technique for handling the especially large game tree
of Go was demonstrated by Silver et al. with the creation of AlphaGo [24]. It combines
MCTS with several pre-trained deep convolutional networks. One policy network pro-
vides initial estimated values for each action transitioning from a newly created node,
similar to RAVE. Another one determines which actions are chosen in the sampling
phase. It is less complex, achieving less accuracy at the end of training, but is three
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orders of magnitude faster than the former. There is also a value network that estimates
the game value of a board position, which is equivalent to estimating the value of a
leaf node. Tests have shown that using the average of the output of both methods as
the result of the sampling phase yields the best results. The node selection criterion is
also modified: the UCT exploration term C+/In(S(n))/S(n') is replaced by an initial
action value estimate mentioned above, decaying with increasing sample count. This
encourages the selection phase to repeatedly revisit a new node until that term becomes
small compared to the value obtained in the sampling phase.

Minimization of regret is another area where a lot of modifications and alternative algo-
rithms have been proposed. UCT has a worst-case polynomial-rate reduction of simple
regret in relation to the sample count, i.e. reduction of the probability of recommending
a nonoptimal child node of the root node when the algorithm terminates [11, page 5.
Tolpin and Shimony improved on this by achieving super-polynomially decreasing upper
bounds on the simple regret [25]. The BRUE algorithm from Feldman and Domshlak
even achieves an exponential-rate reduction [11]. However, minimizing simple regret is
optimal only if MCTS is used with the goal of finding the optimal child node of the root
node, e.g. for finding the best move given the current board in a game. For expression
optimization, i.e. finding the optimal solution in the whole search tree, cumulative regret
should be minimized instead. This means minimizing “the loss of the total reward in-
curred by exploring the environment.” Here, UCT is already optimal with a logarithmic
reduction of cumulative regret over the number of samples [11, page 4].

Furthermore, a multi-objective UCT variant, called Multiobjective Monte-Carlo Tree
Search (MO-MCTS), has been developed by Wang and Sebag [28]. The estimated node
value V'(n) is changed from a scalar to a vector. Its components are the mean for each
objective, based on the values gathered from samples. The exploration coefficient C
is replaced by a vector of coefficients, one for each objective. Likewise, the sampling
phase ends with returning a vector (fi(sa), ..., fu(sa))', with k being the number of
objectives, with which the update phase operates as well. However, the selection phase
still relies on a scalar measure W (n') to choose a child node n’ of the parent node n.
As described in algorithm 4 this is solved by computing the hypervolume H(P) of the
set P of objective vectors, which represent the nondominated solutions of the current
approximation of the Pareto front. If the vector U(n') := V(n') + C'y/In(S(n))/S(n’)
is dominated in P, its euclidean distance to the projected point on the piecewise linear
envelope of P is subtracted from the hypervolume to obtain W(n'). The projection
is made from a reference point, which is also used for the computation of the hyper-
volume, through U(n') onto the linear envelope. Otherwise, if U(n') is not dominated
in P, W(n') is based on the hypervolume of the nondominated set of P U {U(n’)} in-
stead. The explanation of the RAVE heuristic in MO-MCTS has been omitted here,
since that heuristic is orthogonal to adapting UCT to multi-objective optimization, thus
distracts from understanding the concept behind MO-MCTS. Furthermore, RAVE is a
modification that can be applied to UCT as well.
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Algorithm 4 MO-MCTS node selection (without RAVE heuristic)

1: function SELECTNODE(Tree t)

2 n < root node of ¢

3 loop

4 if n is not fully expanded then

5: return n

6 else if n is a leaf node then

7 return n

8 else

9: # N(n) := parent node of node n in ¢

10: # N'(n) := set of child nodes of node n in ¢

11: # C := vector of exploration coefficients

12: # V(n) := vector of estimated objective values of node n

13: # S(n) := sample count of node n

14: # U(n) = V(n) + €/ EF)

15: # P := set of objective vectors for the current approximation of the
16: # Pareto front

17: # ND(P) := nondominated set of P

18: # H(P) := hypervolume of P (implies that P is a nondominated set)
19: # E(P) := piecewise linear envelope of P
20: # R(u, E(P)) := projection from a reference point through
21: # vector u onto E(P)
N 1wy o [HP) = [RWG). E(P) = Ul €39 € P:p< UG

H(ND(PU{U(n)})), otherwise
23: n < argmax (W (n'))
n’€N’(n)
24: end if
25: end loop

26: end function

In MO-MCTS a node’s scalar value for the selection step depends on the current ap-
proximation of the Pareto front, which makes the algorithm more computationally com-
plex than UCT. For a bi-objective optimization problem the complexity of the selection
phase increases by a factor proportional to |P|, according to Wang and Sebag. However,
since computing the hypervolume is much more complex for higher-dimensional objec-
tive spaces (O(|P|%?), with d being the number of objectives) [28, page 514], MO-MCTS
does not scale well to a high number of objectives.

The complexity analysis in the paper of Wang and Sebag only focuses on the computation
of the hypervolume itself. It does not explicitly cover the computation whether U(n')
is dominated in P, what its distance to the projection on the linear envelope of P is,
or which entries the nondominated set of P U {U(n’)} contains. Again, assuming a bi-
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objective problem, the complexity of testing for dominance of U(n’) in P is O(log |P]),
since P can be maintained as a sorted set, which reduces this task to a binary search
problem. Assuming that P can be nonconvex, computing the distance of U(n') to the
linear envelope of P incurs an overhead of O(|P|), since the distance to each linear section
of the envelope has to be computed, followed by determining the minimum of these
values. Finally, a naive implementation of finding the nondominated set of P U{U(n)}
by testing for each p € P whether U(n’) < p has a complexity of O(|P|). In summary,
these steps are not more complex than the computation of the hypervolume itself, so the
result of Wang and Sebag for the complexity of MO-MCTS for a bi-objective problem
still holds.
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Figure 6: Software components and dependencies of the multigrid solver optimization.

3 Validation

3.1 Software Architecture

Evaluating how MCTS compares to GP when applied to the optimization of multigrid
solvers involves the extension of the EvoStencils project from Schmitt [23] by a MCTS
component. EvoStencils is written in Python and utilizes the DEAP framework’s [12]
genetic programming components and evolutionary optimization algorithms. The pre-
dictive model of EvoStencils relies on LFA Lab? [21] to calculate the spectral radius of
an iteration matrix. The second component of the predictive model is a roofline perfor-
mance model [29]. It is used to determine a lower bound for the duration of a solver
iteration and is implemented in the EvoStencils project itself. Figure 6 illustrates the
software architecture and how the components mentioned above depend on and interact
with each other.

The solutions of the GP optimization process are then passed to ExaStencils, which is a
code generation framework for multigrid solvers. Its goal is to integrate the knowledge
of domain experts, mathematicians, software and hardware specialists to generate high-
performance code that is well-adapted to the problem and can be run on parallel and
distributed systems [17]. A solver’s algorithmic specification is described in a domain-
specific language and given as input. The framework emits a C++ implementation and
a default program that applies the solver to a model problem and prints its benchmark
results:

2LFA Lab: https://github.com/hrittich/1fa-1ab

20


https://github.com/hrittich/lfa-lab

1. total time to solution ¢, i.e. how long it takes until the residual norm is reduced
below a certain limit €

2. defect reduction factor p; for each iteration ¢ beyond the first and for the finest

grid Qp:
) 6
" Tk .

EvoStencils uses these results to approximate a solver’s asymptotic convergence factor
by taking the geometric mean of the defect reduction factors of all iterations.

3.2 Hardware Specifications and Performance

The evaluation platform possesses the following hardware specification:

o CPU: Intel Xeon E3-1275 v5 at 3.6GHz

e topology: 1 socket, 4 cores, 2 threads per core

e 64 GiB memory
The roofline performance model requires to be parameterized with the maximum mem-
ory bandwidth and the peak performance in terms of floating point operations per second
(flops). The LIKWID performance tool suite [26] is used to measure these characteris-
tics:

o likwid-bench -w S0:1GB:4 -i 100 -t stream_mem_avx_fma yields 27 GiB/s

e likwid-bench -w S0:1GB:4 -i 100 -t peakflops_avx yields 26 GFlops
The benchmark test stream_mem_avx_fma is chosen because it is tailored towards vec-
torized double precision multiplication and addition operations, and uses nontemporal
stores, i.e. it bypasses the cache. peakflops_avx simply tests the most advanced vector-

ized instruction set extension. The expectation is that the ExaStencil compiler generates
code that is able to make heavy use of these vector extensions.
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3.3 Problem Partitioning and Simplification
3.3.1 Size of the Solution Space

The size of the solution space S, mapped to a search tree, can be roughly quantified as b?,
where b is the branching factor and d the length of expressions. Both variables depend
on the grammar used to create the expressions. Although the expression length is, in
principle, unbounded, we know from existing multigrid solvers that, using the grammar
developed by Schmitt et al., we can expect good solutions to exist in a solution space
limited to expressions with less than 100 symbols. Schmitt et al. argue that even after
applying several restrictions a multigrid solver that operates on three grids corresponds
to a solution space with a size of roughly 3 x 10 [23].

FEmpirically, applying the UCT algorithm to such a three grid optimization problem
leads to expressions with a mean length of 54 symbols and a mean branching factor
of 2.3, based on the data collected for a 2D Poisson problem in section 3.9. Of those
solvers that converged, the shortest expression had a length of 14 and the longest a
length of 102. The multi-objective genetic algorithms tend to cover a wider range of
expression lengths, up to a technical limit of 150. Since the solution space is dominated
by the longest expressions, which have the highest number of possible combinations,
the corresponding solution space Siso has a size of roughly 2.3'%9 ~ 10%4. Limiting the
expression length to 100 leads to |Sygo| ~ 103C.

These observations already indicate that a systematic exploration is infeasible. Without
any heuristics a stochastic optimization algorithm is required to find good solutions
in the solution space. Furthermore, determining the spectral radius through LFA is a
complex task. The 2D Poisson dataset mentioned above has a mean sampling duration,
i.e. the time for evaluating one sample, of 0.22s. Thus, without any parallelization,
the number of samples is limited to an order of roughly 10* to 10°. Consequently, it is
especially important to reduce the solution space as much as possible.

3.3.2 Problem Partitioning

Typically, a multigrid solver operates on more than three grids of different resolutions.
A higher number of grids tends to increase the number of steps the solver makes, i.e. its
expression length is higher, and so is the size of the solution space it lies in. Another
complication is that the LFA to determine the spectral radius of the solver’s iteration
matrix takes significantly longer. As a workaround the optimization problem is split
into smaller ones while accepting some restrictions on the solver’s structure.

Let Qqp,, Qop, ..., Qo-1;, be the grids that the solver operates on, with [ being the number
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of grids and h being the distance between two neighboring points on the finest grid. Let m
be the number of grids that the optimization is limited to without any partitioning, minus
the coarsest grid, e.g. m = 2. Then the number of partitions is n = max{1, [(I—1)/m]}
and each partition p;, i € {1,...,n}, consists of the grids Qyj-13,...,Qor—1, with j =
max{1,l —im} and k =1 — (i — 1)m. The partitions are optimized individually in the
order noted before. The only valid operation on the coarsest grid of each partition is to
solve directly. For each p;, i > 1 solving directly is replaced by the solver found in p;_1,
thus merging the partitions together to form a solver that operates over all grids.

3.3.3 Optimization of Relaxation Factors

Experiments with including relaxation factors in the optimization process that tries to
find an optimal solver structure have caused the LFA Lab implementation to return
spectral radii which strongly deviate from the convergence factor measured by the com-
piled solver application. Another problem is the reduced ability of the optimization
algorithm to still find good solutions due to the increased solution space. As seen in
section 3.3.1 doubling the branching factor increases the solution space by roughly 2¢,
with d as the maximum expression length. As a workaround the relaxation factors are
optimized in a subsequent step and using a different evaluation method. This means
that the first optimization phase tries to find an optimal solver with default relaxation
factors, i.e. w = 1. The second phase applies the CMA-ES algorithm [15] to find an op-
timal combination of these factors with respect to the solver’s convergence factor. That
optimization exploits that recompilation of the solver application is much faster when
only the relaxation factors change.

The MCTS optimization scope does not cover this second step because CMA-ES is an
optimization algorithm that naturally fits this task, while MCTS requires a discrete
problem with a hierarchical structure. In order to apply MCTS these factors would
need to be discretized via binning and then be prioritized, with the factor with the
highest influence on the quality of the solution coming first. Thus MCTS is clearly an
inappropriate method for a continuous optimization problem.

3.4 Choice of Objectives

The predictive model of EvoStencils yields the estimated runtime per iteration 7 and the
spectral radius p. Given €, with 1/e > 1, as the required error reduction up to which the
solution should be computed, the estimated number of iterations is 7 = In(e)/In(p) if
p € (0,1), else 7 = co. Then the estimated time to solution £ = 77 can be used directly
as an objective for a single-objective optimization algorithm. Another approach is to use
p and 7 as objectives for a multi-objective algorithm, hoping that the diversification of
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solutions makes it easier to overcome local extrema in the objective space and thus get
closer to the global optimum than the single-objective variant.

It’s also viable to use another scalarization of p and 7 as the objective for a single-
objective optimization. However, this may bias the optimization towards less favorable
solutions, which makes this approach a priori less attractive than a scalar measure that
perfectly captures the goal of the optimization. It can still be useful if the latter has
any adverse properties for which a certain algorithm is sensitive to, e.g. yielding only a
small numerical difference between the objective values of a mediocre and a very good
solution.

EvoStencils uses p and 7 for its multi-objective optimization via NSGA-II and NSGA-
III, which are discussed in sections 2.2.1 and 2.2.2. The MCTS extension uses the same
objectives for MO-MCTS, and £ for single-objective algorithms (or another scalarization
of p and 7 where explicitly noted).

3.5 Choice of Test Problems

The problems for which optimal solvers need to be found are a subset of examples in
the ExaStencils framework: 1) 2D Poisson, 2) 2D biharmonic, 3) 2D linear elasticity.
Each one uses a finite difference method to discretize the differential equation(s) on three
cartesian grids of step size 27,1 € {6,7,8} in the open and bounded domain Q = (0, 1)2.
A 3D Poisson problem could not be evaluated due to the time to determine the spectral
radius of a solver’s iteration matrix being prohibitively high. The chosen test problems
are a progression from easier to harder problems with the goal to convey the current
capabilities of each optimization approach.

The Poisson problem is given by the following differential equation and boundary con-
dition:

—Au(x) = f(x) inQ
f(z) = 7% cos(mzy) — 4n? sin(2mzy)
u(x) = cos(mzy) — sin(2wzy) on T,

with z € Q and I" as the boundary of 2. The Laplace operator is denoted by A.
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The biharmonic problem is based on A?u(z) = f(z). Substitution leads to:

Au(z) =v(x) inQ

Av(z) = f(z) inQ
f(z) = 681n(2x1) — 64 cos(4x2)
u(z) = sin(2z1) — cos(4dxy) on T’
v(z) = —4sin(2z1) + 16 cos(4x2) on T

The linear elasticity problem models the elastic deformation and internal forces of a two-
dimensional body under the influence of an external force. It is stated by the following
partial differential equations and boundary conditions [23]:

0? 0?
(a+ ) <ax2v(x) + Bxlaa:gw(m)> +aAv(z) =0 inQ

1

0? 0?
(04 (G @) + 52
v(z) =0 and w(x)=0.4sin(rz1)(1 —z1)r122 onT,

w(x)) +alAw(z)=0 inQ

with z € Q, a =195, 8 = 130. The discretization leads to the following system of linear
equations:

Ahuh = fn, with

A, — (OZ—FB) —|—05A (O‘+5)axlax2
b (a+5)6x1612 (a+ B) g +ald

. Vh . 0
up = <wh> IS (0> -
The differential operators are approximated by their discrete counterparts as follows:

(Au);; = B2 (uim1j + wis1j + i + i — 4ugj)

0? _
<6332u> =h 2 (w1 + uir1 — 2uif)
1 /ij

o _
<8$2U> = h"2 (i j-1 + Ui g1 — 2uis)
2 /ij

82
-2
w ) = (4h) "7 (Uig1, 41+ Uim1j—1 = Uin1541 — Uit1,j-1),
81‘161’2 ij

using the notation w;yy j+1 = u((¢ + k)h, (j + 1)h) with k,1 € {-1,0,1}.
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3.6 Genetic Algorithms

3.6.1 EvoStencils Implementation of Genetic Operators

Note: All implementation details refer to the EvoStencils version as of 2020-01-08 and
are subject to change.

EvoStencils’ genetic optimization algorithms start with an initial population of 10 g,
1 = 500 randomly generated individuals, using DEAP’s genGrow operator. It is param-
eterized to create expression trees where each leaf node has a depth between 10 and 20.
Additionally, EvoStencils enforces the rules of the context-free grammar that describes
the steps of a solver by relying on DEAP’s strongly typed genetic programming func-
tionality. This means that each possible function and terminal is registered by name
and type, and each argument has to match a set of compatible types in order to form a
valid expression.

The fitness of each individual is evaluated in terms of the predictive model, consisting of
the spectral radius, determined through LFA, and the estimated runtime of an iteration,
according the the roofline performance model.

EvoStencils uses the (u + A) evolution strategy [2] for its reproduction operator. It
involves the creation of A individuals as offspring of the current generation’s population,
and selecting the best p individuals out of the joined set of population (1) and offspring
(M) to form the next generation’s population, hence the name of this strategy. How that
selection process works in detail is determined by the user’s choice of selection algorithm:
NSGA-IT or NSGA-IIIL. All evaluations in section 3.8.3 use u = A = 500.

The offspring is determined by generating A\/2 pairs from the population, where an
individual may be chosen repeatedly. This can be based on a totally random selection,
which is the case for EvoStencil’s optimization with NSGA-III, but if the user chooses
NSGA-IT DEAP’s selTournamentDCD operator is used instead to determine the offspring.
It first creates a random permutation 7 of the population, splits it into pairs of individuals
(T2i—1,72;) for each i € {1,...,)/2}, and then applies the NSGA-II selection operator
to each pair to decide which individual to select, discarding the other. The process is
repeated a second time with another permutation to obtain a total of A individuals as
offspring. Finally, irrespective of whether NSGA-II or NSGA-III is used, the offspring
is paired in the same manner again to randomly (with a probability of 0.5) apply either
the crossover or the mutation operator to each pair. Applying the mutation operator to
a pair of individuals means to apply it to each individual.

The crossover operator is a single-point crossover, which in the context of GP means
to select a random node in the expression tree of each individual and to exchange the
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subtrees defined by these two nodes. The DEAP implementation of this operator asserts
type compatibility by first generating a list of common node types of the expression trees
of both individuals, then choosing a random type, and finally choosing a random node
of that type in each expression tree before executing the crossover.

The mutation operator will, with a probability of 0.5, use DEAP’s mutNodeReplace-
ment, else the mutInsert operator. The former replaces a random node’s symbol, i.e.
a function or terminal, with another randomly chosen symbol of the same arity while
respecting type compatibility. The latter performs a rather complex insertion operation
at a random node. First, a random subtree of a height between 1 and 10 is created,
starting with a root node whose type is compatible with the randomly chosen node.
Then, the subtree of the randomly chosen node is reused as a child node of the newly
created tree’s root node. Finally, the finished tree replaces the subtree of the random
node.

3.7 MCTS Algorithms

The algorithms selected for the comparison are UCT, two modifications by Tolpin and
Shimony called UCT-sqrt and UCT-epsilon [25], and a multi-objective variant by Wang
and Sebag called MO-MCTS [28]. UCT is described in detail in section 2.4.4, MO-MCTS
in section 2.4.5.

UCT-sqrt replaces the logarithm in the exploration term of UCT (see section 2.4.4,
algorithm 2, line 14) by a square root. UCT-epsilon differs from UCT in that each
iteration of the selection phase has a probability of € of selecting a random child node
instead of the one that maximizes the UCT term given in algorithm 2. Thus setting
€ = 1 provides a completely randomized MCTS variant whose results can be used as a
baseline against which those of other variants are compared.

Based on theoretical considerations from section 2.4.5 both UCT-sqrt and UCT-epsilon
are expected to perform worse than UCT, since the latter is better at minimizing cumula-
tive regret. Nevertheless, tuning the parameters of UCT discovered an implementation
problem that is much less pronounced in UCT-sqrt: The side effect of a low explo-
ration coefficient C'is a strong tendency to revisit fully explored leaf nodes under certain
conditions detailed in section 3.7.3, affecting the sample count of all involved nodes.
Combined with the optimization in section 3.8.1 to only let unique samples count to-
wards the progress of an optimization run, this leads to situations where the root node
sample count increases exponentially over the number of unique samples, e.g. when
using UCT with C = 0.25. Since computing the exploration term requires a floating
point representation of the sample count, the exponential growth behavior can require
the implementation to terminate early in case of an overflow error.
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3.7.1 Normalization of Objective Values

All MCTS algorithm variants evaluated in this thesis balance exploitation and explo-
ration via an exploration coefficient C. Since Kocsis and Szepesvari recommend C' = /2
for an estimated node value in the range [0, 1], objective values in the range (0,00) are
normalized via u(z) := (1 + cx)™!, with ¢ = 1 until a more sophisticated scaling of
objective values is required. The goal then is to find a value for C' that works well across
different problems.

3.7.2 Scalarization of Objective Values

MO-MCTS is the only multi-objective MCTS algorithm considered, all other variants use
t as the only objective. Where explicitly noted, additional evaluations use p and 7 instead
of t, combined with a scalarization function to study the effects of alternative definitions
of the optimization goal. For a more formal definition let v(x) be the scalarization
function for a given objective vector x of length k. Then

. 1/k
Vgeom (X) 1= (H u,(mz)>
i=1

computes the geometric mean of the normalized objective values, with x; being the
components of x and u; the normalization function for the ¢-th objective. The harmonic
mean is defined by

L 1
vharm(x) =k <Z ui(xi)_:l) )
=1

favoring the lowest value of its components, thus putting the optimization algorithm
under more pressure to optimize both objectives equally.

3.7.3 Sampling Optimizations Unique to MCTS

Initial tests of the UCT implementation have revealed that the algorithm spends the
majority of iterations revisiting fully explored leaf nodes in the search tree. This situation
occurs when a fully explored leaf node has recently been created which corresponds to a
comparatively good solution, due to the dynamics between the exploitation term and the
fraction In(S(n))/S(n’) in the exploration term. During the update phase the increase of
the estimated value of the involved nodes is higher than the decrease of the exploration
term, thus ensuring that the next selection phase will follow the same path as the previous
one. That situation persists until V'(n') stabilizes and the sample counts of the involved
nodes have increased to the point where the exploration term compensates the increase
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in the exploitation term. Thus caching sampling results of each fully explored leaf node
is a necessity.

Since this happens so frequently an additional optimization is required to further reduce
the overhead induced by this behavior: When such a node is revisited the update phase
acts as if S(n') successive samples had been made, where S(n') is the previous sample
count of that node. This effectively doubles the node’s sample count on a revisit and
also increases the sample count of all nodes on the path towards the root node by the
same amount. Additionally, unless 25(n’) < S(n) is fulfilled for such a parent node n,
the estimated value of these parent nodes quickly converges towards the sampling result
v(x) of the revisited node.

3.8 Comparison between Results of Genetic and MCTS Algorithms
3.8.1 Establishing a Fair Standard of Comparison

Comparing the performance of EvoStencils’ genetic optimization algorithms and MCTS
variants can be based on either computation time or number of evaluations via the
predictive model. Since the computation time is dominated by the calls to LFA Lab
the preferred standard of comparison is to go by number of evaluated individuals or
samples, limited to 10000. This has the drawback of giving algorithms which tend to
create longer expressions, thus increasing the mean duration of the LFA Lab calls, an
advantage in terms of computation time. On the other hand, it is easier to compare the
convergence behavior between optimization problems of different difficulty.

Since UCT already requires some form of caching of the sampling results, and since the
mutation and crossover operators of EvoStencils tend to create a lot of nonunique indi-
viduals, all evaluation results are cached and reused if the same expression occurs again.
Thus the limit of 10000 evaluations only refers to the number of unique expressions.
Unique expression identifiers are generated by serializing an expression as described in
section 2.4.1 and figure 4, and concatenating the names of the functions and terminals
in that sequence, separated by a special character. Care has been taken to guarantee
that each function and terminal has a unique name.

The focus of this thesis is on comparing algorithm performance. Therefore the evalua-
tions are based on the results of the predictive model only, i.e. based on LFA and the
roofline performance model. This goal also justifies to limit the evaluations to one parti-
tion describing a three grid solver, and to skip the optimization of relaxation factors.

The performance of a single optimization run is quantified, among other metrics, using
the best estimated time to solution £ over all 10000 individuals or samples. For most
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metrics the median for (by default) 10 runs with identical settings are given. Where
variability is important minimum and maximum are given in brackets.

3.8.2 Random Search as a Baseline

The parameter € in the UCT-epsilon algorithm controls the probability of choosing a
random child node n’ during the selection phase, instead of the one that maximizes the
UCT value U(n'). Using e = 0 makes UCT-epsilon behave identically to UCT. On the
other hand, using ¢ = 1 represents a baseline for what results are obtained by random
search. They are listed in table 1.

The minimum estimated time to solution ¢ for the 2D Poisson and 2D biharmonic prob-
lems is consistently lower than the time to solution ¢ measured from the default solu-
tions generated by the ExaStencils framework (2D Poisson: ¢ = 34.2ms, 2D biharmonic:
t = 71.1ms, 2D linear elasticity: ¢t = 68.4ms, taken from table 5 in section 3.8.4). One
possible interpretation of these results would be that expressions generated from random
search surpass existing solvers, which warrants a closer look at the predictive model in
section 3.9. The higher value for the 2D linear elasticity problem indicates that this
problem is much harder to optimize than the other two. This is also supported by the
observation that random search does not find expressions with a spectral radius p of less
than 0.24, while the default solution generated by ExaStencils achieves an asymptotic
convergence factor p of 0.0209.

The metrics for p,7,t, expression length and LFA duration are based on the subset of
valid expressions. They are defined as those expressions that don’t cause errors, e.g.
in the LFA Lab analysis, the roofline performance model, or the Python interpreter.
Approximately one quarter of the randomly generated samples has an expression length
above 150 and is discarded automatically. This limit is due to the need to exclude
expressions which the optimization algorithm is unable to optimize well, and to try to
avoid expressions which exceed the Python interpreter call stack limit. The majority of
the remaining invalid expressions is presumably caused by implementation gaps or faults
in LFA Lab, but faults in any other software component cannot be ruled out.

The duration of an LFA Lab call depends on whether the analysis leads to an error or
not. Samples of the former category have a mean duration of 8 ms, while the latter take
significantly longer, covering a wide range from tens of milliseconds to seconds.

The metrics length of longest branch and length of shortest branch measure the height
and asymmetry of the search tree. A branch is a path from the root node to a leaf node

of the tree.

The randomly generated individuals in the starting population of genetic optimization
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Table 1: Results for 10 optimization runs per test problem using random search based
on the UCT-epsilon algorithm with ¢ = 1. Minimum estimated time to solution

t is highlighted in bold.

metric Poisson Biharmonic Linear Elasticity
minimum p 0.020 0.15 0.34
(0.0071 - 0.056) (0.052 - 0.25) (0.24 - 0.36)
minimum 7 0.48 ms 0.95ms 1.1ms
median 7 2.3 ms 2.7ms 3.6 ms
minimum £ 20.6 ms 45.5 ms 72.9ms
(17.4 - 22.4) (44.3 - 50.0) (71.1 - 80.4)
median expression length 41 30 29
valid samples 21 % 6.1% 5.9%
converging samples 4.2% 1.3% 1.4%
mean LFA duration of 235 ms 276 ms 283 ms
valid samples
mean branching factor 2.34 2.31 2.33
length of longest branch 22 22 22
length of shortest branch 9 7 7
root node sample count 1.3 x 100 2 x 108 1.7 x 108
cache hit rate 1.8% 1.6 % 1.5%

Table 2: Results for random search using DEAP’s genGrow operator as implemented by

EvoStencils.

metric Poisson Biharmonic Linear Elasticity

minimum p 0.016 0.20 0.34
(0.0065 - 0.037) (0.11 - 0.25) (0.24 - 0.40)

minimum 7 0.84 ms 1.7ms 2.1ms

median 7 1.6 ms 2.1 ms 2.8 ms

minimum £ 19.8 ms 45.5 ms 80.4ms
(18.6 - 21.5)  (42.5 - 46.8)  (71.1 - 80.4)

median expression length 30 26 26

valid samples 23 % 6.8% 6.6 %

converging samples 4.8% 1.6 % 1.6 %

mean LFA duration of 171 ms 266 ms 280 ms

valid samples
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runs can also serve as a random search baseline, leading to very similar results, as shown
in table 2. The shorter mean LFA duration for the 2D Poisson problem can be explained
by the lower median expression length.

3.8.3 Results for NSGA-1l and NSGA-III

Tables 3 and 4 show the results obtained for NSGA-IT and NSGA-III with the EvoStencils
implementations for genetic optimization.

Since the starting population of 10 = 5000 individuals has a very high ratio of unique
expressions (see the low cache hit rate from table 2) that population already accounts
for almost half of the total unique individuals created during an optimization run. Each
generation after the starting population involves the creation of p = 500 individuals. The
number of generations noted in tables 3 and 4 is the generation where the optimization
run reaches the limit of 10 000 unique individuals. The cache hit rate refers only to those
populations after the starting population.

In comparison, the optimization runs with NSGA-III tend to create shorter expressions
than runs with NSGA-II, leading to shorter LFA durations and higher spectral radii.
The differences in the cache hit rate and the minimum estimated time to solution ¢ are
not significant.

The convergence behavior for NSGA-IT and NSGA-III is illustrated in the figures 7 and 8.
The first two suggest that raising the limit of 10000 unique individuals per optimization
run might not be the most effective nor efficient way to achieve a guaranteed convergence
towards the minimum estimated time to solution ¢ found among all optimization runs.
Instead, a restart strategy or a parallel evolution of individuals on multiple isolated
“islands” might be an alternative. The plots in figure 8 indicate that the 2D biharmonic
optimization problem is harder to solve than the 2D Poisson problem, while the 2D
linear elasticity problem is even more difficult. This can be concluded from the higher
fraction of individuals with inferior ¢ over all generations, compared to the 2D Poisson
problem, where a convergence towards lower ¢ is clearly visible.

The plots in figures 9, 10 and 11 further investigate the relationship between expression
length and different other metrics. Figure 10 shows a correlation between expression
length and spectral radius among the set of optimized solutions for the 2D Poisson
problem. The deviance in the plots for the biharmonic and linear elasticity problems
might be a consequence of the optimization algorithms’ reduced ability to find good or
even valid individuals for these problems. The lower spectral radius of longer expressions
comes at the cost of a higher runtime per iteration, due to the increased number of
operations, as seen in figure 11b. The shape of the distribution in figure 9 suggests
that this trade-off causes these longer expressions to generally have an inferior estimated
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Table 3: Results for NSGA-IT as implemented by EvoStencils.

metric Poisson Biharmonic Linear Elasticity

minimum p 6.3 x 1074 0.0053 0.037
(3.2 x 1074 - (0.0018 - 0.025) (0.010 - 0.14)

0.0011)

minimum 7 0.66 ms 1.3 ms 1.6 ms

median 7 2.9ms 4.8 ms 7.2ms

minimum £ 16.1 ms 33.4ms 68.3 ms
(15.2 - 17.7) (30.5 - 37.6) (63.7 - 70.0)

median expression length 54 51 55

valid samples 56 % 38% 37%

converging samples 42 % 31 % 29 %

mean LFA duration of 474 ms 705 ms 776 ms

valid samples

generations 41 60 61

cache hit rate 75 % 83 % 84 %

Table 4: Results for NSGA-IIT as implemented by EvoStencils.

metric Poisson Biharmonic Linear Elasticity

minimum p 5.1 x 1074 0.014 0.092
(1.9 x 1074 - (0.0070 - 0.021) (0.018 - 0.16)

0.011)

minimum 7 0.66 ms 1.3 ms 1.6 ms

median 7 2.3ms 3.8 ms 4.9ms

minimum # 16.5ms 34.1ms 68.8 ms
(15.2 - 16.7) (33.1 - 36.5) (63.7 - 70.0)

median expression length 43 41 42

valid samples 55 % 37% 32%

converging samples 40 % 27 % 23 %

mean LFA duration of 339 ms 467 ms 525 ms

valid samples

generations 54 69 84

cache hit rate 81 % 86 % 88 %
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Figure 7: Convergence behavior of NSGA-II (left) and NSGA-III (right) for the three
test problems based on minimum ¢ achieved up to each sample index, counting
unique samples only. A sample is synonymous with an individual. The blue
line shows the median of the metric over 10 runs. The shaded area represents
the minimum and maximum over 10 runs. Note that samples up to roughly
index 5000 are randomly generated individuals for the starting population.
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Figure 8: Convergence behavior of NSGA-II as a scatter plot with binning to show the
distribution of estimated time to solution £ among individuals over the course
of an optimization run, for the (a) 2D Poisson, (b) 2D biharmonic, and (c)
2D linear elasticity problem. Each plot is based on the combined results of 10
independent optimization runs.
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time to solution . However, any hypotheses drawn from these plots need to be carefully
checked against the data. For example, one interpretation of figure 9 could be that
the solution space is structured in a way such that optimal solutions correspond to
expressions which are in general shorter than 50 symbols. Another interpretation is that
the increased search space for longer expressions prevents the optimization algorithms
from finding competitive solutions, thus causing the slope in the bottom part of each plot
of figure 9. Taking a close look at the data for the biharmonic problem reveals that the
best solution, with £ = 30.5ms, has an expression length of 32 but was only found in 1
out of 10 optimization runs with NSGA-II. This demonstrates that the plots only depict
the small fraction of the search space covered by the optimization algorithms, and that
even for short expressions the optimization algorithms struggle to find the optimum.

Figure 11c explores the relationship between expression length and the time that it takes
to determine the spectral radius p for an individual with LFA. The plot uses data from a
2D Poisson problem, but the distribution is quite similar for the biharmonic and linear
elasticity problem, only differing by a constant offset in the duration and having less
individuals with very long evaluation times. It shows that the difference in duration
between expressions of the same length is roughly of the same order of magnitude than
the difference between the minimum duration of the shortest and longest expressions.
This suggests that there are features or combinations of features in some expressions
that cause the LFA to take roughly 10 times longer than it takes to complete in the best
case.
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Figure 9: Relationship between expression length and estimated time to solution ¢ for
NSGA-II and the (a) 2D Poisson, (b) 2D biharmonic, and (c) 2D linear elas-
ticity problem, using the same data base as in figure 8.
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3.8.4 Results for MCTS Algorithms

Using UCT with £ as an objective, an exploration coefficient of C' = v/2, and a normal-
ization of the objective value u(x) := (1 + cx)~! with ¢ = 1 for a 2D Poisson problem
leads to results indistinguishable from random search. This makes it necessary to choose
a suitable scaling factor ¢ for the objective value. To avoid any circular dependencies
between a data basis for the choice of ¢ and the results obtained with such a setting,
c is based on results obtained with default solutions generated by ExaStencils instead,
as shown in table 5. This decision is based on the assumption that the results obtained
from the predictive model of EvoStencils and the results obtained from solutions built
by ExaStencils are at least of the same order of magnitude. That assumption is inves-
tigated further in section 3.9. In addition, it is assumed that the MCTS optimization
algorithms are able to find solutions whose objective values are similarly close to those
in table 5.

The scaling factor ¢ is chosen such that u(x) = 0.5 for an objective value x equal to the
values in table 5, e.g. ¢ = 1/34.2 for optimization runs for a 2D Poisson problem using
t as objective.

In general, for any evaluated MCTS algorithm finding a value for C' that is optimal for all
three test problems has been unsuccessful. The influence of C' on the rate of convergence
can be seen in figure 14. Moderately decreasing C speeds up the convergence but does not
change the quality of the solution where the algorithm converges. This works especially
well for the 2D Poisson, but not for the 2D linear elasticity problem, as can be seen in
the results for the UCT algorithm in table 6 and figure 12. Decreasing C also leads to a
more asymmetric search tree, i.e. more exploitation and less exploration. However, the
increasingly asymmetric distribution of sample counts leads to the numerical problem
outlined in section 3.7, up to the point where the sample count of some nodes approaches
the limit of the maximum value representable by floating point numbers on the evaluation
hardware platform. As a consequence the criteria for an optimal choice of C are, in the
order of their priority, 1) minimum t achieved among all values tested for C, 2) a root
node sample count below 10°° at the end of each run, 3) as little variability for minimum
t among the 10 runs as possible, and 4) minimum £ achieved as early as possible in all
10 runs.

Table 5: Results obtained with default solutions generated by the ExaStencils-

Framework.
metric Poisson Biharmonic Lin. Elasticity
approx. convergence factor p 0.0447 0.0198 0.0209
mean runtime per iteration r 4.28 ms 11.9ms 11.4ms
time to solution ¢ 34.2 ms 71.1ms 68.4 ms
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Table 6: Results for UCT with ¢ as objective and scaling factor ¢ based on val-
ues in table 5. 10 optimization runs are done for each value for C €
{0.25,0.5,0.75,1.0,4/2,2,4}. Only the results for the choice of exploration co-
efficient C' optimal for the given problem are shown. Minimum estimated time
to solution £ is highlighted in bold.

metric Poisson Biharmonic Linear Elasticity
C 0.5 0.75 4
minimum p 0.030 0.030 0.32
(0.027 - 0.037) (0.016 - 0.037) (0.16 - 0.36)
minimum 7 0.48 ms 0.95ms 1.1ms
median 7 2.6 ms 4.5 ms 3.4ms
minimum ¢ 17.0ms 34.1 ms 72.9 ms
(17.0 - 17.0) (34.1 - 34.1) (71.1 - 80.4)
median expression length 55 54 29
valid samples 97 % 42 % 6.2 %
converging samples 62 % 23 % 1.5%
mean LFA duration of 196 ms 455 ms 279 ms
valid samples
mean branching factor 2.31 2.29 2.31
length of longest branch 63 67 22
length of shortest branch 6 6 9
root node sample count 4.7 x 10%" 7.6 x 10%2 10351
cache hit rate 28 % 26 % 1.8%

For the 2D Poisson problem all solutions found by UCT with an optimal estimated time
to solution %, i.e. between 17.0 and 17.5ms, have an expression length between 50 and
52. Optimization runs with C' > /2 are sometimes unable to find these, while runs
with C' < 0.75 consistently find more than 50 unique solutions of that quality. While
the length of the longest search tree branch is only 39 for C = /2, it is 53 or higher
for C' < 0.75. Apparently, finding many of these solutions requires that C is sufficiently
low, and thus the search tree sufficiently asymmetric to extend to a depth similar to or
higher than the expression length of these solutions. From a theoretical point of view
the probability of sampling such a specific solution from a search tree node of depth 39
is low, which adds plausibility to the conjecture: b3?7°0 ~ 10~%, with branching factor
b = 2.3. The picture is very similar for the 2D biharmonic problem, where optimal
solutions with # between 34.0 and 34.5ms have an expression length of 50 or 51, are
found similarly frequently as in the Poisson problem for C' < 1.0 and search tree height
> 55, but are rarely or never found for C' > 2 and search tree height < 39. No such
data is available for the 2D linear elasticity problem since UCT fails to converge there
for any setting of C.

In summary, the results for UCT in table 6 and figure 12 show that UCT can sometimes
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match, but not exceed the performance of the genetic optimization algorithms. For
example, the best solutions found by NSGA-II for the 2D Poisson problem have an
estimated time to solution # between 15 and 16 ms and an expression length between
31 and 49. Additionally, UCT is unable to converge for the linear elasticity problem,
performing similar to random search. However, when UCT converges, it does so quite
reliably, i.e. the results from an optimization run show much less variability than those
produced with a genetic algorithm. Besides, tuning the exploration coefficient C' allows
for a faster convergence without any loss in the quality of the best solutions.

Experiments to improve the performance of UCT for the linear elasticity problem have
been unsuccessful. One approach consists of using spectral radius p and estimated
runtime per iteration 7 as objectives, and scalarizing them via geometric mean. Another
approach is to use the results obtained in previous optimization runs to re-adjust the
scaling factor ¢ for a given objective, i.e. by setting ¢ to the reciprocal of the median
value for that objective among all valid samples. However, all combinations perform
equally or worse than the original setting.

Although, using p and 7 instead of  as objectives does have some positive effects for the
Poisson and biharmonic problems: a higher search tree height and an earlier convergence
towards the (same) minimum value for . Trying a scalarization via harmonic mean
performs much worse than using the geometric mean instead.

The choice of tree serialization method, i.e. whether the expression tree is serialized in
depth first or breadth first order in the search tree, has a small but noticeable effect,
with breadth first performing better. For the 2D biharmonic problem and C' = 0.5 runs
using the breadth first order achieve the minimum estimated time to solution # of 34.1 ms
in 1729 to 4156 unique samples, while runs using depth first order take 3015 to 8875
samples to achieve the same result. Runs with breadth first order also achieve a lower
minimum spectral radius than runs with depth first order (0.030 vs. 0.059) and a higher
median expression length (47 vs. 38).

The results for UCT-sqrt are shown in table 7. Due to the replacement of the logarithm
in the UCT exploration term by a square root UCT-sqrt requires much lower values
for the exploration coefficient C to achieve results similar to UCT, but also leads to a
much lower sample counts at the end of each optimization run, avoiding the problem of
early termination due to the need to avoid numerical overflow. However, UCT-sqrt has a
shorter range of optimal values for C', which makes the search for a good setting harder.
The most striking difference to UCT is the higher variability for minimum ¢ achieved
among multiple optimization runs with the same settings. Though this is not visible in
the results shown in table 7, the results for other choices of C' suffer much more from
this problem than they do for UCT.

Finally, the results for MO-MCTS, as shown in table 8, are inferior to both UCT and
UCT-sqrt. Due to the exploration coefficient being a vector, finding a good set of param-
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Table 7: Results for UCT-sqrt with # as objective and scaling factor ¢ based on val-
ues in table 5. 10 optimization runs were done for each value for C' €
{0.03,0.05,0.1,0.2,0.5,1}. Only the results for the choice of exploration co-
efficient C' optimal for the given problem are shown. Minimum estimated time
to solution £ is highlighted in bold.

metric Poisson Biharmonic Linear Elasticity
C 0.1 0.05 0.05
minimum p 0.030 0.046 0.27
(0.021 - 0.030) (0.031 - 0.059) (0.19 - 0.35)
minimum 7 0.48 ms 0.95ms 1.1ms
median 7 2.6 ms 3.5ms 4.0 ms
minimum ¢ 17.0ms 34.1 ms 80.4 ms
(17.0 - 17.0) (34.1 - 34.1) (71.1 - 88.9)
median expression length 55 41 31
valid samples 93 % 21 % 13%
converging samples 57 % 5.6 % 4.6 %
mean LFA duration of 199 ms 369 ms 305 ms
valid samples
mean branching factor 2.32 2.49 2.44
length of longest branch 65 60 39
length of shortest branch 7 7 8
root node sample count 1.9 x 107 1.1 x 1010 5.1 x 10?
cache hit rate 27 % 19% 8.8%

eters for the algorithm is harder than for the other MCTS variants. A few experiments
with unequal components, e.g. one coefficient being four times higher than the other,
have shown only slight improvements over comparable settings with equal components.
MO-MCTS exhibits the combined drawbacks of UCT and UCT-sqrt: a higher vari-
ability than UCT in minimum ¢ achieved among multiple optimization runs with the
same settings, and a high variability in the root node sample count for low values in
the exploration coefficient vector. Furthermore, maintaining a nondominated set of ob-
jective vectors, each vector associated with a solution, and supporting the operations
required to calculate the UCT value for a node makes the implementation of MO-MCTS
significantly more challenging.
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Table 8: Results for MO-MCTS with spectral radius p and estimated runtime per iter-
ation 7 as objectives, and scaling factor ¢ based on values in table 5. 10 op-
timization runs have been done for each exploration coefficient vector (C, C’)—r
for C' € {0.25,0.5,0.75, 1.0, V2,2, 4}. Only the results for the optimal choice of
C for the given problems are shown. Minimum estimated time to solution # is
highlighted in bold.

metric Poisson Biharmonic Linear Elasticity
C 0.25 0.5 0.5
minimum p 0.059 0.16 0.34
(0.046 - 0.064) (0.073 - 0.22) (0.17 - 0.35)
minimum 7 0.48 ms 0.95ms 1.1ms
median 7 1.7ms 2.5ms 3.1ms
minimum £ 17.0 ms 45.5 ms 80.4 ms
(17.0 - 17.5) (33.4 - 46.8) (68.8 - 80.4)
median expression length 36 28 27
valid samples 97 % 4.0% 6.0 %
converging samples 55 % 1.1% 1.6 %
mean LFA duration of 158 ms 275 ms 277 ms
valid samples
mean branching factor 2.31 2.51 2.38
length of longest branch 40 22 23
length of shortest branch 6 9 9
root node sample count 4.7 x 108 10230 10638
cache hit rate 30 % 1.4% 2.9%
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Figure 12: Convergence behavior of UCT for the (a) 2D Poisson, (b) 2D biharmonic,
and (c) 2D linear elasticity problem, based on minimum { achieved up to
each sample index, analogously to figure 7. The dashed line and the gray
area surrounding it represent the performance of NSGA-II for comparison.
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Figure 13: Convergence behavior of UCT as a scatter plot with binning to show the
distribution of estimated time to solution ¢ among samples over the course of
an optimization run, for the (a) 2D Poisson, (b) 2D biharmonic, and (c) 2D
linear elasticity problem. Each plot is based on the combined results of 10
independent optimization runs, analogously to figure 8.
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Figure 14: Convergence behavior of UCT as a scatter plot with binning to show the
distribution of estimated time to solution ¢ among samples over the course
of an optimization run, for the 2D Poisson problem and depending on the
exploration coefficient C'. Each plot is based on the combined results of 10
independent optimization runs.
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3.9 Validation of the Predictive Model

Evaluating the performance of a multigrid solver via ExaStencils is a time-consuming
procedure, as the solver needs to be compiled before its performance for a problem can
be measured. Since an optimization algorithm needs to evaluate many thousands of
expressions the EvoStencils project involved the development of a predictive model to
estimate that performance instead. It relies on LFA and a roofline performance model.
The former yields the spectral radius p as a — in theory — rather close estimate for the
asymptotic convergence factor. The latter assumes a full saturation of either memory
bandwidth or floating point units and thus determines a lower bound 7 on the runtime
of one iteration of the solver. The time to solution can then be estimated through
t = #1n(e)/In(p), with € being a small constant for the required error reduction of the
solution, i.e. 1/e > 1.

To decrease the influence of differences between estimates and measured results, Evo-
Stencils does not rely on the metric £ to identify the best solution, but measures the time
to solution for the nondominated set of expressions resulting from the genetic optimiza-
tion via ExaStencils instead. A cursory inspection of the differences between prediction
and measurement has already revealed some significant deviations, requiring a more
thorough study of the topic.

For the 2D Poisson problem optimization runs using UCT and identical settings are
repeated until a total of 10000 or more unique solver expressions are collected. The data
from the optimization runs includes the results from the predictive model, but not the
measured results of generated solvers. The expressions are stored in a serialized format
and reconstructed in a subsequent phase of the analysis to gather the measurements via
ExaStencils for each expression. Out of 19563 unique solver expressions 18869 (96 %)
are valid, i.e. do not result in an error during LFA, and 12730 (65 %) have a spectral
radius below 1. The latter fraction of samples is the basis for the figures 15, 16 and 17,
which also include the results from the analysis repeated for the 2D biharmonic problem.
Here, out of 19 160 unique solver expressions only 7170 (37 %) are valid, and 3721 (19 %)
also converge, according to the predictive model.

These figures show the distribution of results regarding the agreement between predic-
tive model and measurement. A perfect agreement would result in all samples being
aligned on a diagonal from the origin to the upper right of the scatter plots, and a sin-
gle spike in the center of each histogram’s axis. Figure 15a indicates that the spectral
radius is a rather unreliable predictor of the asymptotic convergence factor. According
to the histogram in figure 15b the spectral radius tends to be twice as high as the con-
vergence factor (median of 2.1). The situation is reversed for the runtime per iteration,
as seen in figure 16, where the predicted value is usually less than half of the measured
value (median of 0.44). This is somewhat expected, since the predictive model by design
yields a lower bound on the runtime. Fortunately, as shown in figure 17, both deviations
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partially cancel out each other, leading to an estimated time to solution that systemat-
ically underestimates the measured time to solution, with a median of 0.58 for the ratio
between estimate and measurement.

The results for the 2D biharmonic problem are quite similar to the 2D Poisson problem.
Repeating the analysis for solvers found by using NSGA-II as an optimization algorithm
confirms the distributions seen in the scatter plots of figures 15, 16 and 17, but shows an
even wider spread in the histograms. In conclusion, findings from the plots are likely to
apply to the predictive model in a generalized way, not only to a particular test problem
and optimization algorithm. For example, the systematical vertical offset in figure 16a
from the diagonal suggests that the measured runtime per iteration has a component
which is not covered by the roofline performance model and which is mostly independent
of the number of operations. However, interpretations for these observations are beyond
the scope of this thesis.

In summary there are significant deviations between predicted metrics and their coun-
terparts from measurements. This can be quantified further: judging from figure 17b,
i.e. discarding outliers beyond the scale of the plot, and simplistically assuming a normal
distribution with g = 0.56 and o = 0.12, the most likely true value and a confidence
interval for a given estimate for a concrete solution of the 2D Poisson problem can be
calculated. For example, assuming an output of the predictive model of ¢ = 17.0ms,
like in table 6, the most likely time to to solution t is 9.6 ms with a 95 % likelihood for
t to be between 5.4 ms and 14 ms. This illustrates that the predictive model is useful to
steer the optimization algorithm in the direction of good solutions, but is incapable of
giving a reliable ranking of solutions by their quality. Hence the need for EvoStencils to
identify the best solution among a nondominated set of solutions based on measurements
obtained after compiling each solution via ExaStencils. It might even be an efficient use
of CPU time to also include solutions of a few lower Pareto ranks in this evaluation.

The findings suggest that improving the accuracy of the predictive model might have a
big impact on the ability of EvoStencils to find good solutions. The focus should be on the
LFA since that is the part of the model with the highest deviations from measurements
and also by far the most time-consuming part of the sample evaluation. Conversely, there
is also room for a more sophisticated model for estimating a solver’s runtime per iteration
without greatly increasing the sample evaluation duration. Alternatively, finding ways
to dramatically speed up the measurement process could make it possible to drop the
predictive model in favor of measurements. Currently, obtaining a measurement on
average takes between 50 (2D Poisson problem) to 74 (2D biharmonic problem) times
longer than obtaining an estimate from the predictive model.
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Figure 15: Agreement between predictive model and measurements from compiled so-
lutions in terms of the spectral radius p and the (approximated) asymptotic
convergence factor p, obtained via UCT for the 2D Poisson problem (top)
and the 2D biharmonic problem (bottom). The scatter plots (left) put the
metric from the predictive model on the horizontal axis and the correspond-
ing metric from the compiled solution on the vertical axis. The histograms
(right) show the distribution of the ratio of estimated metric versus measured

metric on a logarithmic axis.
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Figure 17: Agreement between predictive model and measurements from compiled solu-
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obtained via UCT for the 2D Poisson problem (top) and the 2D biharmonic
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model on the horizontal axis and the corresponding metric from the compiled
solution on the vertical axis. The histograms (right) show the distribution of
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4 Conclusions and Future Work

The UCT algorithm is able to find solutions of similar quality as those found by NSGA-II
and NSGA-III for the 2D Poisson and the 2D biharmonic problem, but fails to surpass
random search for the 2D linear elasticity problem. For the former two test problems,
compared to NSGA-IT and NSGA-III, UCT converges earlier and more reliably, but is
unable to find solutions as good as the best ones found with the genetic algorithms.
This suggests that MCTS algorithms are much more reliant on favorable properties of
the solution space than genetic optimization algorithms.

This can also be deduced from the theory — MCTS requires the hierarchical representa-
tion of the solution space as a search tree, which is not the case for genetic algorithms.
In parts of the search tree which are new or have barely been explored, i.e. with a low
sample count, the estimated value of the nodes depends on the results from only a few
samples. If good solutions are rare among samples, as it seems to be the case for the 2D
linear elasticity problem, the influence of a single “lucky” sample is quickly compensated
by subsequent samples with poor outcomes, effectively preventing the deeper expansion
of that branch. Surpassing random search requires that at least one node of the current
search tree has a high fraction of samples with an higher-than-average score, which leads
to a reliably above-average estimated value of that node. The higher the difference be-
tween that estimated value and the values of the neighboring branches, the more often
that branch will be sampled and expanded, compared to its neighbors. In essence, UCT
requires the discrete equivalent of a gradient in the solution space, whose segmentation
is determined by the hierarchical mapping of solutions to the search tree. There can
be plateaus in that gradient, but their maximum extent is determined by the depth up
to which random search is able to expand the subtree of a given node within the given
resource limits for the algorithm. Since NSGA-II and NSGA-III do not have such a
concept of an estimated value for segments of the solution space, they are much more
capable of finding successively better solutions after random search has obtained some
rare good solutions. These considerations also explain why under favorable conditions,
like in case of the 2D Poisson problem, UCT converges quickly and reliably to solutions
of the same quality, in contrast to the genetic algorithms.

This implies that MCTS has a more narrow area of application in expression search
than optimization approaches based on genetic programming. The latter approaches are
more flexible and have the potential to find better solutions, while the former has the
potential to find a good solution faster and more reliably.

It should be noted that UCT is used here in an unusual way. Typically, e.g. when
applied to games, MCTS algorithms have the task to determine the best child node
of the root node. Instead, the algorithm runs much longer and is modified to return
the best sample, i.e. solution, it encountered. In principle, the former approach could
also be applied to the problem of finding an optimal multigrid solver expression. The
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algorithm would then return the most promising symbol as a continuation of the current
(unfinished) optimal expression. With each returned symbol the child node representing
that symbol becomes the root node for the next call, thus iteratively narrowing down the
solution space. However, since the length of the expression, i.e. the depth of the optimal
solution in the tree, is not known beforehand, that approach has the drawback of not
being able to impose hard limits on total CPU time or the number of samples. This
prevents establishing a fair standard for comparison with other algorithms. A simple
implementation using a fixed CPU time or sample budget for each step also tends to
waste resources when the root node only has a single child node or when the remaining
search space is so small that an exhaustive exploration is achievable within the bounds of
the budget. Consequently, letting the MCTS algorithm return the best complete solution
instead is a necessary adjustment and also a more efficient use of resources. However,
that untypical usage might explain why the observed tendency of UCT to produce node
sample counts over 103%° for small exploration coefficient values before reaching 10000
unique samples is not mentioned in any of the referenced MCTS-related sources.

The effort required to optimize the parameters of the UCT algorithm, e.g. exploration
coefficient, normalization, and expression tree serialization method, seems to be lower
than the effort required for the genetic algorithms. Optimizing the parameters for the lat-
ter and finding an optimal operator design involves many more implementation choices.
An example of this is the choice of the operator to generate random individuals for the
starting population, or the choice of the reproduction, mutation and crossover operators.
Each operator itself introduces several choices regarding its details, e.g. the composi-
tion of random expression trees, population size, selection mechanics, or probability of
application.

The considered alternative MCTS algorithms, i.e. UCT-sqrt and MO-MCTS, yield
worse results than UCT. While the differences between UCT and UCT-sqrt are less
pronounced, the results from MO-MCTS are inferior, since scalarization approaches
with UCT yield much better results. The exploration coefficient vector for MO-MCTS
is also more difficult to optimize than UCT’s scalar exploration coefficient. UCT-epsilon
is only used in this evaluation to implement a random search algorithm since theoretical
considerations already determine that it is unable to surpass UCT. The same conclusion
can be drawn for UCT-sqrt, and is confirmed by the empirical results.

Comparing the results of the EvoStencils implementations of NSGA-II and NSGA-III
reveals no significant differences, since the variability between optimization runs is so
high. The only exception is the median expression length, which is significantly higher for
NSGA-II, i.e. showing a bias towards longer expressions. However, this does not result
in significantly better solutions in terms of the minimum estimated time to solution .

The performance of the MCTS algorithms evaluated here is strongly limited by the

high percentage of invalid samples (over 93 %) for the biharmonic and linear elasticity
problems under random search. While the genetic algorithms are able to cope well with
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this, the MCTS algorithms rely on random samples to estimate the value of nodes in
the search tree. Most nodes only get a few samples over the course of an optimization
run, thus good solutions are likely to be overlooked when only a small fraction of these
samples produce valid expressions with a nonzero value. This explains why reducing or
eliminating these invalid samples would be an important step in future work on this topic.
However, this does not invalidate the general conclusions mentioned at the beginning of
this section about the limitations of MCTS, and instead is about how the problem could
be stated better.

A development that would help to better understand the behavior of MCTS is a visual-
ization of the search tree dynamic with respect to its structure, the node sample count
and the estimated value of nodes. The challenge consists of depicting an extensive and
highly asymmetric tree structure in a clear and very compact way, which emphasizes
the edges instead of the nodes. Popular graph software like Gephi does not provide
enough flexibility to implement this and produces pictures that are either too crowded
or too big, with hardly traceable paths, to be helpful. As an alternative parts of the
graph could be abstracted away through clustering to make a visualization feasible. Ad-
ditionally, the generated multigrid solver expressions are similarly hard to visualize and
compare, making it difficult to ascertain how solutions found by NSGA-II differ from
those found by UCT, which similarities the 100 best expressions have, or which features
in an expression lead to errors in their evaluation.

More generally, increasing the accuracy of the predictive model or speeding up the Exa-
Stencils solver compilation process would be major improvements. The latter could allow
to drop the predictive model in favor of a direct evaluation of each solver expression.
Scaling the optimization to run on many processors in parallel would require a paral-
lelized variant of UCT, such as those mentioned in [4]. Finally, combining UCT with a
machine learning method (like in [24]) or a heuristic learned from previous samples could
be a viable way of applying MCTS to harder expression search problems like the linear
elasticity problem. The RAVE heuristic [13] has already been mentioned in section 2.4.5
but only covers the tree policy, i.e. the selection and expansion phases. Using a heuris-
tic to modify the default policy instead, which controls the actions applied during the
sampling phase, seems to be a more promising approach since the completely random
sampling of UCT has already been identified as a weak point for certain problems.
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