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Abstract

When it comes to accelerator devices for compute-intensive applications, an
Field Programmable Gate Array (FPGA) can be classified between a Graphical
Processing Unit (GPU) and an Application-Specific Integrated Circuit (ASIC).
FPGAs allow a direct mapping of applications to circuits but are also recon-
figurable. Thus, they are a promising architecture for acceleration of various
applications. However, even with the High Level Synthesis (HLS) approach
that Intel’s oneAPI provides, developing code for FPGAs remains tedious. To
overcome some of these issues and use existing high level problem abstractions,
we present a code generation pipeline. It starts with the implementation of
quadrature-free Discontinuous Galerkin (DG) discretization of the Shallow Wa-
ter Equation (SWE) in Generation of Higher-Order Discretizations Deployed as
ExaSlang Specifications (GHODDESS), uses pystencils with a custom backend
for stencil generation and targets StencilStream, an FPGA library implemented
on top of the oneAPI . The compiler toolchain of the oneAPI is then used to
synthesise executables for FPGA hardware. This approach enables us to reuse
the implementation of the SWE in GHODDESS , which initially has no FPGA
backend. We show that the pipeline works for complex scenarios by generating
simulation applications with up to 3500 lines of code. These generated shal-
low water simulations fully run on the FPGA device. The performance of the
generated applications is promising, as it is mostly similar as a parallelized and
vectorized Central Processing Unit (CPU) reference.

Zusammenfassung

Im Kontext der Beschleunigerarchitekturen für rechenintensive Aufgaben kann
ein FPGA zwischen einer GPU und einem ASIC verortet werden. FPGAs er-
lauben das direkte Abbilden von Anwendungen auf einen Schaltkreis, sind aber
dennoch rekonfigurierbar. Das macht sie zu einer vielversprechenden Hardware
zur Beschleunigung von verschiedensten Anwendungen. Allerdings bleibt selbst
mit dem High-Level Synthesis (HLS) Ansatz, den Intels oneAPI bietet, die An-
wendungsentwicklung für FPGAs aufwändig. Um einige dieser Probleme zu um-
gehen und um eine existierende, auf einer hohen Abstraktionsebene formulierte
Problembeschreibung verwenden zu können, wird im folgenden eine Codegene-
rierungspipeline vorgestellt. Startpunkt ist die Implementierung der quadratur-
freien DG Diskretisierung der SWE in GHODDESS . Weiter wird pystencils mit
einem eigenen Backend für die Kernel-Generierung verwendet, um schlussend-
lich Programme für StencilStream, eine Bibliothek die auf der oneAPI aufbaut,
zu erzeugen. Die Compiler-Toolchain der oneAPI wird dann verwendet, um
Programme zu synthetisieren, die auf FPGAs ausgeführt werden können. Mit
diesem Ansatz können wir die bereits existierende Implementierung der SWE
in GHODDESS wiederverwenden, obwohl diese ursprünglich nicht für FPGAs
ausgelegt war. Diese Arbeit zeigt, dass die Pipeline auf komplexe Szenarien
anwendbar ist, indem Programme mit bis zu 3500 Zeile Code generiert wer-
den. Diese generierten Flachwasser-Simulationen werden vollständig auf dem
FPGA ausgeführt. Es zeigt sich, dass die Performance vielversprechend ist, da
diese ähnlich zu der Performance der parallelisierten und vektorisierten CPU-
Referenzprogramme ist.
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Chapter 1

Introduction

“What can be (efficiently) automated?” is the underlying question of all computing
as [1] states. This question does not exclude the process of automation itself. So
can automation be automated? The field of automatic code generation wants to
give a positive answer to this question by automating the process of creating the
automation rules. Thereby, a higher level abstraction is transformed to a lower
level abstraction. This process is repeatedly chained until the hardware level is
reached. Abstraction is a key paradigm in computer science and its objective is
information hiding [2]. The problem and its solving procedure can be formulated at
an abstract level without having e.g. details of the execution environment in mind.
Thus, information about, for example, the specifics of the hardware are hidden from
the developer. But at some point this information which is hidden on the abstract
level needs to be added again. Here code generation comes into play. Of each
abstraction a new formulation of the problem is created until the representation is
suitable as input for a computing device. This also enables the reuse of high level
abstractions for multiple execution environments by changing the transformation
toolchain. To support an upcoming hardware architecture, an existing problem
formulation can be transformed by a new toolchain to get an executable for the new
device.

Such an upcoming architecture are FPGAs. FPGAs are a reconfigurable hardware
architecture which more and more receives attention as accelerator for computational
intensive applications [3, 4]. An FPGA is supposed to combine the benefits of
a dedicated ASIC and a GPU accelerator. ASICs promise high performance at
low energy consumption by the price of being limited to a specific purpose. A
prominent example for the use of an ASIC in a large scale data center application
is the presented in [5]. There it is used for various machine learning applications.
GPU based accelerators promise high performance, are more flexible by the cost of
having a higher power consumption and are widely used in data centers [6]. FPGAs
are more flexible than ASICs and can be reused like GPUs. Further, they also
allow applications to be mapped directly to the hardware rather than to a fixed
instruction set. However, reconfigurable hardware comes with some trade-offs as
designing applications for FPGAs is more complex than for GPUs [7]. Using code
generation tools can help to overcome at least partially the difficulties of the FPGA
application development.
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1. Introduction

To explore this, we discuss a code generation pipeline for SWE application which tar-
gets FPGAs. Therefore, we will use the DG discretization of the SWE implemented
in GHODDESS [8], the stencil generator pystencils [9] with a custom backend and
the FPGA library StencilStream [10]. Finally, we package this into a whole appli-
cation and use the oneAPI compiler toolchain to synthesise a program that runs
entirely on FPGA hardware.

In this thesis, we present the code generation pipeline and the implementation of the
interfaces to connect the building blocks. Further, the applied code transformations
are described and their influence on the resource consumption of the final FPGA
design is evaluated. In addition, the performance of the generated programs is com-
pared with the performance of the CPU reference versions. These reference versions
are generated with ExaStencils from ExaSlang specifications, which GHODDESS
emits.

This work is structured as follows: In chapter 2 some of the related work is reviewed,
chapter 3 explains the hardware architecture utilized and the tools used. A general
overview of the pipeline and how the components play together is given in chapter 4.
The implementation details are presented in chapter 5. A discussion and evaluation
of the results can be found in chapter 6. In chapter 7 the work is summed up and
a glimpse to future work is given.
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Chapter 2

Related Work

There are various other approaches to generate code that target FPGAs. For in-
stance, in [11] a framework is proposed which automatically optimizes and gener-
ates iterative stencil algorithms. This framework is based on the OpenCL to FPGA
toolchain. Another framework called SODA automatically generates applications
for FPGA from a high level specification as presented in [12]. Thereby, the authors
try to optimize the data flow and emit Xilinx OpenCL code. Another toolchain
that maps programs written in Halide, an image processing Domain Specific Lan-
guage (DSL), to FPGAs is presented in [13]. This framework transforms Halide
programs into a new intermediate representation (IR), called HetroCL. These Het-
roCL programs are then used to generate code for different backends, e.g. the SODA
framework [12].

A full-stack solution for generating applications for spatial computation devices from
a high-level user interface is presented in [14]. From a users program description,
they generate a directed acyclic graph (DAG) of stencil operations. To maximize the
reuse of data and minimize off-chip memory accesses they insert automatic buffers
into the DAG. Therefrom, the pipeline generates a dataflow graph, which is then
used to emit high level OpenCL FPGA code. For benchmarking purposes, they
apply the framework to weather simulations and compare the performance with
GPU and CPU performance.

Approaches to add a support for FPGAs to ExaStencils are described in [15] and
[16]. The later describes the generation of numerical solvers that run on Xilinx
FPGAs using ExaStencils. They implemented a multigrid solver for the Poission’s
equation and came to the conclusion that employing FPGAs is a promising approach
to increase computing power.

There is also some research on bringing SWE applications on FPGAs. In [17] an
FPGA implementation of full simulation pipeline of the SWE is presented. This
work does not use a quadrature-free discretization of the DG method. The im-
plementation uses OpenCL and is hand-optimized by an algorithmic approach to
improve the data flow. [18] presents an FPGA based implementation of a tsunami
simulator that solves the SWE by utilizing a splitting approach. The authors de-
scribe an approach to apply the roofline model on their implementation.
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Chapter 3

Preliminaries

This chapter gives a brief overview of the tools used. These are the building blocks for
the pipeline and are illustrated by the rectangular, non colored blocks in Figure 4.1.
The arrow shape blocks between them illustrate the implemented interfaces and are
described in chapter 5. The following section is structured in the inverted level of
abstraction starting with the hardware level and going up to the application layer.

3.1 Target Hardware: FPGAs

FPGAs are reconfigurable processing units that in comparison to other hardware
architectures, such as CPUs and GPUs, do not have a fixed instruction set. They
are supposed to close the gap between general-purpose processors and ASICs. That
means FPGAs can be configured to be an application-specific circut but are not
limited to a fixed set of problems. Since there is no free lunch1, this comes with trade-

1https://en.wikipedia.org/wiki/There_ain%27t_no_such_thing_as_a_free_lunch

Figure 3.1: Different parts of an FPGA from [19]
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3. Preliminaries

offs. ASICs are typically cheaper in terms of area on chip used or power consumption
and run typically faster than comparable FPGA implementations. However, general-
purpose processors are still more flexible than FPGAs and it is less costly to program
them [20].

Developers and manufacturers of embedded systems, ASICs and other chips use FP-
GAs for prototyping and testing their designs before actually building them [4]. This
is also the reason why designs for FPGAs are specified with a Hardware Description
Language (HDL) such as VHDL or Verilog. HDLs are on a low level abstraction,
so the development with them are cumbersome. To make FPGAs more accessible,
approaches allowing the use of high programming languages were developed. There
are HLS approaches that are based on OpenCL or SyCL. [21]

The increase of available resources and the specific units for floating point arithmetic
(Digtial Signal Processing (DSP) blocks) made FPGAs interesting for other use-cases
than hardware development and embedded platforms. These capabilities made it
attractive to use FPGAs as accelerator for cloud computing applications [22], in
data centers [3, 23, 24], for deep learning applications [25] or for High Performance
Computing (HPC) [20, 26].

The main components of an FPGA are basic logic blocks (also logic elements or
Adaptive Logic Module (ALM) for Intel devices), programmable interconnections
and I/O blocks for the connection to the environment. A logic block contains a
SRandom Access Memory (RAM) cell that acts as a Lookup Table (LUT) (or Adap-
tive LUT (ALUT) for Intel devices) and some Flip-Flops (FF) to store the state of
the block. The LUT is used to store the function values of an arbitrary boolean func-
tion with number of inputs of the block and some registers to store some state [27].
As shown in Figure 3.1, the logic blocks are ordered in a grid structure with the
programmable connection between them. Besides the soft-logic components, where
the user can define the functionality, current FPGA generations provide so-called
hard-logic parts (or hard intellectual properties). These can be DSP units, larger
memory banks or the dedicated blocks for the connection to the environment, like
PCIe ports. [20, 28]

The process of obtaining an executable for FPGAs is called synthesis. The output
of a synthesis is a (FPGA) bitstream. It contains the initial values for the on-chip
memory and the LUTs, as well as the configuration for the hardware logic and the
routing. This bitstream is then used to (re-)configure the FPGA, so that it can
run the desired application. During synthesis, the operations of the application are
mapped to different parts on the hardware. The blocks on the FPGA are configured
to form a processing (or compute) unit that can perform the statements that are
defined in the program (or parts of it). Therefrom comes the notion that kernels or
computation consume area on the device and the categorization as spatial computing
architecture [29]. If possible, operations are built with hard-logic components, if
not, they are built by composing logic blocks. If possible, Floating Point (FP)
operations are mapped to DSP blocks, as they can perform a Fused Multiply-Add
(FMA) operation in a clock cycle. After that, it is determined where the compute

6



3.2. StencilStream — A Generic Stencil Simulation Library for FPGAs

Listing 3.1: Example code for StencilStream: kernel function for red-black Gauss-Seidel
solver

1 con s t auto k e r n e l = [ ] ( S t e n c i l <T, r ad i u s > cons t &s t e n c i l ) {
2 auto i d x = s t e n c i l . i d ;
3 i f (0 < i d x . c && 0 < id x . r && // Guard
4 i d x . c < width − 1 && id x . r < he i g h t − 1) {
5 i f ( ( s t e n c i l . s t a g e & 0b1 ) == 0) {
6 // s t ag e 0
7 i f ( ( ( i d x . c + i d x . r ) & 0b1 ) == 0) // red
8 r e t u r n ( s t e n c i l [ ID(−1 , 0 ) ] + s t e n c i l [ ID (1 , 0 ) ] +
9 s t e n c i l [ ID (0 , 1 ) ] + s t e n c i l [ ID (0 , −1)]) ∗ 0 . 2 5 ;

10 } e l s e {
11 // s t ag e 1
12 i f ( ( ( i d x . c + i d x . r ) & 0b1 ) == 1) // black
13 r e t u r n ( s t e n c i l [ ID(−1 , 0 ) ] + s t e n c i l [ ID (1 , 0 ) ] +
14 s t e n c i l [ ID (0 , 1 ) ] + s t e n c i l [ ID (0 , −1)]) ∗ 0 . 2 5 ;
15 }
16 }
17 r e t u r n s t e n c i l [ ID (0 , 0 ) ] ;
18 } ;
19 // p i p e l i n e l e n g t h
20 Monot i l eExecuto r<T, r ad i u s , d e c l t y p e ( k e r n e l ) , (2∗8) ,
21 width , he i gh t > ex e cu t o r ( ha l o va l u e , k e r n e l ) ;
22

23 e x e cu t o r . s e t_ input ( i n pu t_bu f f e r ) ;
24 e x e cu t o r . set_queue ( fpga_queue ) ;
25 e x e cu t o r . run (GENERATIONS ∗ 2 ) ;

units are placed and how they can be connected. This process is also called place
and route. The process of synthesis is typically a long running one. Depending on
the complexity of the application and the available hardware resources, this can take
from several hours to several days.[20]

By inserting buffers, built from RAM blocks, between the processing units, the
computation can be pipelined. To achieve a high occupancy of the FPGA, the
calculation in the processing units should overlap as much as possible and so achieve
a high level of (pipeline) parallelism. If the used FPGA has enough resources and
the application is small enough, it is also possible to unroll this computation pipeline
multiple times on the device. This means that the synthesised pipeline can perform
multiple iterations of the calculation in a single pass. Combined with a high numbers
of DSP blocks and this possibility to map applications (multiple times) directly to
hardware is the reason, why FPGA are getting more attention as accelerator device
in the HPC context.[30]

7



3. Preliminaries

3.2 StencilStream — A Generic Stencil Simulation
Library for FPGAs

StencilStream2 is a Stencil Library for Intel FPGAs, developed at Paderborn Center
of Parallel Computing (PC²). It is a built on top Intel’s SyCL implementation
oneAPI and allows to implement kernels that can be executed on FPGAs.

StencilStream generates an FPGA design from an user defined transition function.
This transition function is executed on every cell of the input grid and can be
provided as C++ lambda function or as callable C++ class. Such a function takes
as parameter a StencilStream Stencil object and returns the new, update value
for the current cell. The Stencil object contains a reference to the grid buffer and
allows access to it by the index operator. Furthermore, it contains other information
like the index of the current cell or the current iteration count. To make it possible
to first execute a set of statements on the complete data and then another set of
statements, StencilStream has the concept of stages. The Stencil structure contains
a member for the current stage index and in the transition function it can be checked
for the stage index to determine what statements should be executed. This enables
the combination of multiple kernel functions or computation steps that should be
executed after each other into a single transition function. These computation stages
are automatically pipelined in the FPGA design to achieve an overlapping execution
of the pipeline stages.

To illustrate this, Listing 3.1 shows the code for a red-black Gauss-Seidel (GSRB)
solver using the StencilStream library. The characteristic of the GSRB is that the
cells are grouped in two partitions, depending whether their index is even or odd.
First, the kernel function is executed on the odd indexed fields and then on the even
indexed fields. This allows to run the GSRB solver in parallel, which is not possible
for the standard GS method. In Listing 3.1, the decision whether to execute the
red or the black kernel is made with the yellow backgrounded if condition in line
5. During execution, the entire grid is iterated. First, all even indexed cells are
updated (line 7 - 9 in Listing 3.1) and second, all odd indexed grid cells are updated
(line 12 - 14 in Listing 3.1). To avoid that the kernels are executed on a cell that
does not have neighbour the all statements are wrapped in a guard (line 3 and 4),
so in the border cells only the unchanged value is returned.

StencilStream also allows to specify the length of the pipeline (see line 20 in List-
ing 3.1). This is needed to enable the use of multiple stages in the kernel function.
Hence, if the used transition function has two stages the Executer needs to be
instantiated with at least a pipeline length of two. If the specified pipeline length
exceeds the number of stages the compiler is instructed to replicate the defined stages
until the pipeline length is reached. Thus, it is important that the pipeline length is
a multiple of the pipeline stages. Otherwise, some stages would be synthesised more
often then others. In Listing 3.1 in line 20 (yellow highlighted) that means, both of
the stages are replicated 8 times. On the FPGA device, the computation pipeline
consist of alternating 8 red and 8 black stages. In a single call of the transition

2https://github.com/pc2/StencilStream
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3.3. pystencils — Stencil Generator

Listing 3.2: pystencils representation of a Jacobi kernel, definded on an arbitrarily sized
field.

1 impor t p y s t e n c i l s as ps
2 t , s = ps . f i e l d s ( " t , s : f l o a t 3 2 [ 2D] " )
3 l h s = t [ 0 , 0 ]
4 r h s = ( s [ 0 , 1 ] + s [ 0 , −1] + s [ 1 , 0 ] + s [−1 , 0 ] ) / 4
5 ps . show_code ( ps . c r e a t e_ke r n e l ( [ ps . Ass ignment ( l h s , r h s ) ] ) )

function only a single stage is executed. The run method of the Executer receives
as argument how many times the transition function should be applied to the grid.
Thus, to execute each stage GENERATIONS times, this number needs to be multiplied
by the number of stages, as shown in line 25 of Listing 3.1.

SyCL3 is an abstraction layer for various hardware architectures. It allows to write
code for heterogeneous processors by using ISO C++. Since it is a standard specifi-
cation, there are different implementations from different vendors and organizations.
With oneAPI 4 Intel provides a specification that extends the SyCL standard. The
implementation of this standard is called Data Parallel C++ (DPC++) and utilizes
the LLVM5 toolchain. Thus, Intel provides a programming model, based on C++,
that allows to use a single code base for different computing devices, such as CPUs,
GPUs and FPGAs. Next to the implementation of the SyCL standard, the oneAPI
also provides some libraries for different use cases, such as data analytics, video
processing or ray tracing. SyCL and with that oneAPI allow to write code for the
host and for the accelerator in the same file. This can be be seen in Listing 3.1, as
all the code comes from the same file.

3.3 pystencils — Stencil Generator

pystencils6 is a Python package for generating stencil codes. It converts stencil op-
erations formulated with the symbolic math library SymPy7[31] to a target language
such as C or CUDA. The stencil specification is defined as a list of assignments to be
performed on every cell. These assignments must follow Single Static Assignment
(SSA) form. That enforces that variables can be written only once. pystencils ex-
tends SymPy by a TypedSymbol. This is a SymPy symbol that allows to store type
information, which is not possible in the plain SymPy symbol class. The abstrac-
tion that represents the data container is called Field. The definition of a pystencils
Field can be seen in line 2 of Listing 3.2. This function call creates two arbitrarily
sized 2D fields of Single Precision (SP) FP numbers. Furthermore, it provides a
FieldAccess which is a TypedSymbol. This represents the access to a field before-
hand defined. It is declared relative to the current cell. So the FieldAccess s [0, 0]

3https://www.khronos.org/sycl/
4https://www.oneapi.io/
5https://www.llvm.org
6https://i10git.cs.fau.de/pycodegen/pystencils
7https://www.sympy.org/en/index.html
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3. Preliminaries

Listing 3.3: pystencils generated C code from Listing 3.2

1 FUNC_PREFIX vo i d k e r n e l ( f l o a t ∗ RESTRICT cons t _data_s ,
2 f l o a t ∗ RESTRICT _data_t ,
3 i n t64_t con s t _size_s_0 ,
4 i n t64_t con s t _size_s_1 ,
5 i n t64_t con s t _stride_s_0 ,
6 i n t64_t con s t _stride_s_1 ,
7 i n t64_t con s t _stride_t_0 ,
8 i n t64_t con s t _stride_t_1 )
9 {

10 f o r ( in t64_t ctr_0 = 1 ; ctr_0 < _size_s_0 − 1 ; ctr_0 += 1)
11 {
12 f l o a t ∗ RESTRICT _data_t_00 = _data_t + _stride_t_0∗ctr_0 ;
13 f l o a t ∗ RESTRICT _data_s_01 = _data_s
14 + _stride_s_0∗ctr_0 + _stride_s_0 ;
15 f l o a t ∗ RESTRICT _data_s_00 = _data_s + _stride_s_0∗ctr_0 ;
16 f l o a t ∗ RESTRICT _data_s_0m1 = _data_s + _stride_s_0∗ctr_0
17 − _stride_s_0 ;
18 f o r ( in t64_t ctr_1 = 1 ; ctr_1 < _size_s_1 − 1 ; ctr_1 += 1)
19 {
20 _data_t_00 [ _str ide_t_1∗ctr_1 ] =
21 0 .25∗_data_s_00 [ _stride_s_1∗ctr_1 + _stride_s_1 ] +
22 0 .25∗_data_s_00 [ _stride_s_1∗ctr_1 − _stride_s_1 ] +
23 0 .25∗_data_s_01 [ _stride_s_1∗ctr_1 ] +
24 0 .25∗_data_s_0m1 [ _stride_s_1∗ctr_1 ] ;
25 }
26 }
27 }

refers to the current cell and s [1, 0] to the eastward neighbor. Line 4 in Listing 3.2
shows the sum of all 4 neighbor cells. Internally, it converts the assignments to an
Abstract Syntax Tree (AST), as an IR . This AST is transformed, optimized and
then used to generate code [32].

Listing 3.2 shows the formulation of the Jacobi kernel. Listing 3.3 shows the gen-
erated C code that pystencils produces from that formulation. In both listings the
calculation rule is highlighted in green. It can be seen that pystencils wrapped the
assignment in two for loops and also made them to skip the first and last element
of each dimension, since there are no neighbor elements. In addition, pystencils
resolved the field accesses to corresponding array accesses.

pystencils is, for example, used in the lbmpy package. There it is utilized to generate
code for Lattice Boltzmann Method (LBM) [9, 33]. [34] reports the use of pystencils
as stencil generator of the walberla framework.
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3.4 Application — Shallow Water Equations

As a possible field of application for the code generation pipeline we chose the SWE .
The SWE are derived from the Navier-Stokes equations and can be used to model
tides, tsunamis and other types of flows in oceans or the atmosphere. This field of
application was chosen because it has realistic use cases and is defined on the 2D
Domain. This is a necessary constraint, as StencilStream currently only supports
2D grids. The classical 2D SWE is shown in Equation 3.1 and Equation 3.2.

δtξ +∇ · q = 0 (3.1)

δtq +∇ · (
qqT

H
) + τbfq +

(
0 −fc
fc 0

)
q + gH∇ξ = F (3.2)

The unknowns are ξ, which denotes the relative elevation of the free water surface
and q ≡ (U, V )T , which is the horizontal velocity field integrated with respect to
the depth. The total depth is represented by H = hb + ξ, where hb means the
bathymetric depth. The Coriolis coefficient is represented by fc, g means the gravi-
tational acceleration and τbf means the bottom friction coefficient. The body Force
F models atmospheric pressure and tidal potential. [8, 35]

GHODDESS is a Python package that implements a quadrature-free DG method of
the SWE (see Equation 3.1) and generates ExaSlang8 Layer 4 specifications from
it. Using a quadrature-free discretization means to evaluate all face and element
integral analytically and not with quadrature rules. A more detailed explanation
of the benefits of the quadrature-free DG scheme and the governing of equations
used can be found in [8, 35]. GHODDESS uses also SymPy to implement the DG-
scheme. This allows to keep the representation of terms close to a mathematical
expression and the use of already implemented abstraction for symbols or opera-
tions like derivation. To match the capabilities of the ExaStencils source-to-source
compiler, the discretization uses oriented triangles as underlying geometry. For time
integration, GHODDESS uses Runge Kutta (RK) methods in order 1, 2 and 3.[8,
35]

ExaSlang is the layered DSL for ExaStencils, a code generation framework that
transforms abstractions to C++ or CUDA code, which can be compiled further to
an executable. In contrast to pystencils, which only generates code for single kernel
functions, ExaStencils generates entire programs, including data initialization, code
for solvers, printing or timing. Thus, ExaStencils has an elaborated and multilayered
DSL as input language to express all this, which is not as easy to use as denoting
SymPy assignments [36, 37].

The most relevant syntactical ExaSlang Layer 4 construct for this work is the
FieldLoop. An example can be seen in Listing 3.4. The loop over is the key-
word for this construct and bath is the name of the field that should be iterated.
Depending on the dimensionality of the field, ExaStencils generates as many loop
nests as necessary. The specifier after the only keyword determines the region.
inner limits the iteration space to the inner cells of the fields and omits a possible

8https://www.exastencils.org
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Listing 3.4: ExaSlang layer 4 field loop iterating over a field named bath

1 l oop ove r bath on l y i n n e r s t a r t i n g [−1 , −1] end ing [−1 , −1]
2 {
3 bath = t i d a l @ [ 0 , 0 ]
4 }

Listing 3.5: ExaSlang layer 4 field loop iterating over the ghost layer on the right edge of
the field bath

1 l oop ove r bath on l y ghos t [ 1 , 0 ]
2 {
3 // body
4 }

ghost layer. Other possible regions are ghost or dup. With the following starting
and ending, the iteration space can be modified by the specified offset. In List-
ing 3.4 that means the loops start in every dimension one element before the first
inner element and end one after the last inner element. Besides that, Listing 3.5
shows another possibility to configure the iteration space of the loop. After the
region, a direction can be specified as well [38]. In Listing 3.5 [1, 0] means that
the right edge of the field is selected. Similar to pystencils, the access to fields are
expressed in ExaSlang relative as well. As line 3 in Listing 3.4 shows, the field bath
is implicitly accessed at the current cell and the same index is also used for the
access of the field tidal.
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Chapter 4

Structure of Code Generation
Pipeline

In the following section the structure of the generation pipeline is explained. Fur-
thermore, it examines how its parts, shown in Figure 4.1, play together.

GHODDESS is the starting point of the pipeline. It generates an AST that repre-
sents the discretization of the DG scheme to solve the SWE . During a normal run of
GHODDESS that AST is parsed and printed as ExaSlang specifications. From this,
ExaStencils generates C++ applications that can be compiled by a target compiler
and executed on the target system. The generation is configured with a configura-
tion file. This allows to set the type and the data of the grid used, the integration
method used, the number of time steps, the order and various other parameter.

Instead of printing this AST to an ExaSlang file, it is used as input for the ghod-
dess2pystencils package. It converts the AST nodes to a new IR to allow further
transformations. The specifications of fields, which GHODDESS has generated, are
parsed and converted to pystencils or SymPy data structures. Furthermore, the data
layout is transformed to match the requirements of StencilStream. As mentioned
in chapter 3, pystencils builds its AST from a list of SymPy assignments. There-
fore, the GHODDESS discretization are parsed and the expressions are mapped to
the corresponding SymPy expressions and assembled to SymPy assignments. The
implementation details can be found in section 5.1.

Another promising option would have been to directly build a backend for ExaS-
tencils which emits code for StencilStream. Since ExaStencils is a more complex
framework it would have taken longer to incorporate StencilStream support to it,
this would have been a more ambitious and time consuming project. Nevertheless,
it is an interesting project for the future to use ExaStencils to generate code for
FPGAs. This could be incorporated in an approach to develop an oneAPI backend
for ExaStencils.

For debugging and validation purposes pystencils2program contains the option to
compile the generated pystencils kernels and provide them as Python callable. This
allows to run the whole GHODDESS application in Python. For generating Stencil-
Stream transition functions, the kernels are collected in a list. To save resources on
the FPGA, various optimizations are performed, details are explained in section 5.2.
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GHODDESS Discretization of SWE

ghoddess2pystencils

pystencils Stencil Generator

pystencils backend

StencilStream Stencil Library for FPGAs

pystencils2program

Intel oneAPI

Bitstream generation

Compiler Toolchain

FPGA Hardware

Figure 4.1: Structure of the generation pipeline, the boxes represent the tools used, the
blue arrow boxes illustrate the implemented interfaces.

With the help of the pystencils-backend for StencilStream (for implementation de-
tails see section 5.3) C++ code for the kernels is generated. By utilizing jinja2 1

templates this is combined to complete application, which contains also a Makefile,
various scripts and the input data.

The emitted applications are compiled and synthesised to an FPGA bitstream using
the DPC++ compiler and the oneAPI toolchain for FPGAs. oneAPI allows differ-
ent types of compilation for FPGAs: Emulation, Simulation, Optimization report
and the Hardware Image. The emulation and simulation are used to functionally
verify the application code. An optimization report is generated to see if the appli-
cation fits the resources of the FPGA. In the last step, a hardware image is created
which can be executed on the FPGA [39]. This also matches the workflow of de-
velopment during this thesis. First, the functionality is validated by comparing the
output produced during emulation to the output from the application generated
from the ExaSlang specifications. For this purpose, the values of every field are
compared with numpy’s allclose 2 function.

1https://jinja2docs.readthedocs.io/en/stable/
2https://numpy.org/doc/stable/reference/generated/numpy.allclose.html
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During development the following problem occurred few times: Following the esti-
mation in the report the occupied resources should be within the hardware limits.
Nevertheless, no interconnection between the processing units could be found dur-
ing synthesis. This could be solved by further reduction of the used resources, with
various optimizations (see section 5.3). One possible explanation is that the kernel
took up too many resources, leaving not enough for the connecting parts. In [40] is
recommended not to exceed 90% of any resource, to avoid this problem. As synthe-
sis uses a randomized method, bad luck with the starting seed can be a reason for
the failure of the synthesis as well.
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Chapter 5

Implementation

The following chapter gives some details on the implementation of the interfaces
between the different tools in the pipeline. In Figure 4.1 they are represented as the
blue, arrow shaped boxes.

5.1 ghoddess2pystencils — Basic Transformation

This section describes how the transformation of the GHODDESS AST to a new
IR, which can be handled by pystencils, is realized. The implementation is done in
the module ghoddess2pystencils.

The ghoddess2pystencils module parses the specification of fields that GHODDESS
has created and defines equal named pystencils Fields. The size of a field depends
on its layout and the level that is defined in the GHODDESS configuration file.
GHODDESS declares four different layouts: DefaultCellLayout, DefaulNodeLayout,
DefaultFaceXLayout and DefaultFaceYLayout. Fields with cells have 2level ele-
ments, those with nodes have 2level + 1 elements. Both layouts also include a ghost
layer on every side in every dimension.

StencilStream only supports the modification of a single grid. GHODDESS , how-
ever, defines numerous fields and modifies them in the course of the program. To
make the field representation compatible with StencilStream, it performs an Arrays
of Structs (AoS) to Struct of Arrays (SoA) conversion. SoA means that the data
are represented as multiple matrices with a scalar element type. AoS is the repre-
sentation of data in one matrix with compound element type [41]. For example, if
there are N 2D fields defined, the SoA to AoS conversion creates a single 2D field
where each element contains N values. The shape of this field is the maximum field
size of the previous SoA fields for each dimension.

Some calculations thatGHODDESS defines, for example the gathering of the current
node position on a uniform grid, use the indices of the current cell. The cell indies
are hidden at this level of the abstraction and represented as access to a virtual
field. Since pystencils has no way to express this, an index field for every dimension
is introduced. This index field contains in each cell the index for one dimension.
The access to that virtual fields representing the current cell index are replaced by
accesses to the index fields.
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The AST nodes that GHODDESS has generated are parsed and converted into a
new IR. This is done to apply transformations to it and have the possibility to gener-
ate applications for multiple platforms from it. The generation of a Python callable
which runs on CPUs and the generation of StencilStream application which runs
on FPGAs were implemented. For this purpose, ghoddess2pystencils implements a
Python class AstNode and various inheriting classes to represent e.g. kernels, condi-
tionals, assignments, ternary expressions or internal functions. The GHODDESS
AST differs between statements, e.g. WhileLoops, FieldLoops and Functions,
and expressions, e.g. addition, max or abs. Basically, statements are mapped to
AstNodes and expressions are mapped to corresponding SymPy expressions.

ExaSlang allows the definition of functions, so GHODDESS has a statement to
represent that. This encapsulates name, the parameter, the type of the returned
value and the function body, represented as list of statements. Since pystencils is
not meant to allow the definition and the call of own functions, the Function AST
node serves as a container for the kernels, that are obtained by transforming the
function body.

A GHODDESS application mostly consist of FieldLoops grouped into functions.
Every FieldLoop is mapped to a Kernel node. The iteration space of the kernel
is calculated based on the layout of the field that is iterated, the region, the di-
rection, the starting offset and the ending offsets (see: section 3.4) [37]. Based on
that information a list of Python slices is generated. That list contains a slice for
every dimension of the iterated field. This is later passed as iteration_slice1

parameter to the pystencils create_kernel function. If we recall the example
in Listing 3.4 from section 3.4, the iteration space would be converted to this:
[ slice (0, None, None), slice (0, None, None)]. In both dimensions all elements are in-
cluded, so the whole field is iterated. The other example, Listing 3.5, would be
transformed in [ slice (None, −1, None), −1]. This means, the last row of the second
dimension is iterated, so to say the right edge of the grid.

The body of a FieldLoop mostly contains VarDecls and Assignment. The former
represent the declaration of variables, the latter represents the assignment of a vari-
able, mostly used to update field values. Both are mapped to the same AstNode and
are later transformed to the pystencils AST node SympyAssignment. So that they
can be passed to pystencils create_kernel function.

The GHODDESS Condition nodes represent if - else blocks and are mapped
to a new, internal branching nodes. They contain the condition, the block that is
executed if the condition is fulfilled and optionally a block that is executed if not.
These AST nodes can represent conditionals that occur in kernels as well conditionals
that wrap around kernels.

GHODDESS uses ExaStencils functionality to generate and solve linear systems
of equations. Therefore, GHODDESS defines a list of equations that are in a
solve locally block and ExaStencils sets up the system of equations and gen-
erates the program code to solve it with lower-upper decomposition (LU decompo-
sition) [42, 43]. pystencils currently has no possibility to express such a system or
solver. Thus, instead of generating the solver and solve the system during runtime,

1https://docs.python.org/3/library/functions.html#slice
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it is solved symbolically during generation with SymPy solve function. The as-
signments obtained are then executed during runtime. This introduces under some
circumstance numerical instabilities (see section 6.2). However, this occurs only in
some edge cases and is not propagating through the whole output.

Like pystencils, GHODDESS also uses the SymPy package for its AST. In GHOD-
DESS various classes that represent mathematical expressions, such as comparison,
addition or abs, are defined. These classes are named after the operation they
represent. The arguments of these operations are formulated as SymPy expres-
sions within the classes. The instances of the GHODDESS expressions classes are
mapped to their SymPy equivalent. Through this, the GHODDESS expressions are
transformed to SymPy expressions.

The SymPy expressions that are defined in the GHODDESS AST objects are parsed
further. Each access to a field is converted to pystencils FieldAccess that fit either
the SoA or AoS format. pystencils enforces that all fields that are accessed in single
kernel by a relative FieldAccess need to be of the same shape. This makes it
necessary, if the SoA layout is used, to convert accesses to a field with a deviating
size to absolute accesses. Therefore, the correct index is calculated based on accesses
to the index fields. When using AoS data layout, this is not needed since there is
only one field that is accessed.

There are also expressions with no SymPy counterpart like the call of user defined
function and the call of some application specific functions. The former are mapped
to the InternalFunctionCall AST node. The later are replaced by the value the
ExaStencils generated function would return. In the examples used, the return
values are already known at generation time, so this substitution is possible. When
using the pipeline for other scenarios, especially those that use multiple fragments,
it will be necessary to implement the generation of these functions.

ExaSlang allows to formulate assignments that write not only the current cell, but
also neighbour cells. In some GHODDESS applications this is used but Stencil-
Stream only allows updates for the current cell. So during parsing, these assignments
are shifted with checks for the index to be center cell updates.

5.2 pystencils2program — Wrapper for Whole
Program Generation

The pystencils2program module, discussed in the following section, is a wrapper
for pystencils to generate whole programs. Contrary to ExaStencils pystencils is
meant to be a stencil generator. Its purpose is to generate C functions and provide
them as Python callables to the user. ExaStencils follows a different approach by
generating complete program code including e.g. a Makefile. Since synthesising
applications for FPGAs takes various hours, it would not be very practical to just
provide them as Python functions. Therefore, we implemented this wrapper to
combine multiple pystencils kernels to a compound application. This is either done
as a Python class that executes the pystencils generated kernel functions on the CPU
or a StencilStream application with program code, Makefile and various scripts for
executing.
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5.2.1 Executing as CPU Kernels

For debugging and verification purposes, we implemented the possibility to run the
parsed application as a Python callable. This is not comparable in performance
to the ExaStencils application but this is not its purpose. Therefore, the Kernels
are compiled with pystencils to functions and the other AST nodes are converted
to Python functions that implement the supposed functionality. Function nodes,
for example, are mapped to functions that execute their body in order. Loops are
mapped to Python while loops.

The branching nodes are transformed such that each assignments in the body is
converted to a ternary expression represented as SymPy Piecewise. Thereby, the
condition of the branching node or its negation becomes the condition for each
Piecewise expression. This depends on whether it is in the if or the else block
of the branching node. Nested if blocks are processed recursively. The conditions
of the nests are logically combined and used as single condition for the ternary ex-
pressions. This is necessary if the conditional should be processed by pystencils
create_kernel function, as this does not provide a possibility to represent branch-
ing blocks. Since this transformation means combining all the different scopes, this
also makes a renaming of variables necessary. It can happen that variables with the
same name from different scopes are now transferred to the same scope. pystencils
enforces SSA (see chapter 3) for every assignment, so overwriting the value of the
variable is not possible. To fix this, variables with names that occur in multiple
scopes are uniquely renamed.

5.2.2 Generating the StencilStream application

The main purpose of the pystencils2program module is generating C++ code that
can be executed on FPGAs. Therefore, the AST beforehand generated is trans-
formed and with help of the pystencils backend and jinja2 templates printed to
program files.

The applications generated by GHODDESS have a setup phase during which the
input fields are initialized and the initial values are calculated or read from files. This
step is performed at runtime before the actual solve phase. Since the setup would
be executed on the host device and not the FPGA, this is done during generation
phase and thus becomes no part of the StencilStream application. To get the right
starting values, the AST of the setup phase is compiled to a Python function, as in
subsection 5.2.1 described. The calculated values are then provided as input data
to the StencilStream application.

The AST that represents the solving phase of the application is transformed finally
emitted as the code for the call operator of a C++ class. The data members of this
kernel class are the initial values for the global variables.
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The outermost node in the solve phase is a while loop that is executed until either
the maximum iteration or the maximum time step is reached. In the first step, the
body of this loop is ‘flattend’. That means all InternalFunctionCall nodes are
replaced recursively by the kernels in the body of respective function. Finally, a list
is returned that only contains branching, kernel or assignment nodes. This is done
to make their combination to a single function possible, which is then used as the
kernel function for StencilStream.

The Branching nodes of the ghoddess2pystencils AST are processed to regular if
- else blocks. For Branching nodes that are not inside of kernels, this is done by
printing a C++ if statement to the code file. For conditionals in the body of a
kernel this is more complicated. The pystencils interface lacks the ability to insert
conditionals in kernel functions. Hence, it is necessary to use pystencils not through
the intended interface. Thereby, the true and, if present, the false block are used to
create a pystencils AST. This AST is then traversed and the block containing the
statements is wrapped in a pystencils Conditional AST node. It is not sufficient to
insert the whole kernel in a Conditional block, as the condition itself can contain
relative field accesses. The output of this process can be seen in Listing 5.1. The
lines 10 to 12 and 18 to 20 are generated by Python with the StencilStream backend
(see: section 5.3). The if conditions in the lines 6, 8 and 16 (green highlighted) come
from manual inserted pystencils Conditional AST nodes. Initially, it was tried to
transform the branching, in the same way as for the Python callable and generate
StencilStream kernels solely through the intended interface. This introduced so
much overhead that it was not possible to generate reports for those designs.

To execute multiple kernels one after the other, StencilStream provides the feature of
staging. To do this, users must create an Executer object with pipeline length that is
bigger than one (see chapter 3). The Stencil class has a member storing the current
stage number. It is calculated with generation mod pipeline_length. If the kernel
function contains a conditional cascade that checks for this stage value, the compiler
synthesises a pipeline of compute units on the FPGA. To generate such a cascade, the
pystencils2program module implements a Stage and a StageCollection class. The
first collects one or more Kernels that can be executed in a single step. How to decide
whether Kernels can be combined to a single stage is explained in section 5.2.3. The
second, takes a list of such Stages and implements the generation of the C++ if
- else cascade. Further, it passed the contents of the Stages to pystencils to get
the StencilStream transition function. Generated code for a Stage can be seen in
Listing 5.1. Line 1 shows the condition to check the stage number and below the
generated kernel code is shown (yellow highlighted).

StencilStream kernels need to be free of side effects. Modifying global variables is
therefore not possible. But theGHODDESS generated programs use global variables
and also modify them, e.g. for the calculation of the current time step. To fix this,
the update to the global variables are calculated for each iteration based on the
update rule, the initial value and the iteration count. The generated code for this
is shown in Listing 5.2. As t is defined as global variable in GHODDESS , the
generated Kernel class has a member variable t set to the initial value. The lines
4 to 5 in Listing 5.2 reflect at what position in the course of the application the
update to t is applied.
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Listing 5.1: Parts of a stage from a generated kernel function.

1 e l s e i f ( ( u n i f i e d . s t ag e % 10 == 2)) {
2 C e l l new_ce l l ( u n i f i e d [ s t e n c i l : : ID (0 , 0 ) ] ) ;
3 auto i d x = u n i f i e d . i d ;
4 i f ( i d x . c >= 1 && id x . r >= 1 && id x . c < 65 && id x . r < 65)
5 {
6 i f ( ( ( 0 . 0 f ) == ( new_ce l l [ 4 4 ] ) ) )
7 {
8 i f (1 .4142135623730951 f ∗ new_ce l l [ 1 6 ] ∗ new_ce l l [ 2 0 ] < 0 .1 f )
9 {

10 new_ce l l [ 2 0 ] = 0.070710678118654766 f ∗ new_ce l l [ 1 4 ] ;
11 new_ce l l [ 4 6 ] = 0 .0 f ;
12 new_ce l l [ 5 2 ] = 0 .0 f ;
13 }
14 }

15
...

16 i f ( ( ( 1 . 0 f ) == ( new_ce l l [ 4 5 ] ) ) )
17 {
18 new_ce l l [ 6 7 ] = ((1 .4142135623730985 f ∗ new_ce l l [ 2 5 ] . . . ;
19 new_ce l l [ 6 8 ] = −(((1.4142135623730985 f ∗ new_ce l l [ 2 5 ] . . . ;
20 new_ce l l [ 6 9 ] = (((−0.80000000000000071 f ∗ new_ce l l [ 2 4 ] . . . ;
21 }
22 }
23 r e t u r n new_ce l l ;
24 }

Listing 5.2: Generated Code to calculate the current timestep.

1 s t d : : remove_const<d e c l t y p e ( t h i s−>t ) >: : type t ;
2 t = t h i s−>t + s t e n c i l : : index_t ( u n i f i e d . g e n e r a t i o n /10)∗ dt ;
3

4 i f ( ( u n i f i e d . s t ag e % 10 >= 2))
5 t = dt + t ;

Next to the actual kernel code, code for reading input and writing output and
for steering the application, a Makefile and scripts for executing and functionality
for printing Visualization Toolkit (VTK) files are generated. The VTK printer is
generated by using ExaStencils and is executed by a Python script. Furthermore,
the input data is exported as a Comma-seperated values (csv) file. This file format is
chosen to keep the data transfer simple. This also avoids an additional dependency
for reading in the data in the StencilStream application. However, if the pipeline is
to be deployed on a larger scale, it is necessary to implement a more elaborated I/O
mechanism.

The generated code to steer the execution of final program is shown in Listing 5.3.
The number of iterations that should be simulated and the frequency of writing
interim results to a file can be set via command line arguments (compare line 1 -
10 in Listing 5.3). The generation_multiplier in line 2 is equal to the number of
stages in the transition function and ensures that every stage is applied generation
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Listing 5.3: Generated driver code

1 s t e n c i l : : u index_t g e n e r a t i o n s = 1000 ;
2 s t e n c i l : : u index_t g e n e r a t i o n_mu l t i p l i e r = 10 ;
3 s t e n c i l : : u index_t p r i n t _ i n t e r v a l = 100 ;
4

5 i f ( a rgc > 1){
6 g e n e r a t i o n s = s td : : s t o i ( a rgv [ 1 ] ) ;
7 }
8 i f ( a rgc > 2){
9 p r i n t _ i n t e r v a l = s td : : s t o i ( a rgv [ 2 ] ) ;

10 }
11

12 // read i npu t
13 auto g r i d_bu f f e r = i n i t _ b u f f e r ( s ize_dim0 , s ize_dim1 ) ;
14

15 s t e n c i l : : Monot i l eExecuto r<Ce l l , r a d i u s , Kerne l , 10 ,
16 t i l e_w id th , t i l e_h e i g h t > ex e cu t o r ( ha lo_va lue , Ke rne l ( ) ) ;
17

18 e x e cu t o r . s e t_ input ( g r i d_bu f f e r ) ;
19 e x e cu t o r . set_queue ( fpga_queue ) ;
20

21 s t e n c i l : : u index_t cu r_gene ra t i on = 0 ;
22 auto runt ime = 0 . 0 ;
23

24 wh i l e ( cu r_gene ra t i on < g e n e r a t i o n s ){
25 s t e n c i l : : u index_t generat ions_to_run =
26 s t d : : min ( g e n e r a t i o n s − cu r_gene ra t ion , p r i n t _ i n t e r v a l ) ;
27

28 // exe cu t e k e r n e l
29 e x e cu t o r . run ( generat ions_to_run ∗ g e n e r a t i o n_mu l t i p l i e r ) ;
30

31 cu r_gene ra t i on += generat ions_to_run ;
32 e x e cu t o r . copy_output ( g r i d_bu f f e r ) ;
33

34 // code f o r p r i n t i n g g i r d_bu f f e r to a f i l e
35

36 }
37

38 // p r i n t e x e c u t i o n t ime
39 s t d : : cout << exe cu t o r . get_runtime_sample ( ) . ge t_tota l_runt ime ( )
40 << " s f o r " << ge n e r a t i o n s << " g e n e r a t i o n s . " << s td : : e nd l ;
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times to the input data. Line 15 to 19 show the setup of the Executor which is
the class of StencilStream to encapsulate the iteration over the grid. Line 29 shows
the actual command to execute the kernel function on the FPGA. This is wrapped
in a loop that determines how many iterations are calculated and how often the
intermediate results are printed.

5.2.3 Fitting on the FPGA

The main issue to tackle in this work was to reduce the size of the applications such
that it fits the resources of the FPGA. Therefore, the AST is transformed with the
goal to reduce the number of instructions, which minimizes the occupied resources
on the FPGA. The implemented optimizations are explained in the following section.

Precision

The use of SP instead of Double Precision (DP) FP numbers lowers the resource
consumption. This is due to DSP units that are used for FP arithmetic. These are
built for SP operations. If DP arithmetic is used in an FPGA design, this means that
multiple DSP units and logic elements to connect them are necessary. For smaller
examples of GHODDESS it is possible to synthesise a version with DP FP numbers.
Whether the generated application uses SP or DP numbers can be configured with
a flag. However, using SP numbers introduces a pitfall. C++ uses the most precise
type that occurs in a statement type to infer the type of the expression. So if a single
number with the type double is in an expression that otherwise only contains float
numbers, the expression is evaluated in DP. Therefore, it is important to introduce
type cast for every single numeric value that occurs in the application to prevent
the compiler to use expensive 64-bit FP operations.

To demonstrate the difference, Figure 5.1 shows two times the same code line and
how many resources it allocates. Figure 5.1b shows the resource allocation for the
statement, where a SymPy simplify call accidentally inserts a 1.0 without an ex-
plicit cast to SP. Figure 5.1a shows the same line of code with all numbers casted
to float. This illustrates that the DP operations use almost twice as much DSP
units and also need more than ten times more flip flops and more then 20 times
more ALUTs.

Standard Compiler Optimizations

An optimization borrowed from compilers is the replacement of constant global
variables by their actual value. This will also be done during the compilation with
DPC++ compiler, but as the expression is parsed anyway it does not harm to
replace constant variables with the concrete value during generation phase. In field
of building compilers this is called constant folding.[44]

Another optimization that is standard in compilers is the removal of unreachable
code. Therefore, if the condition of branching nodes can be evaluated to true (or
false), the body of the false (or true) and the condition checking is omitted, since this
code will never be executed. This is also a transformation that will happen in later
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Figure 5.1: Difference in resource usage between statement with and without double
promotion.

(a) Example without double promotion

(b) Example double promotion
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compiling steps, so it has no influence on the final program. However, this makes the
generated code more compact and avoids that code which is never executed being
further optimized by later transformation steps. This optimization is typically called
dead code elimination.[44]

Simplification of Expressions

[8] discusses the use of SymPy simplify2 directly in GHODDESS . The conclusion
is that it increases the generation time too much and has a limited effect. This is
mainly due to the optimization, which the ExaStencils compiler applies. simplify
is a function that tries to apply various strategies to simplify expressions, such as
cancellation, factorization or trigonometric simplifications. Due to the complexity
of the function its runtime can be very long, such that for complex expressions it
is not practical to use it. However, the examples used do not contain trigonometric
functions. Thus, using simplify does not take too long. Further, it was possible to
apply it to all right hand sides of the assignments. Since the pipeline makes no use of
the ExaStencils compiler, the use of simplify shows a positive impact on the later
resource consumption. Although, for more complex and higher order examples, it
will not longer be possible to simplify all expressions (see: section 6.4).

Merging Stages

The definition of many different stages causes a lot of overhead, therefore it is ben-
eficial to reduce the number of stages. Initially, every FieldLoop that GHODDESS
has defined was mapped to a Kernel and every Kernel was wrapped in a single
stage. This replicates executing one FieldLoop after the other. Hence, combining
multiple Kernels in a stage is like fusing the FieldLoops together and the same
conditions need to be fulfilled.

Two loops can be fused if they have the same bounds and the statements of the
second loop do not depend on values that are calculated in later iterations of the
first loop [45]. Since the StencilStream kernels iterate over entire grid per construc-
tion (see chapter 3), all kernels have the same iteration space. The statements are
guarded, such that they are executed only in the correct areas of the grid. To ensure
that the calculation remains correct after combining kernels to a stage, it needs to
be checked if the assignments of the kernels are independent.

The fusing algorithm we implemented is sketched in Algorithm 1. It is kept simple,
the kernels are processed in whole and the order of the statements as it is in the
original application is preserved. Implementing a statement wise reordering, might
be beneficial but would introduce a lot more complexity, since not all kernels have
the same iteration space. This would mean explicitly ensuring that each statement
remains correctly guarded.

The algorithm checks if the statements of the kernels are independent. As long as
this is the case, the kernels are collected in a stage. If a dependency is detected, a
new stage is started and filled with the following kernels. To detect dependencies,
all statements of a kernel are parsed and all fields that are accessed on left hand

2https://docs.sympy.org/latest/modules/simplify/simplify.html

26

https://docs.sympy.org/latest/modules/simplify/simplify.html


5.2. pystencils2program — Wrapper for Whole Program Generation

side of a statement are collected in a set (lhs set). The same is done with fields that
are accessed on the right hand side. So a set with all fields that are written (lhs
set) and a set with all fields that are read (rhs set) is built. The written fields are
collected in a global set to get the set of all written fields in the current stage. As
long as this set, containing all fields written, and the set, containing the fields read
in the current kernel, are disjoint there is no data dependency. In other words, on
field that is written in the stage so far, is read in the currently considered kernel.
(see line 8 in Algorithm 1). This means that the kernels can be executed in the same
stage.

Algorithm 1 Algorithm used to combine multiple kernels to stages
1: writtenF ields← ∅
2: currentStage← EmptyStage
3: stages← [ ] . Initialize empty list of stages
4: loop over kernel in kernels
5: lhs← FieldAccessesOnLhs(kernel)
6: rhs← FieldAccessesOnRhs(kernel)
7: rhs← filter(condition, rhs) . condition for level of strictness
8: if lhs ∩ writtenFields 6= ∅ then . dependency detected
9: stages.append(currentStage)

10: currentStage← EmptyStage . start a new stage
11: end if
12: writtenF ields← writtenF ields ∪ lhs . collect all written fields
13: currentStage.append(kernel)
14: end loop
15: return stages

It is also possible to fuse loops if there are data dependencies between the statements,
as long as they do not exist between future iterations. To take advantage of that,
the fields from the right side of assignments are filtered before it is checked if it is
disjoint with the written fields (see line 7 in Algorithm 1). We implemented three
filters with different strictness.

The fist one does not allow any data dependencies between statements. Actually,
this is not a filter, since it just returns the same set of all read fields. This means
that, if a field is written in kernel, it can not be read or written in that stage again.

The second allows intra iteration data dependencies between the statements. This
filters all fields that are accessed with index that is not the same as the current cell.
Since the field accesses are expressed in a relative fashion, all fields that are accessed
by [0, 0] are filtered out. And only fields that are accessed through another index
are considered in the check in line 8 of Algorithm 1. In this version it is possible to
read or overwrite a value as long as it is a member of the current cell.
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The third one also allows data dependencies to previous kernel iterations. Thereby,
all fields that are accessed with an index that is bigger than the current index are
filtered out. This allows to read fields already written in the current stage not only
at the current cell but also at neighbouring cells with a smaller index. So a field
that is written once, cannot be read with an index that is bigger than the current
cell in the same stage, as this is a value that is written in the next iteration.

Additionally, kernels are also fused despite a breaking data dependency if they have
totally disjoint iteration spaces. That means the statements are only executed on
different parts of the grid. Another small optimization is to move direct successive
kernels of the same stage having the same iteration space in a single guard.

Contracting Higher RK Methods

GHODDESS uses RK methods for time integration. These methods for approxi-
mating solutions for ordinary differential equations are implemented in order 1, 2
and 3. Listing 5.4 shows the RK2 function as it is generated by GHODDESS and
executed every iteration. It shows the characteristic structure of the RK methods,
where the update of the unknowns is executed multiple times (according to the or-
der of the used method). In between, the time stepping is applied. To reduce the
used resources on the FPGA, we implemented the possibility to apply the inverse
operation of unrolling to the algorithm. The idea is to reuse the duplicate struc-
tures by half the loop and double the number of loop iterations. The differentiation,
whether the first or the second half of the loop is currently executed, happens by
calculating modulus of the generation number. A sketch how this looks like on a
function level abstraction can be seen in Listing 5.5. The unique parts from List-
ing 5.4 (highlighted yellow) more moved in the if block in line 3 - 13 in Listing 5.5.
The duplicate function calls (highlighted green) are moved before and behind that
conditional.

Since the kernel generation for StencilStream happens not on function level abstrac-
tion but on stage level abstraction, this reorganisation is also performed at this
layer. Due to the multiple calls of the same function, some stages occur multiple
times in the list of stages. The implementation is realized in a specialized version
of the StageCollection. For each stage, its positions in the list are gathered. For
all stages that are in that list multiple times, the difference between the indices
is calculated. If this distance is the same for all stages and all occurrences, the
transformation can be applied. Another condition is that all stages that are present
multiple times occur just as often. Then new indices for the stages are calculated.
A stage that occurs multiple times gets its smallest index. If a stage occurs only
once, it is checked if there is a stage with an index that is the sum of its own index
and the calculated distance beforehand. If so, these stages are combined to a new
stage, where the modulus operation on the generation count determines which of
the stages is actually executed.
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Listing (5.4) RK2 in ExaSlang as it is gen-
erated by GHODDESS

1 Funct i on AdvanceRK2@all ( ) {
2 UpdateUnknowns ( )
3 l oop ove r cetaLower0 {
4 t ime s t e pp i n g 1
5 }
6 t += dt
7 UpdateCTi lde ( )
8 App lyA l lBc ( )
9

10 UpdateUnknowns ( )
11 l oop ove r cetaLower0 {
12 t ime s t e pp i n g 2
13 }
14 UpdateCTi lde ( )
15 App lyA l lBc ( )
16 }

Listing (5.5) RK2 transformed, to reuse du-
plicate compution steps.

1 Funct i on AdvanceRK2@all ( ) {
2 UpdateUnknowns ( )
3 i f ( g e n e r a t i o n % 2 == 0 ){
4 l oop ove r cetaLower0 {
5 t ime s t e pp i n g 1
6 }
7 t += dt
8 }
9 e l s e {

10 l oop ove r cetaLower0 {
11 t ime s t e pp i n g 2
12 }
13 }
14 UpdateCTi lde ( )
15 App lyA l lBc ( )
16 }

Minimizing Cell Type

Not all fields thatGHODDESS declares are used in the solving phase later. However,
for every field that is declared, the cell type of the AoS contains an element. So every
element in the grid contains elements that are neither read nor written in the solve
phase. Removing these unused elements also means the need of less RAM blocks
in the pipeline that are needed for buffering. Therefore, the list of kernels for the
StencilStream application is parsed and all accessed fields are tracked. Afterwards,
a new AoS, which only contains the used fields, is created and all field accesses are
replaced by accesses to the new data structure. This is necessary, since due to the
removal, the remaining fields might have different indices. In order to remove fields
which are used during setup but not during solve phase the removal of unused field
is applied after the setup phase. In some scenarios this is the case, as the index
fields are only used in the setup phase.

GHODDESS has the possibility to store some often used subexpressions in own
fields[8]. This is the trade-off between computing and storage resources. For a
generated scenario that runs on a CPU, this might be beneficial. But in the FPGA
setup, when the elementary cell is already large, it turned out that minimizing the
number of declared fields is beneficial. So to further reduce the size of the elementary
cell type, storing this subexpressions is turned off.

The version of StencilStream used internally does not perform any padding to align
the cell type size to a power of two or an multiple of 16. Thus, manual alignment
of the cell type could affect the performance of the final application. However, the
upcoming version of StencilStream will provide such a feature. Therefore, this was
not further investigated in this work as it will be deprecated in the next version of
StencilStream.
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Listing 5.6: StencilStream code for jacobi example generate from Listing 3.2

1 c l a s s Ke rne l {
2

3 p u b l i c :
4 C e l l o p e r a t o r ( ) ( s t e n c i l : : S t e n c i l <Ce l l , 1> cons t &s ) con s t
5 {
6 C e l l new_ce l l ( s [ s t e n c i l : : ID (0 , 0 ) ] ) ;
7 auto i d x = s . i d ;
8 // guard
9 i f ( i d x . c >= 1 && id x . r >= 1 && id x . c < 63 && id x . r < 63)

10 {
11 // k e r n e l
12 new_ce l l = s [ s t e n c i l : : ID (1 , 0 ) ] ∗ 0 . 2 5 f +
13 s [ s t e n c i l : : ID (0 , 1 ) ] ∗ 0 . 2 5 f +
14 s [ s t e n c i l : : ID (0 , −1)]∗0.25 f +
15 s [ s t e n c i l : : ID(−1 , 0 ) ] ∗ 0 . 2 5 f ;
16 }
17 r e t u r n new_ce l l ;
18 }
19 } ;

5.3 StencilStream Backend for pystencils

The StencilStream backend for pystencils3 needs to perform fewer transformations
compared to other backends, such as the C or CUDA backend. Inserting the state-
ments in loops is done later by StencilStream, there is only the need to put the
statement in a C++ lambda function. Conceptually, the generated functions work
like this: First, the current cell is copied. Then, the copy is modified according
to the stencil statements. Therefore, it is necessary to substitute accesses to the
current cell for accesses to that copy (new_cell), to make it possible to use the
updated value within the kernel. This statements are guarded, so that they are
executed only if the current cell has the correct indices. Finally, the modified copy
is returned. To add the possibilities to represent this, a new pystencils AST nodes
for return statements and for the creation of the cell copy were implemented. The
guard is generated from the iteration space and compares the current indices from
the stencil data structure. Listing 5.6 shows the generated code from the for-
mulation in Listing 3.2. The yellow highlighted part is the guard and the green
highlighted code is the kernel function. If the function is applied to a border cell,
this guard avoids the execution of the kernel and just returns the unchanged value
(also compare Listing 3.1). There, the difference to pystencils C backend can be
seen (see Listing 3.3). The custom backend adds no for loops and the relative
indexing is also forwarded to be handled by StencilStream.

3https://i10git.cs.fau.de/ob28imeq/pystencils/-/tree/stencilstream
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Chapter 6

Evaluation

6.1 Setup

The experiments for evaluating the implementation are all executed on the noctua
cluster of the PC². The used FPGA board is the Bittware 520N 1. These boards are
equipped with the Intel Stratix 10 GX2800 FPGA chips. According to the Intel’s
product information, this FPGA contains 5760 DSP blocks that can perform a SP
FMA operation in each cycle. It also has 3,732,480 registers, 11,721 RAM blocks
with the size of 20Kb each and 933,120 ALM [46]. According to the datasheet of
the board, 32 GB of external memory are on it, as well as four network interfaces
that operate at up to 100Gbps. There is also a SP FP performance of 10 Terra
Floating Point Operation per Second (FLOP/s) specified in. As CPU reference the
Intel Xeon Gold 6148 2 is used. This processor is chosen because it is also deployed
in the noctua cluster and is as similar as possible to the used FPGA device in terms
of age, manufacturing method and price as well as performance category.

Not all resources on the FPGA can be used for synthesizing kernels, a fixed amount
of resources are already occupied by the systems part. The size of this partition
depends on the used device and the used tool pipeline. For the oneAPI in version
2021.3.0 Build 302.7 on the Intel Stratix 10 2800 GX the static partion already uses
25% of the ALMs, 23% of the RAM blocks and 18% of the DSPs. The absolute
numbers are shown in Table 6.1. All resource consumption that is listed in the
following section are calculated relative to the available resource for kernels as it is
listed in Table 6.1.

The place and route step during the synthesis is solved with a random seed based
approach. Thus, depending on the seed the outcome of a synthesis might change.
Especially the kernel clock, but also the used resources can change when the same
design is synthesised multiple times. But as the synthesis step takes a long time, for
the setup shown between 3 and 18 hours, the designs were not synthesised multiple

1https://www.bittware.com/fpga/520n/
2https://ark.intel.com/content/www/us/en/ark/products/120489/

intel-xeon-gold-6148-processor-27-5m-cache-2-40-ghz.html
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times in this work. To all synthesis results in this chapter applies that repeating the
synthesis may lead to slightly different results and it does not exclude that there
are also outliers among them. At least some trends can be shown, a more in-depth
evaluation of the performance remains future work.

As an example scenario we use the modelling of a dambreak in different complexities.
Thereby order 0 and order 1 are used as well as an adaptive order 0 to 1 with the
adaptivity criteria called eta jumps. A detailed description of the scenario can be
found in [47]. This example was chosen as it uses only a single fragment and it
was not intended to implement support for multiple fragments. GHODDESS uses
a combination of basis functions for its approximations. The order determines how
many of them are used. For order 0 there is a single basis function used, order 1
uses 3 basis functions [8]. The adaptive version evaluates some elements in order 0
and some as order 1. So it contains the logic for both orders and also the logic for
the adaptivity indicator.

If not mentioned otherwise, the example scenario is used on a level 6 grid with
26 cells in every dimension. This results in a spatial dimensionality of the AoS of
67 × 67, due to ghost layers and the fact that fields of nodes contain 2level + 1 el-
ements in each dimension. For time integration the RK 1 method was used. The
use of DP numbers in the order 1 example exceeds the resources. Hence, the com-
pared synthesis and the CPU reference use SP. GHODDESS is used in the state of
devel/performance_measurements_order_separation from the 20.01.2022. SymPy
is used in the version 1.9.

A visualization for order 0 and order 1 can be seen in Figure 6.1, it shows the
simulation of the dambreak after 0.1s, 1s, 3s and 5s. The gap in the middle of
visualization of the order 1 example comes from some elements that are set to the
minimum depth. This is an issue that can be fixed with a limiter, which is now
implemented in GHODDESS but was not at the time of the experiments.

Table 6.1: Available resources on the Intel Stratix 10 2800 GX and the consumption of
the static partition.

ALMs RAMs DSPs

total on device 698,450 11,721 5,760

static partition (total) 234,670 2,768 1,047
static partition (relative) 25.15% 23.62% 18.18%

avialable for kernels (total) 698,450 8,953 4,713
avialable for kernels (relative) 74.85% 76.38 % 81.82%

6.2 Numerical Evaluation

To check if the FPGA versions calculate correct results, they are compared value-by-
value to the output of the application that is generated by ExaStencils. Like for the
validation of the emulation results described in chapter 4, every field is compared
with the numpy allclose () function. As mentioned in section 5.1, solving systems
of linear equations during generation and not at runtime introduces some numerical
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Figure 6.1: Visualization of the dambreak example at t = 0.1s (first row), t=1s (second
row), t=3s (third row), t=5s (last row) for order 0 (left) and order 1 (right).
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Table 6.2: Numeric differences between the results of the FPGA application and the CPU
reference. The example scenario was used on level 6 with SP and RK 1 for time integration.

order 0 order 1 order 0-1(adaptive)

differing values 610 40879 898
total values 148896 446688 490248
max L2Norm 5.1488e-06 1.4997e-05 1.1955e-05

differences. That are the only differences that can be found with allclose () in the
emulation using DP. These deviations only occur in single cells of certain fields and
are not propagated to other cells or fields. To verify that these numerical errors are
introduced by solving the linear systems of equations during runtime, it might be
a future project to also generate a solver for the FPGA, so that these systems can
also be solved at runtime.

When using SP, there are some more numerical errors introduced that exceed the
threshold for allclose() and the SP resolution. Table 6.2 shows the differences
for order 0, order 1 and the adaptive order 0-1 example. The table shows for each
example the total number of values being compared, i.e. the number of all values in
all used fields. This includes values that are not written in the course of the program
as well. It shows the number of scalar values that do not pass the allclose check so
the difference of the values exceeds abs(a − b) ≤ 1e − 8 + 1e−5 ∗ abs(a − b). The
last row in Table 6.2 shows the maximum L2-norm of the differences calculated for
every field.

Next to the different handling of the systems of linear equations, there are two more
aspects that influence the numeric differences. On the one hand, the simplifications
(see: section 5.2.3) that are applied during generation cause some of the differences.
On the other hand, oneAPI also applies optimizations on floating point operations
so that the values differ[48].

6.3 Modelling the FLOPs

The number of FLOPs that are performed during the execution of a program is
a typical performance metric. The used version of the oneAPI compiler toolchain
does not allow to count the FLOPs that are performed on the FPGA. Therefore, two
approaches are used to estimate the number of FLOPs that occur during execution.
The first one is to count the FLOPs of the reference CPU version. In [17] is reported
that the FLOPs on their CPU reference version are similar to the FLOPs performed
on the FPGA. They used the OpenCL FPGA toolchain and so had the possibility to
verify the numbers because this toolchain allows to profile the FLOPs performed on
the FPGA. In the HTML report, the compiler gives an overview of which operations
the pipeline is built from. The second approach is to count the number of FLOPs
that are listed in the HTML report.
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Table 6.3: Comparison of measured FLOPs during execution of CPU reference and counted
from FPGA report.

MFLOP per iteration
order level FPGA report CPU

0
6 1.1184 1.2212
7 4.4813 4.8672
8 17.9410 19.4336

1
6 13.5289 12.5723
7 54.0746 50.1215
8 215.9227 200.4796

0-1
eta jumps

6 16.3334 1.5146
7 65.2786 5.4541

To measure the FLOPs that are generated by the CPU version, the Linux tool
perf 3 is used. It is built into the Linux kernel and allows to read the CPU internal
performance counter. These are hardware registers for counting specific hardware
events that happen during the execution of instruction. Depending on the used CPU
there are also performance counter that count the performed FLOPs. To measure the
FLOPs, an Intel i5-8250U CPU is used, as it provides such performance counters.
Compilation is done with the GCC 11.2.0. As outlined in [48], the oneAPI has the
-ffast-math flag activated to allow the compiler FP optimizations. To get a similar
count of the FLOPs, we also used the -ffast-math flag for compilation of the CPU
pendant. Furthermore, the vectorization flags enabled by the -O3 flag are explicitly
disabled. The results for every setup are shown in the right column of Table 6.3.

The second approach is to count all FLOPs that are listed in the HTML report from
the compilation step to estimate the number FLOPs for a single iteration. Therefore,
the report is parsed and every FLOPs is counted. FMA operations are counted as
two operations. The oneAPI compiler tries to map FLOPs to dot products of
variable length to safe area on the FPGA [48]. These FP dot products contribute
with as much FLOPs as their size is. The report also shows the line of code from
which the operations originated. This allows to count for each line how many FLOPs
they contribute. Since every line of code is wrapped in a guard (see section 5.3),
it is known how often this line is executed in a single iteration. So for every line,
the FLOPs are counted and multiplied by the number of executions of that line.
This reflects that some statements are only executed one on the border and so
contribute less to the overall FLOPs. The results for every considered setup is
shown in Table 6.3.

This approach does not take conditionals into account, i.e. every line is assumed to
be executed for every cell update. For the non-adaptive versions, this approach is
realistic, as there is no branching inside of kernels. For the adaptive case, which has
the logic for multiple orders and has more branching, so this leads to an overesti-
mation of the performed FLOPs.

3https://perf.wiki.kernel.org/index.php/Main_Page
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Table 6.4: Difference in the resource usage estimation for order 1 example for applying
simplify or not.

ALUTs FF RAMs MLABS DSPs

not simplified 22% 21% 27% 3% 42%
simplified 18% 17% 25% 2% 32%

For the adaptive cases the measured FLOPs per iteration on the CPU and the
modelled FLOPs from the report differ a lot, as shown in Table 6.3. This is due to
the assumption that the every operation that is defined is needed to calculate the
cell update, which does not hold for the adaptive case. For the non-adaptive case the
numbers are close. Some of the differences can come from the code transformations
in the generation pipeline. Thereby, the use of simplify can have an effect on
number of FLOPs. Further, the different compilers can also effect the number of
FLOPs. For the CPU GCC was used and for the FPGA the oneAPI compiler
toolchain. The different times of solving the systems of linear equations play a role
in the different values of the FLOPs in the order 1 examples. In the order 0 example,
these systems contain only a single equation, so the CPU and FPGA application
handle it in the same way. In order 1 they contain up to 3 entries and the CPU
solves them during runtime while the FPGA version solves them during generation.

The small difference, especially for order 0, in the counted FLOPs from the report
and the measured FLOPs on the CPU show that counting the operations in the
report is a realistic estimation of the FLOPs, at least for the non-adaptive case.
For the adaptive case, this approach fails. It overestimates the statements in the
conditionals, because this model is to simple for the complexity that the adaptivity
introduces. To verify the numbers of both approaches, it would be necessary to
have the possibility to count the FLOPs that are performed on the FPGA with the
oneAPI toolchain. However, this might be an issue that to be addressed in future
versions of oneAPI .

6.4 Evaluation of Resource Consumption

Applying SymPy simplify()

To evaluate the effects of using SymPy simplify, as described in section 5.2.3,
we compare the resource consumption for the order 1 example first with simpli-
fied expressions and second with the expressions as they are formulated originally.
Therefore, a report for both scenarios is generated and the estimated resource con-
sumption is compared. The compiler estimates thereby only resource it will use
for the kernel system but not for the whole pipeline and the interconnections. The
ALMs are built from ALUTs and FF. At this stage of compilation, they are listed
separately and not combined as for the reports of a synthesised design.

In Table 6.4 the results are listed. Overall, using simplify turns out to be area
saving. Especially the difference in used DSP blocks induces that less operations
need to be performed during computation. But this comes at the price of longer
generation time. It turns out that applying the simplifications uses 90% to 95%
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of the generation time (the generation time of GHODDESS not included). As the
order 1 generation time is around 1 minute, the simplification takes around 57s.
In particular, the simplification of the expressions resulting from solving systems
of linear equations during generation time takes long to simplify. For the order 2
example which is not further considered, these systems become more complex, the
simplifications are no longer applicable due to its long computation times.

Stage Merging

Table 6.5: Comparison for different verions of the kernel merging as described in sec-
tion 5.2.3.

not merged Version 1 Version 2 Version 3

stages 35 10 7 5

ALM 55.74% 36.18% 33.80% 32.08%
RAM 25.96% 12.72% 12.09% 11.80%
DSP 7.11% 4.71% 4.56% 4.67%

kernel clock 343.75 MHz 387.5 MHz 387.5 MHz 375.0 MHz
time per iteration 110.423 µs 100.922 µs 100.843µs 104.388µs
synthesis time 06:24:39 03:38:08 08:43:08 03:16:51

The evaluation of the stage merging was done on the order 0 version of the example
scenario. Order 0 was chosen because it is small enough, so that it is possible to
generate a bitstream for every setup. It is not only possible to compare the area
usage but also the runtime performance. This is done by averaging the runtime for
10,000 time steps.

Four different versions were synthesised. One for every version of the dependency
check, as it is described in section 5.2.3, and one where the Kernels were not merged
at all. The latter variant means that each FieldLoop generated by GHODDESS
is mapped to a own stage, resulting in 35 stages. Version 1 combines consecutive
kernels to a stage as long as there are no data dependencies between them. This
reduces the number of stages to 10. Version 2 allows data dependencies between the
kernels of stage if they are in the same loop iteration. This results in 7 Stages. Ver-
sion 3 allows also data dependencies between the kernels that uses values calculated
in previous loop iterations. This reduces the number of stages to 5.

In Table 6.5, one can see that reducing the number of stages reduces the number
of used resources, especially these that are used for forming the pipeline. The only
version that is really different from the others is the version with no merging. It
uses 25% of the RAMs on the device, while the others use only around 12%. Also
the usage of ALMs is bigger in the not-merged version. That is because the pipeline
stages are mostly built from the ALMs and the RAM cell serve as buffer between
them. The number of DSP blocks used is really close across all versions, since they
perform the same computations and they are not used for the control logic. The
small difference between the variants might be explained by optimization of the
compiler which can be applied if there are more statements in a single stage.
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Table 6.6: Estimated resource consumption of contracted RK 2 in order 0 and DP.

Stages ALUTs FF RAMs MLABS DSPs

RK 2 not contracted 7 72% 53% 34% 6% 34%
RK 2 contracted 4 50% 37% 25% 4% 24%

RK 1 5 28% 21% 21% 2% 13%

Even though the runtime of the merged versions is close, the smallest one is not the
fastest. The version with no dependencies between the loop iterations are slightly
faster than the smallest one. Is this a significant difference in the design or if this is a
side effect of the non-deterministic, randomized process of the place and route, needs
to be evaluated by comparing multiple synthesis of the same designs, which remains
to be future work. A possible explanation that more stages can have benefits for
the performance, despite the higher resource costs, is that the execution can overlap
more. More stages means that the individual stage is smaller and there are more
buffers in the pipeline to store intermediate results, which may cause the single
compute unit to stall less often. However, reducing the size of the design is in that
respect helpful, as it allows the replication of the computation pipeline.

Contraction of Higher RK Methods

In this section resource consumption of the reorganisation of the higher RK methods
(see section 5.2.3) is evaluated. For comparison we generated the report for the
order 0 in DP version of the dambreak example that uses RK2 for time integration.
The unrolled version has 7 pipeline stages, where the stage with index 3 and the stage
with index 6 are the same. Through the contraction, as explained in section 5.2.3,
the number of stages can be reduced to 4.

The values in Table 6.6 are the estimate of resources consumption for kernel sys-
tem, since non of this designs was synthesised (also see section 6.4). However, the
difference of the used DSPs, 24% instead of 34%, shows that larger areas that are
used for the computation are reused. For comparison, the usage for the same setup
using RK 1 is also shown in Table 6.6.

Using this transformation is in the most cases a trade-off between the resource usage
and the runtime performance. Furthermore, it sounds contradicting to the typical
design flow of FPGA applications. For bigger applications or when DP is used this
might be a possibility to use RK2 or even RK instead of RK1. From a performance
perspective an unrolled version will most likely perform better, as the results in
section 6.5 suggest.

Increasing Grid Size and Replicating Pipeline

As Table 6.7 shows, increasing the level and by that increasing the number of cells
by a factor of 4 does not increase the number of used resources. The reason for
this is that increasing the grid size is doing the same operations more often. The
minor difference that is shown are fluctuations caused by the randomized synthesis
process.
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Table 6.7: Resource usage of the compared synthesis

order level multiplier kernel clock ALM RAM DSP

0

6

1 390.00 MHz 31.06% 11.81% 4.67%
2 373.33 MHz 37.77% 14.89% 9.25%
3 372.22 MHz 42.54% 18.26% 13.86%
4 383.33 MHz 47.89% 21.52% 18.44%
8 353.33 MHz 72.09% 37.14% 36.81%

7 1 394.44 MHz 30.95% 11.81% 4.67%

8 1 391.67 MHz 31.11% 13.37% 4.67%
8 373.33 MHz 72.65% 49.61% 36.81%

1

6 1 322.50 MHz 56.44% 23.99% 35.96%
2 230.56 MHz 80.38% 39.48% 66.71%

7 1 347.50 MHz 54.02% 23.89% 35.96%

8 1 295.83 MHz 54.01% 30.63% 35.96%
2 212.50 MHz 75.68% 49.50% 71.84%

0-1
adaptive

6 1 216.67 MHz 63.40% 31.14% 50.07%

7 1 311.11 MHz 63.28% 31.23% 50.07%

The replication factor of the pipeline is denoted in following as (pipeline) multiplier.
Replicating the pipeline increases the number of used resources. As Table 6.7 shows
it scales up linearly. For example, incrementing the number of replications for order
0 increases the usage of ALMs by around 5%. The DSP used increase by a factor
that is approximately the number of the replications. This is because the DSPs are
used for the computation units and replicating the computation units also means
scaling the DSP usage (see Figure 6.2). Replicating the pipeline is intended to utilize
more of the FPGA resources.

Table 6.7 also shows the kernel clock for each synthesis. As a trend can be seen, the
higher the resource consumption, the lower the clock frequency. The synthesis for
the adaptive scenario at level 6 has a clock frequency of 216.67 MHz and at level 7
it is clocked with 311.11 MHz. However, the resource consumption is very close in
both setups, which is caused by different seeds for the synthesis.

6.5 Performance Evaluation

To evaluate the performance, the dambreak scenario was synthesised in multiple
configurations. All setups use SP numbers and the RK1 method for time integration.
The order 0 and 1 were synthesised with grid size level 6, 7, 8. The adaptive example
was synthesised with level 6 and 7. For order 0 the pipeline multiplier 1 to 4 and
8 were used on level 6. The order 1 scenario can be replicated only twice. Since
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Figure 6.2: Percentage of available DSPs occupied by different scenarios on level 6.

Table 6.8: Number of stages, the number of elements in a single cell and the lines of code
generated for every scenario.

order 0 order 1 order 0-1 (adaptive)

lines of code 410 1261 3583
stages 5 7 10
cell size 34 102 112

synthesis is a lengthy process and the provided computing time contingent was
exhausted, no further configurations were synthesised. The resource consumption
for the compared setups are shown in Table 6.7. The runtimes for each scenario are
shown in Table 6.9. Each runtime is the average of 10,000 generations.

The FLOP/s for the FPGA, listed in Table 6.9, are the FLOPs counted in the
compiler report from Table 6.3 divided by the measured runtime. For the adaptive
cases this is not listed, since the model fails in this cases (see section 6.3). In the
CPU benchmarking setup on the noctua cluster it was not possible to access the
performance counter for the FLOPs, so they could not be collected.

For order 0 setup, every cell in the AoS contains 34 elements, for order 1, there
are 102 elements and for the adaptive case there 112 elements. These are the cell
type sizes after applying the minimization described in section 5.2.3. The generate
kernel files contains up to 3500 lines of code. After merging the compute stages as
much as possible, as described in section 5.2.3, the pipelines consists of 5, 7 or 10
stages (see Table 6.8).
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Table 6.9: Time per iteration averaged over 10000 iteration for CPU and FPGA. The
GFLOP/s are the modelled FLOPs from section 6.3 divided by the time per iteration.

FPGA CPU
order level multiplier GFLOP/s time/iteration time/iteration

0

6

1 11.204 99.814µs

83.075µs
2 21.765 51.382µs
3 32.418 34.498µs
4 44.178 25.315µs
8 76.845 14.553µs

7 1 13.543 330.880µs 121.179µs

8 1 14.227 1261.020µs 347.302µs8 111.691 160.631µs

1

6 1 59.946 225.686µs 312.326µs2 88.247 153.307µs

7 1 87.428 618.502µs 519.286µs

8 1 85.824 2515.870µs 1438.440µs2 120.151 1797.090µs

0-1
adaptive

6 1 — 190.526µs 184.984µs

7 1 — 478.626µs 254.655µs

For the CPU reference setup, the different setups are generated by GHODDESS .
In the GHODDESS configuration file the flags for optimization, vectorization and
parallelization are activated. For level 6, 10 threads were used, for level 7, 20 threads
and for level 8, 40 threads. In some small preliminary tests, these numbers turned
out to be the fastest. Since it is not object of this thesis to work out the optimal
setup for the CPU and which itself is still under continuous development, there is
still some room for fine tuning. Before compiling the generated ExaSlang files to
C++ code, every output statement was removed, as the FPGA version also produces
no output. To further compile the C++ code, GCC 7.3.0 was used. The runtime for
the CPU reference are also the average from 10,000 generations. As only the solving
phase of the program is used to generate the FPGA bitstream, only the runtime of
solve phase is considered for the CPU reference. In the Figure 6.3 and Figure 6.4
the execution time on the CPU is represented by the leftmost blue bar.

For the order 0, replicating the pipeline shows a big effect on the runtime per gener-
ation. For level 6, it took 99.814 µs per single time step for the pipeline synthesised
once, while with 8 replications it only took 14.553 µs (see Figure 6.3). So using 8
pipeline instances is around 6.8 times faster than with a single pipeline instance. For
level 8, the scaling factor comes closer to the replication factor with 1261.02 µs for
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a multiplier of 1 and 160.631 µs for a multiplier of 8. Thus, the replicated version is
faster by a factor of around 7.8 (see Figure 6.4). For a multiplier higher than 2, the
FPGA versions are faster than the CPU reference. Furthermore, Table 6.7 shows
that it might be possible to increase the multiplier by up to 4 or 5.

As shown in Figure 6.3 for level 7, the CPU reference was faster in all test scenarios.
But for level 7 there was no pipeline replication tested, following the trends from
the other grid sizes a replication will also decrease the runtime on level 7.

For order 1 the scaling is not as big as for order 0. There, the factor between 1
and 2 pipeline instances is around 1.4 for level 6 and 8. For level 6, both instances
are faster than the CPU version but for level 8 the CPU is faster than the FPGA
versions, as one can see in Figure 6.3 and Figure 6.4. One reason for that is that
the grid is big enough in order to use the parallelisation of 40 cores can be utilized
more efficiently.

For the adaptive case, it was not possible to replicate the pipeline as this would
exceed the available resources. For level 6 FPGA and CPU perform similar and for
level 7 the CPU is faster by almost 200 µs per generation. One possible explanation
why the CPU version is faster in this setup is branch prediction. As the adaptive
scenario uses more conditionals the speculative execution the CPU implements might
be benefit there. Nevertheless, to verify this more in-depth study is necessary.
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Figure 6.3: Time per Iteration for level 6 (left) and level 7 (right) for order 0 (first row),
adaptive order 0 - 1 (middle row) and order 1 (bottom row).
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Figure 6.4: Time per iteration on level 8 for order 0 (left) and order 1 (right).
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Chapter 7

Conclusion and Outlook

7.1 Conclusion

This thesis presents a code generation pipeline to run SWE applications on FP-
GAs. We transform the quadrature-free discretization of the SWE implemented
in GHODDESS with pystencils and a custom backend into a multistage transition
function. Further, we use the StencilStream library to generate an FPGA design
from that transition function. In the last step we utilize the Intel oneAPI compiler
toolchain to generate FPGA bitstreams.

We show that the pipeline works for complex examples by generating full simulation
programs with up to 3500 lines of code. We synthesise our example scenario in
three different complexity levels and for three different grid sizes. By comparing
the calculated results with those calculated by the CPU reference, the functional
correctness is validated.

Further, the performance is promising, as the emitted programs perform similar to,
and for smaller examples faster than, the vectorized and parallelized CPU reference.
Although, the pipeline applies no FPGA specific performance optimizations to the
code, besides minimizing the used resources. If a program uses less resources, its
computation pipeline can be replicated more often on the device. We achieve a big
saving of resource by reducing the number of computation stages. Therefore, the
possibility to merge multiple kernels into a single stage is implemented. In addition,
expressions are simplified with SymPy simplify, which also reduces the resource
consumption. In this way, the capabilities of the FPGA are better utilized, which
proves to be an important factor in speeding up the application. For example, for
order 0 and the level 8 grid, replicating the pipeline 8 times resulted in a speed up
of factor of 7.8.

Since the version of the compiler toolchain we use lacks the possibility to profile the
performed FLOPs, we model them by counting them in the generated report. This
model estimates that the emitted applications perform with up to 120 GFLOP/s.
One disadvantage of using FPGAs to run such complex applications is the long time
it takes to synthesise the bitstream. In the examples evaluated in chapter 6, it takes
from 3 hours (order 0 example) up to 18 hours (adaptive case) to synthesise the
application.
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7.2 Future Work

A possible extension of the pipeline components would be to add support for more
features of GHODDESS . Therefore, it will be necessary to allow multiple fragments
and add functionality to read in grid specifications from external files. Furthermore,
mapping more of ExaStencils feature set would also be beneficial, e.g. adding the
possibility to generate solvers for linear equations. Thus, it is an interesting project
to implement this feature in the stencil generator and extend pystencils by the
possibility to generate code for such solvers.

StencilStream can also generate FPGA designs with dynamic grid sizes, i.e. the
same bitstream can be reused for different sizes. That would also be a next step
to add support in the pipeline as the grid size was assumed to be fix. This means
to perform the setup phase during runtime. So it would be no longer possible to
initialize all the fields already at generation time. Thus, it will be necessary to
include code for the setup in the final application, since this also depends on the
grid size.

Another field that can be explored would be to apply more advanced code transfor-
mations at generation time. Especially polyhedral loop transformations [49] might
be interesting to allow more merging of different kernels by also reordering the state-
ments. In ExaStencils are already some of these techniques implemented [50], so
it is a possibility to somehow reuse this to explore whether they are beneficial for
FPGA applications or not. This can be part of a bigger project, where it will be
explored which code transformations can be applied during the generation pipeline
to increase the performance of the final FPGA program. And as already mentioned,
developing an oneAPI backend for ExaStencils will be promising approach to gen-
erate programs for FPGAs.

To add support for other applications than the SWE in GHODDESS , it is an op-
tion to decouple the two implemented modules, ghoddess2pystencils and pysten-
cils2program. Further, adding a more convenient API to pystencils2program, may
allow its use for more application domains.
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