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Abstract

In the context of climate change, studies are investigating the effect of the new climate
conditions on the Arctic Ocean and the resulting changes in the climate. Creating
and maintaining simulation software for modern heterogenous and diverse HPC system
architectures poses challenges. One solution for quickly adapting software to new HPC
architectures is to use code generation frameworks. Adding support for a new platform
is only required on the framework side. The simulation can then be regenerated with
little work.

This thesis continues previous work to port the sea ice solvers of MITgcm to CUDA
GPGPUs. The previous results showed that such parallelization is possible with the
caveat that huge tile sizes are necessary to achieve a reasonable speedup. However, the
performance of the remaining CPU parts is heavily decreased.

This work adds the capability of the ExaStencils code generation framework to parse the
existing Fortran77 code of MITgcm. The framework generates the sea ice solvers’ C++
and CUDA code replacements. Depending on the used solver and tile size, a speedup
between 4 and 20 is measured for medium tile sizes.
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Chapter 1

Introduction

This master thesis continues the work in [8]. The shared goal is to increase the per-
formance of the sea ice simulation of MITgcm with the help of CUDA-capable general-
purpose computing on graphics processing units (GPGPUs).

The previous work investigated whether porting the Line Successive (over) Relaxation
(LSR) solver is possible and if its performance can be increased. Only the innermost
solver functions were parallelized with the help of OpenACC statements. The setup
(non-linear) part was left untouched.
The results showed that such parallelization is possible with the caveat that huge tile
sizes are necessary, resulting in a huge performance penalty for the rest.

This thesis takes the necessary steps to increase the overall performance of the simulation
time step. This approach includes handling the entire time step function and its called
functions. Another point is reducing the tile size to CPU manageable sizes and launching
multiple message parsing interface (MPI) ranks on the same GPGPU.

1



1.2 MITgcm 2

1.1 Related Work

Many research groups are studying the effects of climate change. One particular aspect
is the sea ice of the Arctic. On the one hand, the changes in global weather phenomena—
like the El Niño—are studied. Some changes are attributed to the loss of Arctic sea ice
[9]. On the other hand, the impact of extreme weather situations—like cyclones—on
the Arctic sea ice is investigated too [15]. The cited research paper does compare the
observed change of the sea ice to simulations they run without the cyclones in the input
data.

All those studies are based on data provided by global weather information. One example
is NASA’s “Estimating the Circulation and Climate of the Ocean” (ECCO) project1.
Part of their model generation pipeline is the adjoint simulation of MITgcm [17].

These studies require simulation programs capable of handling the ocean and atmo-
sphere. The tools must be capable of simulating the sea ice layer if its contribution
and the changes are to be studied. The mentioned MITgcm program is one candidate.
Another option is Elmer with the sea ice plugin2.

1.2 MITgcm

MITgcm3 is a simulation tool to study atmospheric and oceanic phenomena. It is written
in Fortran77 with some extensions/features from Fortran90, e.g., loop statements. Its
non-hydrostatic capability allows it to work over a wide variety of scales. It ranges from
small convection problems to global circulation, as seen in their illustration figure 1.2.1.

Figure 1.2.1: Scale of MITgcm’s simulation capabilities (from [11])

1ecco-group.org
2elmerice.elmerfem.org
3mitgcm.org

ecco-group.org
elmerice.elmerfem.org
mitgcm.org
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Another aspect is the capability to simulate sea ice, like the Arctic Ocean. Hibler
described the fundamental sea ice model first in 1979 [2]. The model contains the
forcing of the atmosphere and ocean with the ice layer. This forcing is used to simulate
the movement and deformation of the ice. The model was improved over the years. The
next section 1.3 describes the different implemented solvers.
Because sea ice is neither a complete solid nor fluid, its state must be accounted for in
the forcing calculations. It can support shear forces, deform, and fracture under enough
tensile forces. The thermodynamic properties—like thermal transfer, formation, and
melting—are also simulated. Simulating the local salinity variation from the meltwater
and its contribution to the melting process is possible. The additional package ‘thsice’
improves the thermodynamic model, like an internal heat capacity.

1.3 MITgcm’s Sea Ice Solvers

The sea ice package contains multiple different solvers for its non-linear momentum
equations. The major solvers are summarized in this section, and their compatibility
with ExaStencils is analyzed. ExaStencils is covered in chapter 2.

The momentum equations are discretized and can be written in the following matrix
notation [11]

A(x) · x = b(x).

Both velocity components of the sea ice layer are contained in the solution vector x. The
used 5-point stencil of the discretization method results in a sparse matrix with only
five diagonals for each velocity component. When it benefits the solver, the linearized
version of the matrix is split into the velocity components and stored in 5 fields for each
diagonal.
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1.3.1 LSR Solver

The LSR solver is a fixed-point solver implementing the Picard iteration. It is the
original solver described by Zhang and Hibler [18]. The implementation was modified
and improved over the years. Section 2.2.4 goes into more detail.

The solver comprises non-linear iterations that create a linearized version in each step.
The resulting linear problems are then solved with successive over-relaxation (SOR)
solver(s). During the k-th non-linear iteration, the linearized system of equations

A(xk−1) · xk = b(xk−1)

is solved. The first guess (x0) is the input to the time step, which is the result of the
last time step or initial input value.
The unique feature of this implementation is the usage of tridiagonal solvers for the flow
direction of the velocity components. This change increases the force coupling in the
flow direction.

Code annotations are available for LSR solver. They include the most used common field
collections, like grid fields and external forcing inputs from the water and air layer(s).

The original tridiagonal solvers cannot be parsed with ExaStencils. Instead, both in-
dividual solvers are completely generated from scratch. More on this problem can be
found in section 2.2.4.

Parts of the verification/test experiment ‘offline_exf_seaice’ of MITgcm are used to test
the generated code. Some sub-experiments are not used because they do not cover the
LSR solver or any other parsed function, e.g., the ‘thsice’ only run. The experiment is set
up according to the later chapter 3. The verification does pass with minimal deviations
(floating point errors).

1.3.2 JFNK Solver

The Jacobian-free Newton-Krylov (JFNK) solver is another fixed-point solver. Lemieux
et al. developed this solver to overcome the slow convergence rate of the LSR solver
[5]. Quickly summarized, the Newton method is used to transform the problem of
minimizing the residual F (x) = A(x)− b(x) to finding the root of the Taylor expansion
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of the residual F around the previous estimate xk−1. Higher order terms are dropped.
The new problem is to solve for the correction δxk

F (xk−1 + δxk) ≈ F (xk−1) + F ′(xk−1)δxk = 0.

Because the used generalized minimal residual method (GMRES) (a Krylov solver) only
requires the application of the Jacobian J ≡ F ′ on a vector w, the approximation

J(xk−1)w ≈ F (xk−1 + ϵw)− F (xk−1)

ϵ

is used instead. Using only a forward finite difference stencil instead of a central finite
difference stencil saves work by calculating only a single matrix-vector-product per GM-
RES iteration. The next estimate is calculated with xk = xk−1 + δxk.
Further performance and robustness improvements of the algorithm [10] are successively
smaller target residuals for the GMRES solver to save computational cost. The cal-
culation of the next estimate is modified to use successively smaller steps to prevent
overshoots. The LSR solver is used as a preconditioner for the GMRES; therefore, some
of its functions are reused.

The JFNK solver cannot be parsed with the ExaStencils framework because the internal
GMRES solver implementation does use goto/jump statements.
The main problem is that the target labels are not necessarily unique, and all Fortran
files are concatenated before parsing. This process is described in section 3.2. Therefore
jump statements can only be added with more advanced modifications to ExaStencils
and the implemented Fortran setup.
Another problem is that the implementation utilizes linearized fields. Several adapter
functions convert between layouts, but ExaStencils does not support such special loops.
With the help of the implemented layout transformations, it could be possible to convert
all operations back onto 2D fields.

Furthermore, the used GMRES algorithm has to keep track of all vectors of the Krylov
subspace. The Arnoldi algorithm calculates the successive subspace vectors but requires
all previous ones. ExaStencils can work with multiple ‘slots’ (copies) of a field, but the
handling is limited. Getting around the limitations—like not having direct access to a
slot by a variable—requires further work and testing.



1.3 MITgcm’s Sea Ice Solvers 6

1.3.3 EVP Solver

The Elastic-Viscous-Plastic (EVP) solver was introduced by Hunke and Dukowicz [3]
and uses a different approach. They modified the strain rate equations such that using
a simple explicit time stepping scheme with shorter time steps is possible. The complete
system matrix is not explicitly formed because it cannot be reused in the next iteration.
This solver requires 120 sub-steps within a MITgcm time step.
Multiple improvements to this algorithm fix its problem of noisy solutions, like the
adaptive EVP (aEVP) [4]. The original variant is not recommended for usage anymore
[11, Sec. EVP Dynamics].

It is the other solver for which the necessary code annotations are available. Most
annotations are shared with the LSR solver. The current Fortran code is parsed and
used, i.e., no functions are replicated in ExaStencils.

The generated code is tested with the sub-experiment ‘hb87’ of MITgcm’s ‘lab_sea’
verification experiment. The verification experiment fails because of significant devia-
tions from the reference result. These deviations are caused by floating point calculation
inaccuracies that add up over all the performed time and model steps. The original veri-
fication experiment does fail too. Neither the original reference nor the freshly generated
reference matches the output of the generated solver.

Floating point calculations are not generally commutative, but ExaStencils and com-
pilers perform optimizations that can slightly change the result of each calculation. At
some point, these small perturbations are enough to trigger a verification experiment
to fail. The verification algorithm checks the minimum, mean, and maximum values of
selected fields against the output of a reference run.
The values are printed in scientific notation at high resolution (15 decimal digits), and
the number of matching digits is checked. For example, 1.2345 and 1.2346 are almost
equal and pass the test. On the other hand, 1.0001 and 0.9999 are not considered close
at all and fail the test.



Chapter 2

ExaStencils

2.1 Overview

ExaStencils1 is a code generation framework developed by the Chair for Computer Sci-
ence 10 - System simulation (LSS) and their cooperating research partners and is written
in Scala. The main target is to give scientists with little programming experience the
ability to write complex multigrid solvers for their problems. The multigrid method
solves differential equations with the help of approximations on coarser grids. The ap-
proximations are used to correct the finer layer of values. Creating more traditional
solvers, which operate only on a single resolution, is also possible. The framework gen-
erates fast C++ and CUDA code that can run on most high-performance clusters. Their
papers [6, 7] provide more insight into the internals than my short description. The user
input can be defined using its domain specific language (DSL) called ExaSlang. It con-
sists of four user-accessible layers with increasing capability and complexity. Each layer
automatically progresses into the next lower one and merges with the user input. After
merging and some simple transformations, these layers can be printed out. This output
serves as a means of debugging and as an adjustable base for customizations.

1exastencils.fau.de

7
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The first layer is used to specify the domain, the partial differential equations (PDEs),
and the boundary equations. ExaStencils generates a simple multigrid solver with the
provided information and default values. E.g., the following problem can be inputted
after translating it to ExaSlang syntax:

Ω = [0, 1]

u = 0 on ∂Ω

−∆u = 1 in Ω

The second layer adds the discretization of the problem and the rough outline of the
final program. The discretization information contains the shape and order of the finite
difference stencils used. Grid-specific information is also available.

The third layer adds the multigrid solver to the defined problem. This layer defines the
cycle type and smoothers at the specific levels. The prolongation and restriction stencils
can be generated or provided.

The fourth layer adds the communication and general IO to the solver/program. The
number of ghost layers (halo points) and their communication is defined on this layer.
File IO is available to set up the input of the initial state and output of the final state.

Starting with the third layer, the user can create their customized solver. E.g., a di-
rect solver via a provided inverse matrix can be used on the coarsest level. This fully
customizable behavior of the fourth layer is used to input MITgcm’s sea ice solvers.

The fifth layer is not accessible by the user and is used for the internal code generation
and optimization steps. The parallelization and communication routines are handled in
this layer too. The result of these operations is outputted as C++ and CUDA code.



2.2 Implemented Features 9

2.2 Implemented Features

Most of the work was to implement several new parts into the existing project to read
Fortran code and use it as user-defined input for the code generator. Some existing
parts required refinements because they were only partially implemented for different
projects.

2.2.1 Fortran Code Input Layer

Fortran Layer

The most significant chunk of work was implementing an entirely new layer that could
handle Fortran code. The resulting layer setup is shown in figure 2.2.1.

ExaSlang 1

ExaSlang 2

ExaSlang 3

ExaSlang 4

IR

Target CodeFortran Code

P
latform

D
escription

abstract

concrete

Figure 2.2.1: ExaStencils layer setup (adapted from [6, Fig. 5])

This includes a parser for Fortran code to get it into a syntax tree which can be further
processed. The supported Fortran features are selected to read the relevant parts of
MITgcm’s source code. MITgcm uses Fortran77 with extensions. These extensions
are features that are backported from Fortran90. This parser cannot process every valid
Fortran77 code because some unused features still need to be implemented. For example,
implicit datatypes and whitespaces inside words are not allowed/supported.

The syntax of Fortran77 is relatively simple, but this has disadvantages too. Every
variable and array declaration can be distributed over multiple non-consecutive lines.
Constant and global object declarations are distributed over at least two lines. The built-
in parser implementations of Scala are only set up to support languages with Scala-like
comments. Fortran77 has a fixed line format which is designed for 80-character punch
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cards. This particular format utilizes the position of characters inside the line for parts
of the syntax. A unique line preprocessor was necessary to detect comments and line
breaks inside statements and remove them.

The parsed and processed Fortran code is then converted into the fourth and last user-
accessible layer. This transformed code can be outputted as a debugging option. This
choice was made because both have a similar feature level.

The transformation relies on annotations inside the Fortran code to help transform
to the target layer. These annotations are special comment lines that other compilers
usually ignore. This kind of solution is utilized by other frameworks and compiler-driven
transformations too. Examples are OpenMP and OpenACC compiler statements.

Case-insensitive Matching

Since Fortran77 is case-insensitive, the code was first converted to all uppercase. This
transformation requires the user to write their identifiers in all caps when they want to
access between ExaSlang and Fortran or an automated way to match case-insensitive.

A case-insensitive matcher has been implemented, which is enabled when a Fortran input
file is specified. The normal case-sensitive matcher is still run before the additional
matcher, which only looks at the previously unmatched accesses.
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Function Declarations

Functions are only transformed to ExaSlang when they contain an annotation. This
design decision did not require every function to be transformable with annotations. This
selection is crucial when complete custom ExaSlang functions should be used instead.
All Fortran-related processing is done regardless.

Fortran allows a single declaration statement to declare multiple variables, like C++.
ExaSlang does not support this kind of declaration. The solution is to create indi-
vidual declarations. The parameter/constant declaration statements are combined to
compatibility with ExaSlang.

Field declarations can be spread over multiple statements and are combined too. They
are not automatically transformed and require code annotations. These annotations are
ExaSlang code with some additional syntax if necessary; see loop handling. Because
field declarations are not allowed inside ExaSlang function declarations, they are moved
outside.

During the combination process, statements are reordered for simplification. Parameter
statements keep track of their source code order to allow chained declarations, e.g.,
B = A + 1. For consistency only, other declarations keep their order within their type
too.

The return value is assigned to the implicit variable with the function’s name. Because
ExaSlang and C++ use an expression with the return statement, a variable with that
name is created and passed as the return expression. Fortran has an optional return
statement to return early from a conditional statement. It can be used as the last
statement of a function.

The code example listing 2.1 shows these steps in practice. The second Fortran part is
part of the debug output of ExaStencils.
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Listing 2.1: Example of function declaration

Annotated Fortran77 code
1 C$EXA Function foobar () : Double
2 Real*8 Function foobar
3 implicit none
4 C bunch of variables
5 Integer N, M, i, j
6 C first line declaring a field
7 Real field
8 C parameter/constant assignment
9 Parameter (N = 17, M = 42)

10 C second line of the field declaration
11 C$EXA Field <Global , Default , None >@finest
12 Dimension field(N, M)
13 C return 1337.0; no explicit return required
14 foobar = 1337.0
15 End Function

Debug Fortran77 output
1 C$EXA Function foobar () : Double
2 REAL*8 FUNCTION FOOBAR
3 IMPLICIT NONE
4 C bunch of variables
5 INTEGER I
6 INTEGER J
7 C parameter/constant assignment
8 INTEGER N
9 PARAMETER (N = 17)

10 INTEGER M
11 PARAMETER (M = 42)
12 C merged field declaration
13 C$EXA Field <Global , Default , None >@finest
14 REAL FIELD(N, M)
15 C return 1337.0; no explicit return required
16 FOOBAR = 1337.0
17 END FUNCTION

Translated ExaSlang code
1 // field outside of function declaration
2 Field <Global , Default , None >@ finest
3

4 Function foobar () : Double {
5 // implicit return variable
6 Var FOOBAR : Double
7 // bunch of variables
8 Var I : Integer
9 Var J : Integer

10 // parameter/constant assignment
11 Val N : Integer = 17
12 Val M : Integer = 42
13 // return 1337.0; no explicit return required
14 FOOBAR = 1337.0
15 // implicit return statement
16 return FOOBAR
17 }
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Loop Handling

Loops are another type of statement that can not be automatically transformed to
ExaSlang statements. ExaSlang uses a special loop syntax that specifies which field
is to be iterated over. The specific region of the field—i.e., inner points (default),
duplicated layers, or ghost layers—can be specified. Offsets and selected sides only can
be specified too. Parsing this information only from the Fortran loop definitions and
inner statements is only possible with customized code for each project. This makes the
usage of annotation necessary. If an annotated and transformed function does contain
a loop without any annotation, an error is returned, and the execution is stopped.

The annotation syntax uses the normal ExaSlang loop statement without a body decla-
ration. An additional optional modifier is added to allow the transformation of nested
loops. This “collapse” modifier specifies how many nested loops the annotation cov-
ers. The outer loops must only contain a single loop without annotations. If anything
different is found, an error is printed, and the execution is stopped.

An example of the three most utilized loop types is shown in listing 2.2. The partially
shown field index transformation is described in the following feature.
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Listing 2.2: Example of loop statements

Annotated Fortran77 code
1 C This repeating loop statement does not have the counter variable

accessible
2 C$EXA repeat nIterMax times
3 DO m = 1, nIterMax
4 C$EXA loop over fragments collapse (2)
5 DO fragJ = 1, nFragY
6 DO fragI = 1, nFragX
7 C ExaSlang syntax is a bit wonky here
8 C without direction the points inside are included
9 C$EXA loop over uOld only ghost[0, 0] collapse (2)

10 DO j = 1-nGhost , nY+nGhost
11 DO i = 1-nGhost , nX+nGhost
12 uOld(i, j, bi , bj) = u(i, j, bi, bj)
13 ENDDO
14 ENDDO
15 C other statements allowed here
16 ENDDO
17 ENDDO
18 C other statements allowed here , e.g. rest of iteration
19 ENDDO

Translated ExaSlang code
1 repeat NITERMAX times {
2 loop over fragments {
3 // ExaSlang syntax is a bit wonky here
4 // without direction the points inside are included
5 loop over UOLD only ghost[0, 0] {
6 UOLD = U
7 }
8 // other statements allowed here
9 }

10 // other statements allowed here , e.g. rest of iteration
11 }
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Field Access Transformation

The field access indices must be converted from Fortran to ExaSlang. A user-configurable
field index converter was implemented to automate this step.

One problem is that the number of indices and their location/interpretation can differ.
A transformation file can be supplied which contains the relevant mapping information.
For example, MITgcm uses four indices for most fields. The first two are the standard 2D
field indices which can be used directly. The other two are used for the 2D tile/fragment
index. Both must be mapped to a single value if used.
MITgcm has some 1D arrays, represented in ExaSlang with 2D arrays of width or height
1, depending on the direction because of the internal loop handling. They must set the
additional index to 0.

The most crucial difference is that ExaSlang, in contrast to Fortran, uses constant loop
offsets instead of absolute indices. This difference requires that the offset is extracted
from the index expression. For example, the index expression i+1 needs to be stripped
of the loop variable i. The resulting offset +1 can then be used by ExaStencils further
on.

Listing 2.3 shows how field accesses are processed. The shown field layout is the same
as the used layout. The first and second indices of the Fortran code are used for the
x and y coordinate, respectively. The last two indices are used to access the current
tile/fragment. The z coordinate is always set to zero for the ExaSlang layout because
a different number of dimensions for individual fields are not supported in ExaStencils.
The 2.5D setup is supported with this code but is not used (and tested).
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Listing 2.3: Example of field accesses

Annotated Fortran77 code
1 C$EXA loop over fragments collapse (2)
2 DO bi = 1, TilesX
3 DO bj = 1, TilesY
4 C$EXA loop over temperature collapse (2)
5 DO i = 1, NX
6 DO j = 1, NY
7 temperature(i, j, bi, bj) = 0.25 * (
8 & temperature(i-1, j, bi , bj) + temperature(i+1, j, bi, bj) +
9 & temperature(i, j-1, bi , bj) + temperature(i, j+1, bi, bj) )

10 ENDDO
11 ENDDO
12 ENDDO
13 ENDDO

Transformation code
1 LayoutTransformation Default {
2 i0 = arg(0)
3 i1 = arg(1)
4 i2 = 0
5 }

Translated ExaSlang code
1 loop over fragments {
2 loop over temperature {
3 temperature @[0, 0, 0] = 0.25 * (
4 temperature @[-1, 0, 0] + temperature @[+1, 0, 0] +
5 temperature @[0, -1, 0] + temperature @[0, +1, 0] )
6 }
7 }
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Common Blocks / Structures

Fortran can create common object collections that contain the specified declarations
(variables and fields) and are accessible globally. The equivalent is C/C++ global
structs.

These global objects are located inside the BSS segment of the program, and each has
a symbol in the executable. On the other hand, ExaSlang has a global pointer for each
field and the corresponding device field. The actual storage is allocated at the beginning
of the program and freed at the end.

Since ExaSlang did not contain any option for such global structures, this had to be
implemented. The allocation and freeing had to be modified to set or reset the global
pointer and not to call any library function. The device memory has to be handled with
memory management functions of CUDA.

Listing 2.4 shows this implemented feature’s full potential. The example block contains
a mix of simple variables and fields.
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Listing 2.4: Example of Common blocks

Annotated Fortran77 code
1 C definition
2 integer foo
3 real*8 bar
4 C$EXA Field Uvel <Global , Default , None >@finest
5 double precision Uvel(N, N)
6 C$EXA Field Vvel <Global , Default , None >@finest
7 double precision Vvel(N, N)
8 common / NamedBlock1 / foo , bar , Uvel , Vvel
9 C usage

10 foo = 1
11 Uvel(i, j) = 42.0

Translated ExaSlang code
1 // definition
2 external Structure namedblock1_ {
3 Var foo : Integer
4 Var bar : Double
5 Field Uvel <Global , Default , None >@ finest
6 Field Vvel <Global , Default , None >@ finest
7 }
8 // usage
9 namedblock1_ ->foo = 1

10 Uvel@[0, 0] = 42.0

Generated C++ code
1 // definition
2 extern "C" extern struct {
3 int foo;
4 double bar;
5 double Uvel[N*N];
6 double Uvel[N*N];
7 } namedblock1_;
8 // usage
9 namedblock1_.foo = 1;

10 namedblock1_.Uvel[i0 + N*i1] = 42.0;
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Fields on Stack

MITgcm uses temporary fields allocated on the stack or BSS segment if they are too
large. ExaStencils does not have this functionality and only operates on global fields. As
a solution, regular fields are generated with unique names (prefixed by function name),
and all accesses are rewritten. The downside is that recursive functions are impossible
with this feature in use.

Listing 2.5 shows an example of this feature.

Listing 2.5: Example of fields on the stack

Annotated Fortran77 code
1 C$EXA Function foo@all () : Unit
2 subroutine foo
3 implicit none
4

5 C$EXA Field bar <Global , IntegerField , None >@finest
6 integer bar(N, N)
7 integer i, j
8

9 C$EXA loop over bar collapse (2)
10 do i = 1, N
11 do j = 1, N
12 bar(i, j) = 42
13 enddo
14 enddo
15 end

Translated ExaSlang code
1 Field FOO_BAR <Global , IntegerField , None >@ finest
2

3 Function foo@all() : Unit {
4 Var I : Integer
5 Var J : Integer
6 loop over FOO_BAR {
7 FOO_BAR @[0, 0] = 42
8 }
9 }
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Field as Function Parameter

MITgcm sometimes passes fields as function parameters when code is intended to be
reused with different fields. This functionality was not part of ExaStencils and had to
be implemented.

The implementation uses standard pointers like C++ and Fortran. The pointer of the
host array is passed as usual. The device pointer must be set at function entry for
prober mapping because the kernel wrapper functions expect global field pointers. The
downside is that recursive functions are impossible with this feature in use. The host
and device memory location relationship is stored inside a C++ hashmap. With global
fields, this is not needed because they are only set once during setup.

Passing pointers to fields complicates the infrastructure to keep track of which memory
copy (host or device) is the most current. Instead of using a global boolean flag per field,
this information is stored inside a hashmap. This allows the generated code to keep track
of the field if a specific starting location—like 0x133700—is modified, regardless of its
name.

Listing 2.6 shows how a function would be declared and what the generated C++ code
looks like. In this example, the function “magic_stuff” takes a field parameter named
“foo”. The implementation of the finest level executes some omitted code and calls it on
the coarsest level with the field “bar” as the argument.

Listing 2.6: Example of fields as parameters

ExaSlang code
1 Function magic_stuff@finest(foo : FieldReference <global , Default >) :

Unit {
2 /* magic stuff */
3 magic_stuff@coarsest (@bar)
4 }

Generated C++ code
1 void magic_stuff_5(double* fieldData_foo) {
2 // get corresponding device pointer
3 fieldDeviceData_foo = (( double *) deviceDataPointer[fieldData_foo ]);
4 /* magic stuff */
5 magic_stuff_1(fieldData_bar)
6 // unset device pointer
7 fieldDeviceData_foo = 0;
8 }
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2.2.2 Interoperation with External Code

Manual Data Copy

When CUDA is enabled, the data must be kept consistent when switching between
computing on the CPU and GPGPU. ExaSlang in its original functionality only had to
keep track of which copy host (CPU) or device (GPGPU) has the current state. This
just-in-time memory copy approach saves overall execution time because only minimal
data transfer is performed. The data transfer is currently handled transparently in the
background. Since the goal is to call the generated code parts from the original Fortran
code and vice versa, manual data transfer must be done when transitioning.

This problem is solved by creating new functionality in ExaSlang to manually copy data
from the device back to the host memory and vice versa. The copy function to the device
only sets the host-modified flag for that array. The copy operation is carried out later
if a kernel reads the array. The copy function from the device performs the memory
transfer immediately if the host buffer is modified.

Both functions do nothing if CUDA is not enabled. The later code example listing 2.8
contains an example of them being used in the wrapper function.

Interfacing Functions

If the generated library is to be called by another program, the initialization has to
be called. For this to work reliably, a set of functions is generated that set up and
destroy the working fields. Another set of functions is generated to easily handle the
data transfer of all fields inside structures, as described in the previous subsection.

Listing 2.7 shows how these interfacing functions should be called on the external side.
The first example is a shortened copy from the integration with MITgcm.
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Listing 2.7: Example of interfacing functions in use

External Fortran77 code
1 C Wrapper function to call the generated function.
2 SUBROUTINE SEAICE_LSR( myTime , myIter , myThid )
3 IMPLICIT NONE
4 REAL*8 myTime
5 INTEGER myIter
6 INTEGER myThid
7

8 CALL EnterExastencils
9 CALL SEAICE_LSR_5( myTime , myIter , myThid )

10 CALL ExitExastencils
11 END
12

13 C Main function of the external program
14 PROGRAM MAIN
15 IMPLICIT NONE
16 C Variable declarations go here
17 C Initialization goes here
18 C Initialize ExaStencils state
19 CALL initExastencils ()
20 C Simulation logic goes here
21 CALL FooBar ()
22 C Deconstruct ExaStencils state
23 CALL destroyExastencils ()
24 C Deconstruction goes here
25 END

External Function Reference

ExaStencils allows calling any C++ function as long as the relevant header is included.
Both already used (by the generated code) and user-defined headers are possible. A
warning will be issued because the function is not recognized by ExaStencils.

If the Fortran interfacing option is selected, the function calls must be modified depend-
ing on the data type. The already supported solution to create a dummy implementation
that triggers an error when called does not work in all cases because it depends on the
order of linking the binary and libraries. As a more robust solution is added, which
can define external function references. These functions are declared only in the header.
The final linker will error if the function implementation is missing.

Listing 2.8 shows both the already existing and error-prone solution with the function
“old_school”. The Function “black_box” shows the new approach with an additional
wrapper function that handles data consistency. The extra underscore at the end is
explained in the next sub-subsection.
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Listing 2.8: Example of external functions

ExaSlang code
1 // old way
2 noinline Function old_school_ () : Unit {
3 print("Error: External function old_school_ should have been called")
4 exit (42)
5 }
6

7 // external Fortran function
8 external Function black_box_ () : Unit {}
9

10 // wrapper for external Fortran function
11 Function black_box@finest () : Unit {
12 ExaCopyOut{field}
13 black_box_ ()
14 ExaCopyIn{field}
15 }

Generated C++ code
1 // old way; must be linked last
2 void old_school_ () {
3 std::cout << "Error: External function old_school_ should have been

called" << std::endl;
4 exit (42);
5 }
6

7 // external Fortran function
8 extern "C" void black_box_ ();
9

10 // wrapper for external Fortran function
11 void black_box_8 () {
12 // copy from device to host if modified
13 if (dataUpdated[fieldDeviceData_field ]) {
14 cudaError_t cudaStatus_0 = cudaMemcpy(fieldData_field ,

fieldDeviceData_field , (N*M*sizeof(double)),
cudaMemcpyDeviceToHost);

15 if (( cudaSuccess != cudaStatus_0)) { /* Error handling here */}
16 dataUpdated[fieldDeviceData_field] = false;
17 }
18 // call external function
19 black_box_(fieldData_field);
20 // mark as modified
21 dataUpdated[fieldData_field] = true;
22 }



2.2 Implemented Features 24

Fortran Compatible Calling Convention

To call the generated C++ code from external Fortran code, the calling convention
and naming of the function have to be adapted. This functionality was partially imple-
mented and has been extended to cover all existing function parameter types and the
new features. Listing 2.9 shows an example of the following ordered changes which are
necessary to create Fortran-compatible functions

1. Disable C++ name-mangling, i.e., wrap with ‘extern "C"’
2. Convert function name to lowercase and append an underscore if there is none
3. Change every scalar datatype—e.g., ‘double’—to the respective pointer variant

and add the postfix ‘_ptr’
• Definition: Add a reference declaration with the original name and set it to

the pointed value
• Call: Create a temporary variable for constant values and pass the address

of the variable
4. Leave pointers untouched; Fortran does not support nested pointers, e.g., ‘double

**foo’
5. Leave references untouched because they are internally handled with pointers;

C++ standard does not specify this behavior
6. Replace C++ strings with ‘char’ pointers (a plain C string)

• Definition: Change of datatype; string might not be null-terminated
• Call: Use the std::string function ‘c_string’

7. Add for each string an ‘integer’ ‘length’ at the end of the parameter list
• Definition: Additional parameter is ignored
• Call: use C function ‘str_len’
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Listing 2.9: Example of function signature

Normal C++ code
1 int FooBar(int a, int *b, int &c, std:: string d, bool e) {
2 if (e) FooBar (42, b, c, d, false);
3 return a + (*b) + c;
4 }

Modified C++ code
1 extern "C"
2 int foobar_(int *a_ptr , int *b, int &c, char *d, int *e_ptr , int

__len_d) {
3 int &a = *a_ptr;
4 int &e = *e_ptr;
5 // NOT IMPLEMENTED: enforce null -terminated string
6 if (e) {
7 int a0 = 42;
8 int a4 = false;
9 foobar_ (&a0, b, c, d, &a4, strlen(d));

10 }
11 return a + (*b) + c;
12 }

External Fortran Code

The possibility to add external Fortran code files, like it is possible with C++ and CUDA
code, has been added. They can be called using those external function references from
the previous subsection. This feature is no longer used in the MITgcm code because
further optimizations made it obsolete. It was used for the small benchmark program,
which did use the MITgcm exchange routines instead of the generated ones.
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2.2.3 Optimized CUDA Reduction

The current implementation of a reduction kernel—denoted as default reduction in this
work—only performs a single reduction operation in each kernel thread. The global
synchronization barrier between each thread is achieved at the start and end of each
kernel call. As long as kernels are launched on the same stream, they are ordered and
do not overlap. The problem size is cut in half with each iteration. The reduction kernel
must be launched O(log(N)) times to reduce the input entirely. Each thread performs
two loads, one reduction operation, and one store during an iteration. The logarithmic
smaller size results in an overall memory transfer volume of O(N) bytes. The transferred
number of elements can be calculated with the following formula for powers of two.

log2(N)−1∑
i=0

3 · 2i ≤ 3N

For all other input sizes, the size can be increased to the next power of two. This ap-
proximation results in an upper bound of 6N . In practice, the kernels do not process
more values than necessary, and the transfer is still approximately 3N . The API over-
head is a significant cost factor for these short-lived kernel launches at the end. Some
MPI parallelization strategies have an increased API overhead because multiple ranks
are scheduled on a GPGPU.

Therefore, the reduction kernel was improved to require at most two launches.
The first launched kernel performs the majority of the work. Its maximum number of
launched blocks is adjustable. Each spawned thread initializes its internal reduction
variable with the neutral element of the operator, e.g., 0 for additions. It loops over
its assigned values and reduces them to its internal variable. Afterward, the internal
variable is stored in the block’s shared memory. The block then performs an internal
reduction and stores its result in a temporary buffer.
The second launched kernel is run with a single block which collects the values from the
temporary buffer. The final result is written back and then copied to the CPU.

The first kernel launch requires an extra short buffer because no global synchronization
is implemented. The default reduction kernel can operate on the single input buffer
because of its global synchronization. The second kernel launch can use the same input
and output buffer because it runs with a single block that is fully synchronized.

The transferred memory data volume is also of order O(N) but with a smaller factor.
The first kernel launch loads each input data entry only once from the main memory
and writes only a single value per started block. The second kernel launch only needs to
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load those previously written values and writes a single value back to the main memory.
The shared memory is part of the streaming multiprocessor, which runs a block. This
particular memory is independent of the main memory.

The idea of this faster reduction algorithm is from an older presentation showcased by
Nvidia [1]. The goal was to implement the code generator into ExaStencils and update
the synchronization behavior at the warp level for the newer cards. This new synchro-
nization strategy has to be compatible with older cards too. Some instrinsics lead to
undefined behavior if features of later generations are used, e.g., mask off threads dur-
ing a warp synchronization. The synchronization is achieved using the special instrinsic
“__shfl_down_sync”. This instruction transfers single values between warp threads
and is the necessary barrier. The current default implementation is kept for backward
compatibility. Moreover, the generator can also generate the shared memory communi-
cation at warp-level if the instrinsic is not available. Because explicit synchronization is
unnecessary with older cards, it’s omitted for better performance. This information is
provided via the platform description (figure 2.2.1). The existing setting for the reduc-
tion block size is utilized, and a new setting to toggle between both kernels was added.
The special warp reduction instrinsics are not used because they are limited to integer
operations only.

The later section 4.4.1 and its figure 4.4.1 show the performance difference of both
reduction kernels side by side.

2.2.4 LSR Solver

As a quick recap, the LSR solver divides the tiles into lines in the major direction of that
velocity component. Each line is solved using the Thomas-Algorithm, a direct solver for
tri-diagonal systems. The stencil access to the adjacent lines is moved to the right-hand
side of the equation. The lines are solved in a Gauss-Seidel type. ExaSlang would require
specialized loops over parts of a field’s dimensions. I.e., individual loops over the x and
y indexes are necessary.

The IR layer (figure 2.2.1) is more suitable than the targeted fourth input layer to
implement the LSR solver. The latter cannot create the necessary individual loops over
field iterators. It could be achieved using conditional statements inside a field loop and
fixed loops inside. This hack would result in problems with CUDA parallelization later.
The ExaStencils generated code would start too many threads, which do nothing but
allocate limited resources.
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Previous attempts at accelerating this solver [10, section 2.3] simply parallelized the
lines. This algorithmic change heavily reduced the convergence rate because it became
a Jacobi-type solver. A coloring scheme was applied on the outer loop to regain the
convergence rate. This modification allowed parallelization like the 2-color Gauss-Seidel
variant. This modification is called ZEBRA because of its stripes, as seen in figure 2.2.2.
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Figure 2.2.2: LSR Zebra Method for u-velocity (from [8, Fig. 1.4]; adapted from [10,
Fig. 1])

The ‘local solve’ statement is modified to specify the dimension in which the lines are
orientated. It has an additional new modifier—‘lineDimension’—which takes the cor-
responding dimension as a parameter. The dimension can be specified directly by the
0-indexed number or the corresponding field iterator, e.g., ‘x’ or ‘i0’. The additional
effect is that existing projects are not impacted because the parameter is used to select
this new solver. Listing 2.10 shows a usage example of the LSR solver. This example
solves the 5-point stencil equation for ‘U’ with the lines orientated in the x-direction.
The lateral terms with the coefficients ‘Rt1’ and ‘Rt2’ are automatically transformed to
the equation’s right-hand side (‘RHS’).

Listing 2.10: Example usage of the LSR solver

1 solve locally lineDimension x {
2 U => (A * U@[-1,0]) + (B * U) + (C * U@[1 ,0]) + (Rt1 * U@[0,-1]) +

(Rt2 * U@[0 ,1]) == RHS
3 }

A configuration variable is implemented, which can turn on the coloring for the outer
loop(s). Unlike the original functions, 3D domain setups are fully supported. It creates
the additional color loop too. The parallelization information is stored in the loops such
that correct CUDA kernels are generated. Using OpenMP is possible too.
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Another optimization is the usage of temporary arrays instead of complete fields. This
optimization is disabled when both CUDA and the ZEBRA coloring are enabled. The
CUDA API did allocate way too much memory for the arrays. This behavior limited
the useable tile size to a non-practical amount.
The benefit of the CPU version is that the temporary values can be stored in the cache
and are not always loaded with the normal data. When parallelized with OpenMP, the
compiler will create separate copies for each thread. They are declared inside the loop
and, thus, are part of the individual thread’s stack.
This behavior is not possible in Fortran77 because the arrays must be declared at the
beginning of the function. The loop carried dependency of the array was broken with
the usage of fields. The additional memory load was a necessity.



Chapter 3

Combining MITgcm and ExaStencils

This chapter explains how the existing MITgcm code interacts with the generated code
and vice versa. Unless otherwise cited, the following information is extracted from the
source code and documentation. Both are part of their GitHub repository1.

3.1 Setup and Integration

3.1.1 Domain Definition

The grid setup is generated by MITgcm. It defines the number of grid points and how
they are divided into smaller tiles distributed across all processes and threads. This
information is configured statically inside a source header file. The grid spacing and
deformation are generated and stored in dedicated fields by MITgcm.

ExaStencils, on the other hand, does only need to know the grid setup in terms of the
number of tiles and their size. It does not need to know the grid dimensions because
the Fortran code accesses this information through those grid fields. ExaStencils does
not need to know other discretization information, like staggered grid or finite volume
method. This information would only be used for the grid setup and solver generator.

Periodic boundaries are used by MITgcm and are supported by ExaStencils. The special
boundary handling for channel configurations with only a single tile in one dimension is
not supported. If necessary, either MITgcm’s integrated communication routine can be
used, or ExaStencils’ boundary feature must be configured.

1https://github.com/MITgcm/MITgcm
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https://github.com/MITgcm/MITgcm
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3.1.2 MPI Parallelization

Currently, the fused project is limited to a single fragment/tile per process / MPI rank.
This restriction does not limit the performance of this project because more MPI ranks
are used. The major limitation is how MITgcm uses separate functions to calculate
specific forcing terms. Unless a function needs access to all fragments/tiles, the functions
only loop over a single fragment and are called for each fragment separately. Listing 3.1
shows an example of this problem.

Listing 3.1: MITgcm’s extracted function example

1 Function TimeStep () : Unit {
2 // stuff
3 loop over fragments {
4 // stuff
5 CalculateFoo(fragmentId)
6 // more stuff
7 }
8 // more stuff
9 }

10

11 Function CalculateFoo(fragmentId : Int) : Unit {
12 // implicit loop over fragments; will be added by ExaStencils

automatically!
13 loop over fragments {
14 loop over ForceFoo {
15 // calculations
16 }
17 }
18 }

The other limitation is that other implemented features do not support multiple frag-
ments per process because of the restriction set by the behavior above. The Common-
Block statement and the field reference argument are not supported. MITgcm has all
fragments inside the same array and uses two indices to access a tile. On the other hand,
ExaStencils stores multiple pointers in an array for each fragment.

Both MITgcm and ExaStencils transform the linear MPI rank mapping to a 2D grid
mapping with their respective code. ExaStencils does not use the MPI cartesian grid
communicator. MITgcm uses this communicator to calculate the neighbor rank numbers.
Because both use different rank mappings, one must be changed to the other. Changing
MITgcm’s long and structured grid setup was easier.
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3.1.3 MPI Communication

General Setup

With this common MPI rank mapping, it is possible to let ExaStencils handle the
communication without having to call the MITgcm exchange routines. This has two
main advantages.
First, only the necessary communicated values have to be copied. Calling MITgcm’s
exchange routines requires that complete fields are copied from the GPGPU to the
CPU and back on top of the necessary copy operations for the communication. Second,
CUDA aware MPI is used by ExaStencils. The advantage is that the communication
can use the most optimal transfer path. When communicating between MPI ranks on
a single GPU, all data can be transferred on it. More efficient paths can be utilized
when data has to be transferred between GPUs. NVLink is a proprietary high-speed
link between Nvidia GPUs, allowing them to communicate directly. If communication
between compute nodes is required, InfiniBand can bypass the CPU memory with the
help of remote direct memory access (RDMA). The data is directly streamed from the
GPU memory through the network interface onto the other GPGPUs memory. Using
multiple communication paths in parallel can speed up the overall communication time.

The specialized exchange routine for the cubed sphere setup is not implemented in
ExaStencils. The fallback to the MITgcm with all of its overhead is used automatically
instead.
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Corner Exchange

MITgcm updates the corners of the ghost layers without communicating with the MPI
ranks at the corners. The process is visualized in figure 3.1.1 for the northwest corner
of a tile. The sent and received parts are colored in gray. The red square is the corner
piece of interest. The other corners follow accordingly. The communication is split into
two steps with a barrier at their end. The first step copies the north and south ghost
layers and waits for those operations to finish. The second step copies the west and east
ghost layers. Because of the extra transferred part, the corner is updated too. This only
works with the barrier between both steps. Otherwise, the corner piece would contain
undefined data (race condition).

The ExaStencils project is configured to generate the same communication pattern.
MITgcm’s exchange routine can turn off the corner communication. The covered sea ice
solvers do not use this functionality. Leaving it always on only affects the result if the
stale (but still defined) corner data is used. The performance is not negatively impacted
because MITgcm always uses blocking MPI receive functions.

(-1, 0)

(-1, -1)

Tile

(0, -1)

Step 1

(-1, 0) Tile

(-1, -1) (0, -1)

Step 2

Figure 3.1.1: MPI north-west corner update

The alternative is to communicate only the necessary parts explicitly. This requires
eight communication operations per tile instead of 4. The corner communication step is
dominated by the latency, not the interconnect bandwidth. The MPI functionality and
the extra buffer copies cause additional latency. The latter can require more data volume
to be transferred through the caches. The corner values are most likely transferred to the
L1 cache by the cache prefetcher or due to the cache design (i.e., inside the same cache
line). Afterward, they are explicitly requested again. The additional communication
transfers reduce the overall performance.
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Communication Buffers

Both MITgcm and the generated ExaStencils code use separate communication buffers.
The communicated values are not necessarily stored in continuous memory locations.
Only the values in the x-direction (communicated in the y-direction) are stored in con-
secutive locations because no padding is added, and the corners are not skipped. Not all
MPI implementations fully support such striped memory buffers via special datatypes. If
supported, the implementation usually copies the values to and from an internal buffer.
Otherwise, they create smaller individual transfer operations, which suffer from the extra
latency.

The internal copy to a buffer is only sometimes done in the most efficient manner possible,
as shown while enabling MPI datatypes in ExaStencils. Testing with a CUDA-aware
OpenMPI implementation showed that the values were individually copied in patches of 3
values (!) from the GPGPU to the CPU and back. At this point, the MPI communication
routine took hundreds of times longer than the actual calculations.

Computational Overlap

The LSR solver uses a computational overlap of one layer. This overlap means all calcu-
lations treat the first ghost layer as inner points. This is part of the (restricted) additive
Schwarz method [11, pkg/seaice/seaice_lsr.F:199]. ExaStencils supports computational
overlap too and is therefore enabled. However, ExaStencils treats communication differ-
ently than MITgcm. ExaStencils propagates the additional calculations into the positive
x, y, and z-direction. MITgcm drops those values by overriding the values during com-
munication.

ExaStencils had to be modified to this behavior. Furthermore, the divided commu-
nication of both types of ghost layers is merged into a single exchange routine. This
modification removes the overhead associated with the second communication round.
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3.2 Modifications

3.2.1 Project Setup

The user must perform the following steps to use ExaStencils as a generator for an
accelerated solver for an existing project:

1. Change project setup to the limitations, i.e., one tile per process
2. If CUDA is to be used, change the size of the tiles accordingly and test your project
3. Create ExaStencils specific project files and set the number of gridpoints
4. For every ExaStencils input file, create a symbolic link in the code directory

with the suffix ‘_exastencils’ in the basename; e.g. seaice_lsr_ExaStencils.F →
$mitgcm-root/pkg/seaice/seaice_lsr.F

5. For every replaced file, create a new file with the same name and the corresponding
wrapper functions; see the first function in listing 2.7

6. Test the generated project before production use

3.2.2 Makefile Generator

The integrated makefile generator of MITgcm needs to be modified to generate a Fortran
source file for ExaStencils and link the generated and compiled ExaStencils library file.
These changes do not modify anything if ExaStencils is unused.
The resulting compile process with ExaStencils looks like this:

1. Detect ExaStencils specific file names in list of source files; suffix ‘_exastencils’ is
part of the basename

2. Add ExaStencils flag to the list of preprocessor flags
3. Run the C preprocessor of all Fortran source files (*.F → *.f)
4. Generate single Fortran source file from specific files

(*_exastencils.f ⇒ exastencils.f)
5. Compile the remaining source files (*.f → *.o)
6. Run ExaStencils and compile all generated C++ source file to library

(exastencils.f → exastencils.a)
7. Link MITgcm executable (*.o exastencils.a ⇒ mitgcmuv)
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3.3 Program Flow

The overall execution and data flow is shown in figure 3.3.1. The program flow is divided
into the MITgcm Fortran code, the generated C++ library, and the CUDA/GPGPU side.
The diagram contains the initial setup routine, the main simulation loop, and the final
output and cleanup routines.

General simplifications are performed, like omitting multiple kernels. The interfacing and
wrapper functions are shown with as much detail as necessary. The function ‘$Solver()’
denotes the drop in replacement wrapper for a solver, e.g., the LSR solver function
‘SEAICE_LSR’. Function calls without parentheses denote general concepts.

The original MITgcm communication routine is included as the fallback solution. It is
an example of any other Fortran MITgcm function that can be called from the generated
C++ code. The necessary wrapper—to achieve data consistency between the host (CPU)
and device (GPGPU)—is included too.

The slanted arrows visualize the occurring data transfer between the CPU and GPGPU.
The transferred fields are listed itself on the arrow. The process of marking modified
is denoted by the name ‘Mark dirty’. This diagram does not visualize access to global
objects of MITgcm.
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Figure 3.3.1: Execution and data flow of the fused program



Chapter 4

Benchmark LSR

4.1 Benchmark Setup

4.1.1 Code Setup

When changing the grid size, directly benchmarking MITgcm simulation runs is tedious.
It involves reconfiguring the size parameters, compiling MITgcm, generating input data,
and executing the complete run.

Because MITgcm always expects a complete set of input data, a simple benchmark
program is generated that only covers the linear iteration part of the solver. This bench-
mark executes only a couple of iterations of a simple Laplacian equation. Dynamically
adjusting the number of iterations reduces the overall runtime and eliminates as much
noise as possible. The target is a minimum of 100 iterations and 10 seconds of runtime,
not including setup and warm-up.

The benchmark program is entirely generated C++ code and does not use Fortran
interfacing options. However, this has no impact because the complete solver is generated
and only called by the Fortran code.

38
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4.1.2 Performance Graphs

Unless otherwise noted, the performance graphs are created as described here.
The performance metric for these benchmarks is the number of processed gridpoints per
second. It is calculated with the measured runtime with the following formula

P =
(nPx · sNx) · (nPy · sNy) · iterations

runtime

using the following parameters
nPx Number of processes in x-direction
nPy Number of processes in y-direction
sNx Number of points per tile/fragment in x-direction
sNy Number of points per tile/fragment in y-direction
iterations Number of iterations (≥ 100) performed
runtime Measured runtime (target: 10 seconds)

This performance metric does not incorporate computational overlap.
The x-coordinate of the graph is the length of the tile or grid in both directions. I.e.,
1000 means a tile/grid of 1000 by 1000 points excluding (computational) overlapping
points.

Other important metrics can be calculated from it as well. For example, the number of
iterations per second (Pips) can be calculated with this conversion:

Pips =
P

(nPx · sNx) · (nPy · sNy)

The speedup is the relative performance increase or decrease (< 1). It is calculated with
the simple formula

Speedup =
Pmeasured

Preference

The number of iterations of both measurements can be different.
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4.2 Hardware

The benchmark runs are executed on a single node of the Regionales Rechenzentrum
Erlangen (RRZE)’s TinyGPU cluster [14]. The selected nodes are configured with 2
AMD EPYC 7662 processors and 4 NVIDIA A100 Tensor Core-GPU accelerator cards.
Simultaneous multithreading (SMT) is disabled on these CPUs. The used A100 model
is the SXM2 board with 40GB memory. They can directly with using NVLink, which
has a better performance than PCI Express (PCIe) (600GB/s vs. 64GB/s [12]). SMT
is disabled on these nodes. Unless otherwise specified, only 32 out of the 128 CPU cores
and a single A100 are allocated and available for usage.

4.2.1 CPU

Wikipedia has a good summarization of the Zen 2 CPU architecture and the released
products [16]. The essential data and differences with older CPU architectures are
shortly summarized.

The second generation AMD EPYC 7xx2 processors are subdivided into smaller entities
called CCX. Each CCX consists of up to 4 CPU cores with their local caches and 16MB
of shared L3 cache. Two CCX are located on a single die called CCD. The installed
AMD EPYC 7662 processor is the slowest of the 64-core CPUs with 16 CCX and all
four cores per CCX enabled. They are connected to the central IO hub containing the
main memory controller and other IO interfaces, like PCIe. Communication and, thus,
access to the other L3 caches have to go through the IO hub regardless of whether they
are located on the same die. As a result, L2 cache evictions do not go to the other
remote L3 caches. This behavior can be later seen in figure 4.3.1 in section 4.3.

4.2.2 GPU

Nvidia describes their A100 architecture in more detail in the whitepaper [12]. The most
important points are summarized here.

The A100 is subdivided into many more layers. The most important one is the Streaming
Multiprocessor (SM) which contains the individual function units and control logic.
Each SMs is subdivided into four quadrants with a shared L1 cache / shared memory.
Each quadrant has its separate instruction cache, scheduler, dispatcher, register file, and
function cores. The A100 has 108 enabled SMs available.
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When launching a kernel, the number of thread blocks and threads per block (max 1024)
has to be specified. Each thread block gets scheduled onto a single SM, which can take
multiple blocks concurrently. The number of concurrent blocks per SM is limited by
the number of utilized registers and allocated shared memory. The individual threads
per block are subdivided into 32 threads, called a warp. A quadrant can run a warp in
parallel (like SIMD) and quickly switch between warps (like SMT).

To fill all available cores with work, at least 108∗32∗4 = 13 824 threads must be started
in at least 108 blocks. This behavior can be later seen in figure 4.4.3 in section 4.4.2.

4.3 Benchmark CPU

This short benchmark section is intended as a baseline for the CUDA implementation.
The only setting parameter, which enables the zebra coloring, is disabled for the CPU
benchmarks. Its primary purpose of allowing parallelization inside a fragment does not
have any profits in this case because OpenMP or vector parallelization is not used. In this
case, the performance drops because the velocity’s temporal cache locality is removed.
MITgcm only uses OpenMP to parallelize over fragments handled by MPI in all of the
benchmarks in this thesis. As a result, the code optimization, to use temporary local
1D arrays instead of complete fields, is enabled.

Figure 4.3.1 shows the performance of the linear iteration of the solver. The different
measured runs are one single tile and MPI parallelized runs. The processes are pinned
to a core by SLURM and placed as far apart as possible to increase performance. This
results in 1 or 2 processes per CCX.

The single CPU core run has a peak performance of 5.7e7 gridpoints per second. The
performance drops once the available L3 cache of the single CCX (16MB) is exhausted.
Once the main memory has to be used, the performance converges to 1.4e7 gridpoints
per second.

The 4 MPI rank run achieves a peak performance of 2.1e8 gridpoints per second. This
is a speedup of 3.7. Afterward, the performance drops once the L3 cache of 4 CCX is
full. The performance converges to 6.4e7 gridpoints per second. This is a speedup of
4.6.

The 16 MPI rank run has a peak performance of 7.7e8 gridpoints per second. This is a
speedup of 13.5 and 3.7 over the 4-rank run. This time the performance drop occurs after
the L3 cache of 8 CCX is exhausted because only eight are assigned and thus available
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for this benchmark run. The performance converges to 2.2e8 gridpoints per second for
the main memory. This is a speedup of 15.7 and 3.4 over the 4-rank run.
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Figure 4.3.1: Linear Iteration Performance CPU

Figure 4.3.2 shows the speedup concerning the total grid size. The higher-than-expected
speedup of 8.9 vs. 4 (38 vs. 16) results from the increased total amount of L3 cache.
These larger problem sizes still fit into the L3 cache, while the runs with fewer cores
already have to use the main memory. The speedup is within the expected behavior as
long as the extra cache is not utilized (1 CCX, < 336). Once all variants have to use
main memory, the speedup behaves as expected too. The temporary arrays of the solver
and communication buffers still fit into the cache, positively affecting the performance.
Only the main grid fields have to be streamed from the main memory.
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Figure 4.3.2: Linear Iteration Speedup CPU

4.4 Benchmark A100

4.4.1 Reduction

Listing 4.1 shows the benchmark results of the implemented faster reduction algorithm,
as described in section 2.2.3. The shape of the field “foo” is a simple linear stripe. The
input size was capped after the performance was sufficiently converged. The adjustment
parameter for the number of threads per block is set to a maximum of 1024. The limit
for the number is set to 1024 too. This choice prevents the second kernel from looping.
After 220 elements, looping over the array will happen.

Listing 4.1: Reduction benchmark code

1 Var S1 : Double = 0.0
2 // This reduces over fragments with MPI if it is enabled
3 loop over fragments with reduction (max : S1) {
4 // This calls the CUDA reduction
5 loop over foo with reduction (max : S1) {
6 S1 = max (abs (foo), S1)
7 }
8 }
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Figure 4.4.1 shows the performance of both algorithms and figure 4.4.2 shows the speedup
of the faster algorithm. The performance graph has both axes on a logarithmic scale,
while the speedup is on a linear scale. The red line in the performance graph shows
the light-speed analysis of the code snippet with the fast reduction algorithm. The
performance limit only considers the memory transfer volume and maximum memory
bandwidth. The calculation includes the generated clearing of the reduction buffer.
Additional time for the intermediate results, kernel launches, and final retrieval is not
considered. I.e., the entire second kernel launch is not included in this performance
estimate. The performance reaches about 76% of the maximum performance. The mea-
sured speedup in this compound example is between 1.6 and 3.1. When the performance
is converged for very large input sizes, the speedup is over 2.4.
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Figure 4.4.1: Reduction Performance

The small performance drop when the second kernel launch is required can be seen
just after 1024. With input sizes of 218 and larger, the performance does start to hit the
memory limit of the A100’s SMs. Once more than two blocks on some SMs are scheduled,
these SM start to lag, creating this stepped performance behavior. This happens after
2 · 108 · 1024 ≈ 217.75. The performance after 220 does not drop because those explicit
loops have little additional overhead compared to the already imbalanced SMs.
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Experimenting with the block size of the reduction kernels did not reveal unexpected
behavior. The block number limit is set to the same value as the block size. The
performance graphs are in the appendix in figure A.2.1 and figure A.2.2. The commonly
observed change is the slightly increased performance for medium problem sizes because
the individual warps are better distributed over the SMs. The fast algorithm has another
advantage: the number of reduction steps is better distributed between both stages and
lower overall.
On the other hand, the benchmarks show a negative impact of smaller block sizes for
large problem sizes because the overall block limit is decreased. The 64 thread and block
limit does not use all 108 SMs and therefore does not achieve the full performance. The
next bigger run (128) has the problem with the large blocks per SM distribution, which
has a negative impact too.
Furthermore, once the block limit is hit, the looping has no negative impacts. The 512-
threads run and the 1024-threads run have the same performance up to the measurement
precision.

Experimenting with the maximum number of blocks used did not show noteworthy
performance changes. A zoomed-in view of the relevant parts can be seen in figure A.2.3
in the appendix. Newer and bigger GPGPUs could profit from increasing the limit.
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4.4.2 Linear Iteration

Figure 4.4.3 shows the performance benchmark of the linear iteration part of the solver.
One linear iteration solves both velocity components and computes the residual every
other iteration. The individual runs test on different block size configurations. The
data points are selected to fill warps. This maximum input size is limited by the main
memory size of the A100. This minimal benchmark program does only allocate as much
memory as minimally possible to test the LSR solver. The larger sizes will not be able
to be reached with MITgcm.
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Figure 4.4.3: Linear Iteration Performance

The remaining blocks cause performance drops when the blocks cannot be uniformly
distributed over the streaming multiprocessors. Those lagging SMs determine the over-
all kernel runtime. Note that not all drops are visible because, in practice, the SMs
can run multiple blocks simultaneously and switch between them as they are a single
one. This concurrent execution can cause better overall resource usage. Once SMs are
overprovisioned, they start lagging behind and reduce performance.
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The block scheduler prioritizes spreading over the individual SMs rather than filling
their quadrants. This distribution helps with increasing the performance when launching
smaller kernels.

The first drop of the 64x16 benchmark run occurs at this boundary. All SMs are first
filled at 108 ∗ 64 = 6912 threads. This corresponds to a tile size of 6910x6910 because of
the computational overlap. All 108 SMs are fully loaded and any additional blocks spill
over. This results in SMs lagging because of their increased load. The second drop at
13 824 can be observed when the first SMs gets a third block assigned to compute. The
128x8 run shows its first drop at this location, as expected.

On the other hand, the 32x32 benchmark run does not show its first predicted drop at
108 ∗ 32 = 3456 because the additional block(s) do not overprovision the SMs. Two
quadrants per SM do not create enough load on the GPGPU to saturate any resource.
This run has a slight advantage over the 128x8 run because it gets spread better over
the GPGPU. The 16x64 setup follows this behavior.

4.4.3 Setup Phase

The setup and non-linear part of the LSR algorithm are many individual kernels that
are memory bound and highly parallelizable, unlike the linear iteration. The stress
calculation function was chosen as an example for this solver part.

Figure 4.4.4 shows the benchmark of this function with multiple block sizes. The first
peak performance is reached with a small tile size because these kernels have no loop-
carried dependencies which limit or prevent parallelization. The input size was capped
after the performance was sufficiently converged.

Smoothing out this performance drop is only successful with notable losing performance.
The goal was to reduce the block size and thus shift the performance towards the valley.
Figure A.4.1 in the appendix contains the performance measurements.
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Figure 4.4.4: Stress Calculation Performance

4.5 Benchmark MPI

4.5.1 Single A100

Because the LSR solver does not have more capabilities to be parallelized on its own,
further parallelization with fragments has to be used instead. Parallelizing over the
fragments/tiles is the primary strategy of MITgcm.

Since more than a single rank is needed to fully utilize a A100, more MPI ranks are
assigned to a single A100. Figure 4.5.1 shows 4 ranks in a 2x2 grid using the same A100.
There are different launch configurations.
Normal All ranks just use the A100 as is
MPS The Multi-Process Service (MPS) daemon is used to create a single exe-

cution context
Partitioned The MPS daemon is used with fixed SM-based partitioning

The other advantage of this strategy is that different parts of MITgcm, which still run
on the CPU, are better parallelized because more than a single CPU core per GPGPU
can be used.
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Figure 4.5.1: MPI on single A100 Performance (1)

The performance of the normal benchmark run is lower than the single rank because a
GPGPU can only execute a single context at a time. Without any modifications, each
rank has its context. This strategy works well if the GPGPU is used in bursts between
synchronization events, and the other ranks can fill the gaps. I.e., there is enough time
between the GPGPU kernel and the surrounding barriers and communication proce-
dures. For example, the GPGPU is only used for some calculations (e.g., replace parts
of the existing code with a cuBLAS function call), or the CPU needs to perform IO.

The advantage of the MPS is that it aggregates multiple CUDA contexts into one that
can run the kernels in parallel. The official documentation can be found at [13]. The
problem with this approach is that there is no resource management by default. Each
started kernel can use all SMs. The scheduler assigns the individual blocks in a first-
come, first-serve way. This results in an imbalance of assigned SMs per kernel, which
causes different runtimes between the ranks. Since there is a communication barrier after
each iteration, all must wait for the slowest rank. The overall performance is determined
by the slowest rank because there is no way they can balance out at some point.
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Figure 4.5.2 shows the timing of a single linear iteration. The tile size is 2046x2046, and
the resulting grid size is 4092x4092. This screenshot was created with the NVIDIA Nsight
Systems tool. The row “CUDA HW” shows the overview of the GPGPU utilization. In
the upper sub-row, kernel executions are light blue colored. The other colors in the lower
sub-row are different kinds of memory operations, like memset (cyan).
In this single example, the complete linear iteration takes 25.8ms. The fastest rank (#3)
has to wait 12.7ms until the slowest rank (#4) is finished. This difference is about 49%
of the runtime. After each local reduction, a global MPI reduction is performed, which
synchronizes all ranks.
The first reduction on the fastest rank takes about four times longer overall than the
second. The calculation sub-step takes 13 times longer.

Figure 4.5.2: NVIDIA Nsight Systems screenshot of kernel runtime with MPS
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The manual GPGPU partitioning fixes this problem by only allowing a rank to use a
quarter of the SMs in this case. This partition size depends on the number of ranks on a
GPGPU. Since all ranks have the same resources, they finish simultaneously, and faster
ranks have no waiting time. Only the available number of SMs is partitioned/limited
per rank. The supported memory partitioning is not used. Another side effect is that
the system libraries (CUDA and MPI) do use less memory.

Figure 4.5.3 shows the same timing measurements as figure 4.5.2 but with the fixed
partitioning applied. In this single example, the fastest rank (#4) has to wait only
0.8ms (5% of the runtime) for the slowest (#1). This imbalance could be counted
towards the additional delay caused by the MPS daemon.

Figure 4.5.3: NVIDIA Nsight Systems screenshot of kernel runtime with fixed partition-
ing

The performance drop once all quadrants of all SMs are used happens at around

2 · (108 · 25% · 4 · 32− 2) = 6908

gridpoints per dimension. After this drop, the performance increases and tapers off
once the maximum memory bandwidth is reached. This behavior is not visible for
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the reference run because the required memory is unavailable for these large benchmark
runs. Even the 80GB models do not have enough memory to run the benchmark to these
points. The second drop at around 13816 grid points per dimension is discernible and
slightly earlier than expected. After that drop, the performance does not significantly
increase again.

Figure 4.5.4 shows the speedup of each benchmark run.
The normal run has to run four kernels with half of the runtime of the single-rank case.
This results in a doubled runtime per iteration. The expected speedup of 0.5 can be
observed for small sizes. For larger grid sizes, the speedup starts to increase because
the individual smaller kernel launches do not experience the same saturation effects as
a single big launch.
Both MPS runs have an ideal speedup of 2 because the total number of threads is
doubled. With partitioning, this speedup is teased initially because more blocks are
launched without filling the entire A100. The partitioned run shows this speedup for
small problem sizes until the saturation effects appear. The ideal speedup is not reached
because of the extra communication work by both the MPS daemon and MPI.
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Figure 4.5.5 and figure 4.5.6 show the performance and speedup of using 2x2 (copied
from previous run) and 4x4 ranks on a single A100. The MPS with static partitioning
of the GPGPU is used for both runs.

The 4x4 does not reach its ideal speedup of 4 but significantly improves over the 2x2
run with small grid sizes, which can be run with MITgcm. For huge problem sizes, the
performance does decrease.
The reduced amount of active SMs limits the overall maximum performance. When 108
SMs are divided over 16 ranks, each rank gets 6 SMs, and 12 SMs will be idle (11%).
The first major drop with all assigned SMs being fully loaded happens at around

4 · (6 · 4 · 32− 2) = 3064

gridpoints per dimension. The performance behavior is in line with the 2x2 run.

The environment variable to configure the static partitioning expects the percentage
as an integer which limits the resolution to a multiple of 1%. The variable is to 6
because 1

16
= 6.25% ≈ 6%. In this case, both calculations (ideal and real) arrive at

⌊108/16⌋ = ⌊108 · 6%⌋ = 6 SMs per rank.

The number of inactive SMs is zero for the 2x2 benchmark run because all SMs can be
used. The calculations do not have any rounding happening.

Figure A.3.2 shows the experiments with more tile sizes. Increasing the number of ranks
further does not result in better performance. At this point, the overhead of using
multiple ranks starts to take over the potential performance gain. These attempts show
that matching the tile size to the block size does matter.
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4.5.2 Quad A100

Another topic is scaling across multiple GPGPUs. All 4 A100s of a node are used in
this case. Multiple node jobs are not supported on this cluster because it does not have
a high-speed interconnect, like InfiniBand. The global grid is subdivided into a 2x2 grid
for the GPGPUs. This assignment minimizes the communication data volume between
the individual GPGPUs compared to striped assignments, like 1x4.

Figure 4.5.7 shows the scaling with these scenarios
2x2 Each A100 gets a single rank
4x4 Each A100 gets a 2x2 subgrid; no partitioning
4x4 Partitioned Each A100 gets a 2x2 subgrid; fixed partitioning with 25% per rank
8x8 Partitioned Each A100 gets a 4x4 subgrid; fixed partitioning with 6% per rank
As expected, the 4x4 case without partitioning shows its benefits only for small problem
sizes. It is affected by the same problem as the 2x2 case on a single A100 without
partitioning.

Figure 4.5.8 shows the speedup of these benchmark runs.
The 2x2 run has an ideal speedup of 2 which is reached and exceeded apart from the
smallest tested problem size. For the smaller sizes, the local communication of the sin-
gle rank run is spread over the 4 A100s, which results in a better performance. The
speedup is higher for the medium and large problem sizes because the saturation effects
are delayed. After all, more resources are available.
The unpartitioned 4x4 run shows near-ideal speedup for the smaller problem sizes be-
cause the kernels are small enough not to cause too much imbalance. Once the imbalance
settles, the performance is lower than the 2x2 run, like the 2x2 run on a single A100
suggests.
The partitioned 4x4 run shows its ideal speedup of 4 but takes a bit to reach and exceed
it fully. This is expected because the saturation effects are delayed.
The 8x8 run only reaches a speedup of 5.8, which aligns with its 4x4 single A100 run.

Using 4 A100s allows the NVLink interface to parallelize parts of the communication
procedure. CUDA-capable GPGPUs only support one memory copy operation per type
at a time. Concurrent copy operations with different types are capable, like host-to-
device, device-to-host, and device-to-device. The asynchronous operations are executed
in parallel by the GPGPU. As a result, the NVLink interface can be used in parallel to
the memory copy interface and kernels.
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These benchmark results suggest that at least a 2x2 subgrid has to be used on each
A100 to have a speedup inline similar to the number of total GPGPUs. A 4x4 subgrid
further improves the performance.
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4.5.3 Setup Phase

The stress calculation is benchmarked with MPI to check for unwanted side effects.
Figure 4.5.9 shows the performance with the usual setup from previous subsections.
The speedup is plotted in figure 4.5.10.

This stress kernel does have a considerable performance impact ( 1
40

the performance!)
when using multiple ranks per GPGPU without the MPS with partitioning. This results
from the very short kernel runtime at the small sizes and the overhead associated with
context switching.

With MPS and partitioning, there is no noticeable performance impact for sizes above
600x600. No performance gain exists because small problem sizes can saturate a A100.

Scaling across multiple GPGPUs has little performance impact because there is no com-
munication in this example, like almost all other setup kernels. The smaller-than-ideal
speedup is a result of the shifted saturation effects. Running the benchmarks to bigger
problem sizes should show even this to diminish.
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4.6 Comparison

Figure 4.6.1 shows the speedup when using the A100. This figure is a zoomed-in version
of figure A.5.7, in the appendix. The CPU runs are modified from section 4.3. The grid
points are chosen to match the A100. The low CPU core count runs are stopped early
because of the resulting runtime.

The following setups are compared. The referenced figure contains both performance
graphs of these runs:
1x1; 1 A100 Single CPU core vs single A100 (one rank per GPU); figure A.5.1
2x2; 1 A100 Four CPU cores vs single A100 (four ranks per GPU); figure A.5.2
2x2; 4 A100 Four CPU cores vs four A100 (one rank per GPU); figure A.5.3
4x4; 1 A100 16 CPU cores vs single A100 (16 ranks per GPU); figure A.5.4
4x4; 4 A100 16 CPU cores vs four A100 (four ranks per GPU); figure A.5.5
8x8; 4 A100 64 CPU cores vs four A100 (16 ranks per GPU); figure A.5.6
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Using only a single CPU core per GPGPU results in massive speedups, as expected by
the parallelization and raw compute power. The measured maximum speedup is 90.

Changing to four CPU cores per GPGPU results in lower speedups because the CPU
can benefit better from the parallelization than the additional parallelization on the
GPGPU. The measured maximum speedup is 40.

A more realistic setup would be a tile size of 510x510 and 16 ranks per A100. Table 4.1
shows the performance, speedup, and VRAM usage with this setup scenario. The CPU
RAM usage is not calculated because this is very difficult. After all, not all fields are
used and thus do not consume memory. With this headroom of VRAM usage, it is
possible to increase the tile size and port the other simulation parts. The increased tile
size of 1022x1022 is shown as a comparison.

Ranks 16 64 16 64
A100s 1 4 1 4
Tile size 510x510 510x510 1022x1022 1022x1022
Grid size 2046x2046 4092x4092 4088x4088 8176x8176
VRAM per GPU 2.5GB 2.5GB 10GB 10GB
CPU Perf. 2.59E+08 7.92E+08 2.07E+08 6.88E+08
GPU Perf. 1.04E+09 4.01E+09 1.49E+09 5.88E+09
Speedup 4.0 5.1 7.2 8.5

Table 4.1: Realistic setup and performance



Chapter 5

Benchmark aEVP

The benchmark runs for the aEVP solver are set up like the runs for the LSR solver.
The difference is that the aEVP solver does not have a small inner iteration. Therefore
the complete sub-iteration with arbitrary values was used. This change increases to
total memory consumption of the benchmark program. Comparing the raw performance
metrics is not possible because of the different amounts of work performed during the
iteration. The pre-calculations are not covered.
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5.1 CPU

The CPU performance behaves similarly to the LSR solver. Figure 5.1.1 shows the
performance with the same benchmark setups as in section 4.3. The resulting speedup
is shown in figure 5.1.2. When the L3 cache of each CCX is near full usage, the drops
happen with smaller sizes because of the increased number of active fields (81 vs. 18).

The performance graphs show performance problems that are caused by cache effects.
A more detailed graph of the single core performance is available in figure B.0.1. First,
the drops happen when only 60% of the L3 cache is used. Second, the graph shows
performance drops near some multiples of 256. Further investigation and solution to
this problem are outside the scope of this thesis.
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Figure 5.1.1: aEVP CPU Performance

The first four process run shows the expected speedup of 4. The prominent peak between
128 and 256 is caused by the additional L3 cache provided by the extra CCXs.
The 16 process run only reaches a speedup of 10. This lower speedup results from using
two cores per CCX instead of only 1. The EVP iterations are memory bound, unlike the
LSR solver iterations which are compute bound by the division operations. Both cores
have to share the connection to the IO die to access the main memory. Using 16 CCXs
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instead of 8 increases the speedup to around 15; see figure B.0.2 and figure B.0.3 in the
appendix. The first peak is even longer because the higher performance can be held for
larger grid sizes.
The other peaks are artifacts of the performance drops in the single process run.
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5.2 GPU

The EVP iterations contain multiple different loop styles. The two most dominant ones
are looping over the inner points and all four ghost layers. Some more specialized loops
are over one ghost layer on one or both sides.

The first set of benchmark tests which tile size configuration is the best. Figure 5.2.1
shows the results from optimizing for four, one, and no ghost layers at both sides.
Optimizing for the two most used setups does yield the best performance. Both variants
have little to no difference because they are roughly used at the same rate. Optimizing
for only a single ghost layer reduces the performance slightly because all these variants
are in the minority. Cache effects caused by the missing 64-byte alignment are possible
too. ExaStencils can support padding to overcome the last point, but it is not supported
by MITgcm.
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The MPI benchmarks in figure 5.2.2 are done with the tile size being a multiple of 32.
The denser grid size spacing at the beginning is chosen to show the effects of increasing
the number of used SMs. The speedup of using additional cards and the effect of using
multiple MPI ranks per A100 are measured. The first is shown in figure 5.2.3. The
latter is unnecessary because a single reasonable-sized tile can run near the optimal
performance. It is still relevant if the number of used CPU cores is essential, e.g.,
non-CUDA ocean simulation.

Using multiple processes per A100 increases the amount of communication. The per-
formance impact is more significant for small grid sizes than larger ones because of the
greater fraction of communication vs. computation.

Using 4 A100s results in a speedup of 3.5. The communication overhead between A100s
is more significant than within them. This results from the lower bandwidth external bus
connection than main memory copy operations. The benchmarked routine of the LSR
solver’s setup phase does not contain any communication which impacts its performance.
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5.3 Comparison

The speedup when using A100s instead of CPU cores is shown in figure 5.3.1. The
single rank graph has the outlier, when the CPU experiences cache aliasing, removed.
A speedup of 2000 was measured at one of those points. In practice, the grid size or
tiling would be adjusted such that the performance is not significantly decreased. The
measurements are cut short due to overall CPU runtime requirements. For reasonably
sized tile sizes, a speedup of 200 can be observed.

Using more than a single CPU core per A100 still results in a good speedup. Figure 5.3.2
shows the speedup when switching from 16 CPU cores on 8 CCXs to a single A100. As
long as the L3 is not exhausted, the speedup is below 6. This behavior is comparable to
the LSR solver. Afterward, the speedup jumps to 15 and increases to over 30.
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Chapter 6

Conclusion

This chapter summarizes the achieved work of this thesis. Some future improvements
are discussed too.

6.1 Summary

Parsing Fortran

The first goal of parsing Fortran77 code with ExaStencils is achieved with some restric-
tions. The code, especially loops, has to be annotated with special comments to help
the transformation process. Currently, some features are limited to a single fragment
per process. In practice, this limitation is not a big problem because more MPI ranks
can be used instead.

This capability is demonstrated by parsing two sea ice solvers of MITgcm and creating
C++/CUDA code.

Interfacing Fortran and ExaStencils

Another goal was to achieve seamless interfacing between Fortran and generated C++
code. ExaStencils is extended to work with global collections—C/C++ struct and
Fortran Common—and pointers to fields. The existing strategy to generate Fortran-
compatible calling and naming conventions is extended. A set of functions is generated
that expose the initialization and destruction routines. These must be called by the
external program which wants to call the generated code. If the generated code is to
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call external functions, it can do so. Because ExaStencils can target CUDA-capable
GPGPUs, special functions are necessary to ensure data consistency between the CPU
and GPGPU memory copy of the fields.

There are two sets available. The first handles all external fields, and the second set
allows the user to specify the fields. The latter does work with ExaStencils internal
fields too. A third set to handle all defined fields has yet to be implemented but could
be easily done if required.

The interoperation is demonstrated by integrating the generated sea ice solvers code
into the MITgcm binary. The resulting executable sets up the simulation and calls the
solver during each time step. If necessary, the solver can call MITgcm’s communication
routine.

Increase Performance

The main goal was to improve the performance of MITgcm’s sea ice solver. This goal is
reached, and the performance increase is demonstrated on a modern platform. The test
machine is equipped with two 64-core AMD EPYC 7662 processors and four NVIDIA
A100 Tensor Core-GPUs.

The LSR solver reached a speedup of 4 to 8 when comparing 16 CPU cores vs. one
A100. The medium tile/fragment size is chosen with a larger size than more traditional
simulation runs but still within a reasonable size; see table 4.1. The previous work
required even larger tile sizes for better performance [8].

The aEVP solver showed a speedup of up to 5 for smaller problem sizes. Using the exact
medium tile sizes results in a speedup of 15 and 20; see figure 5.3.2.
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6.2 Future Work

There are multiple limitations in the current implementation. They are listed below,
together with a proposed solution.

More Fortran Support

Currently, the Fortran layer only implements the most common features of Fortran77.
For example, the output format definitions are ignored. The unique format syntax
requires an additional parser and transformation step to the C ‘printf’ format syntax.
Newer standards—i.e., Fortran 90 and newer—are not supported. This change requires
a selector to enable the new declaration statements and switch between the fixed-line
and the later free-line format.

Multiple Tiles per Process

The fused MITgcm and ExaStencils project only supports a single tile per process. To
solve this issue, ExaStencils needs a way to support functions that can only work on a
single tile. Section 3.1.2 covers those limitations in more detail. One example solution is
to add an inside-fragment flag and an official way to access and set the fragment index.

With multiple fragments per process, the in-development feature of using multiple CUDA
streams can be used. This feature could eliminate the need for the MPS daemon. The
generated code would then configure the GPGPU partitioning automatically during the
setup of the CUDA runtime.

JFNK Support

To support the JFNK solver, a GMRES must be created with ExaStencils first. Sec-
tion 1.3.2 covers the problems and suggests possible solutions. Afterward, the simple
GMRES algorithm can be modified to the JFNK solver. When the current code should
be reused, the jump/goto statements must also be supported.



Appendix A

Additional LSR Benchmark Plots

This appendix chapter contains additional benchmark plots which did not entirely fit
into chapter 4.

A.1 CPU Benchmark
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A.2 Reduction Benchmark
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A.3 Linear Iteration Benchmark
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A.4 Setup Benchmark
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A.5 Comparison
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Figure A.5.2: CPU vs GPU Performance - 2x2 ranks, 1 A100
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Figure A.5.3: CPU vs GPU Performance - 2x2 ranks, 4 A100
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Figure A.5.4: CPU vs GPU Performance - 4x4 ranks, 1 A100
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Figure A.5.5: CPU vs GPU Performance - 4x4 ranks, 4 A100
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Figure A.5.6: CPU vs GPU Performance - 8x8 ranks, 4 A100s
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Figure A.5.7: CPU vs GPU Speedup (Full Range)



Appendix B

Additional EVP Benchmark Plots

This appendix chapter contains additional benchmark plots which did not entirely fit
into chapter 5.
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Figure B.0.1: aEVP Single CPU Core Performance
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Figure B.0.2: aEVP CPU Performance With 16 CCXs
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Figure B.0.3: aEVP CPU Speedup With 16 CCXs
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Acronyms

A100 NVIDIA A100 Tensor Core-GPU. 40, 44, 46, 48, 52, 53, 55–57, 59, 60, 65, 66,
69, 85, Glossary: NVIDIA A100 Tensor Core-GPU

aEVP adaptive EVP. 6, 61, 69, 85, Glossary: adaptive EVP

CCD compute cluster die. 85, Glossary: compute cluster die
CCX compute cluster complex. v, 40–42, 62, 66, 82, 85, 87, Glossary: compute cluster

complex

DSL domain specific language. 7, 85, 87, Glossary: domain specific language

EVP Elastic-Viscous-Plastic. 6, 62, 64, 85, Glossary: Elastic-Viscous-Plastic

GMRES generalized minimal residual method. 5, 70, 85, Glossary: generalized mini-
mal residual method

GPGPU general-purpose computing on graphics processing unit. i, 1, 21, 26, 32,
34, 36, 45, 47–51, 53, 55–57, 60, 69, 70, 85, 87, 88, Glossary: general-purpose
computing on graphics processing unit

JFNK Jacobian-free Newton-Krylov. 4, 5, 70, 85, Glossary: Jacobian-free Newton-
Krylov

LSR Line Successive (over) Relaxation. 1, 4–6, 27, 34, 46, 47, 61, 62, 65, 66, 69, 85,
Glossary: Line Successive (over) Relaxation

LSS Chair for Computer Science 10 - System simulation. 7, 85, Glossary: Chair for
Computer Science 10 - System simulation

MITgcm MIT General Circulation Model. i, vii, 1, 2, 4, 6, 8, 9, 15, 19–21, 25, 30–36,
38, 41, 46, 48, 53, 64, 68–70, 85, 87, 88, Glossary: MIT General Circulation Model

MPI message parsing interface. 1, 31, 32, 48, 50–52, 57, 65, 68, 85, Glossary: message
parsing interface

MPS Multi-Process Service. 48, 49, 51–53, 57, 70, 85, Glossary: Multi-Process Service

PCIe PCI Express. 40, 85, 88, Glossary: PCI Express
PDE partial differential equation. 8

RDMA remote direct memory access. 32, 85, Glossary: remote direct memory access
RRZE Regionales Rechenzentrum Erlangen. 40, 85, Glossary: Regionales Rechenzen-

trum Erlangen

85



Acronyms 86

SIMD single instruction, multiple data. 41, 86, Glossary: single instruction, multiple
data

SM Streaming Multiprocessor. 40, 41, 44–49, 51, 53, 65, 86, Glossary: Streaming
Multiprocessor

SMT simultaneous multithreading. 40, 41, 86, Glossary: simultaneous multithreading



Glossary

adaptive EVP
Improved version of the EVP solver, see subsection 1.3.3. 6, 85

Chair for Computer Science 10 - System simulation
Chair for Computer Science 10 - System simulation at the Friedrich-Alexander-
Universität Erlangen-Nürnberg. 7, 85

compute cluster complex
Set of Zen CPU cores with their L3 cache. v, 85

compute cluster die
Physical CPU die/chiplet; contains one or two CCX. 85

cuBLAS
CUDA implementation of the Basic Linear Algebra Subprograms (BLAS) li-
brary/interface. 49

CUDA
Parallel computing platform and API for Nvidia GPGPUs. i, 1, 7, 17, 21, 25,
27–29, 32, 35, 36, 49, 51, 55, 65, 69, 70, 87, 88

domain specific language
Special programming languages which are developed to serve a specific purpose.
7, 85

Elastic-Viscous-Plastic
Special seaice solver of MITgcm, see subsection 1.3.3. 6, 85

ExaSlang
DSL of ExaStencils. 7, 8, 10–21, 23, 27

ExaStencils
Code generation framework for multigrid solvers. i, 3–9, 11, 15, 19, 20, 22, 27,
30–35, 64, 68–70, 87

generalized minimal residual method
Iterative numerical solver for indefinite non-symmetric systems of linear equations.
5, 85

general-purpose computing on graphics processing unit
Usage of a graphics processing unit (GPU) for parallel computations. 1, 85

InfiniBand
Very high bandwidth and very low latency networking standard. 32, 55

87



Glossary 88

instrinsic
Special functions which are used to execute specific hardware instructions.. 27

Jacobian-free Newton-Krylov
Special seaice solver of MITgcm, see subsection 1.3.2. 4, 85

Line Successive (over) Relaxation
Special seaice solver of MITgcm, see subsection 1.3.1. 1, 85

message parsing interface
Communication protocol for programming parallel computers. 1, 85

MIT General Circulation Model
Numerical computer code that solves the equations of motion governing the ocean
or Earth’s atmosphere. vii, 85

Multi-Process Service
Special CUDA API implementation which allows multiple processes to use a single
device concurrently. 48, 85

NVIDIA A100 Tensor Core-GPU
Special purpose CUDA-capable GPGPU. 40, 69, 85

NVIDIA Nsight Systems
System-wide performance analysis tool for CUDA programs. 50, 51

NVLink
Proprietary data interface of certain CUDA-capable GPGPUs; faster than PCIe.
32, 40, 55

OpenACC
Short for open accelerators; standard to simplify parallel programming of
CPU/GPU systems. 1, 10

OpenMP
Short for Open Multi-Processing; standard to simplify parallel programming; GPU
support was added later on. 10, 28, 29, 41

PCI Express
Common high-speed communication bus for computer components. 40, 85

Regionales Rechenzentrum Erlangen
IT service provider of the Friedrich-Alexander-Universität Erlangen-Nürnberg. 40,
85

remote direct memory access
Direct memory access technology over network without additional buffers. 32, 85

simultaneous multithreading
Technology to execute multiple threads on a single core for better resource usage.
40, 86

single instruction, multiple data
Special CPU instructions which perform the same operation on multiple data in
parallel. 86

Streaming Multiprocessor
Main execution unit of CUDA-capable GPGPUs, see subsection 4.2.2. 40, 86
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